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Summary

This paper describes a measurement tool that
has been used to analyze, tune, and redesign in
part the PL/I-FORMAC Symbolic Mathematics
Interpreter. In a number of examples, details are
given both on the FORMAC system and on the
application of the measurement tool. The basic
tool, called invocation count measurement, is
simple but quite effective. Its application enabled
us to improve FORMAC considerably.

1. Measurement and Objectives

Measurement is essential to design, test, and
improve a system. For algebraic manipulation
systems, it was pointed out by Tobey [10] that
studying the behavior of existing systems is a val-
uable resource and that a number of verification
methods should and have been used to determine
the behavior. Fitch and Garnett [4] describe a
measurement tool that has successfully been used
to investigate the inner workings of CAMAL. In
this paper we shall present a different tool that has

successfully been used to screen and tune FORMAC.

Our objective was twofold: First, the existing
PL/I-FORMAC system as released by IBM [9] was
to be extended by new features [2] and the effec-

tiveness of the implementation was to be monitored.

Secondly, FORMAC was to be improved in its over-
all speed and measurement was to provide criteria.
Different meaurement tools have been used, e.g.
(i) run-time measurement of an entire program,
program parts, or system modules;
(ii) measurement of usage percentages;
(iii) measurement of the invocation count of
system modules;
(iv) a trace of list storage space in use;
(v} a check on unintentional garbage accumulation.
We want to focus attention on the invocation count
measurement. It is a simple, but guite effective
tool, that serves best to observe the performance
of algorithms, for either of our objectives.
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In applying it, we proceed from the premise
that the system under study is well structured into
modules. A module is a self-contained part of the
whole system that performs a well-defined task in
the overall logic, such that the task of a governing
module (i.e. one at a higher level in the structure)
can be equally-well described in terms of the tasks
performed by its submodules. Invoking a module
means requesting that a certain task be accom-
plished. During a computation, the invocation count
will furnish information on the activity of a task,
i.e, it will tell if and how the task is actually exe-
cuted. The efficacy of the invocation count is strong
if the modules reflect significant logical steps, and
it becomes weak if tasks are ill-defined and modules
are arbitrary.

2. The Module Invocation Count

The invocation count in its simplest form
emerges from the well-known technique of counting
how often certain code sections are being executed;
but it is applied to the logic rather than the code
level. It is obtained by introducing conditional in-
structions at the entry to each module, for the pur-
pose of incrementing a count in a given measure-
ment table. The implementation is by a macro. The
count reflects the number of times any given mo-
dule has been invoked. The table may be set up for
some or all modules and may be reset at any time
during execution. Counting can be turned on or off,
so that we are able to count invocations globally,
selectively, or incrementally. The fact that FOR-
MAC is embedded in a general-purpose host lan-
guage, PL/I or FORTRAN, is of great convenience:
All measurement control is naturally put in the same
source text that makes up the algebraic computa-
tions program; there is no need to resort to language
or other artifacts, Thus, output and management
of the measurement table and the measurements
are controlled through PL/I and if desired, depen-
ding on algebraic results, loop parameters, and
other conditions. To examine for example the sys-
tem performance during an algebraic computation
consisting of initialization, iteration, and final



evaluation it would be possible to select measure-
ment of the expansion activity in the innermost loop,
the substitution activity during the entire iteration,
or the re-simplification activity during the final
evaluation.

3. The Augmented Invocation Count

The invocation count in its simplest form
gives only a quantitative statement on the activity
of 2 module. Therefore, it is augmented by tools
that give a more gualitative information indicating
purpose and effect of an activity. We have concen- .
trated on the following questions:

a) Why is a module invoked or from what other
module is it invoked?

b) What is the input and output to the module for
any invocation?

c) Did the module actually perform a transformation?

d) What conditions did the module set for subse-
quent processes?

e) How much time did the module consume?

They also enable the investigator to specify condi-
tions under which an activity is to be monitored.
For example, he might be interested in the number
of calls to the substitution module, but only if no
substitutions are made, and in the time taken in re-
lation to the total time.

Question (a) is aimed at the reasoning of the
governing module(s), that is, what caused the sys-
tem to activate a certain subtask. Some answer is
obtained from a traceback. But the standard trace-
back gives it in terms of statement numbers or ad-
dresses, which is unsatisfactory because it relates
to the relatively low level of coding rather than the
higher structural and conceptual level {10]. What
we would like to see is a trace of the logic that con-
stitutes an algorithmic interpretation. "We do not
have a satisfactory logical traceback yet because
the necessary provisions have not been built into
the system when it was designed. Verification be-
yond the bit level can only take place if one can get
a readout that is beyond the bit level.

For the purpose of point (b), a routine has been
written that prints out an expression or part of it
from anywhere in the middle of the system, together
with some identification. Care has to be taken that
temporary structures which may not (yet) represent
a valid well-formed expression do not result in ab-
normal termination. This measurement tool proved
useful e.g. in checking the scan across a chain of
terms, watching the progress of a sequence of sub-
stitution passes, and verifying the return of an ex-
pression to the free list (erasure).

Question (c) is to examine more closely those
modules whose main task is to perform a certain
transformation (like sin(-x) - -sin(x) or automatic
simplification in general). One way to test if a trans-
formation took place is to compare input and output
of the module. Disadvantages are:
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(i) it is time consuming and expensive;

(ii) it means being able to recognize two (possibly
temporarily non-canonic) structures as identi-
cal or equivalent;

(iii) different criteria have to be applied at different
times; e.g. the generation of an exact duplicate
may be considered as no transformation as far
as substitution goes, but as a transformation as
far as duplication is concerned;

(iv) it cannot discern identity transformations; take
e.g. ""substitute x for v in v+w'', where x i8 a
parameter that happens to be x=v.

A better way to test if a transformation took place
is to test specific activity indicators. We assume
that there is such an indicator, say a bit, that is set
on or off by the module in question. In many cases in
FORMAC indicators exist, for example there is a
bit telling whether or not an expression has been sim-
plified, a bit telling if re-ordering is necessary, or
an indicator telling if multinomial expansion took
place. Others can be introduced for measurement
purposes (a priori). Measurement makes use of these
indicators by entering their status, together with a
count in the afore-mentioned measurement table.

For example, in a particular computation of SIGSAM
problem number 2 [3] there occurred 363 invoca-
tions of the automatic simplification package. Mea-
surements showed that in 231 cases no simplification
took place. In these cases, the input had already
been simplified before (which the package determines
afterwards). So, the system could be modified to in-
voke the simplification package only when necessary,
i.e. 132 times.

Question (d) inquires about the control output of
a module. There are modules in the system that per-
form a transformation in combination with some
tests and others that perform a test only. The outcome
of such tests will in general control further processes.
The expression comparison module is a typical test
module; its control output affects ordering. Of more
interest are modules that either do not complete a
transformation and signal incompleteness upon exit,
or detect during transformation that situations have
arisen which may require further transformations.
For instance, if during combination of like terms in
a sum or product new types of expressions are gene-
rated, a flag will be set to indicate that re-simplifi-
cation is needed. Being able to monitor the setting
of this flag revealed that many costly re-simplifica-
tions were demanded that did not introduce any change
at all. A similar situation may occur with certain
substitutions. Knowing about the control indicators
is what enabled us to improve algorithms, as discus-
sed in the following sections.

In point (e), the execution time for a module has
to be judged in relation to the total execution time,
Two methods have been used. One is to employ some
sort of software monitor to establish a time profile
and to find out the critical sections in the program,
that is those that take an outstanding amount of
time [5].



The other method is to integrate time and invo-
cation count measurement, by taking the times at
entry to and exit from a module and accumulating
the differences for each invocation in a separate ti-
ming table. The table is processed in the same way
the afore-mentioned measurement table is. Thus,
we can set conditions, read intermediate times as
desired, or stop when a specified maximum is
reached.

Timing should only be used as a tool in connec-
tion with others. It is neither fine nor informative
enough to help beyond a general impression. Given
a reasonable modular structure, we found that the
invocation count is a quite sensitive fine comb. Exe-
cution times tend to vary considerably from run to
run due to timer resolution, interrupts, and back-
ground activity. A lapse in the code of one module
may not be measurable in terms of time for that par-
ticular module (although it may slow down some
other part or a particular application), but if it af-
fects the invocation count - and it typically will - it
cannot be overlooked, however small the difference.

4. Localizing Weak Points

To understand our measurements and modifica-
tions, a central feature of the FORMAC system has
to be appreciated. It is the automatic simplification
of expressions [8, 11]. The strucure of this subsys-
tem, as far as of interest here, is given in Figure 1.

AUT

LXO

Figure 1

SLX

LXT

AUT is the general control module consisting of
a set of transformation rules [9], e.g.

Axl —>A

sin(-A) — -sin(A)

A+A >2xA
For sum and product chains, AUT calls upon the le-
xicographic ordering module, whose task it is to ge-
nerate a canonically ordered chain. Its control mo-
dule LXO decides in what way, say a new term is to
be merged into an already partially sorted chain. The
actual work is done by PLX and SLX for sum chains
and product chains, respectively. Both PLX and
SLX employ a module LXT for expression compari-
son to find out if a new term belongs before, after,
or at another term.
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The test example discussed here is the first ver-
sion of a FORMAC solution to SIGSAM problem num-
ber 2 [3] as given in [1]. All one needs to know is
that the problem generates fairly long sums; the
complexity of the generation procees as well as the
length of the sums increase with increasing parame-
ter M.

As a first step, a software monitor was used to
establish a running profile for three values of M=
6, 7, 8. Since we wanted to break the profile down in
terms of FORMAC modules, we had to write our own
utility program that re-arranged the output which was
given on the basis of program addresses. This was
done in 1973 by T. Kobin at the Southern Illinois Uni-
versity. The profile is useful (i) to get a first idea
on where the critical sections are and (ii) to check
a presumably more efficient implementation. It is
not so convenient to single out modules or groups of
modules, and to time them only under certain boun-
dary conditions. .

M =6 M=7 M =28
old mod old mod old mod
1. LXO 8.17 6.24 6.43 | 13.54 6.58| 14.82
2. ILXT 32.17 |13.15 | 41.21 [10.74| 43.61| 13.92
3. PILX 16.50 |14.37 | 21.65 [ 21.24| 28.10| 23.79
4, APB 2.67 4,59 2.36 5.25 1.72 6.01
5. AUT 8.50 [12.84 5.16 111.44 3.99| 12.62
6. ENT 2.00 5.81 1.76 4.43 1.30 3.71
7. INS 4.83 [10.09 2.47 4.90 0.90 2.45
8. Rest [25.16 (32.73 {18.96 |28.464 13.80| 22.68
23 48.67 {27.52 | 62.86 {31.98| 71.71 37.71
£123 156.84 [33.94 {69.29 [45.52| 78.29 | 52.53
run time
in sec. 13 6.4 43 .4 14.2 131 32.2
Figure 2

Usage percentages and run time, Sigsam 2.1

Figure 2 lists the usage percentages for a few
modules in columns under the heading ''old!". ¥123
gives the sum of 1., 2., and 3., i.e. the percentage
for the whole lexicographic module. The peak is con-
spicuous: For M=8, 78% of the time is spent in this
module, 44% is spent in LXT alone.

Our approach to finding the reasons is discussed
in the next section, a fix is mentioned in [1]. We
modified essentially the modules LXO and PLX to the
effect that less activity is requested from PLX and
LXT. The new percentage figures are found in col-
umns under the heading ''mod''. We notice a consi-
derable decrease in the share of LXT, as well as in
the percentage of the whole lexicographic ordering
module (123). The usage is more evenly distributed
than before.

To analyze the speed-up, we cite the run times
given in the bottom row of Figure 2. The total run-
time was decreased by a factor of 2 to 4, going from
M=6 to 8. The activity of the two particular modules



we had aimed at, namely PLX and LXT (see 323),
was actually reduced by a factor of 3.5 to 7.7, As a
consequence, the rest of the system was speeded up
about 50% to 80%. The fotal factor is obtained as a
weighted sum,

5. Looking for Reasons

The observed peak in the LXT activity led to the
first assumption that this module might be poorly co-
ded. In addition, the opinion was frequently voiced
that FORMAC was inherently slow due to its ''unwiel-
dy'" internal data structure. LXT namely, compares
two expressions by going down and across list struc-
tures which are essentially polish prefix represen-
tations with nodes containing explicit operators and
operand pointers [9). However, these hypotheses
cannot be upheld, as we shall see.

Analysis of LXT alone does not take us much
further. More informative data is obtained from the
invocation count taken at this point (Table 1).

module| count

AUT 363 AUT 363

LXO | 10663 LXO | 10663

PLX | 20723 PLX | 20720

SLX 3957 SLX 3957

LXT | 43193 LXT | 24677
Table 1 Table 2

This and the following tables are given for the
second version of a program to solve SIGSAM pro-~
blem number 2, for M=7 [1], unless otherwise in-
dicated.

Again there is a peak for LXT, but this time it
signifies frequent invocation as a reason for high
usage. That takes us one level higher to the question
what other modules call upon LXT so heavily and
why do they do so. With additional details, we can
in this way carry the investigation higher and high-
er in the modular structure, up to the real cause(s).
We shall see that in this particular example cau-
ses can be found at all levels PLX, LXO, AUT.

The measurement data exhibit a striking mis-
balance between the number of simplifications (AUT)
and the amount of lexicographic activity. It becomes
even worse if we recall that only 132 of the 363 AUT
invocations are "real''. Looking at the counts of
other modules that are not given in Table 1, does
not change the picture. The corollary that nearly all
simplification activity is lexicographic, would sup-
port the thesis of an inherently slow FORMAC sys-
tem. To refute the thesis, we have to show that the
slowness is not inherent and thus can be reduced.

From the system structure is known that either
PLX or SLX call upon LXT. The sum of their invo-
cation count is 24680 versus 43193 for LXT. The

difference of 18513 means that at least one of the two
requests more than one comparison, in fact about
two on the average. To investigate this we have to
appreciate the logic of PLX/SLX:
PLX/SLX :=
if skeleton(a) = skeleton(b) then combine(a, b);
else if skeleton(a) > skeleton(b) then GT;
else LT;
where
skeleton is a function extracting the part of the ar-
gument expression that is relevant for
comparison,
combine is a function combining like expressions
and returning EQ,
LT, EQ, GT are constants indicating the lexicogra-
phic order (<, =, >) of a relative to b.

Evidently, an efficient implementation would be
contended with one comparison, and we conclude that
PLX/SLX fnay be less efficient. Measurements with
the augmented invocation count reveal that indeed at
certain points in PLX the module LXT is called for
a re-comparison. The reasons lie solely in the par-
ticular implementation and are of no interest here,
After elimination of the re-comparisons, we obtain
the counts given in Table 2. The sum of the counts
of PLX and SLX is now equal to the count of LXT.

To further reduce the lexicographic activity, we
turn to LXO. It attemps to insert a given term x into
a partially sorted chain of terms and distinguishes
three cases:

x is a numeric constant (LXOconst)

a variable (LXOvar)

other (LXOother) .
Constants are handled by LXO directly and do not re-
quire PLX and LXT. Insertion of variables is pecu-
liar: a first attempt is for a new variable to be appen-
ded at the end of the chain, a second is for variables
already existing in the chain, a third (= var retry) is
a full insertion scan,

Measurement yields count ¢l for the system so
far, and count+2 for the system with LXO modified,
as discussed below, in Table 3.

module/condition | count#1 count #2
AUT 363 363
LXO 10663 10663

LXOconst 5658 5658
LXOvar 496 496
LXOother 4509 4509
PLX 20720 6651
PLXvar 0 0
PLXvar retry 0 0
PLXother 20720 6651
SLX 3957 3384
SLXvar 496 496
SLXvar retry 119 (]
SLXother 3342 2888
LXT 24677 10035
Table 3



We observe (count #1):

1. Over 50% of the LXO invocations are "trivial",
i.e. for constants and requiring little work. That
leaves a relation LXO-nontrivial to LXT of about
1:5,

2. All LXO invocations for variable insertion are
product cases. How many of these were a hit on
the first attempt has not been determined; but we
know that 119 retries were necessary - a fairly
high rate,

3. For one insertion, LXO calls PLX/SLX several
times. How often, can be measured. But in this
example one may as well estimate: The product
chains are of an estimated length of 3. So, if only
1500 of the 4509 LXO invocations were for SLX
(assuming an average of a little more than 2 at-
tempts on product insertion) then about seven PLX
attempts (or more) come on one sum insertion,
This is good enough to raise suspicion. For, if
LXO employed some sort of logarithmic search
the number of attempts would have to be lower for
sums of the actually given length,

Subsequent analysis of LXO showed that it did in-
deed not utilize a logarithmic search, but a straight
linear insertion. Thus, LXO was modified to employ
a binary insertion scheme (6] that looks at succes-
sive midpoints. At the same time, the peculiar vari-
able retries were eliminated: variables are no longer
treated special, since the few instances where it
would be advantageous do not justify the overhead.
The measurement results after modification of LXO
are given in Table 3 under count¥2.

The system at this stage is the one discussed in
section 4, Figure 2. The activity of LXO has been re-
duced from a count of 43193 to a count of 10035, the
PLX activity from 20723 to 6651, while the invocations
for AUT and LXO remain unchanged.

6. Interplay of Design and Measurement

We shall now illustrate how the effectiveness of
an implementation can be monitored by invocation
count measurement. Since the tool is so inexpensive
to apply one can readily run tests to check if the de-
sired effect turns up, if the effect is strong enough
to justify an implementation, and if there are side-
effects. It can, better than time measurement, pro-
vide the designer with hard data on the performance
of an algorithm, to complete an initial theory or
vague feeling.

For the purpose of clarity, we concentrate most-
ly on our standard example. However, it is under-
stood that a variety of tests is needed to give enough
evidence. Also, the invocation count should be com-
plemented by other tools such as those mentioned in
the first section.

From our attempt to further improve the FOR-

MAC system we pick a few design points related
to AUT.
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Design point 1: Is it worthwhile to improve merging
of two ordered chains?

We recall that LXO is used to build a canonical-
ly ordered chain from given elements. If two already
ordered chains are to be merged, the elements of
the second one are inserted into the first one without
utilizing the fact that they come in sorted. Therefore,
a module LLXO1 was introduced that merges two al-
ready ordered chains into one. The method is obvi-
ous [6]. The search for insertion of the next element
needs not scan the portion before the element inser-
ted last,

One can construct cases in which the method does
not bring any noticeable advantage, for example
(A+D+F+I) + (C+E+G), assuming alphabetic order-
ing. Therefore, we are interested in the degree of
improvement achieved. In 80% of our test applicati-
ons, there was an improvement and our standard ex-
ample appears to exhibit a typical situation:

module | count before | count after
AUT 363 363
LXO 10663 6629
LXO1 - 1549 }8178
PLX 6651 5887
SLX 3384 2552
LXT 10035 8439
Table 4

There are now 1549 LXOI1 invocations in place
of 4034 LXO invocations for chain merging, i.e. a-
bout 2.6 former LXO calls are handled by one LXO1
call, The LXT activity has been reduced by about
15%.

Design point 2: How does the Reaut scheme at hand
compare with a scheme that simpli-
fies terms while they are generated?

The Reaut scheme is the following: The lexico-
graphic module, though it combines like terms, does
not put the result in a simplified form:

PLX: cy*x + cp*x - (c+cp)*x
SLX: x##e; % xxxepy —> Xk (e)+ey)
<y and ¢, are numeric constants. Instead, such terms

are simplified afterwards and LXO is invoked again
to establish the correct order. We say, LXO is in a
Reaut situation. In our example, we find that 1327
times (out of 6629) LXO is in a Reaut situation.

The above question can be answered in favor of
the Reaut scheme at hand. Assume alphabetic order
and consider the following example: Add to an already
simplified sum W = A+D+E +F five terms
W=W+C+C+C+C+C. Table 5 illustrates what goes
on. Method (a) is the Reaut scheme at hand, method
(b) works by simplifying and re-inserting a term
right after it has been generated. Column s gives the
number of simplifications, column c gives the number



of comparisons. Method (b) - which can be viewed
as simulation of a recursive scheme - needs more
comparisons and simplifications because it "hastily"
puts every intermediate result into its canonic form,
while method (a) "considerately' waits out tempora-
ry variations.

method (a) method (b)

sorted chain|term{ s c |sorted chain|term| s c
A+D+E+F +C 1 3 |A+D+E+F +C 1 3
A+C+D+E+F +C | 1 | 2 |A+C+D+E+F- +C j 1| 2
A+2C+D+E+F +C | 1 | 2 JA+D+E+F +2C |1 ] 3
A+3C+DHE+F +C 1 2 |A+2C+D+E+F +C 1 2
A+4C+D+E+F +C 1 2 |A+D+E+F +3C 1 3
A+5C+D+E+F A+3C+D+E+F +C 1 2
re-simplification} A+D+E+F +4C 1 3
A +35C 1 1 [A+4C+D+E+F +C 1 2
A+5C +D 1 |A+D+E+F +5C {1 |3
A+5C+D +E 2 |A+3C+D+E+F
A+5C+D+E +F 2
A+S5C+D+E+F
sum 6 17 9 |23

Table 5

For our Sigsam 2.2 example, the invocation
count reflects the difference in methods:

module | method(a) Lmethod(b)

LXO 6629 8021
LXO1 1549 1549
PLX 5887 7540
SLX 2552 3152
LXT 8439 10692
Table 6

Design point 3: How can the number of Reaut situa-
tions be reduced?

The Reaut scan is expensive because it includes
re-ordering of the entire chain. So, we look for ways
(i) to improve re-ordering;

(ii) to avoid a Reaut scan.

Concerning (i), note that in a Reaut situation the
chain to be reordered consists of '"old" elements
that are in correct order, interspersed with a few
""new'' ones that may be out of order. Two changes
have been made:

1. In Reaut situations, LXO will first compare a
new element with its current predecessor, as the
new element is likely to be already in the correct
position.

Old elements are not reconsidered and only new
ones are given to LXO for re-insertion.
Measurement shows (Table 7) that the effect of the
changes is a more than 10% reduction in the LXT
activity.

2.
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module l before | change 1 |change 1+2

LXO 6629 0 -141

LXO1 1549 0 0

PLX 5887 -764 -905

SLX 2552 0 0

LXT 8439 -764 -905
Table 7

Concerning (ii), there are two questions to ans-
wer:

1. Are there transformation rules which apply to
new elements ?
2, What is the lexicographic position of the new

elements ?

As for transformations, we distinguish "common'
transformations such as e.g.

clxx + crxx > (cytep)ax > cyxx *)
and '"non-common' transformations which are in par-
ticular those that are under user control. In the ex-
ample of Table 5, the term 5C is such a common
case that should be dealt with on the spot rather than
in a Reaut scan. If so, method (a) would not require
re-simplification at all, so that s=5 and c=11. In or-
der to obtain a quantitative measure of the effect of
a change before its full implementation, a test was
run with PLX modified such as to apply (¥*) on the
spot and not to request a Reaut scan. The difference
in the invocation count is noticeable (Table 8). The
figures give a good projection and justification for a
planned effort.

module | before | change
LXO 6629 -1267
PLX 5123 -465
SLX 2552 -301
LXT 7675 -766
Table 8

The implementation is now along the following
lines: The lexicographic module may be allowed to
tacitly perform common transformations, in which
case no re-ordering is needed. That takes care of the
slowness of repeated addition of a term to a sum. If
however AUT knows about additional transformations
then it informs LXO to report back on certain new
terms, e.g. x%% c with power series truncation, or
x %ok (sin?u) % x x% (cosZu) = x ek (sinu+cosZu). AUT
keeps book if the latter transformation changed the
skeleton of the new term. If so, a re-insertion is re-
quested, otherwise it is not,

The given figures hopefully illustrate how mea-
surement serves to verify, i.e. support or refute a
design concept. What has not been illustrated but has
been experienced is that it also helps to point out
side-effects, adverse or beneficial ones, in system
parts that were not taken into consideration. The in-
vocation count was clearly superior to timing.
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