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ABSTRACT

CCS CONCEPTS

In Human Behaviour Understanding, social interaction is often
modeled on the basis of lower level action recognition. The accuracy
of this recognition has an impact on the system’s capability to detect
the higher level social events, and thus on the usefulness of the
resulting system. We model team interactions in volleyball and
investigate, through simulation of typical error patterns, how one
can consider the required quality (in accuracy and in allowable
types of errors) of the underlying action recognition for automated
volleyball monitoring. Our proposed approach simulates different
patterns of errors, grounded in related work in volleyball action
recognition, on top of a manually annotated ground truth to model
their different impact on the interaction recognition. Our results
show that this can provide a means to quantify the effect of different
type of classification errors on the overall quality of the system.
Our chosen volleyball use case, in the rising field of sports monitoring, also addresses specific team related challenges in such a
system and how these can be visualized to grasp the interdependencies. In our use case the first layer of our system classifies actions of
individual players and the second layer recognizes multiplayer exercises and complexes (i.e. sequences in rallies) to enhance training.
The experiments performed for this study investigated how errors
at the action recognition layer propagate and cause errors at the
complexes layer. We discuss the strengths and weaknesses of the
layered system to model volleyball rallies. We also give indications
regarding what kind of errors are causing more problems and what
choices can follow from them. In our given context we suggest
that for recognition of non-Freeball actions (e.g. smash, block) it is
more important to achieve a higher accuracy, which can be done at
the cost of accuracy of classification of Freeball actions (which are
mostly plays between team members and are more interchangable
as to their role in the complexes).

• Mathematics of computing → Probabilistic representations;
• Human-centered computing → Empirical studies in visualization; • Theory of computation → Probabilistic computation.

∗ The
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1

INTRODUCTION

Multimodal sensing and analysis plays a growing role in the field
of physical exercise and sports training [11, 23, 25]. Sports data
may deliver insights that improve training (e.g., [1, 14, 27]), or may
serve as necessary input for new interactive sports exercises (e.g.,
[2, 15, 26]). In the Smart Sports Exercises (SSE) Project 1 we measure
data from volleyball players, automatically recognise volleyball
activity on individual level and group level, and use this as input
for novel interactive training exercises.
In this paper we focus on the modeling of group interactions
between volleyball players, and specifically analyse how this is
impacted by errors in the underlying single person action detection and classification. Our modeling of interaction among players
focuses on so-called “volleyball complexes”: typical sequences of
single player actions in subsequent rallies at either side of the net
[10]. Automated analysis of such patterns may for example contribute to insights regarding strengths and weaknesses of athletes.
However, such analysis also depends on automatic detection and
classification of single athletes’ actions (such as setup, or smash).
Our action recognition is done through classifiers that use as input
measurement data from Inertial Measurement Units (IMUs) which
integrate several sensors in one wearable package.
Errors in the action recognition will lead to deterioration of the
interaction modeling and threaten the validity of any insights drawn
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from it. We explore the impact of such errors in the classifiers by
systematically simulating various possible patterns of recognition
errors on top of a manually annotated ground truth.
The interaction modeling output based on the simulated erroneous action recognition is used to derive statements about the
quality required of the single person action recognition for adequate modeling of volleyball interactions. We show that not all
types of classification error have the same impact in that respect.
This paper offers several contributions:
• We offer a method for automatic modeling of interaction
whereas existing work so far relies on manual observations.
• Compared to [17] our model requires less (subjective) information and has a more intuitive interpretation that should
be easier to understand for users.
• We present an analysis that yields fundamental insight into
how different levels and patterns of errors in action recognition impact the truth and usability of the interaction models
• We thus present an analytical approach that provides an idea
of how automatic modeling might fare in real life and where
potential areas of improvement are found.

Figure 1: Rally complexes and their relation, adapted from [17].

volleyball starts when the ball is served and ends when a point is
scored (the ball touches the field). A complex describes the individual player actions on one side of the net until the ball is passed to
the other side (or touches the floor, thus ending the rally).
Hileno and Buscá [10] described the “Volleyball Attack Coverage
Observation System” (VACOS-1), an observational tool to methodically observe these complexes in a rally, recording information
about actions and their location in the field, as well as other variables such as the number of blockers and the tempo of the attack.
Each complex defines a different stage of the rally, and has its own
characteristics and difficulties, requiring somewhat different skills.
It is therefore worthwhile for a team to have insight into which
complexes, and more specifically which actions in these complexes,
they generally perform well and which are more difficult to them.
Variations of the tool have successfully been applied in several
studies [12, 13, 17–19] to analyse patterns in volleyball rallies.
The structural nature of complexes lends itself well to graph
based analysis. In some studies, complexes are modeled as a Social Network to perform statistical analysis on the occurrence of
combinations of actions / sequences of certain types, in certain locations, and combined with other factors [12, 13, 17–19]. Drikos [7]
models complex K1 as a Markov chain (with the actions performed
as nodes, and edges giving the likelihood to go from one action
to another) and uses that to calculate scoring probabilities and to
model “stabilization” after certain types of serve. Similarly, Best [4]
(an MSc Thesis) used a Markov models to predict how likely a team
is to score at the end of a rally depending on the actions performed.

The rest of the paper is as follows. First, related work in modeling of actions and interaction patterns in volleyball is discussed.
Next, the layered pipeline of the SSE project for automatic analysis of volleyball activities is explained, followed by our approach
to volleyball interaction modeling, our systematic simulation of
classification errors in the underlying action recognition, and our
analysis of the impact of these on the interaction modeling. We
finish by discussing implications and limitations of our work.

2 BACKGROUND
2.1 Action Recognition in Volleyball
In (beach) volleyball, different studies have used machine learning
in combination with IMU sensors, for example in skill recognition
[29], serve type recognition [6] and action recognition [8, 16, 23].
Typical features used in the latter are median, mean, sd, skewness,
kurtosis, dominant frequency, amplitude of spectrum at dominant
frequency, (pos of) max, (pos of) min, correlation between x and y
and between x and z. Cuspinera et al. [6], in contrast, did not use
features but rather used templates to recognize patterns in the data.

2.2

Interactions in Volleyball Teams

Beniscelli et al. [3] describe “interaction” in team ball sports as a
level of coordination among players. Analysing interaction gives
information on who can perform what actions best (e.g., receiving,
setting and spiking) and thus who should perform these during a
match [20]. A broader view at interaction might give information
on which of the team’s strategies work (or not) [28]. Part of interaction is also the communication about tactical decisions, verbally
or non-verbally [21], such as hand gestures used by the setter. Players who are not involved in the selected attack strategy can then
perform fake smashes to distract the opponent. Furthermore, if one
player fails to perform an action, team mates might solve this by
performing a non-scripted action to still try and save the ball [3].
One specific way to look at interaction in volleyball is by dividing a rally into separate “complexes” [10] (see Figure 1). A rally in

3

SSE PROJECT RECOGNITION PIPELINE

We employ a layered approach to analysing (group and individual)
volleyball activities (see Figure 2), for several reasons. The output
of the lower layers are useful to other goals as well, for example, a
coach can get valuable insights about which player performs certain
actions such as smash or serve more often than others. Apart from
that, the layered approach allows for flexibility in choosing different
sensors, tools, or features, or even different modeling paradigms
at the various layers independently. The fact that the lower layer
recognizes actions at an individual level may also allow for greater
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flexibility in accommodating changing numbers of athletes at the
higher layer (which often happens in training exercises), and for
future optimization of models in the lower layer with respect to
individual players – something which would be precluded by a
monolithic, computationally expensive approach of modeling interaction directly on top of the sensor data.

Randomly
change actions
based on confusion matrix

Create
’error’ graph

Compare ’true’
and ’error’ graph
for influence errors

Create graph
with states and
transitions

Interaction modeling: Recognize team play

Collect data at
volleyball match

Action recognition: Recognize individual actions

Annotate actions
by hand

Create
’true’ graph

Figure 3: Flowchart depicting our approach to analysing the output
of the interaction modeling layer.

Sensor measurement: Measure arm motion
Figure 2: Our layered recognition pipeline: from movement sensors
to interaction modeling of team play. The output can be shown in
any form to coaches or volleyball players.

In the sensor layer, data is collected from volleyball players wearing Inertial Measurement Units (IMUs) on both wrists. The IMUs
gather 3D acceleration, 3D angular velocity, 3D magneto meter
and air pressure at a sampling frequency of 40Hz, which are preprocessed using a built-in Kalman filter.
The action recognition layer classifies the volleyball actions performed by each single player on the basis of their IMU data. This
is done in a 2 stage process described elsewhere [8, 9, 22, 23] and
briefly summarized here. First, a binary classification is performed
to separate actions from non-actions. Next, the actions are classified
into one of 7 classes, namely Block, Serve, ForearmPass, Smash,
OneHandPass, OverheadPass, and UnderHandServe. The classifiers
are trained on a manually annotated ground truth of recorded sensor data, containing unbalanced data consisting of 990 action labels
which were triple coded with high reliability [23]. Performance is reported as Unweighted Average Recall (UAR) because the used data
sets were unbalanced. The first algorithm identifies actions from
non-actions with a UAR of 86.87%; the second algorithm classifies
specific actions with a UAR of 67.87%.
The interaction modeling layer, finally, focuses on modeling the
sequential patterns of single player actions carried out in rallies
by each team, modeled through a weighted transition graph. This
layer is the focus of the current paper.
Figure 3 shows how the output of the interaction modeling layer
is analysed. Data was collected from a friendly game of 23 minutes
in which ambitious amateurs performed a total of 398 actions that
were annotated by hand. In this game, players did not perform the
UnderHandServe, which was left out of subsequent analyses, but
did perform a TipBall, which was included. On the basis of the
‘true’ annotated actions, a second layer of ‘erroneous’ annotations
was created by randomly modifying labels to get data with simulated recognition errors. The two annotations are used to derive
interaction models (cf. section), yielding a ‘true’ and an ‘erroneous’
interaction graph. These are compared to show how the type of error simulation impacts their difference and to reflect on implications
for using the error graph for analysing team performance.

Figure 4: Actions performed in the five complexes extended with
the names of the nodes in the model. Original figure from [10].

4

THE SSE MODEL OF VOLLEYBALL
INTERACTIONS

We model group level interaction in volleyball as a weighted labelled
graph that indicates how the athletes in the teams proceed through
the various complexes of [10]. The model is like a Markov model,
but with a few differences. As in a Markov model, nodes are labelled,
in our case with the different stages the rally can be in. However, in
a Markov model, edges represent probabilities to go from one node
to another. In our model, edges are labelled with various volleyball
actions and we keep track of absolute occurrences of the transitions.
This model can function as an automaton keeping track of how a
rally progresses. Figure 4 shows the idealized stages of a rally: a
complex starts with an action of the opposing team (serve, attack,
counter-attack, block, or freeball – a non-attacking ball that passes
over the net); this is ideally followed by a sequence of 3 transitions
(defence, setup, attack) culminating in the ball being played back
over the net in a new attack, or by other combinations of transitions.

4.1

Structure of the model

Figure 5 shows some details of the weighted transition graph for
complex 1. The names of the nodes follow from the complexes
as shown in Figure 4, which shows that for each complex three

280

Long Paper

ICMI '20, October 25–29, 2020, Virtual Event, Netherlands

• the weight of transitions within and between complexes
may change (i.e., traversal of a certain transition may be
over-counted or under-counted to a great extent)
• a large number of traversals of transitions from a complex
to the ErrorState may be counted (i.e., actions were detected
that should not possibly happen in a certain state)
• a large number of traversals of transitions within the ErrorState may be counted (i.e., the traversal getting stuck
within the ErrorState for some time)

nodes exist: 1) Start of the complex based on the last action of the
opponent, 2) Defensive state 3) SetUp state. In a volleyball match,
K1 is the first complex after serve, and ideally, a team wants to
defend with a ForearmPass (Neutral_Serve to K1_ServeReception)
to send the ball to the setter. The setter can then play an OverHeadPass (K1_ServeReception to K1_SetUp) so that an attacker
can Smash (K1_SetUp to Neutral_Attack). It is also possible that
the rally ends after the smash and depending on its successfulness,
either K1_RallyWon or K1_RallyLost is the final state.
However, this is an ideal situation and at any point of these
steps, actions might not be performed as wanted. For example, if
the defense with the ForearmPass goes wrong, it could be that
the SetUp also has to be performed with a ForearmPass. This can
even cause the attacker to perform an OverHeadPass, so that the
opponent gets a Freeball (start of K5, Neutral_Freeball). Of the
available actions, a Serve can only occur in K0, as it is the starting
action. A Block causes the start of K4 (Neutral_Block) and the FP,
OHP, TB and 1HP are so-called Freeball actions that cause the start
of K5 (Neutral_Freeball) when they are played as attack.
Figures 5(a), 5(b) and 5(c) show parts of the rally model as described above. These figures also demonstrate how actions form
transitions between states. The resulting model with all states and
transitions consists of 28 different states and 301 transitions.

4.2

We hypothesize that not every type of action recognition error
has the same impact on the resulting rally graph. To investigate such
a possible impact further, as a use case we investigate how various
forms of simulated erroneous action recognition lead to different
impact on interaction modeling on the basis of our data.

5.1

We simulate erroneous action recognition on top of the hand annotated ground truth of volleyball actions for a collection of rallies,
as also shown in Figure 3. First, we created the “true rally graph”
for this ground truth. Next, we systematically modified some of the
ground truth action labels according to an error model for action
recognition and used the resulting erroneous data to create an additional “erroneous rally graph”. For example, if in the ground truth
100 ForearmPasses occur and the error model assumes that the algorithm classifies ForearmPasses correct 90% of the time, randomly,
ten of the ForearmPasses are changed into another action before
the data is used to traverse the model. By repeating this process 100
times, an average weight and standard deviation was calculated for
each transition in the erroneous rally graph.
Different error models can be simulated by changing both the
ratio of misclassifications, and changing the likelihood with which
an action label is changed into each of the other labels. We express
these models in the form of confusion matrices. The next subsection
gives various confusion matrices with a recall of 95% for actions.
Simulations are also done with a recall of 90% and 80% for a given
subset of actions. The full set of confusion matrices are provided in
the supplementary file to this paper.

Traversing the Model to Count Occurrences
of Certain Sequences

Above, the structure of possible actions in rallies is described. To
keep track of who performs which actions, each edge is weighted
with an occurrence counter for the team and counters for each
individual player. To this end, the model is traversed following the
actions that occur during actual rallies in match or training (as
recognized automatically, or annotated by hand). Every time an
action occurs while the model is in a certain state, the counters for
that transition are increased and the model state is updated to the
end point of that transition.
If an action is detected that is impossible in the current state (e.g.,
a Smash during K1 is wrongly classified as a Serve, which cannot
be represented in the created model), the model transitions to an
ErrorState and remains there until a new rally starts.
Once all traversing is done (e.g., the match is over), a “rally graph”
is created (see Figure 6), showing what actions are performed most
often. Such graphs can be used as a multi-purpose output (e.g. to
coach, players, or others interested to further analyse the match).

5

Method: Simulating Erroneous Recognition

5.2

Material: Multiple Grounded Error Models

We simulated various error models. First, we were interested in
the influence of overall accuracy with random errors. Next, we
focussed on the impact of errors only between Freeball actions,
only between non-Freeball actions, or the combination of the two.
The final simulation scenario was based on typical classification
errors that we achieved in our own action classification experiments
to be published elsewhere [24].
In this section, we will go into detail for several of these confusion
matrices. The full set of confusion matrices and their results are
given in the supplementary file to this paper.

IMPACT OF ERRONEOUS ACTION
RECOGNITION ON INTERACTION MODELS

The model described above can be traversed using the actions
performed by players. These actions can either be annotated by
hand or recognized from sensor data by an action classifier. The
first option leads to a “true” graph representation in which the
rally graph of Figure 6 fully represents what happened in the rally.
For the second option, it can be that some actions are recognized
incorrectly, leading to a weighted graph that does not fully represent
the occurrences of sequences that happened during the rally. This
“erroneous rally graph” can differ from the true graph in three ways:

Random classification errors simulations: The first simulation
that we discuss here concerns one in which all actions have the
same recall, with errors evenly divided over all other actions. This
is illustrated with the confusion matrix in Table 1.
Confusions within Freeball actions: As described earlier, Freeball actions are those that are generally played within a team, but
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(b) Snippet of all transitions to finish K1.

(c) Snippet of all transitions to end the rally in K1.

Figure 5: Snippets of the full K0 and K1 graphs show the most salient parts. The snippets show unidirectional transitions to next states within
a complex, or to the next complex.

Figure 6: A Rally Graph is the rally model updated with weights according to the actions taking place in a series of rallies. It can be seen
that the most common path starts at ’StartRally’ with Serve, followed by a ForearmPass, OverHeadPass and a Smash in K1. There are also
transitions that go to the ErrorState.

Combined Freeball and non-Freeball confusion: In Table 2
and 3 it is assumed that confusion only happens within that subset
of actions (Freeball or non-Freeball), whereas all other actions are
recognized perfectly. The two confusion matrices are combined
into one in which the specific subsets are confused at the same time.
This results in the confusion matrix in Table 4.
Simulating real classification errors: The final simulation is
based on the typical patterns of error in our own automatic action
recognition work [24]. Table 5 shows the confusion matrix to simulate those error patterns. This confusion matrix is a little adjusted

can also fly over the net to the opponent (who then proceed in K5).
Since these can be played at any time, it is likely that confusion
within Freeball actions will not lead to the traversal getting significantly more stuck in the ErrorState. This type of error is shown in
the confusion matrix in Table 2.
Confusions within Non-Freeball actions: Similar to the above,
Table 3 illustrates erroneous classification that only confuses within
Non-Freeball actions. This type of error is expected to lead to the
traversal getting stuck more in the ErrorState than confusion with
Freeball actions.
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from the paper as the earlier work did not include TipBall as action,
but instead UnderHandServe. The adjusted confusion matrix has
UnderHandServe removed and TipBall added, assuming perfect
recognition as no information on this action is available.
Compared to the previous confusion matrices, the values are
given in absolute numbers to keep the recognition ratio between
different actions; for the number of TipBall actions we took the
average of the other actions. These absolute numbers follow from
the total number of actions performed in the volleyball session that
we used for our action classification experiments [24].

Table 5: Confusion matrix with absolute values to simulate incorrect recognition of actions. Ratios between incorrect recognition of
actions follow from our earlier work [24].

Table 1: Confusion matrix to simulate incorrect recognition of actions with an overall accuracy of 95%.

5.3

B
FP
1HP
OHP
Serve
Smash
TB

B
95
0.83
0.83
0.83
0.83
0.83
0.83

FP
0.83
95
0.83
0.83
0.83
0.83
0.83

1HP
0.83
0.83
95
0.83
0.83
0.83
0.83

OHP
0.83
0.83
0.83
95
0.83
0.83
0.83

Serve
0.83
0.83
0.83
0.83
95
0.83
0.83

Smash
0.83
0.83
0.83
0.83
0.83
95
0.83

B
FP
1HP
OHP
Serve
Smash
TB

B
1
0
0
0
0
0
0

FP
0
95
1.67
1.67
0
0
1.67

1HP
0
1.67
95
1.67
0
0
1.67

OHP
0
1.67
1.67
95
0
0
1.67

Serve
0
0
0
0
1
0
0

Smash
0
0
0
0
0
1
0

TB
0.83
0.83
0.83
0.83
0.83
0.83
95

TB
0
1.67
1.67
1.67
0
0
95

5.4

B
95
0
0
0
2.5
2.5
0

FP
0
1
0
0
0
0
0

1HP
0
0
1
0
0
0
0

OHP
0
0
0
1
0
0
0

Serve
2.5
0
0
0
95
2.5
0

Smash
2.5
0
0
0
2.5
95
0

TB
0
0
0
0
0
0
1

Table 4: Confusion matrix to simulate incorrect recognition of Freeball actions and incorrect recognition of non-Freeball actions at the
same time, both with a recall of 95%.

B
FP
1HP
OHP
Serve
Smash
TB

B
95
0
0
0
2.5
2.5
0

FP
0
95
1.67
1.67
0
0
1.67

1HP
0
1.67
95
1.67
0
0
1.67

OHP
0
1.67
1.67
95
0
0
1.67

Serve
2.5
0
0
0
95
2.5
0

Smash
2.5
0
0
0
2.5
95
0

1HP
2
5
6
2
0
2
0

OHP
10
14
1
103
2
6
0

Serve
1
2
0
2
69
5
0

Smash
0
3
6
0
10
88
0

TB
0
0
0
0
0
0
96

Measure: Quantifying the Impact of Errors

Results: Impact on Interaction Models

In Figure 7, the percentage of transitions that were different from
the true rally graph at an alpha level of 0.05 is given per confusion
matrix at the various levels of simulated UAR recognition rate.
Results are shown, split out by type of transition.
In general, when the recall of actions improves (from 80% to
95%), the number of transitions that changed because of erroneous
recognition drops. This pattern is seen for all types of confusion
matrices. The highest degree of change of transition weights is
observed when actions are randomly changed into any of the other
actions (‘all’) and the lowest when only Freeball actions (‘FBact’)
are confused with one another.
The results of two separate confusion matrices (FBact, Table 2,
and nonFBact, Table 3) can be compared to the result of the combined confusion matrix (Table 4), which shows that the degree
of change within transition weights for the combined confusion
matrix is less than the sum of the two separate matrices.
Furthermore, when using the confusion matrix from our own
classification experiments with an UAR of 67.87% [24], less transitions are changed through recognition errors than when using
the confusion matrices with a recall of 80% and 90% for ‘all’ actions
(with a UAR of 80% and 90%).

Table 3: Confusion matrix to simulate incorrect recognition of nonFreeball actions with a recall of 95%.

B
FP
1HP
OHV
Serve
Smash
TB

FP
2
169
9
7
11
7
0

Using the confusion matrices above, the different erroneous rally
graphs were obtained, for recall percentages of 95%, 90% and 80%.
For each of these erroneous rally graphs, the transition weights
(and their standard deviation) were obtained and compared to the
weights from the true rally graph. Z-tests were used as a means to
quantify the change in transition weights between the erroneous
graphs and the true graphs. Transition weights that were significantly different at an alpha level of 0.05 were scored and expressed
as a percentage of the total number of transitions for that confusion
matrix. With transition weights (average and standard deviation)
being derived from a sample of 𝑛 = 100 simulated rounds of erroneous classification, the Central Limit Theorem holds, meaning that
the sampling distribution approximates the normal distribution,
regardless of the population distribution being sampled. Results
are reported separately for the three types of transitions described
earlier at the start of this section (within complexes, from complex
to ErrorState, and within ErrorState).

Table 2: Confusion matrix to simulate incorrect recognition of Freeball actions with a recall of 95%.

B
FP
1HP
OHP
Serve
Smash
TB

B
9
14
4
4
1
1
0

TB
0
1.67
1.67
1.67
0
0
95

6

CONCLUSION AND DISCUSSION

The results of this paper show how action recognition errors might
propagate to higher level interaction modeling, and show this for
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Figure 7: Bar graph showing the percentage of transitions that were different from the true rally graph at an alpha level of 0.05 per confusion
matrix. The left-most bar (tagged *) is the reference (i.e. true rally graph), showing the proportion of the three types of transition in the data.
On the x-axis, the confusion matrices are set out; the numbers refer to the simulated recall of the actions and the names to the different
confusion matrices

a realistic error pattern grounded in the real classification errors
of our action recognition layer. In this final section we discuss the
contributions and limitations of our work, look at implications for
use of action recognition and interaction modeling in volleyball
monitoring systems, and present an outlook to future work.

6.1

Contributions

The work presented in this paper offers several contributions.
Firstly, the Rally Graphs introduced in this paper offer a method
for modeling interaction in volleyball. Rally graphs are weighted,
labeled transition graphs that model the structure of rallies in volleyball matched and training sessions in terms of so-called volleyball
complexes. By traversing this structure, counting actual actions
taking place in a match or training, the rally graphs can furthermore show which sequences occur more, or less, for a team or for
individual players. This could be turned into insight about strengths
and weaknesses of a team and individuals, showing who is able to
perform which actions best (e.g. in terms of defending/attacking).
Secondly, we presented a method to investigate the impact
of errors in the lower level action recognition on this interaction modeling. We described our approach as a multi-level process using a hand annotated ground truth, real and theoretically
grounded error models, and simulations of these error models in
the action recognition.
Thirdly, the results presented in Figure 7 show insights into
how different kinds of error propagate differently to the interaction modeling layer, and what kind of trade-offs can be made
for improving further iterations of action recognition models for
volleyball monitoring systems.
The results suggest that not all errors are equal: when all actions
are equally confused, the three types of transitions seem to be
changed to a greater degree than for the other error models, even the
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one derived from the error patterns shown by our actual classifiers.
Simply reporting overall accuracy (UAR) of an action recognition
layer is thus not a very good measure to say something about the
(potential) influence of errors in the action recognition layer on the
model of the interaction layer.
More specifically, when confusions are only between Freeball
actions, no transitions to the ErrorState are made. This is because
they are interchangeable in terms of transitions between within and
between complexes (cf. Figures 5(a), 5(b) and 5(c) for illustration).
Non-Freeball actions are not as interchangeable, and are more “complex specific”. Confusions between Non-Freeball actions therefore
have a greater impact on the interaction modeling layer.
Fourthly, our results also allow us to say something about the
suitability of the results in our own action recogntion experiments [24] for the purpose of interaction modeling. Errors
in the classifiers are certainly not equally distributed across all
combinations of labels: In Figure 7 the bar of the confusion matrix
from the ‘Paper’ is lower than the bars with overall confusion of
all actions while it has worse UAR than those other bars. Yet, it
is equally clear that the classifiers underlying our action recognition layer should improve, given how many transitions change
by applying an equivalent measure of errors to the ground truth
data. Given that the impact of confusion between Freeball actions
is far less severe than that of misclassifying Non-Freeball actions,
improvement should focus on the recall for non-Freeball actions,
even at cost of the recognition of the Freeball actions. This can be
done using a loss function penalizing the incorrect recognition for
non-Freeball actions more than for Freeball actions [5].

6.2

Limitations

There are several limitations to our approach that should be addressed in follow-up work.

Long Paper

ICMI '20, October 25–29, 2020, Virtual Event, Netherlands

First, in earlier work we see that actions can be recognized from
IMU data in two steps. Actions can be separated from non-actions
[8] after which the actions are recognized as specific actions [23].
In our study we only look into this second step, to see what consequences are of possible recognition errors in our own classifiers.
However, it is also possible that errors are made in the first step,
when separating actions from non-actions. This should to be taken
into account in future work: Even though the UAR of the first step
is 86.87%, the precision for the action class is only 25.4% [8]. This
means that a lot of automatically recognized actions are actually
non-actions that may lead to more transitions to the ErrorState
than what we found in this paper. To get a more complete view on
the impact of recognition errors on interaction modeling, this first
step should also be taken into account.
Second, the discussed impact of a recurring propagating ErrorState also shows a weakness of our implementation and perhaps
even fundamentally in the approach. From related work in other
domains we know that using statistics of the likeliness of sequences
may help to re-classify the lower level assigned action if that makes
the overall sequence more likely. In our use case, for example, a
sequence starting with Serve is more likely, when 10 actions are
following, then starting it with Smash. So although fundamentally
we showed advantages of a multilevel approach, reconsidering the
lower level classification via the results in a higher layer might be
used to improve results overall, also in a team sports setting.
Third, to quantify the impact of errors at the action recognition
layer on the interaction modeling layer, we used Z-tests to identify
changes in transition weights at an alpha level of 0.05. As such, the
Z-tests in our current approach rather served as a threshold for
counting occurrences of change than a formal procedure for testing significant differences between transition weights of different
models (i.e. erroneous graphs vs true graphs). In future work, we
aim to go beyond this indication of change and uncover the specific
mathematical relations that describe how different error models
affect model performance at the level of complexes.
Finally, the data set that we used was based on adult, relatively
good players (although not elite). At other levels (higher and lower)
and age groups, results might be different, also because the a priori
distribution of action types will certainly not be the same. This
deserves further exploration as well, with other data sets.

6.3

bump, set, spike correctly, all these actions should be recognized at
the right moment. On the other hand, if we want to show a graph
with average performance afterwards, it is of less importance that
specific instances of actions are recognized correctly, as long as
it shows the right trend (so mostly ‘symmetrical’ confusions are
still acceptable, between actions and between complexes reached).
Still, it remains important the non-Freeball actions are recognized
correctly more often, because then less transitions to the ErrorState
are made and more information is gathered.

6.4

Future Work

Besides addressing shortcomings and other suggestions made above,
for our work on interaction modeling in volleyball we foresee several possibilities for interesting future work.
The model as described above follows from the concept of complexes in a volleyball rally [10]. However, in our other work with
volleyball we have seen that practice exercises do not always consist
of regular rallies. It might be interesting to develop exercise model,
with a different structure, that reflect the typical patterns of the
training exercise, different from full rallies. These could be built
manually on the basis of the exercise design, or developed bottom
up (see below) based on actual recordings of the exercise being carried out. Following up on that, one could completely automatically
create the model structure, for rallies as well as for exercises. This
would however probably require better levels of action recognition
than we currently have available.
Furthermore, now that we are able to derive and present these
rally graphs based on data, it will be good to start exploring how
exactly these graphs provide insight for trainers and athletes in
volleyball training practice. This requires understanding the decision making that goes into modifying training sessions, and might
require insight into what is the best possible way to visualise the
knowledge embedded in these graphs.
Finally, we can explore possible transfer to other domains to
generalise beyond volleyball. In basketball and Futsal, for example,
there are also structural patterns of attack, defense, and counter
attack that depend on “typical sequences of individual player actions”. However, in contrast to volleyball, these sports do not have
the strict three-actions-per-team-per-time rule, so the equivalent
of complexes for these sports might look much more complex and
would require a modified approach to build the “rally graphs”. This
would be a major complexification of the work presented in this
paper, but would also give the concepts presented here a vastly
wider applicability.

Implications for Volleyball Exercise
Technology

In the larger context of our research, we aim to use the automatic action recognition and interaction modeling for volleyball monitoring
systems and for novel forms of digital physical volleyball training.
Insights in complexes, and how a team typically progresses through
sequences of actions in these, towards a score or a loss of ball, can
be very helpful either for decision making in training, or as input
to new forms of interactive training exercises. And again there, not
every type of error has the same impact in either type of application.
For example, the system can be made to provide feedback to the
player. If this feedback is general statistics about which complexes
are performed how often, it is most important that non-Freeball actions are recognized correctly as those determine which complexes
are reached. If the feedback is about whether players perform e.g.
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