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Abstract
Deep reinforcement learning has achieved significant success in many decisionmaking tasks in various fields. However, it requires a large training time of dense
neural networks to obtain a good performance. This hinders its applicability on lowresource devices where memory and computation are strictly constrained. In a step
towards enabling deep reinforcement learning agents to be applied to low-resource
devices, in this work, we propose for the first time to dynamically train deep
reinforcement learning agents with sparse neural networks from scratch. We adopt
the evolution principles of dynamic sparse training in the reinforcement learning
paradigm and introduce a training algorithm that optimizes the sparse topology
and the weight values jointly to dynamically fit the incoming data. Our approach
is easy to be integrated into existing deep reinforcement learning algorithms and
has many favorable advantages. First, it allows for significant compression of the
network size which reduces the memory and computation costs substantially. This
would accelerate not only the agent inference but also its training process. Second,
it speeds up the agent learning process and allows for reducing the number of
required training steps. Third, it can achieve higher performance than training the
dense counterpart network. We evaluate our approach on OpenAI gym continuous
control tasks 1 . The experimental results show the effectiveness of our approach
in achieving higher performance than one of the state-of-art baselines with a 50%
reduction in the network size and floating-point operations (FLOPs). Moreover,
our proposed approach can reach the same performance achieved by the dense
network with a 40-50% reduction in the number of training steps.
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Code available at: https://github.com/GhadaSokar/Dynamic-Sparse-Training-for-Deep-ReinforcementLearning
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Figure 1: An overview of our proposed method, Dynamic Sparse training of the TD3 algorithm
(DS-TD3). The blue shaded blocks highlight the main modifications to the conventional algorithm.
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Introduction

Deep learning has led to significant advancements in many computer vision and machine learning
tasks (e.g. object classification, language translation, etc.) [30, 5, 60, 8, 42, 19, 15]. These successes
rely on the power of deep neural networks as function approximators and representation learning
techniques. They can learn low-dimensional representation from high-dimensional data such as
raw input images (pixels), text, and time series. These advancements gave a rise to the Deep
Reinforcement Learning (DRL) field which is the combination of Reinforcement Learning (RL) and
Deep Learning. The representational learning power of deep learning allows DRL agents to scale to
environments with high-dimensional state and action spaces, addressing the constraints of classical
RL being limited to fairly low-dimensional problems. This enables a very fast growth in the field and
interestingly achieving human-level performance across many challenging domains [34, 46, 39].
Many interesting works have been proposed to improve the performance of DRL agents and increase
their stability [35, 46, 52, 14, 2, 43, 44, 17]. This remarkable advance in the field makes it appealing
in many applications including games, robotics, natural language processing, computer vision,
healthcare, and education [29]. While the performance achieved by the current DRL methods is
impressive, a long training time is required to achieve this performance, hence significant computing
power is needed. This is because DRL models learn by improving their policy through a lot of
cycles of trial and error while interacting with the environment. This hinders the applicability of
DRL agents on resource-limited devices (e.g. mobile phones, tablets, and wireless sensor nodes)
where the memory and computation power are strictly constrained. In this work, we aim to address
this challenge and provide a training mechanism for DRL models that reduces the computation and
memory costs of the training process while achieving a strong performance.
In particular, we merge the principles of Dynamic Sparse Training (DST) [37] into the DRL paradigm
and propose for the first time an efficient learning algorithm for DRL models based on DST. DST has
emerged a few years ago for the supervised and unsupervised learning settings aiming to allow for fast
training and deploying deep neural networks on low-resource devices. It harnesses the redundancy
of deep neural networks [6] (i.e. being over-parametrized) and trains sparse neural networks from
scratch. The sparse topology is optimized jointly with the network weights during training. Most of
the previous efforts in this direction show the effectiveness of DST in outperforming dense neural
networks with high sparsity levels in supervised classification tasks [37, 40, 7]. Recently, DST
showed its success in other domains such as text classification [32], feature selection [3], continual
lifelong learning [48], and federated learning [59].
Inspired by these successes, our goal is to advance the deep reinforcement field further by introducing
an efficient DST technique for learning DRL agents. The dynamic nature of the RL paradigm makes
it quite challenging to derive a dynamic sparse training algorithm for this paradigm. Unlike the
supervised learning setting, in the RL setting, there is no predefined training data and the agent
collects the data during learning via interacting with the environment. The optimization of the sparse
topology during training should be adapted to this setting and dynamically fit the online changing
distribution of the data. In addition, since target networks are commonly used for achieving stability
in DRL [14], there should be a mechanism to control and align the sparse topology between the target
and behavior networks. In this work, we address these challenges and propose a DST algorithm for
DRL agents that could be integrated with the state-of-the-art DRL algorithms. Here, we focus on
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integrating our proposed training approach with the Twin Delayed Deep Deterministic policy gradient
algorithm (TD3) [14]. We name the new proposed method as Dynamic Sparse TD3 (DS-TD3). Our
experiments on challenging continuous control tasks show the effectiveness of the proposed training
mechanism in the RL setting. Our proposed DS-TD3 achieves higher performance than the baselines
and faster learning speed with a significant reduction in the computation and memory footprint.
Our contributions in this paper can be summarized as follows:
• We introduce a dynamic sparse training algorithm for the reinforcement learning setting,
where we simultaneously optimize the sparse topology and the network parameters. To the
best of our knowledge, this is the first work in this direction.
• Our approach pushes the advance of RL further and allows it to be trained and deployed in
low-resource devices. We demonstrated that with simple yet effective modifications in the
training process of existing DRL algorithms, we can reduce the memory and computation
costs substantially.
• Our experimental results show the effectiveness of our approach in speeding up the learning
process, while achieving higher performance on challenging continuous control tasks.

2

Related Work

Many techniques have been proposed to induce sparsity in deep neural networks, while aiming
to preserve a competitive performance. Most of the efforts in this direction have been devoted to
the supervised learning setting. We divide these techniques into two main categories: pruning and
dynamic sparse training. Next, we will discuss the strategy of each category as well as the previous
efforts introduced to compress deep neural networks for the reinforcement learning setting.
Pruning. Compressing deep neural networks via pruning a fraction of the weights dates back to
a long time ago [24, 41]. Pruning is usually performed after training dense neural networks. The
basic idea is to remove the weights with the lowest influence on the performance. Typically, the
pruning strategy consists of two main steps. First, full training of a dense model until convergence.
Second, iterative cycles of pruning the least effective weights and retraining the model to restore
the performance. Different criteria were proposed for selecting the weights to be pruned including
weight magnitude [18, 16, 26], second-order derivatives information of a layer-wise error function
[9], neuron activation [23], and Taylor expansion [38]. Since these methods rely on a pre-trained
dense model, the training couldn’t be performed on low-resource devices. In addition, the iterative
cycles of pruning and retraining add additional costs to the training process.
Sparse Training with Dynamic Sparsity. Sparse training with dynamic sparsity, also known as
Dynamic Sparse Training, is the class of algorithms that train sparse neural networks from scratch and
jointly optimize the weights and the sparse topology during training. This direction aims to reduce the
computation and memory overhead of training dense neural networks by leveraging the redundancy
in the parameters. The first work in this direction was proposed by Mocanu et al. [37]. They proposed
a Sparse Evolutionary Training algorithm (SET) that dynamically changes the sparse connectivity
during training based on the values of the connections. The method achieves higher performance than
dense models across different architectures for supervised and unsupervised tasks. It also achieves
a better performance than static sparse neural networks where the network is randomly initialized
with a sparse topology which is kept fixed during the training. The performance improvement was
also accompanied by a significant reduction in the memory and computation overhead [31]. The
success of the SET algorithm opens the path to many interesting dynamic sparse training algorithms
that bring higher performance gain. These algorithms differ from each other in the way the sparse
topology is evolved during training. Mostafa et al. [40] proposed to use a global adaptive threshold
for all the weights in the network to decide the connections that would be allocated. They also allow
reallocation of the weights across the layers. In [11, 7, 25, 12], the gradient information is used to
determine which connections would be changed during the evolution phase.
Dynamic sparse training has emerged and showed its success in many other fields as well [21, 36].
Atashgahi et al. [3] adopted the SET algorithm for feature selection and showed its robustness for
very high dimensional data. Zhu et al. [59] proposed a modified version of the SET algorithm for
federated learning. Liu et al. [32] showed the performance gain in recurrent neural networks when
they are trained using dynamic sparsity in text classification and language modeling tasks. Sokar et
3

al. [48] proposed a dynamic sparse training algorithm for the continual lifelong learning paradigm
which demonstrates its success in reducing the forgetting problem in this setting.
Sparsity in DRL. To the best of our knowledge, the current advance in deep reinforcement learning
is achieved using dense neural networks. We are aware of very few recent studies that introduce
sparsity in DRL via pruning. PoPS [33] first trains a dense neural network to learn the policy. They
called it a teacher network. This dense teacher policy network is used to guide the iterative pruning
and retraining of a student policy network via knowledge distillation. In addition to the overhead
of training and pruning the student network, this method is not applicable for low-resource devices
as it requires the full training of the dense teacher network. In [58], the authors aim to accelerate
the behavior policy network and reduce the time for sampling. They use a smaller network for
the behavior policy and learn it simultaneously with a large dense target network via knowledge
distillation. This method also limits the speed of the training process and its applicability on limitedresource devices because of the usage of a large dense target network. Some other works [57, 53]
studied the existence of the lottery ticket hypothesis [13] in the RL setting. The lottery ticket
hypothesis [13] shows the existence of subnetworks (“winning tickets”) obtained via iterative pruning
of dense neural networks that can outperform the dense networks when they are trained from scratch.
In this work, we aim to introduce the first efficient training algorithm for DRL agents that trains
sparse neural networks directly from scratch for the behavior and target networks.
In fact, the need to have evolving neural networks that can adapt, e.g. change their control policy
dynamically as environmental conditions change, was largely acknowledged by the RL community [49]. Although prior works related to the automatic selection of function approximation based on
neuroevolution exist [20], perhaps the most connected in the spirit to our proposed method is a combination between NeuroEvolution of Augmenting Topologies (NEAT) [50] and temporal difference
(TD) learning (i.e. NEAT+Q [54]). Still, the challenge remains, and cutting-edge DRL algorithms do
not account for the benefits of evolving (adaptive) neural networks training yet.

3

Proposed Method

In this section, we describe our proposed method which introduces the dynamic sparse training for
the deep reinforcement learning paradigm. Here, we focus on integrating our proposed training
method with one of the state-of-the-art DRL algorithms, Twin Delayed Deep Deterministic policy
gradient algorithm (TD3) [14]. We chose TD3 as it is a recent proposed algorithm which offers
good performance in many tasks [27, 45, 56, 55, 22]. However, our proposed approach can be easily
merged into other DRL algorithms as well and due to limited resources, we consider these alternatives
outside of the scope of this paper. We named our new approach Dynamic Sparse TD3 or “DS-TD3”
for short.
The TD3 algorithm is an actor-critic method that addresses overestimation bias in previous actor-critic
methods. In these methods, the policy π is known as the actor and the value function Q is known as
the critic. Target networks are used to maintain fixed objectives for the actor and critic networks over
multiple updates. The usage of the target networks is a commonly used tool to achieve stability in the
learning process. In short, the TD3 algorithm limits the overestimation bias using pair of critics. It
takes the smallest value of the two critic networks as an estimation for the Q value to provide a more
stable approximation. To increase the stability, TD3 proposed a delayed update of the actor and target
networks. In addition, the weights of the target networks are slowly updated by the current networks
by some proportion τ as we will discuss next. In this work, the critics and actor networks along with
their corresponding target networks are trained dynamically from scratch with sparse neural networks.
In the rest of this section, we will explain the details of our proposed DST for the TD3 algorithm.
Our proposed DST algorithm consists of three main parts: sparse topology initialization, evolution
schedule, and evolution process. Next, we will present how these parts could be performed to
accommodate the online nature of the reinforcement learning paradigm. Figure 1 illustrates an
overview of our proposed method. The details are also provided in Algorithm 1.
Sparse Topology Initialization. The TD3 algorithm has two critic networks and one actor network
parameterized by θ1 , θ2 , and φ respectively. The actor and critics networks are initialized with a
sparse topology (i.e. sparse connections are initially allocated between each two consecutive hidden
layers (l − 1 and l)). Following the SET algorithm [37], Erdős–Rényi random graph [10] is used for
4

topology initialization. Thus, the parameters of the networks are initialized as follows:
θ1l = θ1l

Mθl1 ,

θ2l = θ2l

Mθl2 ,

φl = φl

Mφl ,

(1)

where is an element-wise multiplication operator and Mθl1 , Mθl2 and Mφl are binary matrices
(masks) to represent the sparsity in the weights. A value of one in a certain location in any of
these matrices represents an existence of a connection in that location in layer l. The probability of
l
connection p(Mjk
) between the two neurons j and k in layer l is given by:
l
p(Mjk
) = λl

nl + nl−1
,
nl × nl−1

(2)

where λl is a hyperparameter to control the sparsity level in that layer and nl−1 , nl are the number of
neurons in layers l − 1 and l respectively. The initial sparsity level (the number of sparse connections)
is kept fixed during the training.
The target policy and target critics networks are parameterized by φ0 , θ10 , and θ20 respectively. Initially,
the target networks have the same sparse topology and the same weights of the current networks;
φ0 ← φ, θ10 ← θ1 , θ20 ← θ2 .
After the topological and weight initialization, the agent starts to collect enough data before training
using a purely exploratory policy. During training, for each time step, TD3 updates the pair of critics
towards the minimum target value of actions selected by the target policy πφ0 :
y = r + γ min Qθi0 (s0 , πφ0 (s0 ) + ),
i=1,2

 ∼ clip(N (0, σ̃), −c, c),

(3)

where γ is the discounting factor, r is the current reward, s0 is the next state,  is the proposed clipped
added noise by the TD3 algorithm for increasing the stability, and c is the clipped value. As discussed
earlier, TD3 proposed to delay the update of the policy network to first minimize the error in the
value network before introducing a policy update. Therefore, the actor network is updated every d
steps with respect to Qθ1 following the deterministic policy gradient algorithm [47], as showed in
Algorithm 1, where we highlight in blue the novel parts introduced by us in the TD3 algorithm [14].
The values of the existing sparse connections only in the actor and critics networks are updated (i.e.
the sparsity level is kept fixed). The sparse topologies of the networks are also updated during the
training according to an evolution schedule that we will discuss next.
Evolution Schedule. In most of the DST algorithms that are applied in the supervised setting, the
dynamic evolution of the sparse topology is performed each training epoch. However, this schedule
wouldn’t directly fit the RL setting due to its dynamic learning nature. In particular, in the RL
learning setting, the agent faces instability during training due to the lack of the true target objective.
The agent learns through cycles of trial and error, collecting the data online during interacting with
the environment. Evolving the topology very frequently in this learning paradigm would limit the
exploration of effective topologies for the data distribution and give a biased estimate of the current
one. To address this point, we propose to delay the evolution process and perform it every e iterations,
where e is a hyperparameter. This would allow the newly added connections from the previous
evolution process to grow. Hence, it would also give better estimates of the connections with the least
influence in the performance and an opportunity to explore other effective ones.
Evolution Process. We adopt the topological evolution strategy of the SET algorithm [37] in our
proposed training method. The choice of the SET algorithm is motivated by many factors. First, the
SET method is simple yet effective; it achieves the same or even higher accuracy than the dense model
with high sparsity levels across different architectures (e.g. multi-layer perceptrons, convolutional
neural networks, restricted Boltzmann machines). Second, unlike other DST methods that use the
values of non-existing (masked) weights in the evolution process, SET uses only the values of existing
sparse connections. This makes SET truly sparse and memory-efficient [31]. Finally, SET doesn’t
need any high computational resources for the evolution process. These factors are favorable for our
goal to train DRL models on low-resource devices while achieving good performance.
Every e iterations, we perform the evolution process to update the sparse topology of the actor and
critics networks. Here we explain the evolution process on the actor network as an example. The
same strategy is used for evolving the sparse topology of the critics networks. The evolution process
consists of two steps. The first step is to remove a fraction η of the least important connections from
5

Algorithm 1 DS-TD3
1: Requires: λl , η, e
2: Initialize critic networks Qθ1 , Qθ2 , and actor network πφ with sparse parameters θ1 , θ2 , φ
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:

according to Erdős–Rényi graph with the sparsity level defined by λl :
θ1l ← θ1l Mθl1 , θ2l ← θ2l Mθl2 , φl ← φl Mφl
Initialize target networks θ10 ← θ1 , θ20 ← θ2 , φ0 ← φ
Initialize replay buffer B
for t = 1 to T do
Select action with exploration noise a ∼ πφ (s) + ,
 ∼ N (0, σ) and observe reward r and new state s0
Store transition tuple (s, a, r, s0 ) in B
Sample mini-batch of N transitions (s, a, r, s0 ) from B
ã ← πφ0 (s0 ) + ,  ∼ clip(N (0, σ̃), −c, c)
y ← r + γ mini=1,2 Qθi0 (s0 , ã)
P
Update critics θi ← argminθi N −1 (y − Qθi (s, a))2
if t mod e then
Evolve the critic networks θi :
θil ← θil (Mθli − Rθl i )
Mθli ← Mθli − Rθl i
Mθli ← Mθli + Alθi
end if
if t mod d then
Update φ by the deterministic
policy gradient:
P
∇φ J(φ) = N −1 ∇a Qθ1 (s, a)|a=πφ (s) ∇φ πφ (s)
if t mod e then
Evolve the actor network φ:
φl ← φl (Mφl − Rφl )
Mφl ← Mφl − Rφl
Mφl ← Mφl + Alφ
end if
Update target networks:
θi0 ← τ θi + (1 − τ )θi0
φ0 ← τ φ + (1 − τ )φ0
Prune the smallest weights from |θi0 | and |φ0 | to maintain the initial sparsity level
end if
end for

each layer. This fraction is a subset of the smallest positive weights and the largest negative weights.
Thus the removed weights are the ones closest to zero. The remaining connections are given by:
φl = φl
Rφl

(Mφl − Rφl ),
0

= η Mφl

0

,

(4)

where Rφl is a binary matrix. The locations contain a value of one in this matrix represent the location
of the connections to be removed. The mask Mφl is updated according to the removed connections;
Mφl ← Mφl − Rφl .
The second step is to add the same fraction η of removed connections in random locations in each
layer. The weights of these connections are zero-initialized. Mφl is updated as follows:
Mφl = Mφl + Alφ ,

(5)

where Alφ is a binary mask whose ones locations represent the newly added connections.
Maintain the Sparsity Level in Target Networks. The TD3 algorithm delayed the update of the
target networks to be performed every d steps. In addition, the target networks are slowly updated by
some proportion τ instead of making the target networks exactly match the current ones. Thus, the
6

target networks are updated as follows:
φ0 = τ φ + (1 − τ )φ0 ,

θ10 = τ θ1 + (1 − τ )θ10 ,

θ20 = τ θ2 + (1 − τ )θ20 ,

(6)

where τ is a hyperparameter that controls the update in the target networks. The sparse topology of
the target networks and the current networks consequently deviate slowly from each other. The slow
update of the target network by τ would slowly increase the number of non-zero connections in the
target networks over time. To address this point and ensure that the initial sparsity level in the target
networks is maintained, after each update of the target networks, we prune the extra connections that
make the total number of connections exceeds the initial defined one. We choose to prune the extra
weights based on their magnitude.

4

Experiments and Results

In this section, we investigate the effectiveness of our proposed dynamic sparse training approach for
the deep reinforcement learning paradigm. We compare our proposed DS-TD3 algorithm with the
typical training of the TD3 algorithm using dense neural networks. We also add another baseline,
named “Static-TD3”, in which the networks are initialized by random sparse topologies and these
topologies are kept fixed during the training. We analyze the learning speed of each algorithm and
the final performance (e.g. average return). We also assess the training cost in terms of the required
memory and the floating-point operations (FLOPs).
We performed our experiments on MuJoCo continuous control tasks [51], interfaced through OpenAI
Gym [4]. We measure the performance of our proposed approach on five challenging environments
(HalfCheetah-v3, Hopper-v3, Walker2d-v3, Ant-v3, and Humanoid-v3).
4.1

Experimental Settings

For a direct comparison with the TD3 algorithm, we follow the same setting as in [14]. For the
actor and critics networks, we use multi-layer perceptrons with two hidden layers of 256 neurons
and ReLU activation function. A Tanh activation is applied to the output layer of the actor network.
Sparse connections are allocated in the first two layers for all networks while the output layer is dense.
We use λ2 of 64 for all environments. While λ1 varies across environments because it depends on the
state and action dimensions of each environment. We use λ1 of 7 for HalfCheetah-v3, Hopper-v3,
and Walker2d-v3. For Ant-v3 and Humanoid-v3, we use λ1 of 40 and 61 respectively. The same
sparsity levels are used for the Static-TD3 baseline.
We evolve the sparse connections every e iterations, with e = 1000. A fraction of the sparse
connections η is evolved with η = 0.05. The networks are trained using Adam optimizer [28] with a
learning rate of 0.001 and a weight decay of 0.0002. The networks are trained with mini-batches of
100, sampled uniformly from a replay buffer containing the entire history of the agent.
Following the TD3 algorithm [14], we add a noise of  ∼ N (0, 0.2) to the actions chosen by the
target actor network and clipped to (−0.5, 0.5). The actor and target networks are updated every 2
iterations (d = 2). The τ used for updating the target networks equals 0.005. A purely exploratory
policy is used for the first 25000 time steps, then an off-policy exploration strategy is used with
Gaussian noise of N (0, 0.1) added to each action.
The hyperparameters for the dynamic sparse training (λ1 , λ2 , η, e) are selected using random search.
Each environment is run for 1 million time steps with evaluations every 5000 time steps, where each
evaluation reports the average return over 10 episodes with no exploration noise. Our results are
reported over 5 seeds except for Humanoid-v3 where the results are averaged over 3 seeds due to the
limitations of our computing resources. All models are implemented with PyTorch and trained on
Nvidia GPUs. We use the official code from [14], which has MIT license, to reproduce the results of
the TD3 algorithm with the above-mentioned settings.
4.2

Results

Performance and Learning Behaviour. Figure 2 shows the learning curve of each studied training
algorithm. DS-TD3 outperforms the typical training of the TD3 algorithm using dense neural
networks in all tasks. Interestingly, it surpasses the TD3 algorithm on two challenging tasks,
7
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Figure 2: Learning curves of the studied algorithms on different continuous control tasks. The shaded
region represents the standard deviation of the average evaluation over 5 runs.
Table 1: Average return over the last 10 evaluations of 1 million time steps.
Environment
TD3
Static-TD3
DS-TD3 (ours)
HalfCheetah-v3
Walker2d-v3
Hopper-v3
Ant-v3
Humanoid-v3

11153.48 ± 473.29
4042.36 ± 576.57
2184.7 ± 1224.14
4287.69 ± 1080.88
3515.72 ± 1369.65

10583.84 ± 307.03
3951.01 ± 443.78
3570.88 ± 43.71
4132.18 ± 966.91
5173.90 ± 24.90

11459.88 ± 482.55
4870.57 ± 525.33
3587.17 ± 70.62
4714.79 ± 691.02
5230.45 ± 166.66

Walker2d-v3 and Humanoid-v3, by 20.48% and 48.77% respectively. The Static-TD3 baseline
achieves a similar performance to the TD3 algorithm. Hence both algorithms, DS-TD3 and StaticTD3, offer a significant reduction in the memory and computation costs while maintaining the
performance. Besides the performance gain achieved by DS-TD3, it has a much faster learning
speed than the baselines especially at the beginning of the training. DS-TD3 can reach a matching
performance with the TD3 baseline using around 40-50% of the total number of steps required by
TD3 to achieve that performance. The Static-TD3 baseline doesn’t have this favorable property. This
illustrates the importance of optimizing the sparse evolving topology during the training and find the
connections that better learn the incoming data. The final performance of each studied method over
the last 10 evaluations is also provided in Table 1.
Memory and Computation Costs. We analyze the costs needed to train each of the studied algorithms. We performed this experiment on the Half-Cheetah-v3 environment. We calculate the number
of connections in the actor and critics networks. In addition, we estimate the computation costs by

Table 2: Performance and costs of training the actor and critics networks on HalfCheetah-v3 using
different methods. We report the number of FLOPs needed for training and the total number of
connections in the actor and critics networks.
Method
FLOPs
Networks Size (# connections)
Average Return
TD3
Static-TD3
DS-TD3 (ours)

1×(1.07e14)
0.49×
0.49×

214784
106169
106169

8

11153.48 ± 473.29
10583.84 ± 307.03
11459.88 ± 482.55

the training process by calculating the number of FLOPs required to train each method. We follow
the method described in [11] to calculate the number of FLOPs required for training which is based
on the total number of multiplications and additions layer by layer. We report the costs required by
each method along with its final performance in Table 2. As illustrated in the table, DS-TD3 can find
a much smaller topology that can effectively learn the policy and the function value. With a sparsity
level 51%, we can achieve higher performance than the dense TD3 and faster learning speed as we
discussed earlier. This also consequently reduces the number of required FLOPs to 0.49× of the
number of FLOPs needed by the TD3 algorithm. These characteristics are favorable to allow DRL
agents to be trained on low-resource devices.
Evolution Schedule. Next, we analyze the effect of the evolution schedule on the performance of our
proposed method. In particular, we address the question: how frequently should the evolution process
be performed to evolve the sparse topology? We control the frequency of the evolution process by the
evolution schedule using the hyperparameter e which represents the number of steps between every
two evolution processes. We performed this analysis on HalfCheetah-v3 and report the results over 5
runs.
Figure 3 shows the learning curves of our proposed DS-TD3 algorithm using different values of e.
Evolving the topology very frequently (i.e. e = 200 or e = 500) would not allow the connections to
grow and learn in the dynamic changing nature of the reinforcement learning setting. Some promising
newly added connections from the previous evolution process could be removed by the current
evolution process. This would be caused by the biased estimate of the importance of the connections
as it becomes a factor of the length of their lifetime. Hence, updating the topology very frequently
would increase the chance to replace some promising topologies. With less frequent evolutions,
e = 1000 (the setting from the paper), our proposed method can learn faster and eventually achieves
higher performance than other baselines. Giving the connections a chance to learn helps in having
better estimates of the importance of the connections. Hence, it enables finding more effective
topologies by replacing the least effective connections with ones that could better fit the data.
However, increasing the gap between every two consecutive evolution processes to 2000 steps
decreases the exploration speed of different topologies. As illustrated in the figure, DS-TD3 with
e = 2000, has a close behavior to the dense TD3 in terms of the learning speed and the final
performance. Nevertheless, it still offers a substantial reduction in memory and computation costs.
This analysis reveals the importance of the evolution schedule in the success of introducing dynamic
sparse training to the reinforcement learning field.
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Figure 3: The learning curves of our proposed DS-TD3 algorithm on HalfCheetah-v3 using different
evolution schedules along with the learning curve of TD3 using dense networks.
Sparsity Level. Finally, we analyze the learning behavior and the performance of our proposed
method using different sparsity levels. The sparsity level of the network is controlled by the hyperparameters λ1 and λ2 as discussed in section 3. Figure 4 shows the learning curves of each
model with different sparsity levels along with the learning curve of the TD3 algorithm using dense
networks. By removing 25% of the connections and trains the sparse topology dynamically using
our proposed DS-TD3, we can achieve a faster learning speed and a performance increase of 2.11%.
More interestingly, with a higher reduction in the size of the networks by 50%, we achieve a much
9
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Figure 4: The learning curves of our proposed DS-TD3 on HalfCheetah-v3 using different sparsity
levels in the actor and critics networks along with the learning curve of TD3 using dense networks.

faster learning speed. However, when the network has a very high sparsity level (i.e. the network
has 20% of the connections), it fails to learn effective representations for the reinforcement learning
setting. Learning DRL agents using very high sparse networks is still an open challenging task.

5

Conclusion

In this paper, we introduced for the first time the dynamic sparse training principles to the deep
reinforcement learning field. In particular, we proposed a new learning algorithm to train DRL agents
with sparse neural networks from scratch. During the training, both the weights and the topology are
jointly optimized. Our goal is to provide a training mechanism that reduces the long training time of
DRL agents and decreases the computation and memory costs of the training process. By satisfying
these objectives, we could push the advance in the reinforcement learning field further and allow DRL
agents to be trained on low-resource devices where memory and computation are strictly constrained.
We merged our training procedure with one of the state-of-the-art DRL algorithms, Twin Delayed
Deep Deterministic policy gradient algorithm (TD3), and produced a new method named DS-TD3.
We evaluated our proposed method on different OpenAI gym continuous control tasks. Our empirical
evaluations show the effectiveness of our DS-TD3 algorithm in improving the learning speed and
performance using fewer resources. Moreover, DS-TD3 can reach the same performance achieved
by TD3 using around half of the training time steps needed by the TD3 algorithm. It is also able
to find a smaller sparse topology that learns efficient representation with at least 50% reduction in
the parameters. This reduction in the cost is accompanied by a performance gain. For example,
the performance is increased by 2.74%, 9.96%, 20.48%, and 48.77% on HalfCheetah-v3, Ant-v3,
Walker2d-v3, and Humanoid-v3 respectively.
Our results show the potential of dynamic sparse training in deep reinforcement learning. The
same simple yet effective modifications to state-of-the-art DRL algorithms may lead to significant
improvement and efficiency. This also opens the path to new dynamic sparse training algorithms
that can be designed specifically to operate in the reinforcement learning paradigm for further
improvements.

6

Limitations and Social Impact

In this work, we take a step towards learning DRL agents using an efficient training algorithm that
reduces the computation and memory costs needed for the training process. Our ultimate goal is
to speed up the training of DRL agents and allow it to be performed on low-resource devices. Our
proposed method succeeded in reducing the network size by 50% and consequently reducing the
number of required FLOPs by around 50% while achieving a strong performance. However, the
performance of very high sparse models is not yet satisfactory. In the future, we intend to study the
possibility of increasing the sparsity level, while keeping the same high performance.
10

Since 2012, the amount of computations required to train the largest AI models doubles every 3.4
months for a modest gain in performance, and the top places are occupied by deep reinforcement
learning models [1]. This reflects in unsustainable energy costs. This paper opens the path of
consistently improving the performance of deep reinforcement learning algorithms while halving
their computational requirements, thus advancing state-of-the-art towards green AI systems.
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