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Abstract

The Internet is the cornerstone of our modern civilisation. In an ever connected world,
we work, socialize and play through the Internet. With the Covid-19 pandemic in mind, a
life without the Internet is hard to imagine. The benefits of an interconnected society are
clear to everybody. However, our most precious resource is under fire. Each day there are
cyberthreats attacking information, services and the Internet infrastructure itself.
In an ideal world these attacks would not happen, or we would be able to mitigate them
before they cause any damage. In order to mitigate an attack we need to detect it first.
What we often observe is that mitigation only starts when the attack is happening, because attacks are detected when they hit, not any time earlier. If we are able to detect imminent attacks before they hit we could minimize the damage they cause. With proactive
threat detection, we aim at detecting threats before they result in active attacks. Predictions of upcoming threats are made based on, typically, active measurements. Through
these predictions mitigation can start before an attack hits. In an ideal scenario, the window between prediction of the attack and the first hit of the attack is such that the whole
attack can be mitigated before it has begun. Proactive threat detection is central to this
thesis. We studied the use of active Domain Name System (DNS) measurements for
proactive threat detection. Through our use cases we show advantages of a proactive
threat detection approach, but also its challenges and limitations.
When we put all traffic of the Internet under scrutiny undoubtedly we will find clues of
malicious behavior, which we can use to proactively warn of imminent attacks. However,
the task of analyzing all Internet traffic is insurmountable. The DNS plays a central role
in activity on the Internet. Connections on the Internet typically start with a DNS query
to translate a name into an Internet Protocol (IP) address. Analyzing DNS traffic for
malicious behaviour is easier to do than analyzing the full traffic, as DNS traffic is a
fraction of the total traffic. This makes actively collected DNS data an excellent basis
for proactive threat detection.
In this thesis, we have investigated how proactive threat detection can be carried out with
active DNS data. This allowed us to identify strengths and weaknesses of this approach.
The DNS knows many record types. The record type with the biggest flexibility for its
contents is the TXT record type, as TXT records are largely unstructured. Such a record
type can pose a security threat, as TXT records were used to distribute malicious scripts,
for example. Due to the unstructured nature of the TXT record type, the landscape of
malicious activity via TXT records can be vast. We have learned that effective detection
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strategies are as specific as possible in what they are trying to detect. The detection
problem is therefore, for a large part, a human intelligence problem which heavily relies
on domain knowledge.
Detecting an attack early means more time to prepare mitigations and minimize the damage. Detection of specific targets, such as Snowshoe spam domains, or Unicode phishing
domains, shows the biggest advantage of proactive threat detection. A sizable time advantage between the proactive detection of a suspicious domain and the registration of the
domain on a blocklist. In practice, operators can use this time window between detection
and attack to prepare their networks against the attack.
DNS data collected in an active fashion can also aid in the proactive evaluation of solutions. With DNS based Distributed Denial of Service (DDoS) attacks, the ANY query
is often seen as the enabler for DDoS attacks. The simple solution is to drop support for
resolving ANY queries. With active DNS data we can evaluate the effectiveness of such
a solution. Additionally, aggregates of active DNS data can be used to form an early
warning system of domains with a high DDoS potential.
A higher measurement frequency allows you to observe more. We show in our privacy
and Reverse DNS (rDNS) use case the effect of a higher measurement frequency when
we start our own, small scale, high frequency measurement. With the findings from our
high frequency measurement we show a different way of how the DNS can be used for
attacks, reconnaissance through the information exposed in the DNS.
In this thesis, we have investigated a number of use cases using a proactive approach,
and we showed that those use cases do benefit from proactive threat detection. However,
our results also show that proactive threat detection deeply depends on having good data,
in terms of large-scale, longitudinal measurements with an appropriate measurement frequency. Proactive threat detection also comes with limitations. The biggest limitation
is an inherent uncertainty. In the specific case of proactive threat detection we might
correctly flag a threat, but this threat might never be used in an attack, skewing the false
positive rate.
To summarize, a proactive detection approach has its advantages, with the biggest advantage being the time difference between proactive detection and registration on blocklists
of suspicious domains. Proactive threat detection is not risk free. This is the reason we
advocate the use of proactive threat detection solutions as complementary rather than as
replacement of existing solutions. In the end to prevent is better than to cure.

Samenvatting

Het Internet staat centraal in onze moderne samenleving. In een wereld die steeds “kleiner” wordt, werken we, socializen we en spelen we via het Internet. Met de Covid-19
pandemie in gedachten, is een leven zonder het Internet moeilijk voor te stellen. De
voordelen van een alom verbonden maatschappij zijn voor iedereen duidelijk. Echter,
dit waardevolle bezit ligt onder vuur. Elke dag zijn er cyberdreigingen die informatie,
services en de infrastructuur van het Internet zelf aanvallen.
In een ideale wereld zouden deze aanvallen niet bestaan, of we zijn in staat ons ertegen
te beschermen voordat ze schade aanrichten. Om ons tegen de aanvallen te kunnen beschermen moeten we wel eerst de aanvallen kunnen detecteren. Wat wij vaak zien is dat
partijen pas beginnen met het treffen van beschermende maatregelen op het moment dat
ze worden aangevallen, in plaats van zich voor te bereiden op aankomende aanvallen.
Als wij in staat zijn om aankomende aanvallen in een vroegtijdig stadium te detecteren
kunnen we de schade beperken. Met proactieve cyberthreat detectie is ons doel om tegen
aanvallen te waarschuwen voordat deze plaatsvinden. We baseren deze voorspellingen
op actieve meetdata. In een ideaal scenario is de tijd tussen voorspelling en daadwerkelijke aanval groot genoeg zodat de hele aanval afgeslagen kan worden voordat deze
überhaupt is begonnen. Proactieve threatdetectie staat centraal in deze thesis. Wij hebben
het gebruik van actieve Domain Name System (DNS) metingen voor proactieve threat
detection onderzocht. Door middel van use cases beschouwen wij de voor- en nadelen
van een proactieve threatdetectie aanpak, maar we beschouwen ook de uitdagingen en
beperkingen die eraan verbonden zijn.
We vinden ongetwijfeld aanwijzingen van aanvallen als wij het volledige Internetverkeer
onder een vergrootglas leggen, aanwijzingen die we kunnen gebruiken om voor aanvallen
in een vroegtijdig stadium te waarschuwen. Echter, het analyseren van het volledige
Internet verkeer is een gigantische klus die veel tijd en energie kost. DNS speelt een
centrale rol op het Internet. Voordat een verbinding tot stand komt wordt de hostnaam
vertaald naar een Internet Protocol (IP) addres, dit gebeurt door middel van het DNS. Het
analyseren van DNS verkeer voor aanvallen is eenvoudiger dan het analyseren van het
volledige Internet verkeer, omdat DNS verkeer slechts een fractie van het totaal omvat.
Hierdoor is DNS data die actief is verzameld een uitstekend uitgangspunt voor proactieve
threat detectie.
In deze thesis hebben we onderzocht hoe proactieve threat detectie met behulp van actieve DNS data in zijn werk gaat. Hiermee hebben wij de voor- en nadelen van deze
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aanpakken bloot kunnen leggen. Er bestaan veel verschillende DNS record types. Het
type met de grootste flexibiliteit is het TXT record type, omdat het TXT record weinig
structuur heeft. Hierdoor kan het recordtype een security threat vormen, dit recordtype
werd, bijvoorbeeld, gebruikt om kwaadwillende scripts te verspreiden. Dankzij het ongestructureerde karakter van dit recordtype kan veel verschillende kwaadwillende activiteit
hiervan gebruik maken. We hebben geleerd dat een effectieve detectie strategie zo specifiek mogelijk is in hetgeen wat ze proberen te detecteren. Het detectie probleem wordt
daarmee, voor een groot deel, een human intelligence probleem rustende op domein kennis.
Het detecteren van aanvallen in een vroeg stadium betekent meer tijd om voorbereidingen tegen de aanval te treffen en de schade te minimaliseren. Detectie van specifieke
aanvallen, zoals Snowshoe spam domeinen, of domeinen voor Unicode phishing aanvallen, laten het grootste voordeel van proactieve threat detectie zien. Namelijk, een groot
tijdsverschil tussen het moment van proactieve detectie en de registratie van hetzelfde
verdachte domein op een blocklist. Dit tijdsverschil vertaalt zich, in de praktijk, in een
kans voor operators om zich voor te bereiden tegen aanvallen tegen hun netwerk.
Actief verzamelde DNS data kan ook gebruikt worden voor een proactieve evaluatie
van oplossingen. In op DNS gebaseerde Distributed Denial of Service (DDoS) aanvallen wordt de ANY query vaak gezien als het query type wat zo’n DDoS aanval mogelijk
maakt. Een simpele oplossing is ervoor zorgen dat ANY queries niet meer worden beantwoord. Met actieve DNS data kunnen we een dergelijke oplossing evalueren. Daarnaast
kunnen we via aggregatie van DNS data vroegtijdig waarschuwen over DDoS-achtige
domeinen.
Een meting met een hogere frequency van metingen stelt je in staat meer te observeren. In
onze privacy en Reverse DNS (rDNS) use case laten we het effect van een hogere meet
frequentie zien door middel van onze, kleinschalige, meting met een hoge frequentie.
Met onze bevindingen van de meting laten we een andere manier zien hoe DNS data voor
aanvallen gebruikt kan worden. DNS data kan namelijk ook voor verkenning doeleinden
worden gebruikt, vaak de eerste fase van een aanval.
In deze thesis hebben wij een proactive detectie aanpak via een aantal use cases onderzocht. We hebben aangetoond dat deze use cases baat hebben bij een proactieve
threatdetectie aanpak. Echter, onze resultaten tonen ook aan dat een proactieve threatdetectie aanpak hevig leunt op goeie data. Dit in termen van grootschalig, en metingen
van een longitudinale aard met een bruikbare frequentie. Proactieve threatdetectie komt
niet zonder beperkingen. De grootste beperking is een inherente onzekerheid. In het
specifieke geval van proactieve threatdetectie kan het voorkomen dat wij een dreiging
correct markeren, maar dat deze dreiging zich nooit vertaald tot een echte aanval, wat
onze false-positive rate verdraaid.
Samenvattend, een proactieve detectie aanpak kent zijn voordelen. Met als grootste voordeel het tijdsverschil tussen proactieve detectie en registratie op een blocklist van verdachte domeinen. Echter, is proactieve threat detectie niet risicovrij. Dit is de reden dat
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wij aanraden om proactieve threatdetectie naast bestaande threatdetectie oplossingen te
gebruiken, in plaats van als vervanging van deze oplossingen. Uiteindelijk is voorkomen
beter dan genezen.
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CHAPTER 1

Introduction

to prevent is better than to cure

1.1

Motivation

The Internet was born from the idea of an interconnected world of data, information and
services. Our dependence on the Internet grows by the day, especially today when we are
forced to stay in our homes [1] due to the Covid-19 pandemic. We work from home, order
products online, and with curfews in effect, we socialize through the Internet.
With the Covid-19 pandemic in mind, a life without the Internet is hard to imagine, making the benefits of an interconnected society clear to everybody. However, our most precious resource is under fire. The Internet runs the risk of becoming our biggest liability. It
has recently become more and more evident, even to laypeople, that the Internet exposes
us to cyberthreats attacking information, services [2] and even the Internet infrastructure
itself [3]. Prime examples are (Distributed) Denial of Services attacks (DDoS), an old
threat that has recently taken new shapes and proportions (e.g. the attacks against the
hosting company OVH (2016, 1Tbps) [4], or the attack against the service and Domain
Name System (DNS) provider Dyn [5]); but also ever more advanced phishing attacks
(e.g. CEO fraud [6]), advanced spam campaigns (e.g. snowshoe spam [7]) and other
forms of insidious activity.

1.1.1 FBI, Fertilizer and Proactive Threat Detection
Imagine you are an FBI agent tasked with investigating the use of plant fertilizer in terrorist bombs [8]. You acquired all the data on the sale of plant fertilizer, both data from
large wholesalers to farmers, and smaller DIY-stores selling to hobby farmers. Using the
data, you can trace who bought the fertilizer once a bomb has gone off. However, we
started this chapter with the sentence “to prevent is better than to cure”. What if we turn
the table and use the data to predict if fertilizer was bought to create a bomb? For example, a large farmer buying large quantities of fertilizer from Agrium [9] is common. But
buying large quantities of fertilizer from a DIY-store is suspicious. Of course, there may
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be a good reason for the purchase. A hobby farmer may buy a year’s worth of fertilizer
at once, for example. Would ignoring these purchases be silly when trying to prevent
fertilizer bombs? Yet, there are privacy and ethical considerations to take into account,
the investigation of these purchases should only happen when there is enough suspicion
of foul play.
When a cyberthreat makes its appearance on the Internet, a mitigation strategy follows
right after. The rise of DDoS attacks, for example, has paved the way to a new market
for DDoS protection systems, i.e., appliances and services aimed at stopping malicious
traffic from hindering a certain service[10]. In practice, there exists a plethora of mechanisms to protect against cyberthreats (e.g. firewalls, blocklists, ACL, IDS, DDoS protection services etc.). What all these solutions have in common, however, is that they
are inherently reactive. To put this in perspective of our fertilizer-bomb analogy, this is
equivalent to calling the emergency services once the bomb has gone off.
We believe “to prevent is better than to
cure” applies to Internet security too. In proactive [proh-ak-tiv]
this thesis we investigate proactive threat adjective
1. serving to prepare for, intervene in, or
detection. We do this by focusing on the
control an expected occurrence or situDNS, because the DNS is a core infrasation, especially a negative or difficult
tructure everybody uses. Every connecone; anticipatory:
tion on the Internet starts with a DNS
proactive measures against crime.
query. Figure 1.1 shows the definition
of ‘proactive’. We have highlighted the
Figure 1.1: Definition of Proactive1 .
word ‘anticipatory’ as we aim to anticipate upcoming attacks from DNS data.
Returning to our analogy, this means that we try alert the emergency services of a possible attack before the bomb goes off, rather than after it has exploded.

1.2

DNS Measurements

Today’s Internet bandwidth is huge, with reports of rates exceeding 10 Tbit/s measured at
Internet exchange points [11]. The majority of traffic (80%) is devoted to video, gaming
and social activities [12]. Analyzing all this traffic for malicious activities is an insurmountable task. This traffic, however, starts somewhere. Before a connection is made,
the DNS is queried to translate a human-readable name (e.g. ‘example.nl‘) into something
a computer understands (for example, an IP address like 94.198.159.35). This means that
attackers are most likely using the DNS in their attacks. For example, spammers make
use of the Sender Policy Framework (SPF) and DomainKeys Identified Mail (DKIM)
to make their email appear more legitimate. Both SPF and DKIM are DNS-based email
protection protocols. This requires the spammers to create a domain before they can start
sending their ‘legitimate’ spam.
1 Definition

taken from: https://www.dictionary.com/browse/proactive

1.3. THREAT DETECTION
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Analyzing DNS traffic for malicious behaviour is easier to do than analyzing the 10 Tbit/s
of full traffic, as DNS traffic is a fraction of the total traffic. Additionally, this makes for
a more privacy-friendly approach as only connection setup is analyzed, rather than the
entire connection. As such, the DNS has gotten attention from security researchers [13]–
[48]. This attention suggests a difference between regular use of the DNS and the way
DNS is used in attacks. We ask ourselves if we can detect attacks proactively by analyzing DNS measurement data.
DNS measurements can be divided into two categories [48]. The first category is passively measuring the DNS [49]. Here a passive observer is recording the DNS queries
going out and the answers coming into a network. This gives a view of DNS activity at
levels that could easily be privacy-invasive. The second category is actively measuring
the DNS; instead of a passively observing DNS traffic we perform the queries ourselves.
This gives more control over what is measured and when. However, it gives no information on the query behaviour of DNS clients, as the measurement is, essentially, a client
itself.
In this thesis we make heavy use of the measurement data from the OpenINTEL active DNS measurement platform. OpenINTEL is not the only active DNS measurement
platform: the Active DNS Project [50] and Netray.io [51], are other examples of active
measurement platforms. We make use of OpenINTEL because it is the first active DNS
measurement platform and has the largest scope of the DNS. OpenINTEL currently measures over 65% of the DNS name space. The platform queries around 245M second-level
domains for 12 resource records on a daily basis. The platform has been measuring the
DNS since the beginning of 2015. Using OpenINTEL data allows us to do detections
against all the Generic Top Level Domains (gTLDs) (.com, .net and .org, etc.) and many
of the Country-Code Top Level Domains (ccTLDs) (.nl, .se, etc). The availability of several years worth of data gives us the opportunity to do longitudinal analysis of attacks,
as clues might come from temporal changes of a domain.

1.3

Threat Detection

At the core of the cat-and-mouse game played by cyberattackers, network- and systemadministrators, lies threat detection. Every time attackers come up with a new attack, invariably more sophisticated than the previous one, the network- and system-administrators
want to be able to detect it as soon as possible [52]. There are many cybersecurity companies focusing on threat detection2 . Companies focused on network threat detection often
do so by comparing the network traffic to a signature which may indicate an attack is
going on [14]. An alternative is to apply Machine Learning to learn what normal traffic
for a company is and raise the alarm as soon as an anomaly is detected [53].
2 Listings of well-known cybersecurity companies https://www.ventureradar.com/keywords/Threat%

20Detection
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As we mentioned before, what these approaches have in common is that they are inherently reactive. Both approaches wait until a certain condition is met before they start
sounding the alarm. The network traffic patterns need to morph into a shape matching a signature before a signature-based approach will call it out as suspicious. And for
anomaly detection approaches, the network traffic needs to deviate from the ‘normal’
before an anomaly is spotted.
Since the majority of connections on the Internet start with DNS queries, it is very likely
that attackers also make use of the DNS to set up their exploits. While attacks are in the
preparation phase, there is a chance that attackers leave traces in the DNS. For example,
they might test connectivity to their phishing Website. Returning to our analogy of fertilizer sale, these DNS traces can be compared to the sale receipts of fertilizer. We could
use these receipts to trace back the ones responsible after the bomb has gone off. But, we
could also start investigations once we see a large sale of fertilizer at a DIY-store.
In a paper by Chen et al. [54] the principle of proactive threat detection is used. The
authors reason that cybersecurity can capitalize on the Germination Period, that is ‘the
time lag between hacker communities discussing software flaw types and flaws actually
being exploited’. They propose, in their paper, to crawl hacker forums for 0-days and
vulnerabilities to feed a proactive security system. Similarly to our proposal, the authors
data gathering methodology is active, but while they focus on vulnerabilities and 0-days
described in textual sources (fora and public databases), we focus on DNS data.
From the perspective of DNS measurements, this equates to searching through DNS
measurements for traces of upcoming attacks [55]–[58]. We hypothesize that the profile
of domains used for attacks is different from those that are used for benign purposes.
For example, we expect a domain used to perform a volumetric Distributed Denial of
Service (DDoS) attack to contain a great number of records to ensure large responses,
much more than a benign domain would ever contain. Using active DNS measurements,
from OpenINTEL for example, we might detect traces of these abnormal configurations
which may allow us to anticipate the attack, and mount mitigations preventing damage
from the attack.

1.4
1.4.1

Goals, Research Questions and Approach
Goals

We assume that sophisticated attacks are no longer a matter of running a script, but require careful preparation and setup. In preparation of an attack, attackers may expose
characteristics of their infrastructure that can be used as threat indicators. If we are successful in identifying these threat indicators, we have a chance to act on this information
before the threat becomes an attack. The history of cyberattacks shows attacks will remain a part of the Internet in the future [59]. We believe we should not wait for the next
attack to strike. Rather, we should analyze the data we have to detect attackers while
they are in their preparation phase.

1.4. GOALS, RESEARCH QUESTIONS AND APPROACH
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To summarize, the goal of this thesis is:
To study DNS data for use in proactive threat detection.

To achieve our goal, we want to apply data from active DNS measurements to proactive
detection of threats. We want to assess which role the active component of the measurements plays in proactive detection of threats. Attackers may leave traces in the DNS during the preparation of their attack. For example, stuff their domain with many records
for a DDoS attack, or register a domain name containing the name of your bank for a
phishing attack. These traces may be picked up by active measurements, which forms
the basis of a proactive threat detection system. In the following section we outline our
research questions which help us to familiarize ourselves with the data, and allow us to
evaluate how DNS data can be used in proactive threat detection.

1.4.2 Research Questions and Approach
Using a tool for a task for which it was not designed gives rise to challenges. The
same applies to our case. Both the DNS and OpenINTEL were not designed to perform
threat detection. When we apply data from active DNS measurements to proactive detection of threats we, undoubtedly, face challenges. Therefore, our first research question
is:
RQ1 – What challenges do we face when using active DNS measurements for proactive threat
detection?

By applying our detection method onto different use cases we aim at identifying the challenges that come with using active DNS measurements for threat detection. We choose
the use cases based on our own knowledge of the attack domain and the availability of
data regarding the attack. Our detection method consists of the following steps:
1. Gather domain knowledge. Learn about the attack domains we wish to detect. Our
main question, during this step, is what makes the attack domain stand out in DNS
behaviour from regular, benign domains.
2. Build a profile. In the second step we build a profile of the attack domains. Depending on the attack, this can be done manually via a signature, or in a more
automated fashion through Machine Learning.
3. Detect and compare. In the last step we perform detections of attack domains.
Then we compare our detection results to ground truth for validation. This last
step can be done in real-time with daily detections, or, if historical ground truth is
available, via ‘historical’ detections. The ‘historical’ approach allows us to quickly
evaluate the performance of a binary domain classifier (benign or suspicious) as
there is no need to wait for the next detection results.
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With the challenges laid bare we want to explore the advantages that come with using
active DNS measurements for threat detection. We stated before, prevention is better
than cure. Can we use active DNS measurements to prevent threats? And if so, do we
gain additional advantages from using active DNS measurements for threat detection?
This leads to our next research question:
RQ2 – What are the advantages of performing proactive threat detection based on active DNS
measurements?

We approach RQ2 by applying our detection method onto the measurement data. Through
applying our detection method we evaluate how effective the use of active DNS measurement data is in the detection of specific attacks, and what the advantages of using of active
DNS data for threat detection are. For our evaluation we compare our detection results
to well-known blocklists to gather two metrics about our method. First, the detection
rate. Do we detect the same suspicious domains, do we detect more suspicious domains,
or do domains slip through the cracks? Second, the timeliness of our detections. We
hypothesize that we can achieve a time advantage – detect threats before they occur –
over regular blocklists. When we compare our results with well-known blocklists over
a longer period of time we can determine the time difference between our detection and
the blocklists’ detection. We use the early detection of threats here to illustrate a possible
advantage of using active DNS measurements for threat detection. Of course by applying
our detection method onto the measurement data we might find other advantages.

To tell a full story of how DNS data can be used in threat detection, we have to consider
the flipside of the coin as well. We must ask ourselves what the limitations of proactive
threat detections are. This leads us to our last research question:
RQ3 – What are the limitations of performing proactive threat detection based on active DNS
measurements?

For RQ3 we take the same approach as with RQ2. We apply our detection method to
specific attacks. However, instead of focussing on what advantages we can achieve by
using our method, we focus on the limitations our method has. Per use-case we evaluate
which limitations our method endures, and where these limitations come from. When
we know the cause of a limitation we might be able to suggest a possible solution to
overcome the limitation.

1.5

Organization and Key Contributions

Figure 1.2 gives an overview of the structure of this thesis. The schematic shows the
relation between chapters. We have chosen to answer our research questions through use
cases, which are discussed in their respective chapter. This means, that answers to re-

1.5. ORGANIZATION AND KEY CONTRIBUTIONS
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Chapter 3:
Hiding in Plain Text
Chapter 4:
Snowshoe Spam and the DNS
Chapter 2:
Background

Chapter 5:
DDoS and the DNS
Chapter 6:
Unicode Phishing and the DNS

Chapter 8:
Discussion
Chapter 9:
Conclusion

Chapter 7:
Privacy and Reverse DNS
Use Cases

Figure 1.2: Thesis structure schematic.
search questions are spread out over several chapters. Research questions RQ1 and RQ2
are answered through chapters 3-7, and RQ3 is answered through chapters 3-8.
Chapter 2: Background on the DNS
In this chapter we provide background information on the DNS. We discuss how the DNS
is deployed in practice. We discuss how integrity and confidentiality are ensured through
extensions of the DNS protocol. Additionally, we take a short excursion into cyberattacks
where the DNS plays a role. The main contributions of this chapter are:
• a comprehensive background on the DNS.
• sketching an overview of the challenges the DNS faces today.
This chapter is, partly, based on the following peer-reviewed paper:
• O. van der Toorn, M. Müller, S. Dickinson, C. Hesselman, A. Sperotto, and R. van
Rijswijk-Deij. “Addressing the Challenges of Modern DNS: A Comprehensive
Tutorial”, in Computer Science Review (CSR), 2022 [60].
Chapter 3: TXTing 101
With this chapter we present the first of our use cases, a study into DNS TXT records.
This type of resource record is the one with the most flexibility for its contents, as it is
largely unstructured. Although it might be the ideal basis for storing any form of textbased information, it also poses a security threat, as TXT records can also be used for
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malicious and unintended practices. Yet, TXT records are often overlooked in security
research. In this chapter, we present the first structured study of the uses of TXT records,
with a specific focus on security implications. We are able to classify over 99.54% of
all TXT records in our dataset. Most records followed a standardized (RFC, protocol,
etc) format (68.95%). A large portion of records (29.88%) is legitimate. The remaining
records (1.14%), the long-tail of TXT records, is where our focus lies. In this long-tail
we show security issues including accidentally published private keys and exploit delivery attempts. We also report on our lessons learned during our large-scale, systematic
analysis of TXT records. The main contributions of this chapter are:
• a structured and historical analysis of TXT records spanning more than three years.
We highlight changes in how, and how often, TXT records are used.
• an in-depth analysis of the so-far neglected tail of TXT records, focussing on security implications.
• our lessons learned, especially in terms of the amount of manual labor involved,
in systematically analyzing security issues in TXT records.
We based this chapter on the following peer-reviewed paper:
• O. van der Toorn, R. van Rijswijk-Deij, T. Fiebig, M. Lindorfer, and A. Sperotto.
“TXTing 101: Finding Security Issues in the Long Tail of DNS TXT Records”,
in the Workshop on Traffic Measurements for Cybersecurity (WTMC), co-located
with IEEE European Symposium on Security and Privacy Workshops (EuroSP),
2020 [61].
Chapter 4: Melting the Snow
In this chapter we direct our gaze towards snowshoe spam, our second use case. This type
of spam is notoriously hard to detect, because snowshoe spammers distribute sending of
spam over many hosts, in order to evade detection by spam reputation systems (blocklists). We present a method to detect this kind of spam domain, using a combination of
active DNS measurements and machine learning to create a detection system capable of
detecting snowshoe spam domains earlier than traditional blocklists. We show a stark
difference in profiles of snowshoe spam domains and regular, benign domains. We use
these profiles in our machine learning classifier to detect snowshoe spam domains on a
daily basis. This approach achieved a precision of over 93%. More importantly, we are
able to detect a significant fraction of the malicious domains up to 100 days earlier than
existing blocklists, which suggests our method can give us a time advantage in the fight
against spam. In addition to testing the efficacy of our approach in comparison to existing blocklists, we validated our approach over a three-month period in an actual mail
filter system at a major Dutch network operator. Not only did this demonstrate that our
approach works in practice, but the operator decided to deploy our method in production,
based on the results obtained. The main contributions of this chapter are:
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• large-scale detection of domains crafted for snowshoe spam, using active DNS
measurements.
• a method which can identify domains earlier than existing blocklists. This allows
us to block spam that would otherwise bypass a mailfilter.
This chapter is based on the following peer-reviewed paper:
• O. van der Toorn, R. van Rijswijk-Deij, B. Geesink, and A. Sperotto. “Melting the
Snow: Using Active DNS Measurements to Detect Snowshoe Spam Domains”, in
IEEE/IFIP Network Operations and Management Symposium (NOMS), 2018 [7].
The publication on which this chapter is based has received recognition in the form of
the following award:
• the 2018 IEEE/IFIP NOMS Best Paper Award.
Chapter 5: DDoS and the DNS
In this chapter we look into DDoS amplification attacks. These DDoS attacks threaten
Internet security and stability, with attacks reaching the Tbps range. Specifically, this
chapter studies a popular approach involving DNS-based reflection and amplification,
a type of attack in which a domain name, known to return a large answer, is queried
using spoofed requests. Do the chosen names offer the largest amplification, or have
we yet to see the full amplification potential? And while operational countermeasures
are proposed, chiefly limiting responses to ‘ANY’ queries, up to what point will these
countermeasures be effective? The main contributions of this chapter are:
• proposition and validation of a scalable method to estimate the amplification potential of a domain name, based on the expected ANY response size.
• creation of estimates for hundreds of millions of domain names and ranking these
domains by their amplification potential. By comparing the overall ranking to
the set of domains observed in actual attacks in honeypot data, we show whether
attackers are using the most potent domains for their attacks, or if we may expect
larger attacks in the future.
• evaluation of the effectiveness of blocking ANY queries, as proposed by the IETF,
to limit DNS-based DDoS attacks, by estimating the decrease in attack volume
when switching from ANY to other query types.
This chapter is based on the following peer-reviewed paper:
• O. van der Toorn, J. Krupp, M. Jonker, R. van Rijswijk-Deij, C. Rossow, and A.
Sperotto. “ANYway: Measuring the Amplification DDoS Potential of Domains”,
in the Conference on Network and Service Management (CNSM), 2021 [62].
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Table 1.1: Examples of the different types of domain name squatting for the
youtube[.]com domain name, from [63].
Domain Name

Squatting Type

youtube[.]com
youtubee[.]com
youtubg[.]com
youtube-login[.]com
yewtube[.]com
Y0UTUBE[.]com
xn--youube-k17b[.]com

Original Domain
Typosquatting
Bitsquatting
Combosquatting
Homophone-Based Squatting
Homograph-Based Squatting
IDN Homograph-Based Squatting
(renders to youṭube[.]com)

Chapter 6: A Case of Identity
Table 1.1 shows different types of domain squatting – a practice often used in phishing
attacks to mimic the target domain. Chapter 6 discusses a particular case of phishing,
where domains use the Unicode system to appear the same as the target domain (the
last example in Table 1.1, where the rendered version is easily mistaken for the original). The possibility to include Unicode characters in domain names allows users to deal
with domains in their regional languages. This is done by introducing Internationalized
Domain Names (IDN). However, the visual similarity between different Unicode characters – called homoglyphs – is a potential security threat, as visually similar domain
names are often used in phishing attacks. Timely detection of suspicious homoglyph domain names is an important step towards preventing sophisticated attacks, since this can
prevent unaware users to access those homoglyph domains that carry malicious content.
Therefore, we propose a structured approach to identify homoglyph domain names not
based on use, but on characteristics of the domain name itself and its associated DNS
records. In this chapter, we first extend the existing Unicode homoglyph tables (confusion tables). These tables show which characters, and their Unicode codepoints, are
look-alikes of each other, hence the term confusion tables, as these characters are easily
confusable. Our extended confusion table allows us to detect on average 2.97 times more
homoglyph domains compared to existing tables. Our results show that we are able to
identify suspicious domains up to 21 days before those appear in blocklists. The main
contributions of this chapter are:
• an improved Unicode Confusion table, able to detect 2.97 times more homoglyph
domains compared to the state-of-the-art confusion tables.
• a detection method for suspicious IDN homoglyphs, by combining homoglyphs
with historic data from publicly available blocklists and active DNS measurements. In doing so we introduce a potential time advantage in detecting suspicious
domains compared to using a blocklist approach.
This chapter is based on the following peer-reviewed paper:
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• R. Yazdani, O. van der Toorn, and A. Sperotto. “A Case of Identity: Detection
of Suspicious IDN Homoglyph Domains Using Active DNS Measurements”, in
the Workshop on Traffic Measurements for Cybersecurity (WTMC), co-located
with IEEE European Symposium on Security and Privacy Workshops (EuroSP),
2020 [64].
Chapter 7: Privacy and Reverse DNS
In this chapter we direct our gaze at the other side of the DNS, the Reverse DNS (rDNS).
We investigate how the interplay of different protocols results in privacy leaks through
rDNS entries. In this chapter we perform a first of its kind study into the risks attached
to privacy sensitive rDNS entries. We show the presence of unique identifiers in practice
and analyze the relation between the presence of dynamically added hostnames in the
DNS and the presence of client devices on networks. Furthermore, we demonstrate that
outsiders can use rDNS to track specific clients and learn network dynamics.
The main contributions of this chapter are:
• we show that DNS records contain unique identifiers in practice, even including
sensitive information such as client device types and device owner names;
• we demonstrate that networks of varying types (academic, enterprise, ISP) expose
such information;
• we analyze the relation between the presence of dynamically added hostnames in
the DNS and the presence of client devices on networks;
• we demonstrate that outsiders can use reverse DNS to track specific clients and
learn network dynamics;
• we discuss possible causes and ways to mitigate the risk.
This chapter is based on content which was submitted, and accepted, to the ACM Internet
Measurement Conference (IMC) 2022:
• O. van der Toorn, R. van Rijswijk-Deij, R. Sommese, A. Sperotto, and M. Jonker.
“Saving Brian’s Privacy: the Perils of Privacy Exposure through Reverse DNS”,
submitted and accepted to ACM Internet Measurement Conference (IMC), 2022.
Chapter 8: Discussion
In Chapter 8 we reflect upon the use cases to draw upon the limitations of our methodology. We present pitfalls when dealing with the results of proactive threat detection using
active DNS measurements. We show where our methodology worked very well, and
where it did not work well, and discuss the reasons why the methodology works well in
some cases. We discuss a possible solution for overcoming some of these limitations of
our methodology.
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This chapter is based on the following peer-reviewed paper:
• O. van der Toorn, and A. Sperotto. “Looking Beyond the Horizon: Thoughts on
Proactive Detection of Threats”, Digital Threats: Research and Practice (DTRAP),
2020 [65].
Chapter 9: Conclusions
In the last chapter we draw overall conclusions based on the research in other chapters
of this thesis. Additionally, we discuss directions for future research.

CHAPTER 2

Background

Chapter 3:
Hiding in Plain Text
Chapter 4:
Snowshoe Spam and the DNS
Chapter 2:
Background

Chapter 5:
DDoS and the DNS
Chapter 6:
Unicode Phishing and the DNS

Chapter 8:
Discussion
Chapter 9:
Conclusion

Chapter 7:
Privacy and Reverse DNS
Use Cases

Figure 2.1: Thesis structure schematic.
In this chapter we explain the basic principles of the DNS and the ways it can be used for an
attack. First, we describe the core concepts of the DNS. We briefly touch upon reverse DNS
and DNSSEC. Then, we discuss how the DNS can be measured. It is crucial to understand
DNS measurements when discussing the use of active DNS measurement data for threat detection. Through examples of attacks we lay the foundation for the following chapters. Please
note that we describe the background specific to individual studies in the corresponding chapters of this thesis.

This chapter is based on the paper “Addressing the Challenges of Modern DNS: A Comprehensive Tutorial”, in Computer Science Review (CSR), 2022 [60].
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Figure 2.2: Visualization of the DNS name space hierarchy.

2.1

The Domain Name System

Before the DNS every site connected to the early Internet maintained a copy of a file
called ‘HOSTS.TXT’ that provided a mapping from names to network addresses [66],
[67]. Early on, people realized that keeping separate copies of such a file synchronized
over a growing network was bad practice. The issue was addressed conceptually in late
1983 by the first set of specifications for the DNS [68], [69] and the transition plans to
migrate from a centrally managed database of names to the DNS [70]–[72]. In 1987 the
DNS specifications were updated, resulting in the basic protocol that is in use today [73],
[74].

2.1.1

The Name Space of the DNS

In the DNS hosts are mapped in the DNS name space. This name space can be seen
as an inverted tree. Resolving a name in the DNS happens through walking the tree
from its root toward the leaf you wish to resolve. Figure 2.2 shows a visualization of
(part of) the DNS tree. Each box is called a label, and a full set of labels is called a Fully
Qualified Domain Name (FQDN). An example of a FQDN from Figure 2.2 is ‘www.tideproject.nl.’.
Unlike a tree from nature, the DNS tree has rigid levels. The zeroth level is named the root
and displayed as a dot (‘.’) label. However this root label is often omitted in the display
of (full) domain names. The first level of domains is called a Top Level Domain (TLD),
in the figure these are ‘com.‘, ‘.net’ and ‘nl.‘. If the TLD is associated with a country, like
‘nl.’, they are called ccTLD. The Internet Corporation for Assigned Names and Numbers
(ICANN) manages and operates the root DNS servers and delegates responsibility for
the maintenance of top-level domains to so-called registries. For example, the SIDN1
foundation is responsible for the ‘.nl’ TLD. A domain in the level below the TLD is
called a Second Level Domain (SLD), such as ‘example.nl.’ from the figure. Anything
1 https://www.sidn.nl/
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Table 2.1: Explanation of common resource record types.
Type

Defining RFC

Explanation

A
AAAA
CNAME

RFC 1035
RFC 3596
RFC 1035

MX

RFC 1035

NS
PTR

RFC 1035
RFC 1035

SOA

RFC 1035

TXT

RFC 1035

Maps a name to an IPv4 address.
Maps a name to an IPv6 address.
The Canonical Name record, specifies an alias of one name to
another. The DNS lookup will continue with this new name.
The Mail eXchange record, details the message transfer
agents associated with the domain.
Specifies the authoritative name servers for a domain.
Pointer to a canonical name. Comparable to a CNAME,
however processing stops and just the name is returned. This
record type is most commonly used for reverse DNS queries.
This record type specifies authoritative information about a
DNS zone, including the primary name server and the email
address of the domain administrator. Name servers with a
primary–secondary configuration use this record to determine
if they have the most recent zone file.
The Text record. Originally for any human-readable text,
nowadays it is more used for machine-readable data.
Protocols like SPF, DKIM, and DMARC make use of TXT
records.

below the second level is named by their level. For example, ‘www.example.nl.’ is called
a third level domain, and a level beyond that a fourth level domain, etc.

2.1.2 Resource Records
At the heart of the DNS lies the resource records. These records hold the information
for the DNS. Each DNS record has a type. This type defines what kind of content the
record holds. In Table 2.1 we explain the more common resource record types or the
ones important for this thesis, and we list the defining RFC.

2.1.3 Resolvers, Name Servers and Resolution
In the DNS there are three classes of resolvers (in Figure 2.3 each class is highlighted in
a different color): (A) stub resolvers, (B) recursive resolvers and (C) authoritative name
servers. The terms resolver and name server are often used interchangeably.
Authoritative name servers are the ones who claim authority over a configured zone.
These servers are configured to resolve queries for their zones, for example translating
‘A’ queries into IP-addresses.
Recursive resolvers are resolvers who will ‘walk the tree’ to find the answer to the query.
Figure 2.3 shows how a recursive resolver resolves the answer for the query of an ‘A’
record (see Subsection 2.1.2) for the domain ‘www.tide-project.nl.’.
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(A) Stub Resolvers

(B) Recursive Resolvers

(C) Authoritative Name Servers

1

A www.tide-project.nl?
NS .nl -> ns1.dns.nl.
a.root-servers.net.

A www.tide-project.nl?

2

A www.tide-project.nl?
NS tide-project.nl ->
ns1.surf.nl.

A www.tide-project.nl ->
192.87.172.51

3

ns1.dns.nl.

A www.tide-project.nl?
A www.tide-project.nl ->
192.87.172.51
ns1.surfnet.nl.

Figure 2.3: Example of the DNS resolution process.

1. It starts at the root authoritative name servers with the question of the ‘A’ records
for the domain ‘www.tide-project.nl’. However, the root servers respond negatively and let the recursive resolver know where to find the name servers for ‘.nl.’,
as this is all the root servers know for ‘www.tide-project.nl’.
2. Then the ‘.nl.’ name servers are queried with the same question. These also respond negatively, but with more information than the root servers, they know the
name servers of ‘tide-project.nl.’
3. And finally, the name servers of ‘tide-project.nl.’ are queried for the ‘A’ record
of ‘www.tide-project.nl.’, to which they respond positively with the IP address
associated with the label.
Stub resolvers are the most basic form of resolvers. What these typically do is forward
a query towards a recursive resolver and let the recursive resolver figure out the answer.
Stub resolvers run on clients, and are typically implemented directly into the operating
system or applications.

2.1.4

Reverse DNS

So far we mainly discussed ‘forward DNS’, where you start with a name and want to
translate that into an IP-address, for example. With reverse DNS this process is, as the
name says, reversed. This is often used in email filters, for the purpose of spam filtering. A properly configured mail server should have matching forward and reverse DNS

2.1. THE DOMAIN NAME SYSTEM
Name

Value

IPv4 address
Reverse name

130.89.12.97
97.12.89.130.in-addr.arpa.

17

root@localhost:~# dig -t PTR 97.12.89.130.in-addr.arpa.
...
;; ANSWER SECTION:
97.12.89.130.in-addr.arpa. 600 IN
PTR
ut146514.ewi.utwente.nl.
...

Example 2.1: Construction of a reverse IPv4 query.
Name

Value

IPv6 address
IPv6 uncompressed
Reverse name

2001:67c:2564:a120::20
2001:067c:2564:a120:0000:0000:0000:0020
0.2.0.0.0.0.0.0.0.0.0.0.0.0.0.0.0.2.1.a.4.6.5.2.c.7.6.0.1.0.0.2.ip6.arpa.

root@localhost:~# dig -t PTR 0.2.0.0.0.0.0.0.0.0.0.0.0.0.0.0.0.2.1.a.4.6.5.2.c.7.6.0.1.0.0.2.ip6.arpa.
...
;; ANSWER SECTION:
0.2.0.0.0.0.0.0.0.0.0.0.0.0.0.0.0.2.1.a.4.6.5.2.c.7.6.0.1.0.0.2.ip6.arpa. 3600 IN PTR ftp.snt.utwente.nl.
...

Example 2.2: Construction of a reverse IPv6 query.

entries, so that the receiving party can check that the email is coming from the right
source. To explain how reverse DNS works we follow an example. In this example we
start with an IP-address like ‘1.1.1.1’ and query the DNS for the corresponding hostname
(‘one.one.one.one.’ in this example). As we will see shortly the mechanisms behind reverse DNS are very similar to those of ‘regular’ forward DNS. The DNS uses special
zones for reverse DNS operations. The TLD ‘.arpa’ is used for these operations with
‘in-addr.arpa’ for IPv4 reverse queries and ‘ip6.arpa’ for IPv6 reverse queries.

Reverse DNS for IPv4 Addresses
The ‘magic’ behind reverse DNS queries is translating the IPv4 address you start with
to a regular DNS query. For IPv4 we simply reverse the octets of the IPv4 address and
append the reverse zone, ‘in-addr.arpa’, and voila, we have a name to query the DNS
with. For example, when we want to know the hostname attached to ‘130.89.12.97’ we
would query the DNS for ‘97.12.89.130.in-addr.arpa.’ Following Table 2.1, we query
for the resource type of ‘PTR’, resulting in an answer of ‘ut146514.ewi.utwente.nl.’, as
shown in Example 2.1. In the example we use the tool ‘dig’2 to resolve the reverse
name.

Reverse DNS for IPv6 Addresses
2 Dig

is part of the Bind-tools: https://www.isc.org/bind/
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IPv6 is similar in the method a name to query is constructed. Because IPv6 addresses use
128 bits instead of 32 bits (IPv4) addresses the reverse names are naturally longer too.
This is especially so because the IPv6 address is first expanded before it is reversed. After
it is expanded it is reversed by each hexadecimal number. And finally, the zone ‘ip6.arpa’
is appended. Example 2.2 gives an example of such a reverse IPv6 process.

2.1.5

DNSSEC

The DNS was designed in an era where security was not an important design consideration. At that time, the number of hosts on the Internet was still very small3 . This meant
that interpersonal trust between operators connected to the Internet made it unnecessary
to protect the DNS against malicious activity. As the Internet grew, these implicit early
assumptions ceased to hold. It became necessary to protect DNS responses as well as the
origin of the response. The DNS Security Extensions (DNSSEC) were developed to do
both.
In DNSSEC, records in a DNS zone are digitally signed. If properly executed, these
signatures can only be created by the entity holding a secret cryptographic key. These
signatures can then be validated by the recipient of a DNS message by using the public
key that accompanies the secret signing key. If the signature is valid, this proves the
authenticity of the data in the message, as only the owner of the secret key could have
created the signature. In addition to this, a valid signature also proves that the message
was not modified in transit (the integrity of a message), as any change to the content of
the message would invalidate the signature.
DNSSEC adds extra data to DNS messages in the form of digital signatures. The original DNS specification limits DNS message sizes to a maximum UDP payload of 512
bytes. This is problematic for DNSSEC. Take, for example, a DNSSEC message that
includes one signature and a public key. If the key used is a 2048-bit RSA key, then
the representation of the signature and key alone would already require more than 512
bytes. For this reason, DNSSEC relies on the so-called Extension Mechanisms for DNS,
colloquially known as ‘EDNS0’ [76]. The EDNS0 specification adds a way for DNS
clients and servers to signal to each other that they have additional capabilities.

2.2

Measuring the DNS

Measuring the modern and real-life deployment of DNS is crucial in order to understand
how the DNS is used, both by bona fide and by malicious actors. Measurements are also
an important tool to identify challenges in the DNS and to understand how changes to
the protocol and its use work in practice. In this section, we discuss the two methods for
measuring the DNS: passive measurements and active measurements. Figure 2.4 shows a
comparison between these two types of measurements and highlights the main difference:
in passive measurements, DNS traffic is collected at one or more measurement points and
3 The

number of hosts on the Internet crossed 1,000 in 1984, 10,000 in 1987 and 100,000 in 1989 [75].

2.2. MEASURING THE DNS

19

(a) Passive measurements.

(b) Active measurements.

Figure 2.4: Comparison of types of DNS measurements.
observes traffic that is the result of DNS queries by real end users. In contrast, an active
measurement precisely controls which queries are executed and collects results for these.
In the remainder of this section, we explain the basics of both measurement types.

2.2.1 Passive Measurements
Traditionally, DNS traffic is unencrypted, which enables passive observations directly
at the client, resolver or authoritative name server and also on the path between those
three. This approach observes the complete content of a query as well as its response
and gives a detailed view of DNS usage. Additionally, in case traffic between client
and resolver, or between resolver and authoritative is encrypted, one can still observe
DNS traffic on the resolver or authoritative host through the DNS server process, for
example by using dnstap [77], which is supported by many open source DNS server
implementations.
root@localhost:~# tcpdump -vvv -i eth0 'port 53'
09:32:28.674038 IP (tos 0x0, ttl 64, id 63716, offset 0, flags [none],
proto UDP (17), length 84) 10.0.0.1.54584 > 8.8.8.8.53: [udp sum ok] 62669+
[1au] A? www.example.org. ar: . OPT UDPsize=4096 (56)
09:32:28.676558 IP (tos 0x0, ttl 60, id 27617, offset 0, flags [none],
proto UDP (17), length 88) 8.8.8.8.53 > 10.0.0.1.54584: [udp sum ok] 62669$
q: A? www.example.org. 1/0/1 www.example.org. [5h12m32s] A 93.184.216.34 ar:
. OPT UDPsize=512 (60)

Example 2.3: Example of a passive measurement.
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Figure 2.4a shows potential placement points for passive DNS sensors. Placing a passive measurement sensor directly at the client limits the observed traffic to queries from
and responses to that particular client. In this configuration, we can capture every DNS
packet which gives a complete view of the client’s DNS traffic but only for that single
client. In contrast, placing a sensor at a recursive resolver gives us insight into traffic
of every client of this recursive resolver, which in case of a resolver at an ISP, can be
millions of clients. We, however, also need to keep in mind that clients can configure
multiple resolvers and a sensor at one recursive resolver might not gain a complete picture of a client’s DNS traffic. We can also place a sensor directly “behind” a recursive,
on the path between the resolver and authoritative name servers on the Internet. This
captures all DNS exchanges that are the result of so-called cache misses, and effectively
collects the data for all names that clients of a resolver queried for, without identifying
the specific clients that performed those queries. This protects the privacy of the users
of the resolver, while still revealing what domains clients are actually interested in (we
discuss privacy implications of passive DNS collection in more detail further down).
This type of setup is, for example, commonly used by large-scale passive DNS collection services, such as DNSDB operated by Farsight Security4 . Finally, we can also place
a sensor at authoritative name servers, which will give us visibility into every query directed from resolvers to that particular authoritative name server. Also here we need to
take two pitfalls into account: first, a zone might be distributed across multiple authoritative name servers, so in order to receive every query directed to a zone we need to
capture the traffic at every name server for that zone. Second, resolvers cache responses
from name servers for some time and do not return to the name server until the cached
response expires. This limits the number of queries seen by the name server.
A simple passive DNS measurement can be performed with the program tcpdump running on a client as shown in Example 2.35 . The executed command is shown on the first
line. The second line shows the query from the client to the resolver asking to resolve the
A record for www.example.org. Last, the third line shows the answer from the resolver.
The client and resolver are highlighted in orange and yellow, respectively, and the query
and answer are highlighted in blue and green respectively. The query of the client is
repeated in the answer, as the third line shows. Tools exist to save and import the output
of tcpdump directly into databases [78] or to extract parts of the information stored in
DNS queries [79] for further analysis.
When performing passive DNS measurements, it is important to carefully consider the
privacy of users. While domain names in and of themselves are public information, the
specific query behavior of clients is very privacy sensitive. As such, the area marked grey
in Figure 2.4a is considered especially “privacy sensitive” since every query of a client
is visible [80]. The difference between the left and right area is the information visible.
On the left, every query from the client is visible but on the right, only queries which
are not cached, by the resolver or by clients themselves, are visible [81]. This does not
4 https://dnsdb.info/
5 TCPdump

displays the TTL as 5h12m32s rather than in seconds.
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Figure 2.5: High-Level Architecture of OpenINTEL [82].

mean that traffic collected on one of the observation points shown on the right-hand side
of Figure 2.4a is entirely devoid of privacy risks. Since the traffic observed “behind” the
resolver is the result of cache misses, this traffic also includes queries for non-existent
names, that may be the result of user errors (typing mistakes). The presence of queries
that are the results of such mistakes may still reveal the presence of a certain user in the
client population of the resolver behind which traffic is collected. Internet Protocol (IP)
addresses and the precise query string are collected in passive DNS measurements. Care
should be taken when processing this kind of data and it should be anonymized if there are
plans to make the data public. One trend in modern DNS deployments is the encryption
of DNS traffic between client and resolver and resolver and name server. This improves
privacy but also makes measuring DNS traffic on the wire almost impossible.

2.2.2 Active Measurements
Besides passively measuring the DNS one can actively measure the DNS. In the case
of active measurements, there are a number of considerations to take into account when
designing and executing measurements. First, whether the measurement should create a
one-time snapshot of the state of (parts of) the DNS, or whether the measurement should
be longitudinal in nature. Second, whether the measurement should capture the resolved
state of a domain, as seen by a client (this implies taking the output from a recursive
resolver), or whether the measurement should capture the state of a domain on all of its
configured authoritative name servers (this captures configuration errors and discrepancies). Finally, as with any active measurement, one should consider whether to perform
a measurement from one or from multiple vantage points. In this section, our focus is
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on longitudinal active measurements from the perspective of a client. Nevertheless, we
want to point readers to ZDNS6 as a useful tool for snapshot DNS measurements.
There are a number of active DNS measurements projects, such as ‘OpenINTEL’ [82],
[83], the ‘Active DNS Project’ [50] and Netray7 . In this section we use the OpenINTEL
project to explain how active DNS measurements from the perspective of a DNS client
can be performed. We chose OpenINTEL since this is the longest running project, and
the authors of this thesis are involved with this project. A high-level overview of the
architecture of OpenINTEL is shown in Figure 2.4b. In this section we discuss the challenges of performing active DNS measurements at scale. We discuss two aspects, first
performing the measurement itself, and second the challenge of storing and analysing
the resulting data.
The basis of an active DNS measurement is a list of domains which need to be measured
(Stage I in Figure 2.5). Such a list typically comes from TLD zone files. In the case
of OpenINTEL these zone files are acquired through TLD zone repositories and various other sources. With longitudinal measurements the frequency of the measurement
is an important parameter, especially for larger sets of domains, since the measurement
needs to be completed within the measurement period. Both OpenINTEL and the Active
DNS Project have a measurement frequency of once per day. In order to finish the measurement before the end of the day, OpenINTEL measures the domains from the zone
files in parallel via a swarm of workers – virtual machines tasked with querying domains
(Stage II in Figure 2.5). The workers use off-the-shelf DNS software to perform the
queries. This is important because it provides the best guarantees for the robustness of
the measurement system.
The second challenge when performing active DNS measurements is the storing of the
results. There are two consideration that need to be taken into account. First, measuring
significant parts of the global DNS name space everyday generates sizable result sets.
This means it is vital to choose a storage and analysis solution that is efficient. Second,
if the measurement is expected to run for a long time (the OpenINTEL measurement
is now running over seven years), a storage format should be chosen that guarantees
that future systems are also be able to read and use historic measurement results. This
led the OpenINTEL project to choose Apache Avro as storage format, and the Hadoop
ecosystem for analysis. A more detailed discussion of these choices can be found in the
OpenINTEL design paper [82]. We note that, e.g., the Active DNS Project also chose to
use the Hadoop ecosystem for storage and analysis [50].

2.2.3

Comparison

Passive and active measurements are both needed to understand and address the challenges of the DNS. Combining both measurements can give a more complete picture
of the state of the DNS. Both types of measurements come with advantages and disad6 https://github.com/zmap/zdns
7 https://netray.io/
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vantages, which we discuss in this section. You can use this information to decide which
type of measurement best suits your needs for a particular study. We break the differences
down into specific aspects of each measurement type, namely privacy, confidentiality,
coverage, frequency, complexity and availability, in separate paragraphs below.
Privacy
As discussed above, privacy is an issue when performing passive measurements. The
privacy impact depends on the observation point where traffic is collected; the closer to
the client, the more privacy-sensitive the data collection generally is. For active measurements the privacy impact is very limited, as the DNS traffic is generated by the
researcher performing the measurement. Somewhat related, though, is confidentiality,
which we discuss next.
Confidentiality
This is a concern for both passive and active measurements. Due to the privacy sensitivity of passively collected DNS traffic, this type of data is not readily available in open
repositories and typically requires researchers to enter into a contract with collectors of
this data (e.g., DNSDB). While actively collected DNS data is typically not very privacy
sensitive, it is often confidential. The main reason for this is that, e.g., operators of toplevel domains often consider the contents of their DNS zones commercially sensitive,
and hence require a contract for data access that limits to what extent this data can be
shared. This is a challenge faced by active DNS collection projects such as OpenINTEL,
the Active DNS Project and Netray.
Coverage
The coverage of passive and active measurements is typically one of the biggest differences between the two measurement types. Passive measurements observe DNS information resulting from a real interest by real clients, and thus better reflect real user
activity. This is important, for example, in security-related research to detect emerging
attacks and to estimate how widespread infections are. The biggest shortcoming of passive measurements is that they seldom cover the complete namespace of TLDs. Names
that no client of the observation points where data is collected has shown an interest
in will not show up in passive data sets. Consequently, for a better coverage, passive
DNS measurement systems need many observation points, and it is likely that the law of
diminishing returns applies to the extent to which this can grow coverage. In contrast,
active measurements can cover entire name spaces, but only to the level to which the
names are known. Thus, an active measurement, like the one conducted by the OpenINTEL or Netray project, covers entire TLDs such as .com, .net and .org for all second
level domains in these TLDs. This means the actively collected datasets also include
names in which users may not yet have shown an interest. Interestingly, the Active DNS
Project also seeds their measurement with passively observed names, creating a mix of
data.
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Frequency
An aspect related to coverage is the frequency of observations. In passive DNS, there is
no control over the frequency at which the same DNS query is observed, as this entirely
depends on client behavior and caching behavior. Some queries will show up with very
high frequencies – where there is a large client interest and/or a short Time To Live (TTL)
– whereas other queries will only sparsely show up. For active DNS, this is, of course,
completely different, as the system that performs the measurement controls the query
frequency. This makes active DNS more suitable for longitudinal studies where it is
important that there are regular measurement results (e.g., one measurement every day),
whereas passive DNS is more suitable for measurements where it is important to gauge
the popularity of certain names and to identify, e.g., emerging threats.
Complexity
Both types of measurement have their own complexities. For passive DNS, it is challenging to find vantage points (due to privacy concerns), and to get good coverage requires
access to a large number of vantage points. Furthermore, passive DNS data collection
leads to high amounts of redundancy, as popular queries are typically observed at many
vantage points. It requires careful consideration to cope with this. Active measurements,
on the other hand, are difficult to scale up to significant parts of the name space, as illustrated by the papers about OpenINTEL [82] and the Active DNS project [50]. What both
passive and active measurements at scale have in common is that even if redundancy is
reduced, both generate significant amounts of data, requiring the use of so-called “big
data” approaches to analyze the data.
Availability
As discussed in the previous two sections, there are a number of large-scale passive
and active measurement projects. It is generally advisable, when starting a new study,
to check the availability of the data collected by these projects, as in many cases they
provide access to academic researchers. DNSDB is a very good source of passively
collected data, and Farsight Security provides access to researchers under certain conditions8 . More recently, researchers from Farsight in collaboration with academic researchers have established the DNS Observatory, to which researchers can also gain
access [84]. For active measurements, as mentioned before, all three major projects,
OpenINTEL, the Active DNS Project and Netray provide access to researchers under a
contract.

2.3

Dataset Description

Data from OpenINTEL is used extensively throughout this thesis. Since February 2015,
the OpenINTEL large scale active DNS measurement platform collects daily snapshots of
8 See

the DNSDB website for more information https://dnsdb.info/
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Table 2.2: OpenINTEL measurements and start dates.

(a) Generic TLDs

(b) Country-code TLDs.

(c) Other measurements.

TLD

Start date

TLD

Start date

Name

Start date

.com
.net
.org
.info
.mobi
new gTLDs
.gov and .fed.us
.name
.biz
.asia
.aero

2015-02-20
2015-02-20
2015-02-20
2016-04-06
2016-04-06
2016-04-01
2017-05-01
2018-11-10
2018-11-11
2018-11-13
2018-11-13

.nl
.se
.nu
.ca
.fi
.at
.dk
.ru
.рф(.xn–p1ai)
.us
.gt
.na
.ee
.co
.ch
.li

2016-02-09
2016-06-07
2016-06-07
2016-07-07
2016-11-23
2017-01-04
2017-02-06
2017-06-18
2017-06-18
2018-03-23
2019-04-30
2019-05-24
2019-07-29
2019-11-20
2020-05-19
2020-05-19

Alexa top 1 million
Infrastructure measurement
Cisco Umbrella top 1 million
IPv4 reverse DNS name space

2016-01-22
2017-01-23
2019-01-14
2020-02-17

Table 2.3: Resource records measured by OpenINTEL.
Type

Note

A
AAAA
CAA

A queries are also sent for the www label (e.g. www.example.com).
AAAA queries are also sent for the www label.
DNS Certification Authority Authorization, constraining acceptable CAs for a host/domain
CDS
OpenINTEL only resolves these records for DNSSEC-signed domains for which at least
a DNSKEY or DS record exists.
CDNSKEY OpenINTEL only resolves these records for DNSSEC-signed domains for which at least
a DNSKEY or DS record exists.
DNSKEY The key record used in DNSSEC. Uses the same format as the KEY record.
DS
The record used to identify the DNSSEC signing key of a delegated zone
MX
OpenINTEL resolves the A and AAAA records for these MX records, and associated
TLSA records for ports 25, 465 and 587 in a separate infrastructure measurement.
NS
OpenINTEL resolves the A and AAAA records for these NS records in a separate infrastructure measurement.
NSEC3
OpenINTEL sends a query for a non-existent domain name to record authenticated denialof-existence data, but only for DNSSEC-signed domains.
SOA
Specifies authoritative information about a DNS zone, including the primary name server,
the email of the domain administrator, the domain serial number, and several timers relating to refreshing the zone.
TXT
Record type holding arbitrary text.

the data in the DNS [82]. The measurement currently queries over 65% of the global DNS
namespace. At the time of writing this chapter, the measurement covers the zones listed
in Table 2.2, which also shows when each of the TLD was added to the measurement.
For each domain name, the measurement performs the fixed set of queries shown in
Table 2.3.

2.4

Abuse

The DNS is nowadays both the target of attacks (e.g. cache poisoning), and the means
for conducting attacks (e.g. DDoS attacks). Security measures therefore fall in two
categories: securing the DNS itself to increase confidentiality, message integrity and
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Figure 2.6: Challenges with the abuse of the DNS.
Table 2.4: Role of DNS in attacks.
Attack facilitation

Communication

Exacerbation

DDoS
Fraud

3
3

7
7

3
3

Botnets
Worms

7
7

3
3

3
3

Spam

7

7

3

availability, or addressing the security implications DNS brings to the Internet as a whole.
In this section we focus on the latter. We investigate the role DNS plays in attacks, and
we highlight when the DNS provides information supporting the detection of these types
of attacks. This follows the rationale that if an attack misuses the DNS in some way, these
patterns are likely to become visible. We identify three possible roles the DNS can play
in attacks (see Table 2.4): attack facilitation, in which the attack is impossible without
DNS, e.g. misleading users to visit a phishing website (i in Figure 2.6); communication,
in which DNS forms the communication medium, e.g. controlling a large number of bots
(ii); and exacerbation, in which the DNS worsens the attack, by increasing the damage
towards the victim, e.g. in a DDoS attack against a legitimate website (iii). In many of
these cases, an authoritative name server is under the control of the attacker (iv). In the
remainder of this section, we discuss the three roles from Table 2.4 to examine the part
DNS plays in each of them.

2.4.1

Attack Facilitation

The DNS plays a facilitating role when the attack becomes impossible to perform without
the DNS. For example, some forms of DDoS attacks abuse DNS servers to reflect and
amplify traffic to the victim.
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Figure 2.7: Example of a DNS reflection and amplification attack.

In this subsection, we discuss two types of attack that are facilitated by the DNS, namely
DDoS and fraud attacks.
DDoS attacks
DDoS attacks are a popular method of forcing a victim off-line, either by exploiting a
protocol vulnerability or service functionality (semantic attacks), or by overwhelming
the victim with traffic (volumetric attacks). The DNS is misused in volumetric attacks.
Figure 2.7 shows an example of such an attack, namely a DNS-based reflection and amplification attack. An attacker sends spoofed DNS queries to one or more open resolvers
(reflectors) or authoritative name servers. The attacker often does so indirectly, using a
swarm of compromised machines (“bots”). Running DNS over UDP allows the IP source
to be spoofed in the DNS query. The open resolvers consequently send the response to
the victim (reflection). It is important to note that the misused resolvers often engage in
the full resolution process, if the response is not yet cached, which means that attackrelated traffic trickles all the way up in the DNS hierarchy. A second factor in this type
of attack is amplification. The amplification factor, defined in Equation (2.1), therefore
plays a key role: a higher amplification factor means the attacker is able to induce more
traffic for a given query size, in this way preserving their resources while leaving the
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burden of creating high volumes of attack traffic to the reflectors. The final volume of
traffic sent towards the victim in a reflection and amplification attack is therefore influenced not only by the number of participating hosts (bots and reflectors), but also by the
amplification factor. To summarize, the attack facilitating role of the DNS in a reflection
and amplification attack is twofold. First, DNS resolvers act as reflector; and second, the
data in the DNS enables amplification. We focus on these two aspects in the following
paragraphs.
amplification factor =

response size
query size

(2.1)

It is clear that open resolvers play a key role in DDoS reflection and amplification attacks.
Without such resolvers, this type of attack would in fact not exist. This also means that
open resolvers provide a way to measure DDoS amplification attacks in the wild. Researchers have approached this by creating fictitious open resolvers that minimally participate in the amplification but that are monitored to retrieve data on the attacks. Two
projects are leading in this field. First, the University of Saarland AmpPot project [85]
is a network of tens of amplifying honeypots [86] designed to track amplification attacks. The project focused on a plethora of protocols, among which the DNS, through
passive measurement. Analysis of honeypot data allows to acquire a longitudinal view
of amplification attacks, as well as information about, in the case of DNS, which queries
and domains are misused. AmpPot data has supported a wide range of research, such as
the attribution of DDoS attacks [86], the relation between reflection attacks and Booters [87] and in general the characterization of DDoS attacks [88], [89]. Similarly, the
Cambridge Cybercrime Centre9 runs a network of amplifying honeypots with the goal
of monitoring attack behavior [90]. Both projects stem from the observation that attackers regularly scan the IPv4 Internet space for amplifiers (open resolvers in the case of
DNS). The results discussed in Fachkha et al. [91] suggest that, beside scanning, highrate DNS reflection and amplification attacks may also forego the scanning phase, and
only rely on a combination of spoofed requests to random IP addresses as reflector. With
a sufficient number of requests, the attackers are in this ways also able to trigger open
resolvers.
An attacker can leverage the data in the DNS to achieve amplification by typically choosing a domain known to return large responses (e.g. a DNSSEC-signed domain, or a domain with a large TXT record size). DNSSEC itself has been matter of debate if the
benefits to integrity would not be accompanied by a higher potential for DDoS reflection and amplification attacks. Van Rijswijk-Deij et al. [92] investigated the effect of
DNSSEC with regard to the amplification factor through analysis of active DNS measurements. This research compares the achievable amplification factor for DNSSECsigned domains compared to unsigned domains, for a diverse set of query types. The
authors define an acceptable upper limit for the amplification factor as the amplification
factor achieved in regular DNS for the shortest query (x.com in the case of [92]) and the
9 https://www.cambridgecybercrime.uk/
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Figure 2.8: Evolution of a DDoS domain over time compared to google.com.

maximum response size (512 bytes in regular DNS). This leads to an acceptable upper
limit for the amplification factor of approximately 22.3. The acceptable upper limit is
used as a cut-off point between amplification inherent in the DNS itself and any other
form of amplification due to DNS extensions. Query types individually fall within the
acceptable limit except for the ANY query using DNSSEC-signed domains. The average amplification factor of unsigned ANY queries is 5.9, while the amplification factor
of DNSSEC signed ANY queries is 47.2. This leads to the conclusion that DNSSEC, although it can be misused, is not per se an enabler for DDoS reflection and amplification
attacks. The paper moreover indicates how restricting ANY queries would already partially solve the problem of abusing (DNSSEC) domains. Due to the lack of legitimate
uses, Cloudflare announced in 2015 [93] that it was phasing out the ANY query. Nowadays, no answer is received when querying 1.1.1.1 for type ANY. Google’s open DNS
resolvers, however, do respond to ANY queries, showing that opinions on the use of ANY
queries are not unanimous.

A different way of achieving large responses is to query domains specifically crafted for
this use. We have seen evidence, in active DNS measurements, of domains specifically
crafted to ensure a large ANY size [94]. Figure 2.8 shows an example of this behavior and
compares a crafted domain against a legitimate example (google.com). The figure shows
that the number of records and the estimated amplification size (as carried, for example,
in a query of type ANY) was modest until the middle of March 2015. From that time the
domain has been inflated, specifically by adding more than 200 A records and reaching
an estimated ANY size of 3,500 bytes. This coincides with the time window in which the
domain is used in DDoS attacks, based on data from the AmpPot project [85]. After the
attack window ends, in September 2015, the domain deflates. This behavior suggests
that the rapid increase in the number of records within a domain is a sign of impending
misuse in DDoS attacks.
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Table 2.5: Examples of the different types of domain name squatting for the
youtube[.]com domain name, from [63].
Domain Name

Squatting Type

youtube[.]com
youtubee[.]com
youtubg[.]com
youtube-login[.]com
yewtube[.]com
Y0UTUBE[.]com
xn--youube-k17b[.]com

Original Domain
Typosquatting
Bitsquatting
Combosquatting
Homophone-Based Squatting
Homograph-Based Squatting
IDN Homograph-Based Squatting
(renders to youṭube[.]com)

Fraud Attacks
The goal of fraud attacks is obtaining credentials of victims, or tricking them into transferring money towards the attacker. Typically, scammers clone an existing website, for
example the website of a bank, to encourage victims to enter their credentials. The domain name forms a crucial part of these scams. Attackers aim to register a domain name
which closely resembles the target domain. For example g00gle.com is visually similar
to google.com.10
The practice of registering domains which closely resemble well-known domains is commonly called “domain squatting” or “cybersquatting” [95]. Common techniques within
the field of domain squatting are listed in Table 2.5.
With typosquatting the attacker replaces characters from the target domain, relying on
the notion of victims possibly making a typo when typing the target domain name. For
example a user may type ebau.com instead of typing ebay.com. This type of attack
relies on the fact that humans make errors, specifically when typing a domain name in,
for example, their Web browser.
The idea behind bitsquatting is similar to typosquatting. However, the mistake, in this
case, results from a memory fault in the victims’ machine. In principle domains created
following the bitsquatting idea differ a single bit from the target domain: for example
youtubg.com differs a single bit (compared to the ASCII character ‘e’) from the original
youtube.com.
In combosquatting the original target domain is unmodified. Combosquatters either
prepend or append words to the original domain. Combosquatting domains are notoriously difficult to detect because the practice of registering domains that closely resemble a target domain is not per se malicious, and companies use it either to diversify services, or to protect their own trademark from misuse. An example is the domain
youtubego.com, that contains the trademark YouTube, but is not malicious [65].
10 g00gle.com

is owned by Google to prevent scammers from phishing attacks using this domain.
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Table 2.6: Generative models for typosquatting domains [96].

Name

Description

Example

Missing-dot typos
Character-omission typos
Character-permutation typos
Character-replacement typos

The “.” following “www” is removed.
Characters are omitted one at a time.
Consecutive characters are swapped one pair at a time.
Characters are replaced one at a time and the replacement is selected from the set of adjacent to the given
character on the standard keyboard.
Characters are inserted one at a time and the inserted
character is chosen from the set of characters adjacent
to either of the given pair on the standard keyboard.

wwwSouthwest.com
Diney.com, MarthSteward.com
NYTiems.com
DidneyWorld.com

Character-insertion typos

WashingtonPoost.com,
Googlle.com

The last class of squatting for Table 2.5 concern domains which are audibly (HomophoneBased) similar or visually (Homograph-Based) similar. The examples given for homophone and homograph based squatting are, for a human, discernible, with some effort.
However, the introduction of Unicode characters in domain names (Internationalized
Domain Name (IDN)) has made this squatting more complex to notice. IDNs allow Unicode characters to be used in ASCII-based domain names. There are Unicode characters
which are visually indistinguishable from their ASCII counterpart. IDN HomographBased squatting, once rendered, is much more difficult to distinguish from the original
domain, and the presence of a non-ASCII character can easily escape the user’s attention.
The DNS facilitates cybersquatting attacks, because registering domains which closely
resemble other domains is not prohibited. However, the practice is well understood and
the ICANN itself supports registrants that become the victim of squatting attacks with a
Uniform Domain-Name Dispute Resolution Policy (UDRP).
Detecting cybersquatting domains is typically done by analyzing the domain name itself.
For example, Wang et al. [96] developed five models, reported in Table 2.6, with the aim
of predicting which typosquatting domains may exist for a given target domain.
Bitsquatting domains may be detected by taking a target domain and evaluating all the
permutations of bitflips for each character. Resulting domains which are not according to
DNS specifications can be discarded. Following this approach, the authors of [37] were
able to track the evolution of bitsquatting domains over the period of 270 days. During
this period, they detected 5,366 different bitsquatting domains targeting 491 out of the
Alexa Top 500 domains.
Combosquat domains are typically detected via a predefined list of trademarks. Because this type of squatting leaves the trademark intact, matching domain names with
the trademark is an effective way of identifying suspicious domains. However, as mentioned, companies frequently register combosquat-like domains using their trademark
themselves [63], [65], making distinguishing between malicious and benign domains difficult. Augmenting the domain names with additional data (e.g., from the DNS, but also
WHOIS or Autonomous System (AS) information) may help distinguish legitimate from
malicious domains. This is because legitimate domains are likely to be clearly linked to
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the AS and address space of the mother company, while suspicious ones are likely to be
associated with other parts of the address space. Maroofi et al. [97] present a method for
detecting defensive registrations which can be applied in this scenario.
By splitting words from a domain and replacing these with words from a homophone replacement database, the authors of [98] are able to detect homophone squatting domains
with high accuracy. However, their approach was based on English dictionaries, making
the approach ineffective for other languages.
Detection of IDN homoglyph domains is typically carried out based on the homoglyph
character matching contained in so-called confusable tables (e.g. the Unicode Confusables11 and UC-SimList0.812 ). The work of Suzuki et al. [99] proposes an new confusable table, called SimChar, that extends the existing publicly available tables and that can
be automatically extended if new homoglyphs are identified. The authors also provide a
characterization of homoglyph registrations in the wild and how those are abused. Similarly, Yazdani et al. [64] propose a novel confusion table that builds on existing work
and improves detection by a factor of almost 3× compared to state-of-the-art confusion
tables (Chapter 6 of this thesis is based on this paper).
The detection methodologies discussed here can make use of both passive and active
DNS measurements, as long as the domain names are present. Active measurements
may give a better overview of which squatting domains are registered, whereas passive measurements give an indication of the number of requests a squatting domain receives.

2.4.2

Communication

The DNS resolution process does not only map a name to the resource records related
to it, but it can also be seen as a way of delivering information (communication) to the
final user. Since DNS requests and answers are rarely dropped at a firewall, the DNS is
an appealing communication medium for attackers. The DNS can therefore also play a
“communication” role in an attack. In this subsection, we examine the communication
role of DNS in botnets and worms (see Table 2.4).
Botnets
A botnet is a collection of hosts under the control of a botmaster. The botmaster typically controls the botnet through a Command and Control (C&C) server. The attacker
can use the botnet to perform DDoS attacks, send spam, host phishing websites, or steal
sensitive data. These modes of operation and common uses of a botnet are highlighted
in the survey by Li et al. [100]. Computers may be infected by botnet malware through
Web downloads, mail attachments, or through automatic scanning and exploitation of
vulnerabilities. Understanding the method in which botnets obtain their commands from
11 https://unicode.org/Public/security/
12 http://people.csail.mit.edu/ayf/IRI/UCSimList/UCSimList

/UC_SimList0.8.txt

2.4. ABUSE

33

a C&C server is crucial in detecting botnets effectively. In the survey, three main communication models are identified. The first model is a centralized C&C model. Here a
central point forwards messages between clients. The second model, is based on peer-topeer communication. Messages are forwarded in a peer-to-peer fashion, between peers
directly instead of via a central node, to each of the connected clients. This communication model is harder to detect than the centralized model, since no centralized host
exists from where the communication originates. The third communication model, is an
unstructured model. Here bots will not actively contact other bots or the botmaster, but
the bots listen for incoming connections from the botmaster.
Getting commands across from botmaster to botnet is fundamental for the success of the
botnet. There are two main requirements for this communication. First, the communication needs to happen covertly, as the botmaster aims at staying undetected for the longest
time possible. Second, the communication needs be robust against takedown attempts of
the C&C server.
Encoding C&C messages in DNS messages creates a covert channel for botnet communications. At the time writing of this thesis, this practice seems to be rare, with the
notable example of the DNSMessenger malware [101], [102]. Connections to the C&C
server in the case of the DNSMessenger are always initiated by the infected host, making this a case of centralized botnet. However, the peculiarity of the DNSMessenger
malware is that it leverages the DNS to set up a bidirectional covert channel with the
C&C server. The malware encodes C&C connection and instruction messages in TXT
records. According to the security analysts in [101], [102], this malware sample shows
that botnet developers are willing to go the extra mile to remain undetected. DNSMessenger has shown that nowadays DNS traffic within corporate networks should also be
considered among the standard protocols that might hide a covert channel, and therefore
more attention should be placed on DNS monitoring.
Botnets that use the DNS as a communication method may be detected by analyzing the
(DNS) behavior of the bots themselves, or analyzing the type of replies they receive.
Both the behavior and replies can be observed in passive DNS measurements.
Arguably bots running the same malware will show comparable DNS behavior [35].
Such behavior may stand out in aggregated DNS data. For example, domains queried by
multiple clients at approximately the same time may indicate botnet behavior, especially
if the query is for a non-existent domain. Furthermore, in the case where the C&C hides
behind a Domain Generation Algorithm (DGA) domain (generated domains often based
on, among other inputs, time), bot behavior may be visible since a bot will send out many
queries before contacting an IP address. With DGAs the domain name may also be the
basis of detection. Hoang et al. [28], for example, trained machine learning classifiers
on features originating from n-grams of the domain name.
Another approach is analyzing the type of responses clients receive. Responses indicating name errors (NXDOMAIN, for example) may indicate a bot attempting to reach an older
C&C domain, or a C&C server via a DGA approach [103]. Antonakakis et al. clustered
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hosts where their DNS queries exhibited abnormally large numbers of NXDOMAIN
replies from passive DNS measurements.
These detection approaches typically use passive DNS measurements as they focus on
the behavior of bots which is observable in passive measurements and not in active measurements.
Worms
Worms are self-replicating pieces of malware code. A worm spreads over the network
by exploiting vulnerabilities in target hosts. When a worm successfully infects a host
on the network, the host will, in turn, try to infect other hosts. Worms typically contain
malicious payloads; for example, the WannaCry [104] worm encrypts the hard drive after
infection.
Spreading to other machines, in most cases quickly, is fundamental for a worm. In the
IPv4 address space, it is feasible to randomly generate another IP address, or increment
the current address, and use that as the next target. However, with IPv6 this is no longer
feasible because the address space is too large. This is when the DNS comes into play. To
circumvent this problem, a DNS worm generates plausible hostnames, similar to certain
types of DGAs, and queries those. A successful query delivers the next target [105].
The DNS has therefore a supporting role in the worm’s spread, and the system is used to
communicate the necessary information (next target) to the infected host. Such activity
may stand out due to stark difference in volume of DNS queries when compared to regular
hosts.
The DNS usage patterns created while spreading form the basis for the detection of DNSbased worms. For example, Kammas et al. [32] theorized that spreading of worms via
DNS queries will likely lead to NXDOMAIN replies, since the domain names queried for
are generated and the chance is high that these domains are not registered. NXDOMAIN
analysis is therefore an effective method to detect both botnets and worms using the
DNS in the communication role. It is worth noting that also the lack of DNS traffic in
combination with direct connections to other IP addresses can be considered indicative of
malicious worm activity. Whyte et al. [46] observe that a connection to a host is typically
preceded by a DNS request. They therefore propose to detect worm propagation by
matching DNS traffic with outgoing traffic from a possibly compromised host. An IPv4
scanning worm, which does not need to rely on the DNS for spreading, would then stand
out for the lack of DNS activity.

2.4.3

Attack Exacerbation

Next to the “attack enabling” and “communication” roles, the DNS can play an “attack
exacerbation” role. In this role the DNS improves the attack, typically increasing the
damage of the attack. We classify an attack as using the DNS in an attack-exacerbating
role when the attack can be performed without the DNS, but profits in some manner
from the presence of the DNS. For example, the DNS provides a stealthier mode of
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operation, increases the damage, or makes the attack appear (more) legitimate. In the
following, we highlight how the DNS can exacerbate the attacks previously discussed in
this section – DDoS, fraud, botnets, and worms – and additionally consider the role of
DNS in spam.
DDoS
The DNS exacerbates DDoS attacks in two ways. First, being a connectionless protocol, the DNS is susceptible to spoofing, which makes a DDoS attack harder to trace.
Secondly, the data in the DNS may lead to large responses, which can be misused in
amplification attacks.
Fraud
The DNS makes a fraud attack more believable. Receiving an email linking towards
an IP address is suspicious. Receiving an email linking towards a domain name is less
suspicious, and may appear legitimate. In addition, the use of a domain name adds flexibility for attackers, who can, for example, easily migrate the malicious host to another
IP address without invalidating the fraud campaign.
Botnets
Also in the case of botnets, the DNS exacerbates the attack by allowing C&C operators
more flexibility. In the past, blocking access to the IP address of the C&C server was
common. With a domain name in the bot’s code this approach is ineffective, since the
blockage can be subverted by a change in DNS records. Additionally, when generated
domain names are used to resolve the IP address of the C&C server, it is extremely difficult to block access to the C&C server pre-emptively. A notable effort in this direction is
the DGArchive [106], a web service that offers forward generation of malicious domains
for several DGA families.
Fast-flux domains – domains where all the records exhibit extremely short TTL values,
often less than five minutes – are usually strongly related to botnet activity and fraud,
and play a role in hiding C&C servers. These domains can react quickly in the event of
blocking of the C&C IP address, as bots quickly learn the new address due to short record
lifetimes. Fast-flux domains are often employed by cybercriminals performing fraud attacks to protect, organize and sustain their scam service infrastructure [107]. Fast-flux
can therefore be seen as a way the DNS exacerbates botnet and fraud attacks by supplying a highly dynamic platform of communication. A fast-flux domain is distinguished
by the low TTL value of its records. However, this characteristic is shared with Content
Delivery Network (CDN) services which typically also utilize low TTL values. The main
difference between CDN- and fast-flux domains is where the records point to. A CDN
service usually owns their own address space, and points their records to this space. Fastflux domains, on the other hand, often point to hijacked hosts, meaning that the records do
not point to the same address space, or address space owned by the same company. Clus-
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Table 2.7: Fast-flux domain characteristics [108].

A Records
NS Records
Network Ranges
Unique ASNs
TTL

Standard DNS

CDN

Fast-Flux

4
2
1
1
> 1,800

4
2
1
1
< 1,800

4
2
3
2
≤ 600

tering domains with low TTL values together and analyzing the destination of the records
may detect fast-flux domains [40]. Table 2.7 gives an overview of the main differences
between a “standard” DNS domain, a CDN domain, and a fast-flux domain.
Worms
Worm activity profits from the DNS by offering an alternative to scanning the IPv6 address space. If a worm is equipped with an accurate domain name generator, the speed
at which the worm is able to spread can be increased.
Spam
Methods to secure email often work via the DNS, for example: the SPF facilitates allowlisting of mail servers via a TXT record; DKIM allows the receiving party to validate
the signature with a public key retrieved from a TXT record. Large email providers treat
email with correct SPF and DKIM setups differently than those without SPF and DKIM.
Failing to pass these checks raises suspicion. These defenses solve the email forging
problem. However, it does little for the spam problem, since spammers use these defenses themselves [109], [110]. Nowadays spam comes from domains with correct SPF
and DKIM setups, which makes emails originating from these domains appear legitimate,
and increases the chance they will be delivered. Hence, the DNS exacerbates spam by
increasing the appearance of legitimacy.
When relying on the DNS, spammers however also create usage patterns useful for detection. In Chapter 4 we study Snowshoe spam domains, a type of spam which spreads
the sending of spam over hundreds of hosts. We show that these domains are detectable
via active DNS measurements. The prerequisite of this is that these domains make use
of SPF, because that forces them to register a domain and create a record for each emailsending host. With snowshoe spam there are hundreds of sending hosts, and each requires
a record. Such configurations are abnormal. We showed that using active DNS measurements and a machine learning classifier, trained to recognize these kinds of domain configurations, these snowshoe spam domains can be detected [7]. More specifically, the
method proposed in Chapter 4 [7] detects such domains 2 to 104 days before traditional
blocklists.
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Figure 3.1: Thesis structure schematic.
We start our exploration of the proactive threat detection use cases with a study in ‘TXT’
records, this is the record type with the most flexibility for its contents, as it is largely unstructured. Although it might be the ideal basis for storing any form of text-based information, it
also poses a security threat, as TXT records can also be used for malicious and unintended
practices. In this chapter, we present the first structured study of the uses of TXT records,
with a specific focus on security implications.

This chapter is based on the paper “TXTing 101: Finding Security Issues in the Long Tail of
DNS TXT Records”, in the International Workshop on Traffic Measurements for Cybersecurity
(WTMC), co-located with IEEE European Symposium on Security and Privacy Workshops
(EuroSP), 2020 [61].
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3.1

Introduction

In the previous chapter we discussed the workings of the DNS. We have already observed that the DNS has long outgrown its original purpose of resolving names to IP
addresses. Applications nowadays rely on DNS to prevent email spoofing (SPF) and to
verify Secure Shell (SSH) and Transport Layer Security (TLS) key fingerprints (SSH
Finger Print (SSHFP) and TLSA). With DNS-over-HTTPS (DoH), it has now even become possible for browsers and browser-based malware to retrieve DNS information
directly [111].
Of the existing resource record (RR) types, the TXT RR is the one that provides the
most flexibility in terms of content. Its use and format have been subject to changes
and debates over the years. While DNS TXT records initially were supposed to only
hold descriptive text (RFC 1035 [74]), RFC 1464 [112] tried to structure the record type
by introducing a key–value store format, which, e.g., SPF and DKIM use. In practice,
the freedom of an unstructured resource record remains, which allows anyone to publish any text-based information. This makes TXT records ideal candidates for malicious
and unintended practices. Yet, the TXT records are generally overlooked in security
research.
This chapter aims at filling this void, by providing a longitudinal view of how DNS
TXT records are used in practice, focusing on unconventional use cases and their security implications. Our dataset consists of all TXT records from OpenINTEL [82], [113],
amounting to roughly 75 billion TXT records collected between March 2015 and December 2018. The breakdown of the TXT records in Table 3.1 shows that the majority has a
well-defined purpose, being either standardized or non-standardized (83.35%). This includes email verification and the verification of domain ownership. For 15.48% of TXT
records, the underlying use case is not well-defined, but matching them against regular expressions suggests legitimate use cases (e.g., references to DNS services, dates).
Finally, 1.17% of the TXT records fall outside the previously mentioned categories.
This leads to the question of what type of information is contained in this tail of TXT
records.
Our main contributions are:
• a structured and historical analysis of TXT records spanning more than three years.
We highlight changes in how, and how often, TXT records are used;
• an in-depth analysis of the so-far neglected tail of TXT records, focusing on security implications;
• our lessons learned, especially in terms of the amount of manual labor involved,
in systematically analyzing security issues in TXT records.
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Table 3.1: Overview of TXT records in our dataset.

A
B
C
D
E

3.2

Class

Percent

# of Records

Standardized
Non standardized
- Legitimate, well defined
- Legitimate, not well defined
- Unclassified

68.95%
31.05%
14.40%
15.48%
1.17%

50,304,343
22,655,424
10,504,491
11,292,795
858,138

Background and Related Work

DNS and TXT Record Use
DNS originally only tied domain names and IP addresses together, but has been continuously extended to keep pace with the technical requirements of the ever changing Internet. Major changes include the introduction of new record types, e.g., SRV, DNSSEC,
DNS-over-TCP, and the introduction of DoH.
A more subtle way to add new functionality to DNS is overloading existing resource
record types. TXT records have been commonly used for this, as they were initially
built to hold descriptive (free) text. While some attempts were made to structure (RFC
1464 [112]) or discourage (RFC 5507 [114]) using TXT records this way, several common applications leverage them. For example, TXT records are used for various forms
of email validation and spam prevention (Chapter 4 discusses the relation between spam
and DNS in more detail), including SPF, DKIM, and Domain-based Message Authentication, Reporting & Conformance (DMARC), but DNS TXT records can also be used as
a way of finding contacts [115], or to monitor IoT devices [116]. Besides these legitimate
use cases, malicious uses include adding large records to create more efficient DNS amplification attacks [117], or creating a command and control channel for malware [29],
[101], [118]–[121]. Most recently, spam campaigns have started to query DNS TXT
records from JavaScript embedded in their HTML payload to dynamically redirect to
target URLs [111].
DNS Measurement Studies
Initially, DNS-related measurement studies focused on passive measurements that investigate clients’ use of DNS [122], [123], while active measurements provide a better
understanding of the operational side of Internet infrastructure, as discussed in Chapter 2.
To make such measurements reliable, research have to account for: (1) DNS not necessarily being consistent across several vantage points, (2) the large amount of involved data,
and (3) measurements being temporally consistent. To address these issues, van Rijswijk
et al. build OpenINTEL, a platform for longitudinal DNS scans [82], [113].
Streibelt et al. [124] actually use inconsistencies in DNS replies to measure DNS. In their
specific case they use reply differences based on EDNS0 to measure DNS load balancing

Growth (%)
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Figure 3.2: Growth of number of domains and TXT records.
Table 3.2: Dataset statistics.

min
max
mean
std

Domains/day

TXT records/day

TXT records/domain

194M
325M
247M
42M

34M
73M
53M
11M

0
848
0.22
0.66

(RFC 1794 [125]). Studies into the use of specific RRs include Fiebig et al. looking into
PTR records [126], [127], and Portier et al. taking a first look at TXT records [128]. The
latter however focused mostly on quantifying the well known parts of TXT record use —
mostly email and verification related tokens — and did not explore the unstructured tail
of TXT records, and what security implications are tied to these records. Portier et al. do
mention TXT records may leak information but do not explore what kind of information
or in what quantity information is leaked. Even though, our analysis is based on a larger
volume of TXT records — 75 billion TXT records collected over a three-year period instead of 1.4 billion records collected over a two-year period — we see comparable results
in the high-level classification of records. Portier’s ‘Protocol enhancement’ accounts for
76.60% compared to our ‘Standardized’ category of 68.95% of TXT records. They reported 15.61% as ‘Domain verification’, whereas we observed 14.40% in this category.
Finally, Portier et al. classified 7.78% of records as unknown, which only amounts to
1.17% in our classification. An in-depth comparison of results is out of scope for this
thesis.

3.3

Methodology

Dataset Description
We use data from OpenINTEL for our research. See Section 2.3 for a general description of OpenINTEL. We extracted all TXT records gathered between March 2015 and
December 2018. As summarized in Table 3.2, on average we observed 53 million TXT
records and 247 million domain names per day. Note that even though every domain
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Table 3.3: Major events impacting our measurements.
Date

Event

(A)
(B)
(C)
(D)
(E)
(F)
(G)
(H)

2015-03-26
2015-07-03
2016-02-09
2016-04-06
2016-07-07
2017-03-01
2017-05-05
2017-06-18

Major cloud provider cleans up SPF records
DDoS protection service account hashes peak
Start measurement .NL
Start measurement .info, .mobi + new gTLDs
Start measurement .ca
Major webhoster blocks OpenINTEL
Major webhoster unblocks OpenINTEL
Start measurement .ru + .рф

Number of
TXT records

*

80 M (A)
60 M
40 M
20 M

(B)

2015-07

(C) (D)

2016-01
Email
Encoded

(E)

2016-07

(F) (G)(H)

2017-01

Date

Miscellaneous
Other

2017-07
Patterns

2018-01

2018-07

Verification

Figure 3.3: Evolution of TXT records over the span of three years (* annotated with
events listed in Table 3.3).

only has 0.2 TXT records on average, we see a high variance, with individual domains
containing hundreds of records at the apex.
Figure 3.2 shows the number of TXT records collected over time. The number of TXT
records grows by a factor of 2 (from 35 million records in 2015 to 73 million in 2018).
By comparison, the overall DNS name space expands only by a factor of 1.5 (from 128
million domains in 2015 to 191 million in 2018). A possible explanation for the increasing use of TXT records are email defenses like SPF and DKIM: the majority of
TXT records are related to email, and stricter email policies from large providers (e.g.,
Google, Microsoft and Yahoo) [129], [130] may explain this rise.
Note that these statistics are subjective to the set of zones measured by OpenINTEL,
which has grown over the years [131]. Furthermore, the drop in domains between 201703-01 and 2017-05-01 was caused by a major webhoster blocking (and later unblocking)
OpenINTEL. Table 3.3 summarizes events impacting our measurements.
Categorization of TXT Records
To get a structured view on the TXT record ecosystem, we partition the set of TXT
records based on regular expressions, and group similar classes into broader categories.
We were careful to match a TXT record to a single regular expression, in order to prevent
the record from being counted twice. Our process was iterative, we performed a heavy-

Number of
TXT records
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Figure 3.4: Evolution of selected categories of TXT records over the span of three years.
hitter analysis to identify the current majority classes and built our regular expressions
iteratively until the Other category did not contain unidentified items anymore. TXT
records classified as ‘SPF’, ‘SenderID’ or ‘DKIM’ are part of the E-mail category. In
addition, we identify the categories Verification (e.g., Google site verification, Facebook
domain verification), Patterns (IP addresses, dates), Encoded (usually Base64), Crypto
Coins and Miscellaneous (including service-specific tokens and hosting advertisement
slogans). We group the remaining TXT records in the Other category, which includes
unclassified records.
Table 3.4 shows the distribution of records over our categories for a single day (201812-31), for which 0.46% of the records are left unclassified. Figure 3.3 shows how our
categories evolve over time. We marked events (labeled A–H) that influenced the evolution of categories. Most events relate to the expansion of the OpenINTEL measurements
(events C, D, E and H) or the major webhoster temporarily blocking the measurements
(events F and G). Other events are large CDNs removing 1.80M SPF records of the
form “v=spf1 -all” at once (A) and 2.64M account hashes suddenly appearing in TXT
records (B).
Reproducibility
We used 101 regular expressions for our classification, which are available on our website: https://www.tide-project.nl/blog/wtmc2020.

3.4

Analysis of the Long Tail

As the structured part of TXT records has already been explored in the past [128], we
focus on the Other category, i.e., the unstructured tail of TXT records. Figure 3.4 shows
the evolution over time of the number of TXT records in the Other category, broken down
by the classes identified in Table 3.4. Although the Other category represents on average
only 1.28% of TXT records, it has grown significantly over the measurement period from
174K to 858K records (4.9x growth). We identified several events that contribute the
most to this trend: In September 2015 (A) and later in August 2018 (D), we witness
a rise of TXT records of a single character. We discuss these events in Section 3.4.1.
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Table 3.4: DNS TXT record categories on 2018-12-31.
Label
All Records
E-mail
SPF
DKIM
SenderID
DMARC
Mail Keywords
Verification
Verif. Keywords
Patterns
Pat. Keywords
Pat. Kwd. Begin
JWT
Encoded
BaseN
Hash
Account-hash
Crypto Coins
OAL
Miscellaneous
Misc Keywords
HTTP
Hosting
Advertising
Google
Domainstatus
Other
Unclassified
Single Char
Base64 mail
Empty
No mail
Javascript
BEGIN
Privkey
Executables
Cmd

# of Records

% of Total

72,959,767
50,304,343
49,656,480
310,823
200,991
118,928
17,121
10,504,491
10,504,491
3,770,930
3,766,532
4,396
2
7,215,892
5,957,428
1,256,263
2,201
89
89
305,884
200,402
47,089
19,755
15,074
13,899
9,665
858,138
335,920
278,540
228,672
14,425
221
178
91
63
22
6

100.00%
68.95%
68.06%
0.43%
0.28%
0.16%
0.02%
14.40%
14.40%
5.17%
5.16%
0.01%
>0.01%
9.89%
8.17%
1.72%
>0.01%
>0.01%
>0.01%
0.42%
0.27%
0.06%
0.03%
0.02%
0.02%
0.01%
1.18%
0.46%
0.38%
0.31%
0.02%
>0.01%
>0.01%
>0.01%
>0.01%
>0.01%
>0.01%

Plot

In November 2015 (B) and later in July 2016 (C), there is a sudden rise in the Base64
Encoded MX records, which we discuss in Section 3.4.1.

3.4.1 Undefined Purpose
BaseN Encoded Records
We observe that 8.17% of all records are encoded with some form of BaseN, e.g., Base64.
Portier et al. [128] suggested that a one source of these records is a federation mechanism
of Microsoft Exchange Servers [132], which we indeed find for 0.20% of records in our
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Number of
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Figure 3.5: AS numbers with Base64 encoded MX records.
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Figure 3.6: Single character TXT records over time.
dataset. Furthermore, we found a major CDN adding Base64 encoded records to zones
pointing to them (>0.01% of records in our dataset). After contacting the CDN, they
confirmed that they added these records to the zones, but did not disclose the purpose of
these records. We did not perform an in-depth investigation of the remaining 7.96% of
other BaseN encoded records.
Base64 Encoded MX Records
Of all TXT records 0.31% (228.672) fall in this category. This type of TXT record has
seen two sharp increases in use: first on 2015-11-27 (B) when 14,039 records of this type
were added, and then between 2016-06-17 and 2016-07-03 (C) when 122,573 records
were added.
When decoding these records we observe MX-record-like patterns (priority, host) in
228,631 domains with such a record, 99.86% (228,321) of which have an MX record, yet
none of these domains’ MX records matches the decoded TXT record. Figure 3.5 shows
the top five AS numbers from which these records originate, with 93.33% (213,088)
coming from ‘NAMECHEAP’ (AS 22612).
These records may be used in an email system where the MX address of a domain is
obfuscated, i.e., through a public MX record (the regular MX record), and a ‘private’
MX record Base64 encoded into the TXT record.
Single Character TXT Records
From the start of the measurement until 2015-09-03 (A) the number of records containing
a single character has been stable around 61,000 records. On 2015-09-03 this number
increased to 239,302 records, and increases a day later to 526,561 records. We note that
two metrics change significantly due to massive addition of these records: Firstly, the
composition of characters changes. On 2015-03-01 the most used character is ‘0’. On

Number of
records (log)
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Figure 3.7: AS numbers hosting ‘~’ TXT records.

2015-09-03 this changes to ‘~’. The records added on 2015-09-04 did not change the
distribution, as mainly ‘~’ records were added. Additionally, the distribution of characters does not change significantly afterwards, as shown in Figure 3.6, which presents a
snapshot of the distribution of characters on the first of every month. Between 2017-0802 and 2017-08-04 (D) 66,826 records consisting of a single character have been added.
These records mainly consisted of ‘~’ (99.98%).
Due to major rise in the ‘~’ character we investigated where these TXT records originated from. Figure 3.7 shows that the majority (99.99%) of these ‘~’ records originates from the network of ‘CONFLUENCE-NETWORK-INC’ (AS 40034), notorious
for spreading malware and having many of their IP addresses listed in numerous blocklists [133]. Note, that on 2016-02-01, 2016-10-01, and 2016-12-01 these records also
come from ‘NEUSTAR-AS6’ (AS 19905), a DDoS protection service. Disregarding the
‘~’ records, it is likely that single characters records are the effect of typos when creating TXT records. However, the ‘~’ records seems like a form of domain identification
for a major network, as a large part (94.05%) shares the same AS number and the domains point to the same name servers. Both, in the case of ‘Base64 encoded MX record’
and ‘Single character TXT record’, we speculate that this particular use of TXT records
is heavily guided by management and configuration choices, in which specific service
providers or ASes use TXT records as a way to tag their domains.

Other
Finally, we found empty TXT records and records referencing executables. On 201812-31 we measured 14,425 empty TXT records, associated with 14,422 domains. These
TXT records originate from various AS numbers, with the top contender being
‘UNIFIEDLAYER-AS-1’ (AS 46606) hosting 12.01% (1,885) of related domains. These
observations suggest this phenomenon is the result of management mistakes, potentially
caused by improper removal of TXT records, or a default record set for new domains.
Empty records are unlikely to have security implications.
We found three TXT records referencing executables (on 2018-12-31). Two of these
point to an URL of a downloadable (Windows) executable. However, when trying to
access these URLs we get either a not found or a permission denied error. The third record
consists of ‘calc.exe’. This is interesting, as researchers commonly use the execution of
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(a) Domains with a single key.

(b) Domains with two keys.

Figure 3.8: Statistics of domains with keys in their records.

‘calc.exe’ in Proof-of-Concept exploits against Windows systems. However, we were
unable to identify the specific use of the identified record.

3.4.2

Mistakes with a Security Implication

Certificates
The last day of our dataset contains 43 certificates and 17 certificate requests. We processed each of these with openssl to verify if the records contain valid certificates or
certificate requests and found 16.28% (7) certificates to be valid. The others were truncated, and openssl marked them as invalid. Of the certificate requests, 29.41% (5) are
valid. Worryingly, one of these certificate requests included the private key.
85.71% (6) of the valid certificates contained references of the domain where the TXT
record originated from. As for the certificate requests, those were all issued for the domain where the TXT record originates from. This tells us that most of these certificates
and requests are linked to the functioning of the domains.
While domain ownership verification through DNS TXT records to obtain a certificate
is common (RFC 8555 [134]), performing certificate requests via TXT records is not
common practice. Concerning the certificate themselves, RFC 4398 [135] proposed a
specific CERT RR to store certificates, but to our knowledge the effort has been abandoned, and the small number of certificates we observe does not indicate that TXT is
commonly used for this purpose. While publishing certificates via TXT records is not
a security risk in itself, the fact that we found private keys accompanying requests still
suggests security-relevant configuration mistakes [136] are being made.
Public and Private Keys
We observed a rise of TXT records containing public and private keys at the end of 2018
(not including the aforementioned certificate containing a private key). This is due to
28 domains which have added key-pairs on 2018-10-19. At the end of the measurement
period, the number of domains exposing keys has grown to 89. On the last day of our
dataset (2018-12-31), 60.67% (54) of the domains have a single key in their records, and
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39.33% (35) of domains have two keys in their records. We have analyzed these keys
and classified them into different types, as shown in Figure 3.8.
Figure 3.8a shows the key type distribution of domains with a single key. 55.56% (30)
of these domains publish a private key in their TXT records, while 24.07% (13) publish a public key. In 16.66% (9) of the cases, the TXT records is used for DKIM which
includes the “----BEGIN RSA PRIVATE KEY----” part. This means that not only the
wrong key is being published, but it also renders the DKIM record unusable. One domain publishes a GPG public key through its TXT record. Furthermore, there is one
domain with a certificate issue request, with accompanying private key, as mentioned in
Section 3.4.2.
Figure 3.8b shows the key type distribution of domains with two keys in their TXT
records. In 94.29% (33) of the cases we found a matching public and private key pair.
One domain published the same private key in two separate records, one with, and the
other without, a leading dash. One domain published two different public GPG keys in
its TXT record.
The fact that we observe a number of private keys is worrying not just in itself, but
also because the disclosure of public-private key pairs in practice invalidates security
measures as forgery prevention using DKIM. For example, if an adversary has access
to a domain’s private key used for DKIM signing, they can send emails in that domain’s
name with the receiving party assuming the origin of the email is legitimate as it is signed
with the correct private key. Furthermore, the wrongly posted public keys at least show
a misunderstanding of the underlying security technology. We have notified the domainholders who publish private keys so they can mitigate this issue.

3.4.3 Malicious Use Cases
Commands
We investigated if the TXT records in our dataset contain commands, specifically commands with malicious intent. In our dataset there are six records containing Command
Line Interface (CLI) commands. One record targets Windows with a command to kill
Internet Explorer, while the other commands target Linux. Two of the Linux commands
aim to test for the Shellshock vulnerability [137], for example:
() { :;}; echo "shellshock.fail"
Further two records contain curl commands. The remaining command forces apt (the
Linux package manager) to retrieve packages over IPv4, after which it makes sure curl
is installed, proceeds to download a script from runclound.io (with curl) and finally
runs it in bash.
These kind of records may be used as (reliable) shell script distribution, since DNS traffic
is rarely blocked, while HTTP traffic to specific websites may be dropped.
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Figure 3.9: Distribution of JavaScript on 2018-12-31.

JavaScript
On the last day of our dataset 172 records contain JavaScript. The ten most common
categories in these records are shown in Figure 3.9: 35.71% (40) of these records are
used to load additional JavaScript files; 16.07% (18) contain JavaScript code for analytics purposes, and 16.07% (18) of these records reference Google Ads. Furthermore,
these records are used in 15.18% (17) of cases to test if sites are vulnerable to cross-site
scripting, typically through calling ‘alert()’.
These types or records may be used to stealthily insert JavaScript code into browsers [138].
As these are dynamically inserted it is unlikely that they leave a long-lasting trace.

PowerShell
Finally, we found one case of PowerShell code, see Figure 3.10 (the actual download
URLs have been replaced). This code was hosted by two domains between 2017-0620 and 2018-06-22. VirusTotal marked the file as malicious. Interesting about the
downloaded executable is that it will install a scheduled task to perform additional DNS
lookups of the same TXT record, in essence auto-updating itself via DNS. This behavior is comparable with the DNSMessenger malware [101], which gathers PowerShell
payloads via DNS TXT records.

3.5

Ethical Considerations

While the TXT records used in this research are, technically, publicly available, we have
taken care not to expose information about the individuals, or companies, behind the domains that might expose security vulnerabilities caused by improper use of TXT records.
This study is meant as a learning experience, showing the security pitfalls related to TXT
records, rather than blaming parties for their “misconfiguration.” We have notified the
domain owners with private keys in their TXT records and hope these keys will be revoked and removed from the records.
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$a=(new-object net.webclient);
$b=$Env:APPDATA;
$w=$Env:WINDIR;
$c=$b+\'//t.txt\';
$g=$b+\'//t.exe\';
$p=$w+\'//Microsoft.NET//Framework\';
if (gci -Path $p | where {$_.Name -like \'v4*\'}) {
try {$a.DownloadFile(\'https://filebin.ca/<CODE A>\', $c);
ren $c t.exe;
start $g }
catch {$a.DownloadFile(\'https://files.fm/down.php?i=<CODE B>\',
,→
$c);
ren $c t.exe; start $g }
}
else {
try {$a.DownloadFile(\'https://filebin.ca/<CODE C>\', $c);
ren $c t.exe;
start $g }
catch {$a.DownloadFile(\'https://files.fm/down.php?i=<CODE D>\',
,→
$c);
ren $c t.exe;
start $g }
};
sleep 180;
rm $g

Figure 3.10: Malicious PowerShell code.

3.6

Discussion and Concluding Remarks

In this chapter, we explore the unstructured tail of TXT records to uncover uses of TXT
records which might have security implications. While analyzing the dataset we became
progressively aware of the pitfalls one will encounter when attempting such a task, which
we will discuss in this section.
Our analysis, as well as work by Portier et al. [128], show that the majority of TXT
records belongs to well defined use cases. Our work builds on this observation and we
progressively remove clearly defined categories, an approach that allows us to classify
99.54% of the TXT records in our dataset. For the remaining TXT records, we have
not been able to define clear categories, as these remaining records are highly diverse,
both semantically and syntactically. Any further analysis of this category would imply
slow manual labor coupled with deep domain knowledge with a likely low “return of
investment” in terms of identifying security-relevant records. Analyzing the tail of the
TXT records is therefore not only a needle in the haystack problem, but it also becomes
a human intelligence problem.
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Still, our quest has not been fruitless. The use of public-private key pairs clearly points to
flaws in using and understanding more sophisticated mechanisms such as DKIM. Also,
looking for code-specific regular expressions brought to light examples of JavaScript injection and malware auto-updates, which indicate that the DNS is used as a form of malicious code delivery. Albeit rare, finding such samples enhances our understanding of
malware behavior and DNS misuse. With DoH we expect this behavior to only increase:
for instance, instead of relying on TXT records to deliver miner executables [121], attackers could also distribute cryptomining scripts in the browser [139].
Another major challenge is the lack of context. Our active measurement dataset allows
us to perform a wide search of the tail of the TXT records. However, we are not able to
see how these records are used in practice, or if they are associated with domain names
used for malicious activities. We believe that context information could be provided,
for example, by passive DNS data. Additionally, active DNS measurements cannot look
beyond known labels (second level, in our case). The malicious activity might be ‘hiding’
at lower levels.
Finally, we note that the remaining 99.54% of the TXT records might not necessarily be
secure. Our regular expressions explicitly accommodate for typos which we commonly
see in the data (‘sfp’ instead of ‘spf’, for example), a common issue in IT operations [136].
The consequence of these human errors might be severe, since they might lead to a false
sense of security or, e.g., broken email delivery. A large-scale quantification of these
types of errors remains currently open for further analysis.
Mitigation techniques can be viewed in two ways, the first is how to prevent leakage
of information through errors. The most common practice here is consistently monitoring the correctness of deployed records. This includes monitoring deployed records
for potential information leakage. The second part is preventing, e.g., payload delivery
via DNS. Especially with the rise of DoH, this becomes a major challenge for defenders
in networks. While, e.g., blocking TXT records in DoH implementations for browsers
might sound like a promising prospect at first, this only mitigates a part of the problem,
as ultimately all RRs might be abused for malware delivery via DoH.
To support further research in this direction, we provide the 101 regular expressions
we used for the classification of DNS TXT records on our website: https://www.
tide-project.nl/blog/wtmc2020.
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Figure 4.1: Thesis structure schematic.
In this chapter we look at the detection of a special kind of spam, namely snowshoe spam.
Snowshoe spam is a type of spam that is notoriously hard to detect. Differently from regular
spam, snowshoe spammers distribute sending of spam over many hosts, in order to evade
detection by spam reputation systems (blocklists). To be successful, spammers need to appear
as legitimate as possible, for example by adopting email best practices, such as SPF. This
requires spammers to register and configure legitimate DNS domains. In this chapter we
investigate if we can link snowshoe spam to an abnormal domain configuration, and if such
configuration can be detected at an early stage.

This chapter is based on the paper “Melting the Snow: Using Active DNS Measurements
to Detect Snowshoe Spam Domains”, in IEEE/IFIP Network Operations and Management
Symposium (NOMS), 2018 [7].
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4.1

Introduction

In the previous chapter we looked at the TXT record from a security perspective. We
learned that analyzing the tail of TXT records is not only a needle in a haystack problem,
but also a human intelligence problem. Of course, there is more to the DNS than TXT
records. Observing domains as a whole along with their configuration may shed a different light on the proactive detection problem. In this chapter we shift our focus from a
single record type towards the well-defined problem of spam.
Spam is a major problem on the Internet. In particular, the kind of spam containing
URLs to malicious content, or viruses, is troublesome. Pfleeger and Bloom [140] have
reported that the sending of one million spam emails costs around US$250 for the sending
party, but that on average, the time spent deleting them costs the receiving party about
US$2,800 in lost wages. Spam is a cat-and-mouse game between the spammers and
email providers. Spammers often try to bypass mail filters by developing new methods
of distributing spam. Snowshoe spam is one of these methods.
In ‘normal’ types of spam the entire burden of transmitting the spam messages is often
put on only a few hosts. In contrast, in the case of snowshoe spam the sending is spread
out over many hosts, to avoid detection by spam reputation systems (blocklists). A second characteristic of snowshoe spam is that spammers want to appear as legitimate as
possible, by adopting email best practices. An example of such a best practice is SPF, a
technique to ensure only authorized email servers can send email for specific domains.
However, SPF requires spammers to also register and configure a legitimate DNS domain. Additionally, it requires them to create a DNS record for every host that should
be able to send email for that domain. This results in a domain with a large number of
records. The creation of such domains is often called crafting. Cisco [141] reported that
15% of spam in 2014 was classified as snowshoe spam.
Spam detection has been studied intensely by the security research and anti-abuse communities. A number of studies link the use of data in the DNS to spam detection. However, this usually happens in a passive manner. The goal of this chapter, on the other
hand, is to detect crafted snowshoe spam domains using active DNS measurements. Our
approach combines active DNS measurements with supervised machine learning. The
active DNS measurements are retrieved from the unique OpenINTEL platform1 , which
actively queries more than 60% of all registered domain names worldwide. We verify
our results by comparing them to well-known blocklists.
The main contributions of this study are that we:
• perform detection of domains crafted for snowshoe spam, using active DNS measurements;
• show that our method can identify domains earlier than existing blocklists, which
allows us to block spam that would otherwise bypass a mailfilter;
1 https://openintel.nl/
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• make the resulting blocklist available for researchers and spam filter operators, for
further study and to improve detection of spam.

4.2

Related Work

4.2.1 Passive and Active DNS Monitoring
Many security-related studies have looked at passively monitoring DNS. Especially when
done at a large scale, passive monitoring of DNS can yield important information about
the use and security of DNS. A notable approach is passive DNS (pDNS) [49], a system
that monitors DNS queries and responses issued from a recursive resolver towards authoritative name servers. pDNS is used to investigate DNS anomalies [15]–[17], [47],
such as domains used for spam campaigns and malware. Perdisci et al. [39] used passive
DNS to measure the growth of IP addresses in order to determine if a domain would be
used in flux service networks. The biggest advantage of pDNS is that it reflects live use
of the DNS. However, this also means that pDNS is in general usage-biased and that
only anomalous behavior in the monitored network can be detected. In this chapter, we
take a different approach. We use actively collected DNS data, which allow us to detect
anomalous domains at a global scale and independently from their being accessed by
users.
A few studies have already looked at how active DNS measurements can be used to identify malicious activities. Konte et al. [107] monitor changes in DNS records of known
spam domains to investigate at which rate and to which extent malicious domains change
their characteristics, e.g., in relation to fast-flux domains. Hao et al. [26] use zone transfer
records to obtain DNS data to characterize, among others, the time between registration
of a malicious domain and its appearance on a spam blocklist and the location of the
name servers used for the domain. Felegyhazi et al. [58] investigate the use of DNS in
proactive blocklisting of malicious domains. Hao et al. [55] also look at the history of a
domain name and the details of new registrations to single out malicious domains. While
these studies share our same intuition, that is that malicious domains need to be registered and configured before they can be used, our contribution differs in the following
aspects. First, while several other contributions are limited to analyzing only a handful of
zones, our work covers more than 60% of currently registered domain names. Secondly,
most of the previous studies start from a set of known malicious domains, and use this
for inferring general characteristics. We focus instead on building a model of malicious
behavior using a machine learning approach.

4.2.2 Spam
Syed et al. [142] and Moura et al. [143] report that spam sources can be identified using
only network-based characteristics. Their works are based on the observation that spam
sources tend to be clustered in relative address proximity, e.g. in the same subnet or
autonomous system. Yamakawa et al. [144] show that this address clustering also ex-
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ists geographically, since large volumes of spam comes from the same countries. To be
effective these approaches need to observe large volumes of spam to identify bad neighborhoods (tainted address space), and they can only perform just-in-time spam identification, namely at the time spam has already been sent.
There exists very little related work specifically focusing on snowshoe spam. Bhowmick
et al. [145] mention snowshoe spam as an emerging threat. In this work, we focus on
snowshoe spam in particular.

4.2.3

Machine Learning

Supervised machine learning is a way to build a predictive model (classifier) based on labeled data. It is often used to detect malicious activity on networks [146], [147]. Several
studies combine the subjects of spam detection and machine learning. Youn et al. [148]
provide an overview of classifier types and their performance. Clustering and decision
trees are techniques frequently used [15]–[17], [39]. Drucker et al. [149] use a Support
Vector Machine (SVM) to classify email, based on the content, as spam or ham. In the
work of Sakkis et al. [150], classifiers are used sequentially to increase the accuracy
of the classification. Bhowmick et al. [145] look at how spam evolves and what tools
emerge, or change, to combat these new types of spam. All techniques presented focus
on the headers of an email and/or the content of the email.
While we also use a machine learning approach, we differ from the state of the art in the
fact that our methods is independent from the content of an email, but it relies only on
domain names configurations.

4.3

Methodology

In this section, we present our methodology. Figure 4.2 shows a high-level overview of
our approach. From left to right, it displays four parts (A)-(D) that together make up our
detection process. In addition to this, a fifth part, (E), is shown in the gray rectangle,
which represents the training of the machine learning classifier that our detection relies
on.
At a high-level, our method for detection does the following. Every day, based on data
from the OpenINTEL platform (A), we perform a filtering step, called the long tail analysis (B), to extract candidate domains. We then use a machine learning classifier (C) to
perform a binary prediction of domains to blocklist, which are then added to our Realtime Blackhole List (RBL) (D).
In the section ‘Building and training a classifier’ (E) we explain the parts of Figure 4.2
with a gray background. These parts concern the training of the classifier.
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Figure 4.2: High level overview of our approach.

4.3.1 DNS Data Collection
Both our training and detection make extensive use of data from the OpenINTEL platform. The OpenINTEL platform is discussed in detail in Section 2.3. At the time this
study was performed, in September of 2017, the measurement covered the zones .com,
.net, .org, .info, .mobi, the new gTLDs defined by ICANN, and a set of ccTLDs such
as .nl, .se, .ca, .fi, .at, .dk, .nu and .ru. The result from the queries performed
by OpenINTEL forms the basis for the features we use. These features are described in
Section 4.3.5

4.3.2 Long Tail Analysis
Snowshoe spammers aim at spreading the sending load among a large number of hosts.
At the same time, they are likely to use SPF in order to make their domains appear
legitimate. Therefore, we expect that snowshoe spam domains will have a large number
of A or MX records and large (in terms of number of characters) TXT records. Domains
with these characteristics will likely show up in a long tail analysis of DNS domains.
The long tail typically refers to the outliers of a distribution. In our case, the majority
of domains will have only a few DNS records of a given type, whereas snowshoe spam
domains will exhibit many records of the certain types. Thus, these domains appear far
away from the mean, in the long tail of the DNS. In this chapter we look at two types of
long tail of the DNS. The first tail holds domains with a large number of records. The
second type holds domains with exceptionally large TXT records. We have defined four
thresholds for what we consider to be the long tail: 99.9%, 99%, 98% and 97%. We have
chosen these thresholds to range from very conservative to more permissive selections.
We stopped at 97% to limit the number of domains to we need to analyze, so we can
perform daily detections in a timely manner.
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Classification

To cope with the dynamic nature of spam, we have opted to use machine learning to do
the detection. The reason for this is that a classifier can easily be retrained on new data if
spam trends change. In addition to this, the vast amount of data makes a manual creation
of signatures unfeasible. In this step, we match the domains selected from the long tail
analysis against a machine learning classifier. The classifier has been chosen as described
in Section 4.3.5. The classifier takes into account a set of features derived from the DNS
records for the candidate domains (see Table 4.2). The output of the classifier is a binary
decision detailing if a domain should be considered as a snowshoe domain.

4.3.4

Realtime Blackhole List (RBL)

To make our results easily available and usable, we store them in the form of an RBL.
In this section, we explain how the RBL is kept up to date. As said, every day we run
our detection process. The classifier outputs a list of domains that it considers to be
snowshoe spam domains. Domains from this list, which are not already present on the
RBL, are added to it. For validation purposes, all domains on the RBL are then checked
against existing public blocklists (Table 4.1). We mark it as soon as a domain on our
RBL also appears on a public blocklist. This allows us to do time analysis of our detections. The blocklists from Table 4.1 were selected based on their popularity among
operators.

4.3.5

Building and Training a Classifier

In this section we describe the building of the training dataset and the training of the
classifier. Figure 4.2 shows these steps with a grey background.
4.3.5.1

Dataset

To build a training dataset for our classifier, we label the dataset of candidate domains
extracted from the long tail of the DNS. We do this by checking the domains against
public blocklists (Table 4.1). Depending on the nature of the public blocklist, we either
check the domain name of a candidate domain against the blocklist or an IP address
from one of the DNS records (A and MX) for the domain. If the domain is listed, we label
the domain as a positive, otherwise, it is labeled as a negative. In order to increase the
accuracy of the training dataset, we filter the positives from the dataset and balance them
with and equal number of negatives from the Alexa top one million list. While domains
on the Alexa list are not guaranteed to be benign, the probability of them being benign
is much higher than the negative instances extracted from the long tail.
Additionally, we created an evaluation dataset which does not perform this extra filtering
step. This evaluation dataset is used to compare different classifier types.
Both the training and evaluation dataset consist of 35 features. The features we have
used and their sources are listed in Table 4.2. Most of these features measure how many
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Table 4.1: The used blocklists and their purpose.
Name
multi.uribl.com
dbl.spamhaus.org
rbl.rbldns.ru
zen.spamhaus.org

Domain
3
3

IP address

3
3

Table 4.2: Used features and their data sources.
Data source

Feature

as
cname_name
country
ip4_address
ip6_address
mx_address
ns_address
query_name
query_name & response_name
soa_minimum
txt_text

as_count
cname_count, cname_in_domain, cname_out_domain
country_codes
ip4_count, ip4_prefixes
ip6_count, ip6_prefixes
mx_cloud, mx_count
ns_count, ns_domain_count
p_numeric
response_name_matches
soa_minimum
p_txt_numeric, spfv1_{a,cidr,include,ip}_count,
spfv1_{a,cidr,include,ip}_ratio, spfv1_{a,cidr,include,ip}_unique_count,
txt_length,verification_{globalsign,google}_count, verification_{globalsign,google}_ratio, verification_{globalsign,google}_unique_count

records of a certain type a domain contains. Some features are more complex and rely on
evaluating regular expressions. For example, the ‘spfv1_ip_count’ feature uses a regular
expression to count the number of IP addresses in an SPF record. The output of all of the
features is numerical, because all the evaluated classifiers are able to make predictions
based on numeric features and only a few (special) classifiers are able to process raw
strings [151]. Thus to reach maximum compatibility we make sure all features are in
numeric form.
Not all features are equally important. Following the output from a trained ‘Decision
Tree’, the ‘response_name_matches’ feature is the most important, since it has the highest
Gini index. This feature details if the query name in the response is the same as in the request. The ‘ip4_count’ and ‘mx_count’ features are, after the ‘response_name_matches’,
equally important.
4.3.5.2 Classifier
In order to perform optimal detection, we first needed to select a suitable classifier. Below, we explain our methodology for finding the ‘best’ classifier for our problem. We
also explain what we mean by ‘best’.
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Figure 4.3: Visualization of split in training dataset.

We evaluated classifiers in a number of categories. In the Naive Bayes category, we
looked at the ‘BernoulliNB’, ‘GaussianNB’ and ‘MultinomialNB’ classifiers. For Decision Tree-type classifiers, we tested the ‘DecisionTreeClassifier’ and the ‘RandomForestClassifier’. Of the Nearest Neighbor variant, we evaluated the ‘KNeighborsClassifier’ and ‘RadiusNeighborsClassifier’. From the Gradient Descend type we took the
‘GradientBoostingClassifier’ and ‘SGDClassifier’. Finally we also looked at the ‘Support Vector Classifier (SVC)’, ‘MLPClassifier’ and the meta-classifier ‘AdaBoostClassifier’2 .
Our selection of classifiers was primarily motivated by the combination of classifiers
used in related work [15], [16], [39], [142], [145], [148]–[150], and the availability of
classifiers in the ‘sklearn’ [152] Python library.
Selection of the ‘best’ classifier is done in two steps. First, we establish the optimal parameters for each of the 13 classifiers selected. This step aims at understanding what the
optimal performance of each classifier is, given our training set. This also allows us to
compare the classifiers later on. This was done as follows. The training set is split in
training data and test data. The classifier is then trained on the training data following the
K-Fold Cross Validation [153] method, which is visualized in Figure 4.3. The training
part of the dataset is split into K folds. A classifier is trained K times on K − 1 folds
of the training part, for example, in the figure parts k(1) through k(4). During the training process the chosen algorithm builds a model of the (labeled) data, in particular the
boundaries between the positive and negative entries. Based on such a model predictions
can be made on new, unseen, data. Then the performance of the classifier is validated
in the K-th fold, in our example k(5). This is done K times, where the validation fold
is a different fold each time. The performance of the classifier is the average over each
fold. Based on this performance, we select the parameters for each classifier that lead
to the highest precision, where precision is expressed as the number of True Positives
(TP) relative to the total amount of positives, which also includes False Positives (FP)
(Equation 4.1). We repeat this procedure for every type of classifier.

P recision =

TP
TP + FP

(4.1)

The second step consists of comparing the optimal performance of the different classifiers. The performance of each classifier is measured on the evaluation dataset. The one
2 Documentation

classes.html

on these classifiers is available at http://scikit-learn.org/stable/modules/
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Table 4.3: Statistics of training and evaluation dataset.
%-tile
99.9
99
98
97

#Domains (total, positive, negative)
Training dataset
Evaluation dataset
2018
3540
4806
5526

(1009
(1770
(2403
(2763

–
–
–
–

1009)
1770)
2403)
2763)

1407
5453
20534
25381

(1261
(5199
(20177
(24968

–
–
–
–

146)
254)
357)
413)

with the best precision on this dataset is selected as the classifier that will be used for our
daily detection.

4.4

Datasets

Based on the approach discussed in Section 4.3, we have performed daily detection from
May 24, 2017 till September 5, 2017. This section discusses the details on the datasets
used, either in the training, validation or during the daily detections.

4.4.1 Distinction Positives & Negatives
Before we dive into the results of our method, we verify that there is a clear difference
between the positives (spam) and negatives (ham). For this goal we have made a dataset
from April 2017. We have selected domains above the 99 percentile, since this percentile
threshold gave a clear distinction between positives and negatives. After labeling the
dataset we filtered this dataset following the same method as for the training dataset.
This resulted in a dataset with both 136441 positives and negatives. We do so by plotting
the Cumulative Distribution Function (CDF) for two features, these plots are visible in
Figure 4.4. This analysis indicates that at the 90th percentile for the A record distribution,
spam domains have on average 16.2 records more than regular domains. Similarly, at the
98th percentile of the MX record distribution, spam domains have 77 records more than
regular domains. The fact that not all domains show this clear distinction motivated us
to make use of the many features available to us.

4.4.2 Training and Evaluation Dataset
For the selection of the ‘best’ classifier we have made two datasets. The first is the
training dataset, the classifier is trained upon this dataset, it consists of data from April 18,
2017 till April 24, 2017. The second dataset, the evaluation dataset, consists of data from
April 25, 2017. Table 4.3 lists how many domains there are in both datasets, along with
how many positives and negatives. As intended the training dataset is balanced.
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(a) Comparison of the number of A records.
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(b) Comparison of the number of MX records.

Figure 4.4: CDF of two features in the test data set.

4.4.3

Daily Detection Datasets

Since May 24, 2017, we have been doing daily detections of possible snowshoe spam
domains. The basis of these detections is a dataset of that day containing domains exceeding the 99.9, 99, 98 or 97 percentile. On average there are about 2.7K domains in the
dataset of the 99.9 percentile. This figure grows to 57.3K domain names in the dataset of
the 97 percentile. Table 4.6 shows the average size of each of the daily datasets.

4.5

Results

This section has been split into two parts. First, we discuss the results from selecting the
‘best’ classifier. Secondly, we discuss the daily detections made for the RBL.

4.5.1

Selecting the ‘Best’ Classifier

As discussed in Section 4.3.3, the selection of the best classifier is a two step process.
First, select the optimal parameters for each classifier. Then, we select the ‘best’ classifier, as the one with the best performance. For brevity sakes we omit the results of the
first step and directly present a comparison of the classifiers, in Table 4.4.
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Table 4.4: Classifier performance on the ‘real’ data set.

Classifier Type
AdaBoost Improved
AdaBoost
MLP
DecisionTree
MultinomialNB
RandomForest
KNeighbors
GaussianNB
SVC
RadiusNeighbors
SGD
BernoulliNB
GradientBoosting

TP

FN

FP

TN

Accuracy

Precision

6688
5971
7273
6279
12179
11156
4562
13330
13449
13318
3599
12995
12645

7842
8559
7257
8251
2351
3374
9968
1200
1081
1212
10931
1535
1885

110
164
707
695
1397
1488
676
2075
2339
2367
674
2507
9605

10741
10687
10144
10156
9454
9363
10175
8776
8512
8484
10177
8344
1246

68.69%
65.63%
68.62%
64.75%
85.23%
80.84%
58.06%
87.10%
86.53%
85.90%
54.28%
84.07%
54.73%

98.38%
97.32%
91.14%
90.03%
89.70%
88.23%
87.09%
86.53%
85.18%
84.90%
84.22%
83.82%
56.83%

We have decided to look for a classifier with a low number of FP. This is because is spam
detection it is far more costly to make an FP, a ham domain marked as spam, than any
other error. The cost of making a FP outweighs making a correct classification, a TP. The
reasoning can be put in perspective by an example; the cost of marking an important email
as spam, or discarding the email, is much higher than receiving a spam message. This
is the reason we have chosen to rank our classifiers on their precision metric (Eq 4.1),
since it is more closely related to the number of FPs made by the classifier than other
metrics.
The performances from the second step are listed in Table 4.4. The ‘AdaBoost’ classifier
has the highest precision on our evaluation dataset, and it has the lowest number of false
positives. However, it does not have the highest number of true positives. We improve
this classifier by taking a closer look at the parameters of the classifier. We managed to
increase the number of TPs by 717 and reduce the number of FPs by 54. The resulting
classifier is labeled as ‘AdaBoost Improved’ in Table 4.4. The ‘AdaBoostClassifier’ is a
meta-classifier. “It begins by fitting a classifier on the original dataset and then fits additional copies of the classifier on the same dataset but where the weights of incorrectly
classified instances are adjusted such that subsequent classifiers focus more on difficult
cases” [154]. To improve our classifier we changed the base estimator from the ‘DecisionTreeClassifier’ to the ‘MultinomialNB’ and set the number of estimators to 1. The
additional parameters are in Table 4.5.
Table 4.4 makes clear why we rank the classifiers based on their precision metric rather
than, for example, the accuracy. If we compare the classifier with the highest accuracy,
‘GaussianNB’, with the improved ‘AdaBoostClassifier’, we see about double the TPs
but there are more than 18 times as many FPs. The cost of making a FP is much higher
than the gain of a TP, since it may mean important benign email is discarded. Thus, for
our goal the ‘AdaBoostClassifier’ is ‘better’ than the ‘GaussianNB’ classifier.
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Table 4.5: Parameters of the improved AdaBoostClassifier.
Name of parameter

Value

base_estimator
n_estimators
learning_rate
algorithm

MultinomialNB
1
1.
SAMME.R

Table 4.6: Per-day averages of the datasets and detections.
Percentile

Avg. domains in dataset

Avg. domains detected

Avg. added to the RBL

99.9
99
98
97

2728.07
19179.59
37202.64
57250.48

243.96
3228.75
5226.31
6805.55

18.99
149.37
205.72
239.37

4.5.2

Detection Results

In this section we discuss the general detection results. During our measurement period,
our detection method marked 35,004 domains as snowshoe spam domains. 32,677 of
these domains (93.35%) appeared on an existing blocklist at some point during the measurement period. This indicates that our method is highly effective at detecting snowshoe
spam domains. The remaining 2,327 domains (6.65%) are either false positives or they
have not yet appeared in one of the existing blocklists. This second case occurs when
our detection mechanism reports snowshoe domains (much) earlier than blocklists. We
analyze this case in the next section.
Table 4.6 lists how many domains per day on average are in the long tail dataset (per
percentile), how many are detected by the classifier and how many are newly added to
the RBL.

4.5.3

Early Detection

In this section we analyze if our approach has a time advantage over regular, existing
blocklists, such as the Spamhaus blocklist. By time advantage we mean the window
between detection by our method and the time at which the same domains appears on
one of the existing blocklists we considered (see Table 4.1).
In the context of early detection, we distinguish three categories of domains. Figure 4.5
depicts these categories, and they are described in more detail below:
(a) domains that are already on a blocklist at the time of detection, or have only a day
difference. There can be a one day difference since the daily data is of the previous
day, while the blocklist query happens in real-time.
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(a)
Δt < 2 days

(b)
Δt ≥ 2 days

(c)

?

domain not on existing blocklist yet
detected by our method
appeared on existing blocklist

Number of
detected domains

Figure 4.5: Early detection categories.
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Figure 4.6: Early detection of domains.

(b) domains with a detection difference of at least two days or more.
(c) domains that – on 2017-08-09 – have not (yet) been blocklisted.
Figure 4.6 shows how many domains have been detected, with how much of a time
difference before being blocklisted. The y-axis is log-scaled to make the spread more
visible.
In total 35,004 domains have been detected. The majority of domains by far falls in
the first category (a), 30,705 domains (87.72%) appear on a blocklist less than two days
after detection via our method. In the second category (b), where our detection is at least
two days in advance, contains 1,972 domains (5.63%). Of these 1,972 domains, 1,154
domains (3.30%) were detected at least a week in advance, 1,105 domains (3.16%) were
detected more than two weeks in advance, and 971 domains (2.77%) were detected at
least a month in advance. There are even 949 domains (2.71%) which were detected
at least 60 days before they appeared on a blocklist. The maximum time difference we
observed so far is 104 days. 2,327 domains (6.65%) fall in the last category (c), and
have not (yet) been blocklisted. While these numbers may seem small percentage-wise,
it should be noted that this type of email often makes it past an email filter.
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Operational Deployment

To validate our method in a real-world scenario, we deployed the RBL (Section 4.3.4)
in an operational mail filtering service. This allows us to measure how effective our
detections are. This deployment was done in collaboration with SURFnet, the National
Research and Education Network in The Netherlands. The email of most of their connected universities and colleges is handled by SURFmailfilter. Hence, this is an excellent
vantage point for evaluating if the domains we detect are in use for sending spam. In this
section we discuss the results of this case study.

4.6.1

Method

First we describe the setup of this case-study. SURFmailfilter works, like many mail
filters, with a scoring system; the higher the score, the more likely it is that the email is
spam. The operators of SURFmailfilter have set the defaults for tagging an email as spam
to a score of 5, and discard any email with a score higher than 10. While these thresholds
are configurable, in this chapter we follow the thresholds as set by the SURFmailfilter
operators. To test our approach, we configured our RBL as an extra source for blocklisted
domains in SURFmailfilter. To not influence the normal spam score an email would
get by too much, we have given the RBL a minimum score (0.1). This has the effect
that the mail filter will not ignore the RBL, but at the same time our detection system
will not accidentally turn ham into spam in case a benign domain happens to be on our
RBL.
Then, to assess the effectiveness of our method, we retrieve the email IDs which have hit
the RBL, and we extract the domains that have triggered the RBL. Of these emails we
record the triggering domain, the spam score, the date the domain was detected, if the
domain was blocklisted, and if so, when.

4.6.2

Results

We discuss the results from SURFmailfilter in two ways. Firstly, via the domains which
have been seen by SURFmailfilter. The initial goal was to confirm that the detected
domains are in use, but these results can also be used to confirm that the domains are
actually spam domains. And secondly, via the emails themselves which have hit the
RBL. With these results we can answer how much extra spam could be tagged or blocked
by using our approach.
Domains
The domains which have been seen by SURFmailfilter can, roughly, be categorized into
the same three categories as used in Section 4.5.3. The first category (a) consists of domains which have appeared on a blocklist shortly after detection by our method (one day
or less of a difference). The second category (b) contains domains which have appeared
on a blocklist some time after detection by our method (two days or more of a difference).

Figure 4.7: SURFmailfilter detections.
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Finally, the last category (c) is for domains which have, during our measurement period,
never appeared on a blocklist.
Figure 4.7 exemplifies 6 domains from these 3 categories. This graph is built by looking
at each domain separately. The upper row displays their maximum score per day. A
black color means no email containing the domain was observed that day. The score
visualization ranges from a low score, in blue, to a high score, in red. The score is cut
off at five. This means that while emails may have scored higher than five, these are all
displayed in red.
In overlay, we have the status of the domain. A domain is either detected only by our
system (purple) or it is detected and appears in one of the blocklists (green). The visualization in Figure 4.7 summarizes the various possible cases we face when comparing
our method with blocklists.
In total, 130 domains that appear on our RBL have been seen by SURFmailfilter in the
body of an email. These domains can roughly be categorized in three ways:
1. The first category, where the detection difference is one day or less, contains 23
domains (17.69%). Of these, 16 have an average score above five. The other four
domains appear in emails scoring both below and above the five point mark, but
on average score below five. The reason many domains in this category have a
high spam score can be explained by the fact that the blocklist status causes an
increase in spam score, and thus it exceeds the threshold of five more easily. This
also means that in this category many of the emails are already marked as spam,
because of their high score, and that our approach does not offer much gain for
this category.
2. In the second category, where the detection difference is two days or more, there
are 38 domains (29.23%). Of these domains, 22 have an average score above
five. Four domains have only been seen in an email once, scoring below five.
Two domains have been seen in multiple emails, all scoring less than five points.
The remaining 10 domains, appear in emails with scores above and below the five
point mark, but do not make the five point average. Percentage wise there are
fewer domains with an average score above five compared to the first category,
thus our approach may make difference in this category of domains.
3. The last category, where detected domains have not appeared on a blocklist in
the measurement interval, contains 69 domains (53.08%). Of these 69 domains,
there are 38 with an average spam score above five. 12 domains have appeared
in emails which have all scored below the five point mark. However, seven of
these domains have only been seen in a single email. The remaining 19 domains
were seen in emails scoring both below and above the five point mark, but with
an average score of below five. Our approach is most beneficial in this category.
About half of the domains in this category score, on average, below five, this means
that emails containing these domains are able to bypass the mail filter. However,
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Figure 4.8: Amount of extra email marked as spam.
since the domains do appear on our RBL the score of those emails can be increased
by assigning a higher score of hitting the RBL.
A large portion of detected domains have an average score above five, this gives confidence that our method is effective in detecting domains associated with spam.
Emails
Over our measurement period, SURFmailfilter processed 3,773 emails that triggered
the RBL. Of these emails, 1695 come from the latter two categories presented in Section 4.5.3 at the time of receiving the emails. We only evaluate emails containing domains which are not blocklisted. 560 emails have a score equal to, or above five. While
this means that the email would have been marked as spam with or without our method,
it also gives confidence that our method is effective at detecting spam. In the pool of
1,135 emails scoring below five, 77 emails contain domains in the body which have not
appeared in emails scoring higher than five.
This pool of 1,135 emails, which have scored below the five point mark, has been used
to evaluate how many emails could additionally be blocked, at what assigned score for
the RBL. Figure 4.8 visualizes the results of this analysis. As a conservative measure the
RBL could be awarded a single point. In our situation this would have marked 19.1%
of those 1,135 emails as spam. If the score is increased to two, 52.3% of emails would
have been marked as spam.
While we have strong reasons to assume that all domains on our RBL are linked to spam,
this approach lets mail filter operators control how much they trust these results.

4.6.3 Uptake
SURFnet has used our RBL for three months as discussed above. At first glance, the
amount of additional spam that could potentially be filtered seems small. Typically, spam
filtering systems catch a large percentage of spam messages [141], and very few actually
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end up in a user’s inbox. SURFnet has indicated that the emails detected by our method
are actually those that currently slip through the cracks and end up in users’ inboxes.
This makes our approach valuable to operators. In fact, SURFnet has decided to start
using our method in production, and will assign a score of two to the RBL.

4.7

Ethical Considerations

The SURFmailfilter case study raises obvious privacy concerns, as the system processes
actual private email. Therefore, the operators at SURFnet protected the privacy of their
customers by only giving us enough information to do our research. We did not have
access to the actual body of emails. Occasionally we were given access to the subject
line, in order to get a better idea if a message could be spam or not.
Another concern is that the RBL resulting from our method may contain benign entries
(false positives). This is true for all blocklists. While blocklist operators try to ensure
that only malicious domains end up on their list, sometimes false positives slip through
the cracks. This problem is doubled for our RBL since our classifier is only as good
as the training set is. The training set is labeled by looking up the domains on existing
blocklists, if their accuracy is not one hundred percent, the predictions from the classifier
are not going to be perfect. We therefore caution against treating our RBL as ‘absolute
truth’, and instead advocate that it is treated as circumstantial evidence that supports the
suspicion of a message being spam.

4.8

Concluding Remarks

In this chapter we investigated how domains crafted for sending snowshoe spam could
be detected using active DNS measurements. Using the unique large-scale OpenINTEL
dataset of the DNS and by applying machine learning techniques, we were able to detect
malicious domains. 93.25% of domains we have detected have appeared on an existing
blocklist at some point during the measurement period. Additionally, we have shown
that our method is able to detect domains from 2 to 104 days in advance, when compared
to regular blocklists, such as the Spamhaus blocklist.
In the operator case-study at SURFnet, we demonstrated that the time advantage translates into additional emails being marked as spam. In addition to this, we verified that
these emails actually contain domains known to be associated with spam. These emails
would otherwise bypass the email filter.
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Figure 5.1: Thesis structure schematic.
In Chapter 5 we look at DDoS attacks, specifically DNS-based DDoS attacks, as our third
use case. In this chapter we change our approach. Instead of zooming in to specific domain
contents or configurations we zoom out by aggregating the active DNS data onto the domain
level. From existing literature we learn that ‘ANY’ queries are frequently used to amplify the
traffic towards victims. We ask ourselves if we can use the active DNS data that we have to
learn more about domains used in DDoS attacks. To this end we do the following. First, we
develop a method of estimating the ‘ANY’ response size from the data we have in OpenINTEL.
Second, we combine data from the AmpPot project, a project operating honeypot resolvers
pretending to be good amplifiers, with our estimations to determine if the domains we see used
in attacks are among the largest available. Third and final, we evaluate if dropping responses
to ‘ANY’ queries is an effective manner of defeating DDoS attacks.

This chapter is based on the paper “ANYway: Measuring the Amplification DDoS Potential
of Domains”, in International Conference on Network and Service Management (CNSM),
2021 [62].
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5.1

Introduction

In Chapter 4 we have learned that building a configuration profile of snowshoe spam
domains and searching for doamins with such a profile in active DNS measurements is
an effective way of detecting these kind of spam domains at an early stage. Additionally,
we learned that these kind of domains often have many A or MX records. Such configurations may also be used in DDoS attacks, since the large number of records means a
large DNS response. In this chapter we look at volumetric DDoS attacks from a DNS
perspective.
DDoS attacks have become an everyday threat, leading to mere frustration to severe loss
of business revenue. Amplification DDoS remains the most powerful tool to ramp up
the attack volumes. To this end, attackers abuse UDP-based Internet protocols and spoof
request such that public services unwittingly flood an attacker-chosen target with inadvertent and large responses. The sheer traffic volume achieved by amplification DDoS is
staggering: with a mixture of protocols, the largest attack recorded to date reached 2.54
Tbps [155], taking offline core Internet services for billions of users worldwide.
There are over a dozen protocols that attackers can abuse for amplification [156]. Whereas
most protocols have “fixable” amplification vectors that ultimately will disappear, this
is not trivial for the DNS. By design, DNS replies are typically larger than requests, fueled by additional records sent along such as glue records or cryptographic signatures.
Not surprisingly, the DNS protocol alone has thus resulted in amplification attacks with
peaks of 363 Gbps [157]. By using ‘ANY’ queries – a pseudo query type, for which
DNS resolvers combine all available record types together in the answer – attackers can
typically achieve a much larger response with a relatively small query, thus achieving
a large amplification factor. The amplification factor can further increase in the case of
DNSSEC queries, as DNSSEC adds signature data to DNS responses, making it attractive to abuse in DDoS attacks [92]. However, a scalable approach to evaluate the overall
potential of DNS-based DDoS attacks is still missing. Consequently, it remains an open
question if network operators, among others, have yet to be faced with the full potential
of DNS-based DDoS attacks.
The DNS community has proposed several countermeasures to mitigate the amplification
potential of DNS. A countermeasure that has received quite some attention is the proposal
to minimize responses to ‘ANY’ queries, as detailed in RFC 8482 [158]. The prominent
provider Cloudflare explains that this will help in multiple areas, including reducing
traffic, but chiefly against DDoS attacks [159]. This, however, raises the question: up to
what point does limiting ‘ANY‘ solve the DNS-based DDoS problem.
The main contributions of this chapter are that we:
• propose and validate a method to estimate the response size to ‘ANY’ queries,
based on large-scale active DNS measurement data covering over 65% of the
global namespace;
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• compare and rank the expected response sizes of domains observed in attacks to
domains from our dataset, to investigate if DNS-based DDoS attacks can become
worse in the future;
• perform a quantitative analysis of the consequence of limiting ‘ANY’ queries as
proposed in RFC 8482 [158].

5.2

Background & Related Work

In this section, we provide a brief introduction to DDoS attacks and DNS, particularly
focusing on how both come together in DNS-based amplification DDoS attacks.

5.2.1 DNS
The DNS is a core Internet component. It can be seen as the Internet’s phonebook as
it allows, among others, domain names to be resolved to IP addresses. Domain name
operators can publish various types of resource records (RR) in the DNS zone of their
domain, for example A records (IP addresses), MX records (mail exchanger for inbound
e-mail), and TXT records, which are ‘freetext’ of variable length and are used for a
variety of purposes [61] (Chapter 3 discusses this record type in detail from a security
perspective). Records are held by the name server that is authoritative for a given domain
name.
Typically, when a DNS client wishes to retrieve information from the DNS, it sends a
query for a specific RR type (e.g., A) to a recursive resolver, either directly or through a
stub resolver. When a client wishes to learn all RRs in a zone, or as many as possible, it
may be able to use an ANY query. However, the response to an ANY query is dependent
on the resolver software and the state of its cache. A resolver may decide to return a
partial answer (i.e., RR subset) from cache rather than retrieve a full answer from the
authoritative name server. It is important to note that when a specific (and existing) RR
is queried for, the DNS response is typically relatively larger than the request, because
the answer carries record data. This applies even more to ANY queries, because multiple
record types may be included in the response. As we will explain later, this makes the
DNS attractive for attackers.
The original specification of the DNS [74] indicated a maximum response size of 512
bytes. The introduction of DNSSEC [160] – adding integrity DNS answer through cryptographic signing – required the DNS to support larger answers, as DNSSEC signed
answers contain signatures to validate the answer. EDNS [76] enabled responses larger
than 512 bytes, while theoretically limited to the maximum UDP payload size, 4,096
bytes is typically used as an initial value for the maximum size of the answer. Support
for EDNS is signalled through an pseudo record (‘OPT’) in the query.
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DDoS Attacks

With Denial of Service (DoS) attacks, attackers aim to ‘deny service’ by overwhelming
a victim with requests or network traffic. These attacks continue to be one of the most
perilous threats to Internet security and stability. While an attacker can send requests to
the victim directly from a single host, large volumetric attacks commonly distribute attack traffic generation through a botnet or by abusing innocent but vulnerable third-party
services as so-called reflectors. This makes DoS attacks distributed (i.e., DDoS).
Although botnet-based attacks [161] have seen a resurgence in recent years, largely attributed to a rising number of insecure Internet of things (IoT) devices [162], they require attackers to first exploit a sufficiently large number of devices before attacks can
be launched. In contrast, reflection attacks are less taxing: most of the preparatory work
can be done with an Internet-wide scan for reflectors, which can be performed in less
than one hour [163].
In a reflection attack, the attacker claims the network identity of the target, by sending a
request to some third-party service (i.e., the reflector) with a spoofed source IP address.
Services on top of UDP are particularly susceptible to spoofing, because of its stateless
nature and lack of authentication on header data. As the third-party service cannot easily distinguish legitimate requests from forged requests, it will send a response to the
purported requester, i.e., victim. This is referred to as reflection. By carefully selecting
services that generate relatively large responses to small requests, so-called amplification is brought about, which allows attackers to reflect large volumes of network traffic
to the victim. To avoid the bandwidth of an individual reflector becoming the bottleneck
for attack traffic volume, attackers typically use hundreds to thousands of reflectors in a
given attack.
A number of protocols have been shown to be prone to amplification by Rossow [156],
ranging from legacy protocols such as CharGen and Quote-of-the-Day (QOTD), to widely
deployed protocols such as NTP and DNS (more on that below). To measure the attacker’s gain from amplification, Rossow introduces the bandwidth amplification factor
(BAF):
Definition 5.2.1.
BAF =

5.2.3

len (UDP payload) ampliﬁer to victim
len (UDP payload) attacker to ampliﬁer

(5.1)

DNS-based Reflection and Amplification Attacks

As a specific example of a service on top of UDP that can be abused for reflection and
amplification, consider the DNS. When the recursive resolver (see Section 5.2.1) accepts
requests from anywhere on the Internet it is considered open. Open resolvers can be
abused for reflection. Moreover, because DNS answers are often relatively larger than
requests, amplification can be brought about.
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MacFarland et al. [164] studied the amplification potential of DNS based DDoS attacks.
They determine the amplification risk associated with authoritative servers, and determine the adoption of resource record rate-limiting, a technique to reduce the traffic coming from resolvers. We also study amplification risks in this chapter, but from a different
perspective. We determine how ‘bad’ domains used in attacks are compared to domains
with high amplification factors. Additionally, we quantitatively analyse the impact of
blocking ANY queries. We also contribute a method to estimate ANY response sizes
from DNS measurement data, which we built on knowledge of standardized record type
lengths [73].
Rijswijk et al. [92] also investigated amplification potential; specifically, that brought
about by DNSSEC, which introduces record types with cryptographic keys and signatures. In their study, they used the UDP datagram sizes of requests and responses to infer
amplification. Their methodology builds on the same principles, but a notable difference
is that we reassemble individual records to infer the size of responses.

5.3

Datasets

In this chapter we mainly use two data sources. The first is comprised of DDoS attack
data recorded by the AmpPot project [165]. The second source provides daily snapshots
of the content of the DNS, based on the data retrieved by the OpenINTEL active DNS
measurement platform [82].
Attack Data
The AmpPot project operates a set of geographically and logically distributed amplification DDoS honeypots. These honeypots mimic a reflector for popular UDP-based
protocols, DNS included. The honeypots lure attackers by sending large responses to
scans and next participate in DDoS attacks in a limited fashion (heavily rate limited) to
learn details about the attack such as the duration and number of requests. In the case of
DNS, the domain name and query type used for amplification are also learned.
To better distinguish domains used for actual DDoS attacks from spurious queries reaching the monitoring points, we focus on domains for which a honeypot recorded at least
10 queries during an attack and which were used against two or more targets. This left us
with 100 domains used in 448,156 attacks, 342,274 (76%) of which use only second-level
domains and can thus be joined against the OpenINTEL data.
OpenINTEL Data
In this chapter we use data from OpenINTEL. Unfortunately, OpenINTEL does not include the ‘ANY’ type in its monitoring (see Section 2.3 and Table 5.1 for the query types
OpenINTEL does perform). ANY responses are, however, vital for measuring the amplification potential of domains. Our honeypot data has shown that the vast majority of
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Table 5.1: Estimation of DNS response size.
Record type

Equation

header size
signature size

= 12 + 4 + len(domain name) + 1 + 11
= 30 + len(domain name) + 1 + size(rrsig)

A size
AAAA size
CAA size
CDNSKEY size
CDS size
DNSKEY size
DS size
MX size
NS size
NSEC3PARAM size
SOA size
TXT size

= 12 + 4
= 12 + 16
= 12 + 2 + len(CAA)
= 12 + 4 + sizeof(CDNSKEY)
= 12 + 4 + len(CDS)
= 12 + 4 + sizeof(DNSKEY)
= 12 + 4 + len(DS)
= 12 + 1 + len(mail exchange) + 1
= 12 + len(nameserver) + 1
= 12 + 4 + sizeof(salt)
= 12 + 16 + len(mname) + len(rname)
= 12 + len(text) + 2

DNS-based amplification attacks abuse ANY’ requests. We therefore propose a methodology which uses the available OpenINTEL data for estimating the response size of an
‘ANY’ query. To this end, we used measurement results for the first of every month
from January 2019 until December 2020.
Combining the two datasets, i.e., OpenINTEL domain size estimations with the set of
abused domains as observed in AmpPot, allows us to make inferences about how attackers optimize for DNS-based amplification DDoS attacks.

5.4

ANY Response Size Estimation

In this section, we propose a methodology for estimating the size of a response to an
‘ANY’ query. We validate our methodology by comparing our estimations to real-world
‘ANY’ responses.

5.4.1

How to Estimate ANY Response Sizes?

A DNS response consists of the following parts: a header, the original question, and a
response to the question [73]. With DNSSEC, the response can be further divided into
an answer and signatures. As an ‘ANY’ query is “a request for all records” [74], the
response can be seen as a combination of header, question, and a collection of answers
and signatures, to answer for all records.
For our estimation of the response size to an ‘ANY’ query, we have to estimate the
header, question, answers, and signatures sizes. While we base our estimates on data
from OpenINTEL, any data source that exposes the number of records per type, or their
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standardized record type length, would work for the estimation. Our computation is
summarized in Table 5.1.
Since our computations are relatively straight-forward, implementing them in PySpark
was trivial. This resulted in an approach where we could estimate all domains in OpenINTEL (for a single day snapshot) in the matter of minutes, making our method scalable
to large numbers of domains.
Header
We combine the DNS header with the question, to get to an equation that is only dependent on the length of the domain name. The header itself is 12 bytes. The size of
the query is 4 bytes plus the length of the domain name (with root label) plus one (null
byte). To account for the EDNS additional record (type OPT), we add 11 bytes to our
header.
Signature
The fixed-size parts of a signature come to 30 bytes. To this we need to add the length of
the signer’s name (plus one for the null byte), and the length of the signature in bytes. To
perform this estimation at scale (all domains in OpenINTEL), we assume that the signer’s
name is the domain name. Also note that while the DNSSEC signatures (RRSIG) are
part of an answer, we treat it as a separate part, because it makes evaluation at large scale
simpler.
Answer
Estimating the size of the answer is the most complex part, due to fact that many record
types require their own interpretation of fields in the packet. Each answer record has a
fixed length ‘header’ accounting for 12 bytes per record in the answer. In an answer, we
can have records with fixed length or records whose length depends on the content of the
answer (variable length).
As shown in Table 5.1, records with a fixed length are ‘A’ (4 bytes) and ‘AAAA’ (16
bytes). All other records comprise a fixed size part, that can either be the 12 bytes
‘header’ only or other fixed size information, and a variable length part. For ‘CAA’
records, indicating which certificate authorities (CAs) can issue digital certificates for a
name, the variable part is the length of the CA. Similarly, for (C)DS records, the variable part is based on the length of the delegation signer. For ‘(C)DNSKEY’ records the
fixed part contains the protocol and algorithm fields, the size of the variable part, the
key, we reverse-engineer due to the way OpenINTEL stores the results for this record
type. ‘MX’ and ‘NS’ record sizes will depend, respectively, on the length of the mail
exchange name and the length of the nameserver, while the size of a ‘NSEC3PARAM’
record, used to determine which ‘NSEC3’ records to include for DNSSEC requests for
non-existing names, will depend on the length of the salt. Additionally, this record contains fixed fields for 4 bytes. A ‘SOA’ record has two variable fields, the ‘MNAME’
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(primary nameserver) and the ‘RNAME’ (administrator email address). Additionally it
has a few fields fixed in size. The fixed length fields combined account for 16 bytes. Finally, the free text record ‘TXT’ fully depends on the length of the text, with the addition
of two bytes.
There is another aspect we have to take into consideration when estimating the return
size of a DNS query. The DNS applies compression by replacing any duplicate label
with a pointer (two bytes in size), to the first mention of the label elsewhere in the reply. This compression can be substantial, e.g., for record types such as MX and NS, as
these each contain two names, often with repeating labels. For example, for the zone
‘example.com’ with NS records for ‘ns1.example.com’ through ‘ns10.example.com’, all
the mentions of ‘example.com’ are replaced with a pointer to the label in the query, thus
reducing the size of the answer. In our estimations we replace each mention of the query
name with a pointer of two bytes. However, the compression applied by the DNS goes
further than our estimation, any repeated label is replaced with a pointer. Suppose, the
zone ‘example.org.’ has MX records ‘mx-N.third-party.com.’, with ‘N’ from 0 to 9. For
‘mx-N’ 1 through 9, the label ‘third-party.com.’ is replaced with a pointer to the label
in ‘mx-0’. Our estimation does not take this into account, as this is computationally expensive to do given the scale of OpenINTEL data. We have opted to implement only
the replacing of the query name, and not all duplicate labels which may appear in the
answer. Therefore we expect this aspect to contribute to an overestimation of the ‘ANY’
response size measured in practice.
Once we are able to estimate the ‘ANY’ query size, we can use this to further characterize
domains. In particular, in literature the term amplification factor [164], [166] is often
used to gauge the effectiveness of a domain for DDoS purposes. Definition 5.2.1 shows
how the bandwidth amplification factor is calculated, which can be computed for DNS by
dividing the response size by the query size. In the following, we use the amplification
factor in two ways. First, to filter ‘smaller’ domains. And secondly, to rank domains
(Section 5.5).

5.4.2

Validating the Estimations

OpenINTEL offers a plethora of information about a domain and its resource records,
and we have shown a way to combine those to an estimation of the ‘ANY’ response size.
Now we verify how accurate this estimation is, by comparing it with the response size
of ‘ANY’ queries in the wild.
To validate our estimation we performed an active measurement. Since we did not want
our results to be biased towards a particular resolver setup, we used Zmap [163] to find
a random sample of 2,000 open resolvers on the (IPv4) Internet. Removing systems that
responded with malformed or invalid DNS messages left us with 804 open resolvers,
which we further probed for their ‘ANY’ response behaviour.
As this study focuses on domains used in DDoS attacks, we selected a random sample
of 1,000 domains with an estimated amplification factor larger than eight, but with an
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estimated response size of fewer than 4,096 bytes. This size threshold reflects the value
most EDNS0 implementations will use as an initial parameter for the EDNS0 buffer size.
Responses larger than the buffer threshold are truncated, and retried over TCP for the
full answer, normally. Receiving a partial response over UDP makes these domains less
attractive to attackers who rely on spoofing. Furthermore, we made a uniform random
selection of domains in order to make the measurement more feasible and to reduce the
impact our measurement may have on the infrastructure of the Internet.
We then queried each of the resolvers in our set for all the domains in our selection in a
randomized order. To keep the impact of our active measurement minimal, we ensured
that resolvers would receive queries only once every 16 seconds on average. Since we
were interested in obtaining maximal responses, we built our queries with an EDNS0
record setting the payload size to 4,096 bytes and requested a DNSSEC signed answer
by setting the ‘DO’ flag, while also requesting recursive resolution by setting the ‘RD’
header bit.
Since we attempt to estimate the size of a complete ‘ANY’ response, we next filtered out
invalid and incomplete responses [167]. This includes resolvers employing
RFC 8482 [158] as a defense mechanism as well as failing or malformed responses (a
return code other than ‘NOERROR‘, a missing ‘SOA‘ record, or responses that had the
truncate flag set). Lastly, we also filtered out partial responses by comparing the set
of records returned for a domain over all resolvers. Note that such filtering can easily be employed by dedicated attackers when selecting resolvers to use in subsequent
attacks.
On the other hand, resolvers may also include additional records in ‘ANY‘ responses as
part of the additional and authority sections. Since we cannot possibly predict their size,
we chose to ignore these in the following analysis, given that these records will only
enlargen the overall response size. We averaged the measured response size per domain
before comparing the measured size to our estimated response size.

5.4.3 Validation Results
After making sure our measurements of ANY queries were comparable to our estimations, we could evaluate how accurate our estimations were. For this evaluation we
calculate how much we over- or underestimate, by taking the difference between our
estimation and the measured size and dividing the outcome by the measured size. Figure 5.2 shows the amount of overestimation compared to the estimated ANY response
size, with at the bottom the mean overestimation corresponding to the estimated ANY
response size. For ‘smaller’ domains (<1,000 bytes) our estimations are roughly 20%60% larger than the measured size. This is mainly due to our imperfect implementation
of DNS compression. We apply compression based on the query name alone, while the
DNS compresses any duplicate label. These domains contain multiple ‘MX’ or ‘NS’
records to the same (third-party) zone, resulting in a smaller response size than our estimation. The three domains exceeding 100% overestimation contained record types in
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Figure 5.2: Correlation overestimation and estimated size.

the estimation that were not present in the measured result, resulting in a much larger
estimation. Our overestimation drops as we increase in size. It even crosses the origin, which means that the measured response is larger than the estimated response size.
There are 20 domains where the measured result is larger than the estimated size. Four
domains returned an NSEC3 record with signature while they didn’t support DNSSEC,
because of this our estimation missed these signatures. For 16 domains the underestimation was due to record types which are not measured by OpenINTEL, predominantly
SPF records. SPF records were deprecated in favor of TXT-based SPF records. Because
of this, OpenINTEL does no longer measure this type of record, and therefore we are not
able to use this in our estimation, causing a lower estimate (especially if the domain is
using DNSSEC, as we would also miss the signature). On average the overestimation
for larger domains (>2,048 bytes) is 5%.
Key takeaway: Estimating ANY response sizes from active DNS measurements leads to
a size overestimation, for large domains, of 5%, making it a viable solution to identify
DDoS potent domains.

5.5

Ranking Domains

Using our estimation of the ANY response size we now rank domains in OpenINTEL by
their amplification factor. Such a ranking allows us to evaluate how large the domains
from the AmpPot dataset are compared to all the other domains in OpenINTEL. Suppose
the domains we observed in attacks are not the largest available, we want to investigate
why attackers would choose these domains over larger domains.
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Figure 5.3: Stability of the estimated size.

5.5.1 Methodology for Ranking Domains
For all domains in OpenINTEL we estimate the ANY response size. Based on the estimation we calculate the amplification factor for each domain. Then we rank domains
from the largest amplification factor to the smallest.
In order to analyze the stability of size and rank of domains, we sample a ranking every
first of the month. We take samples for the period covering January 2019 to December 2020. For each sample, for scalability reasons, we select domains with an amplification factor higher than eight and an estimated ANY response size of below 4,096
bytes. Recall that OpenINTEL measures more than 235 million domain names, and we
are mainly interested in larger ones (without truncation), as those are more attractive for
DDoS attacks.
For our rank and size stability analysis we select domains that were present in all 24 samples. The rank stability of domains which are present for a long time may be influenced
by two aspects. First, the size of the domain itself, and secondly the size of the other
domains in the dataset. Using 24 months worth of samples allows us to evaluate, if the
rank changes, how much of this is due to the domain itself changing in size and how
much other domains attribute to this.

5.5.2 Domain Ranking Results
Before we present the ranking of domains observed in attacks, we study what affects the
ranking the most. For domains present all 24 months, the ranking can be affected either
by a change in their own size, or by changes in the size of other domains. In Figure 5.3
we plot the standard deviation of each domain’s relative size, here the relative size is their
size compared to the maximum size we observed over 24 months. As the graph shows,
the domains are spread out between zero and 50%, with no clear correlation between
estimated response size and standard deviation. In Figure 5.4 we compare the standard
deviation of the rank for two groups. The first group, in Figure 5.4a, consists of domains
with a stable size during the 24 months (zero percent standard deviation in relative size,
Figure 5.3). The second group, consists of domains with variable sizes during the 24
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Figure 5.5: Spread of rank per (attacked) domain.

months (a standard deviation in relative size unequal to zero). Comparing the standard
deviation in rank of these two figures, shows a five times larger deviation for group two
versus group one. This suggests changes in the size of other domains affect the ranking
much less than changes in the size of the domain in question.
Selecting domains used in attacks from our ranking data shows the amplification rank
spread as in Figure 5.5. Here, we have ordered the domains by their mean amplification
rank over the 24 months. Each domain was present for at least 12 samples out of the
24. To put these results into perspective we provide the percentage of overestimation.
We determine the percentage by matching the mean estimated size per domain to their
closest size match of Figure 5.2.
Four domains observed in attacks have reached ranks ten, eleven and twelve, during the
24 months of observation. However, Figure 5.5 shows many domains used in attacks
with much lower ranks, with a range of ranks roughly between 103 and 107 . The mean

OverANY
estimationEstimated
response size

5.5. RANKING DOMAINS

81

4k
2k

top N mean response size
attacked domains mean response size

50%
25%
1

100

10 k

1M

Amplification Factor rank

100 M

Relative size to max

Figure 5.6: Comparison mean estimated response size top-N against domains used in
attacks.

100%
75%
50%
25%
41
40
39
38
37
36
35
34
33
32
31
30
29
28
27
26
25
24
23
22
21
20
19
18
17
16
15
14
13
12
11
10
9
8
7
6
5
4
3
2
1
0

0%

Domain (orded by mean amplification rank)

Figure 5.7: Fluctuation in size per domain.

estimated ANY size of these domains used in attacks is 2,809 bytes. In Figure 5.6 we
compare this mean with the mean ANY response size of domains in the top N (X-axis).
From this we find that a selection of domains used in attacks are among the largest in
our ranking, but there are many large domains which we have not observed in attacks at
all.
Figure 5.7 shows the fluctuation of the relative size of domains used in attacks. The
figure shows sizes relative to the maximum size of each domain over the 24 months of
observation. For most of these domains the spread is around 20%, with a few outliers,
domain 34 in particular. This suggests that these attack domains have been relatively
stable in size over the two years of measurements. The changes that did occur may
simply have been related to normal operations of the domain, rather than DDoS related
activities (e.g., purposeful inflation of the domain before attack).
Key takeaway: Domains observed in attacks are among the largest domains available.
However, our ranking shows that there are still a sizable number of domains larger than
the ones used so far that could easily be exploited.
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5.6

The Impact of Dropping ANY

With a growing dissatisfaction in the operational community for using ANY queries, we
now want to know what the impact of dropping them would be on the response sizes of
domains known to be used in attacks. Subsequently, we evaluate the positive effects of
disabling the ANY response type.

5.6.1

How Do We Estimate the Impact of Dropping ANY?

We can adapt our size estimation to a specific query type by summing the sizes of the
fixed header, the query, and a single signature and answer for the given query type. This
gives us the ability to compare the response size of an ANY query with responses to the
most common record types. To gauge the size reduction when dropping ANY queries
we consider two approaches. The first approach selects the ‘next-best type’, namely
whichever record type delivers the largest response for a certain domain. In the second
approach the query type is fixed. This gives insight into what areas require focus when
dealing with DNS-based DDoS attacks.

5.6.2

Is Dropping ANY Requests Effective?

In Figure 5.8 we see a CDF of the amount of reduction when going from ANY to the
‘next-best type’. We have annotated with vertical dashed-lines the mean reduction. Ideally we would want the largest part of the CDF to be pushed towards the righthand side
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of the plot, as this would mean that most domains are reduced in size by a hundred percent. The other extreme is if the line stays mostly on the lefthand side of the plot, as
this means that none of the domains see any reduction in size when moving away from
ANY.
For domains used in attacks we see a mean reduction of 57%, with 75% being reduced
by 52% or more. The situation with domains in the top 100 is even better. The mean
reduction in size is 69%, with 75% of domains being reduced by 68% or more. However,
if we compare this to a new top 100, ranked on the next-best type, the story changes. The
mean reduction of this set of domains is 6%, with 75% of domains being reduced by 8%
or less. In other words, the currently largest domains indeed substantially reduce in size
when removing ‘ANY’. However, there is a substantial number of large domains that are
not part of the current top-100 which would be only marginally affected by removing
‘ANY’ support.
Next, we quantify the number of bad domains. Figure 5.9 shows the number of domains
which exceed a given estimated size threshold (x-axis). While the number of large domains (> 2, 048 bytes) drop dramatically when moving from ‘ANY’ to the next-best
type, it is worrying that there are still around a thousand domains which are larger than
2,048 bytes without the use of ‘ANY’ queries. This means that, while for the current
top 100 domains and domains observed in attacks, the dropping of support for ‘ANY’
queries is effective, it is not the end-all be-all solution to the DDoS problem.
Finally, we want to understand which ‘next-best’ type is most problematic. To this end,
Figure 5.10 shows the results of our second approach. Here we fix the query type to
evaluate the amount of reduction when moving from ANY to that query type. We performed this analysis to get more insight where the reduction is smallest, and conversely,
where there is still work to be done by operators. The query types standing out from
this analysis are ‘DNSKEY’ and ‘TXT’, as these show the smallest mean reduction. Domains used in attacks show a mean reduction of 76% when moving from type ANY to
type DNSKEY, and 79% when moving from ANY to TXT. For domains in the top 100,
the mean reduction, when moving to type DNSKEY, is 70%, and going from ANY to
TXT, the reduction is 76%. Since the DNSKEY record contains large keys this smaller
size reduction is understandable. The relative small size reduction when moving to TXT
queries is less intuitive, and prompted us to investigate what makes these TXT records
large.

5.6.3 Categorization of TXT Records
We selected the domains from the re-ranked top 100 for this case-study as their reduction,
when moving to TXT queries, was only 32%. In the past, by matching each TXT record
against a regular expression, we were able to categorize roughly 99% of all TXT records
in OpenINTEL [61]. This technique quickly shows what kind of records are present for a
given population. We perform this analysis to shed light on the TXT records responsible
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Figure 5.10: Reduction by moving from ANY to a specific query type.

for the small reduction in size. Table 5.2 shows a breakdown of the categories present in
the TXT records of domains in the (new) top 100.
The Verification category contains records related to the domain ownership verification,
such as Google or Facebook domain verification. Records in the Email category are
related to email, like SPF records. The Miscellaneous category contains recognizable
keywords to identify companies, advertising, etc. Pattern records are records containing
dates, IP-addresses, or other clear patterns. Encoded records are, for example, base-

5.6. THE IMPACT OF DROPPING ANY

85

Table 5.2: DNS TXT record categories on 2020-12-31.

Label
DNS TXT Records
Verification
Patterns
Miscellaneous
Encoded
Other
Email

# of Records

% of Total

3,793
1,168
890
698
451
432
154

100%
31%
23%
19%
12%
11%
4%

Plot

64 records, base-32 records, or hashes. Records in the Other category do not fit the
categories discussed previously (this category formed the core of our work in Chapter 3).
Compared to the numbers for the whole population of OpenINTEL on 2018-12-31, the
‘Email’ category dropped significantly, 4% from 69%. While the ‘Verification’, ‘Other’
and ‘Patterns’ categories have grown, 31% from 14%, 11% from 1%, and 23% from
5%, respectively. Suggesting that these domains are large due to TXT records from the
categories ‘Verification’, ‘Other’ or ‘Patterns’.
However, the distribution of TXT categories paints only part of the picture. The table
does not tell the number of records per type per domain. Nor, does it say anything about
how large the records of each category are. In Figure 5.11a, and Figure 5.11b, we look
at the number of records per domain, and length of the records, of each category, respectively.
Most categories are seen with relatively few records per domain, generally below 20
records. With the exception of Verification records, roughly 31% of domains have 30
records, or more, in the category Verification. In Figure 5.11b we look at the length of
the TXT records per category. We have chosen to use a log-scale on the x-axis, since
we have a mix of shorter and longer classes of records. The Encoded and Verification
categories are among the longer record categories. On average the category with the
longest records is the Encoded category with a length of 75 characters, followed by the
Verification category with an average length of 30 characters.
In Table 5.3 we change the perspective slightly, instead of looking at the number of
records per domain, or the length of individual TXT records, we look at the total size
contribution per category to a domain. The table shows the average length of each category as it is returned for a domain. For example, while TXT records in the category
Verification are, individually, not very long, due to their number per domain they result
in an average length of 1,066 bytes per domain. And the category is responsible for,
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Figure 5.11: Number of and length distributions of TXT records.
Table 5.3: DNS TXT record contributions.
Label
Patterns
Verification
Email
Miscellaneous
Encoded
Other

Average Length (bytes)

% of TXT response

# of Domains

2,239
1,066
1,010
888
475
389

65%
32%
35%
26%
14%
13%

73
76
92
78
43
76

on average, 32% of the total TXT response size. Meaning that the full TXT response
consisted of more than just Verification tokens.
From these two CDFs, and the table, we conclude that TXT records in the category
Verification, Patterns, and Encoded, are among the ‘worst’ offenders, when it comes to
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inflating a domain. Either because of their relatively long length, and therefore response
size, or the number of records per domain.
Key takeaway: Dropping responses to ANY queries is an effective way of reducing the
response size of domains observed in DDoS attacks and of top ranked domains. However, the RR composition of several domains is such that, even when dropping ANY, a
large response (>2,048 bytes) can easily be reached with another record type. Therefore
dropping ANY might be only a temporary solution in the fight against DDoS.

5.7

Operational Considerations

In the sections above we show that domains observed in attacks are among the largest
domains measured by OpenINTEL. However, the picture is incomplete. OpenINTEL
measures second level domains (e.g. example.com.). Lower level domains (third level
and beyond, e.g. subdomain.example.com.) are not measured, and as a consequence we
cannot estimate the size of those lower level domains. While these lower level domains
are less enticing to attackers – lowered amplification factor due to a longer domain name
– and account for less than 5% of attacks in the AmpPot dataset, it might mean there are
more ‘DDoS-suitable’ domains than those studied in this chapter.
Dropping full responses to ‘ANY’ queries through RFC 8482 [158] helps reduce the
DDoS problem, as we show in Section 5.6. We fear, when the RFC gains more adoption, domains created for DDoS attacks will shift their efforts to a single record type
to obtain a size near equal to their ‘ANY’ response size. Likely, this record type will
be ‘TXT’, as we saw with the top 100 of domains ranked on the next-best type. Additionally, top ranked domains, ranked on the next-best type, typically consisted of many
‘TXT’ records.
When we classified the ‘TXT’ records of these top-ranked domains, we found many
verification tokens per domain. Typically, these verification tokens can be removed once
the domain has been verified. Here, we urge operators to take a critical look at these kinds
of TXT records, and ask themselves if these are still required. For example, we have seen
domains with unnecessarily many Google domain verification tokens. This implies that
there is need for better guidance to users to avoid such misconfigurations. By keeping
records up to date, and as minimalistic as possible, they help keeping the Internet cleaner.
On the one hand, by reducing the volume of traffic needed for answers from a domain,
and on the other, by making a domain less attractive for attackers.
Clearly, RFC 8482 does not help with large domains primarily consisting of ‘TXT’
records. What, then, can we do to make the DNS less attractive for DDoS attacks? A
careful selection of the EDNS buffer size on resolvers [168] may help reduce the amplification factor, as answers above the buffer size are truncated and retried over TCP.
However, legitimate responses (e.g. DNSSEC signed) may experience additional latencies when the buffer size is too small. Another approach is allowing zone operators to
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suspend domains on grounds of having a too large amplification factor. Of course, such
decisions are highly sensitive and political.

5.8

Concluding Remarks

DNS is abused for tens of thousands of DDoS attacks daily and—unfortunately, as it is
at the core of the Internet—stands out as a long-lasting driver for powerful amplification
attacks. In fact, in contrast to other amplifying UDP-based protocols with fixable vulnerabilities, the amplification vulnerabilities in DNS lie in its core principles. That is,
the fact that DNS responses are significantly larger than requests cannot be completely
fixed. In this work, we studied the main culprit for DNS amplification at the moment:
ANY responses. Our work shed light on the amplification potential of millions of domains, and illustrated to what extent ANY can be held accountable for the overall DDoS
capabilities of DNS.
Using our proposed methodology, DNS zone operators, OpenINTEL or other parties with
access to zone data now have a systematic and scalable way to gauge the amplification
potential of registered domains. This not only serves as an easy-to-use early-warning
system, but hopefully also helps steering the discussion on the future of ANY support.
For example, we showed that dropping support for ANY responses would decrease the
response sizes by ≈ 70% for 75% of the largest 100 domains. This strong reduction
clearly shows that the ANY type is one of the key enablers for DDoS attacks abusing
DNS. At the same time, we also show that there is a significant but manageable number of
domains that result in bad amplification even if ANY responses were disabled. This novel
insight fosters future work that looks into how the composition of large TXT records can
be reduced.
By linking these measurements with observations from DDoS honeypots, we found that
attackers are already trying to optimize for the worst domains. Having said this, we also
saw that there is “room for improvement”, indicating that attackers are indeed not acting
optimal. Our ranking allows zone operators to proactively approach owners of domains
that stand out with particularly dangerous configurations.
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Unicode Phishing and the DNS
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Figure 6.1: Thesis structure schematic.
Previous chapters discussed malicious intent more in relation to the configuration of domains.
We now observe how domain names themselves may relate to suspicious behaviour. In this
chapter we discuss phishing attacks where ASCII characters are replaced with Unicode counterparts , called homoglyphs (visually identical characters using the Unicode standard rather
than the ASCII standard). These kinds of domains are difficult to distinguish for humans when
fully rendered out. In the chapter we present a method for finding these kinds of domains, and
as we noticed a number of companies pro-actively registering these kinds of domains to protect their clients, assign them a score of how likely the domain might be used for phishing.

This chapter is based on the paper “A Case of Identity: Detection of Suspicious IDN Homoglyph Domains Using Active DNS Measurements”, in the International Workshop on Traffic
Measurements for Cybersecurity (WTMC), co-located with IEEE European Symposium on
Security and Privacy Workshops (EuroSP), 2020 [64].
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6.1

Introduction

In Chapter 3 we looked at an individual record type to determine if a domain show malicious behaviour in the future. Then in Chapter 4 and Chapter 5 we used to configuration
of domains to say something about their intended use. In this chapter we look at something other than individual record types or configurations of domains. In this chapter we
look at the domain name itself. We look at the domain name from the perspective of
phishing attacks.
Domain names in the DNS are encoded using the American Standard Code for Information Interchange (ASCII). The standard uses 8 bits to encode alphanumeric characters.
The Unicode standard uses a maximum of four bytes to perform the encoding, allowing
for a much larger character set to be encoded, e.g., Greek, Cyrillic, Arabic, or Chinese
characters. The IDN [169] provides a method for using Unicode characters in domain
names, allowing the usage of regional alphabet in domain names. However, a major security risk is introduced along with IDNs. The Unicode system contains characters that
are visually similar to other Unicode or ASCII characters, called homoglyphs. An attacker can register a domain visually indistinguishable from an ASCII counterpart using
homoglyph characters, for example to perform a phishing attack [170]. These lookalike domains are called homograph domains. In this chapter we investigate the size of
the problem in the case of Unicode – ASCII homograph domains. We propose a lowcost method for proactively detecting suspicious IDNs. Since our proactive approach
is based not on use, but on characteristics of the domain name itself and its associated
DNS records, we are able to provide an early alert for both domain owners and security
researchers to further investigate these domains before they are involved in malicious
activities. The main contributions of this chapter are that we:
• propose an improved Unicode Confusion table able to detect 2.97 times homoglyph domains compared to the state-of-the-art confusion tables;
• combine active DNS measurements and Unicode homoglyph confusion tables to
detect suspicious IDN homoglyphs. In doing so we introduce a potential time
advantage between the moment of detecting suspicious domains and being listed
by publicly available blocklists.

6.2

IDN Primer

The Unicode system incorporates numerous writing systems and languages, in which
many homoglyph characters exist, such as the Greek capital letter omicron “Ο” (U+039F),
Latin capital letter “O” (U+004F), and Cyrillic capital letter “О” (U+041E). These letters
are assigned to different code points, but visually appear to be indistinguishable, or very
similar. The DNS is designed with ASCII in mind. In order to keep backwards compatibility and avoid the need to upgrade existing infrastructure, IDNs are converted into an
ASCII-Compatible Encoding (ACE) string, which is done using the ‘Punycode’ [171]
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algorithm. This algorithm keeps all ASCII characters and encodes the non-ASCII characters alongside their position in the original string using a generalized variable-length
integer for each non-ASCII character. Finally, an ‘xn--’ prefix is added to indicate the
use of Punycode. This process allows the DNS to accept IDNs without any upgrade and
is typically reversed before the domain name is presented to a user, by a browser for
example.

6.3

Related Work

Existing research about IDN homographs can be divided in two main groups: the studies
trying to construct Unicode confusion tables (tables that map homoglyph characters),
and the ones on detecting homograph domains.

6.3.1 Unicode Confusion Tables
Fu et al. [172] have constructed a Unicode Character Similarity List (UC-SimList) using a visual similarity formula based on pixel overlap, covering English, Chinese and
Japanese scripts. A similarity threshold is considered to select characters considered as
homoglyphs. Roshanbin et al. [173] propose a comparable method to create a similarity
list using the Normalized Compression Distance (NCD) metric to determine the similarity between Unicode characters. Suzuki et al. [99] build a Unicode homoglyph table
called ‘SimChar’ using the pixel overlap of the characters. They apply this table to IDNs
in ‘.com’ TLD to extract homograph domains of the top-10K Alexa list. To the best
of authors’ knowledge there is no prior work evaluating the quality of existing Unicode
confusion tables when applied to domain names.

6.3.2 Homoglyph Detection
Liu and Stamm [174] use the UC-SimList to detect Unicode Obfuscated spam messages.
Alvi et al. [175] focus on detecting plagiarism where Unicode characters are used for obfuscation. Their method uses the ‘Unicode Confusables’ list1 and the normalized Hamming distance. A tool called REGAP is proposed in [176], where a keyword level Nondeterministic Finite Automaton (NFA) is used to identify potential IDN-based phishing
patterns. Contrary to our work, this approach requires manual intervention limiting the
number of investigated domains.
Krammer et al. [177] and Al Helou et al. [178] propose improved user interfaces for
browsers to defend against phishing attacks. The client-side anti-phishing browser extension prints characters of the Unicode subsets in multiple colors in the address bar. Although browser based solutions are helpful, they do not prevent naive users from clicking
on a malicious homograph domain link on a web page or an email.
1 https://unicode.org/Public/security
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Shirazi et al. [179] propose a phishing domain classification strategy which uses seven
domain name based features, modeling the relation between the domain name and the
visible content of a web page. Considering the fact that not all homograph domains
have a web page, this method cannot be applied at scale. Holgers et al. [180] perform a
measurement study by first passively collecting a nine-day-long trace of domain names
accessed by users in their department and then generating corresponding homograph domains. The subsequent step in their work was to perform active measurements against
the confusable domains to determine if they are registered and active. Both ASCII and
Unicode homoglyphs of characters were investigated in their study. However this is possible when dealing with a limited number of domains and is computationally expensive
otherwise. Qiu et al. [181] propose a Bayesian framework to calculate the likelihood a
character in a domain name is suspicious (visual spoofing).
A group of studies [182]–[184] investigate homograph IDNs targeting top brand domains
by processing the similarity of the domain name images. Although image-based methods
bypass the problem of needing a homoglyph table, this approach is limited to protecting a
limited number of domains (typically brand domains) and is computationally expensive
to extended this to the entire name space. Elsayed et al. [185] extract newly registered
Unicode domains from DNS zone files for ‘.com’ and ‘.net’ TLDs and replace the Unicode characters by their ASCII homograph counterparts based on the ‘Unicode Confusables’ list, to determine possible phishing domains. They also make use of the WHOIS
data to differentiate between malicious and protective domains. Quinkert et al. [186] extract IDN homographs targeting top 10K from the Majestic top 1 million domains [187]
using the ‘Unicode Confusables’ list. Our method differs from this last group of studies
because it does not make assumption on the nature of the name, but considers all existing domain names. Besides, we replace the use of WHOIS data with DNS measurement,
as WHOIS crawling is notoriously error-prone and sometimes not even feasible due to
WHOIS privacy protection.

6.4

Datasets

This section discusses the details of the dataset used in this work. Our dataset comes from
the OpenINTEL (Section 2.3 discusses the OpenINTEL project in detail). In this chapter
we use the data from 2018-01-01 through 2019-11-30 for the ‘.com’, ‘.net’ and ‘.org’
TLDs and the ‘.se’, ‘.nu’, ‘.ca’, ‘.fi’, ‘.at’, ‘.dk’ and ‘.рф’ ccTLDs. For comparison purposes we use data from publicly available blocklists which is measured by OpenINTEL,
namely ‘Hostfile’, ‘hpHosts’, ‘Ransomwaretracker’, ‘Openphish’, ‘Malwaredomainlist’,
‘Joewein’, ‘Threatexpert’, ‘Zeustracker’ and ‘Malcode’2 .
In the rest of the chapter we refer to this set as ‘RBL’. The date range of blocklist
data is from 2018-01-01 till 2019-12-15 to give domains registered at the end of our
dataset a chance of appearing on a blocklist. As Unicode Confusion tables, the ‘Unicode
2 https://www.tide-project.nl/blog/unicode_homoglyphs
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Figure 6.2: High-level overview of the proposed method.
Confusables’ list, published by the Unicode Consortium (version 12.0.0) and the ‘UCSimList0.8’ [172], together with an improved confusion table based on these two tables
are used. Details of the improved confusion table are given in Section 6.5.2.

6.5

Methodology

In this section we present our methodology. A high-level view of the proposed detection
mechanism for suspicious IDN homoglyphs is shown in Figure 6.2. The approach is divided in five major steps, (1) through (5). We have applied the above process on each day
of our dataset. Details of these steps are elaborated in the following subsections.

6.5.1 IDN Extraction
All IDNs start with a ‘xn--’ prefix. In the first step we filter out the new registered IDNs
on each day from our dataset. This filtering gives us a first indication on how large the
problem of suspicious IDN homograph domains could be at a maximum. According to
the 2019 IDN report provided by EURid [188], there were approximately 7.5 and 9 million IDNs by the end of 2017 and 2018, respectively, which accounts for approximately
2% of the entire DNS namespace. In 2018 there were 7 million (78%) IDNs registered
under a ccTLD, confirming the importance of including ccTLD in the investigation of
suspicious homograph domains.

6.5.2 Homograph Domains
In this step we replace the Unicode characters present in the IDNs extracted in the previous step with their corresponding ASCII homoglyph using the Confusion tables mentioned in Section 6.4. If no ASCII homoglyph character exists for one or more Unicode
characters in an IDN, that domain is not further analyzed. We have noticed some irregularities in the “UC-SimList0.8”. For example, the Latin small letter dotless I ‘ı’
(U+0131) is considered a homoglyph of exclamation mark ‘!’ (U+0021). However, we
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Table 6.1: Unicode homoglyph character tables.

Total character pairs
Characters with an ASCII
homoglyph
Character to string mapping

Unicode
Confusables

UCProposed
SimList0.8 table

6,296
2,236

29,880
536

2,627
2,627

3

7

3

argue that the Latin small letter I ‘i’ (U+0069) would be a better choice for our purpose,
since the exclamation mark is an illegal character in DNS labels. This finding urged us
to explore the quality of the confusion tables, with regard to our goal. We introduce a
third table, which mixes the ‘Unicode Confusables’ and ‘UC-SimList0.8’, but replaces
irregularities and adds missing characters. Addition of the missing characters was done
by manually inspecting characters present in the IDNs that were not covered by the existing two tables. Note that our goal was not to create a flawless homoglyph table, as this is
a standalone research area (Section 6.3.1) and out of the scope of this chapter. The proposed table is publicly available online3 . Specifications of each Unicode confusion table
is given in Table 6.1. Comparing the two existing homoglyph tables, we observe that
while the ‘UC-SimList0.8’ contains more characters in total, it covers much fewer characters with an ASCII homoglyph than the ‘Unicode Confusables’ table. This is because
the ‘UC-SimList0.8’ covers many characters from the Chinese and Japanese alphabet
for which an ASCII homoglyph does not exist. Another major difference between these
two tables is that the ‘Unicode Confusables’ table provides homoglyph strings for Unicode characters that can not be replaced by a single character. On the other hand, the
‘UC-SimList0.8’ does provide multiple homoglyphs for each Unicode character, if the
homoglyphs exist, ordered by the degree of similarity. In this chapter we use the ASCII
homoglyph with the highest similarity score. We realize that a Unicode character may
have Unicode homoglyphs, but due to computation restraints we focus on ASCII homoglyphs in this chapter. We compare the performance of the three confusion tables, with
respect to our goal, in Section 6.6.2.

6.5.3

Existing Homoglyph Pairs

At this stage we have a list of IDNs paired with their ASCII counterparts. Since these
ASCII counterparts are ‘fabricated’ domains we need to determine if it concerns registered domain names. We do so by querying our dataset for these ASCII domains. If the
ASCII homograph domain is not present in our dataset we discard the entire pair. Note
that in this research we assume an ASCII domain to be authoritative since in our setup it
has been registered before its IDN counterpart.
3 https://www.tide-project.nl/blog/unicode_homoglyphs
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6.5.4 Suspicious Homoglyph Detection
In this step we investigate if the IDN homograph domain has the same origin as the
ASCII counterpart, as the Unicode domain may be a protective registration. For this
purpose we use the ‘AS’ number, and the ‘A’, ‘AAAA’, ‘NS’ and ‘MX’ records of the two
domains retrieved from the OpenINTEL platform. We use these record types since these
are frequently used by domains, and will likely point to the same addresses in the case
of a protective registration. In order to validate this assumption we have compared these
records for homograph domains which are already on public blocklists in Section 6.6.4.
A normalized ‘suspiciousness’ score is calculated by counting the number of differences
between the existing parameters divided by the number of existin g records. However, a
record is counted as existing only if both sides have an entry for it. Hence, the normalized
suspiciousness score will be a discrete real value in [0,1], where 0 means the Unicode
domain is likely a protective registration and a score of 1 suggests suspiciousness. If the
score exceeds a threshold we mark the Unicode domain as suspicious.
We determine the threshold by calculating the suspiciousness score for the detected domains which have appeared on the blocklists. Based on the distribution we choose
a cut-off point, the threshold, which captures more than 75% of the blocklisted domains.

6.5.5 Time Advantage
To explore the potential achievable time advantage we run our method on historic OpenINTEL data and compare this to historic blocklist data, considering the dates when we
detect suspicious homograph domains and when these appear on any of the blocklists.
Although our method does not aim to detect malicious domains, it gives an early notification on domains that need to be further investigated to discover possible malicious
activity. One way to do this is studying the web pages of these domains (if existed),
however this is beyond the scope of this chapter.

6.6

Results

6.6.1 IDN Growth
The growth of IDNs in ‘.com’, ‘.net’, ‘.org’ and ccTLDs are depicted in Figure 6.3. Two
dips are visible for ccTLDs which are due to measurement errors in the OpenINTEL
platform. A negative growth trend is seen for IDNs in any of the four sets of domains.
Specifically, IDNs in ‘.com’ have the least decrease and shrink to 92.7% at the end of the
study period compared to the beginning and the IDNs in ‘.net’ have the steepest descent
by shrinking to 83.7% at the end of the period. This is in line with the 2019 EURid report, showing a negative growth of 13% for IDNs under generic TLDs. Considering the
7.5 million IDNs on December 2017 as reported by EURid, our dataset contains approximately 30% of all Unicode domains. Additionally, EURid reported in 2017 that 48% of
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Figure 6.3: Relative growth of IDNs in ‘.com’, ‘.net’, ‘.org’ and ccTLDs.

IDNs use Han script for which no ASCII homoglyph exists, making our dataset extremely
valuable for performing detection of suspicious IDN homograph domains.

6.6.2

Comparison of Confusion Tables

Extraction of homograph domain pairs is done using the three Unicode confusion tables
discussed in Section 6.5.2. Figure 6.4 and Figure 6.5 depict the number of IDNs added per
day and the total number of Unicode characters in the added domains in ‘.com’ TLD, respectively. To improve readability of the figures we have applied a moving average filter
and log-scaled the y-axis. Figure 6.4 shows that, on average, the proposed confusion table extracts up to 6 times more homograph domains compared to ‘Unicode Confusables’
and up to 1.5 times more compared to the ‘UC-SimList0.8’ since the proposed list covers
both tables with additional missing characters. Similar results are achieved considering
the number of domains and characters corresponding to ‘.net’ and ‘.org’ TLDs.
Table 6.1 draws the expectation that the ‘Unicode Confusables’ table is able to extract
more domains than the ‘UC-SimList0.8’ since the list contains more characters with an
ASCII homoglyph. However, the ‘UC-SimList0.8’ outperforms the ‘Unicode Confusables’ table in this case. The main cause is the punctuation characters from the ‘Unicode
Confusables’ table which rarely appear in a domain name.
Furthermore, we observe that the addition of a modest set of missing characters to our
proposed table makes a large difference in the number of extracted domains, implying
that frequently used Unicode homoglyphs are not covered by existing tables. This observation can be further quantified by investigating the amount of Unicode characters
present in newly observed IDNs per day compared to the number of characters covered
by the tables. Figure 6.5 plots the number of total Unicode characters and the Unicode
characters covered by each table for IDNs added per day in ‘.com’ TLD.
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6.6.3 Threshold Value Selection
Since a Unicode homograph domain does not automatically mean it is suspicious, we
compute a suspiciousness score to differentiate between protective registrations and suspicious domains. For this purpose we queried the extracted homograph domain pairs for
the additional records (see Section 6.5.4 for details). The normalized score of suspiciousness is calculated by summing the number of mismatches between record values divided
by the number of records which exist on both sides. If one of the two sides does not have
a value for a particular record type that record type is ignored in the calculation of the
score. We have chosen for this approach to error on the side of caution in case of missing
records. A higher score makes the IDN more suspicious. To determine the threshold of
when to mark a domain as suspicious, the homograph domains detected by the proposed
approach were compared against RBL dataset between 2018-01-01 and 2019-12-15. Out
of these domains 376 have appeared on one of the blocklists in RBL during the observation period. In Figure 6.6 (green bars) the distribution of scores of these domains is
shown. With a threshold value close to one (e.g., 0.9), we select 90% of the blocklisted
domains. On the other hand, selecting a threshold value close to zero (e.g., 0.1) selects
93% of blocklisted domains, showing that the threshold value selection has minimal effect on our method due to the specific distribution of our suspiciousness score. In the
sections that now follow, we have used a threshold of 0.9 to mark homograph domains
detected by our proposed method as suspicious.

6.6.4 Detection Results
Figure 6.6 shows the distribution of the suspiciousness scores for the homograph domain
pairs detected by the proposed method. In the first glance it is seen that the homograph
domain pairs are mainly concentrated in two ends of the score range, achieving a score
of zero corresponding to no difference in records or a score of one corresponding to all of
the records being different. Besides, a large portion of the homograph domain pairs from
the ccTLDs achieve a score of zero (66.4%), while ‘.com’ has a large group of domain
pairs with a score of one (61.5%). This suggests a relatively higher suspiciousness for
IDNs extracted from ‘.com’ compared to the ccTLDs.
During our detection period we have marked 53323 domains as suspicious for exceeding
the normalized suspiciousness score threshold of 0.9. While there are many domains
which are not blocklisted, we feel strongly that these remain suspicious and require further investigation, as these Unicode and ASCII domain pairs closely resemble each other
visually while their DNS records are different. 52986 (99.37%) of suspicious IDNs have
not appeared on a blocklist during the observation period, considering a threshold of 0.9,
which suggests that majority of detected suspicious domains are not actively used for
a malicious intent yet. This is in line with previous research [180] which shows that
only 1.3% of the IDN homograph domains are used for malicious intent (web spoofing).
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6.6.5

Potential Time Advantage

In this section the potential achievable time advantage using our proposed detection approach (if combined with methods to detect abusive domains) against existing blocklists
is investigated. We calculate the time advantage as the window (in days) between detection of suspicious domains by our method and the time by which these domains appear
on the blocklists. Out of the 337 detected domains, 78 domains (23.2%) were detected
on the same day as their registration, 179 domains (53.1%) were detected at least a day
after their registration and at most in a month, 79 domains (23.4%) were detected with a
difference between a month and a year, and a single domain (0.3%) was detected after a
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Figure 6.7: Top targeted domains in “.com” TLD.

year. On average 21 days (a median of 6 days) of early detection is potentially achievable
using the proposed method combined with further domain analysis methods.

6.6.6 Top Targeted Domains
In order to get a better insight on the domains which are highly targeted by suspicious
IDN homographs, we have counted the number of IDN homographs targeting a specific ASCII domain. From the 30 most targeted domains (domains with the highest
count of corresponding IDN homographs), we have determined the industry category.
Figure 6.7 shows the count of domains summed per industry category of this top 30 in
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‘.com’ TLD. The domain name targeted the most in ‘.com’, belongs to a financial service with 1250 added IDN homographs targeting this ASCII domain throughout 2018
and 2019. Considering these 30 highly targeted domains in ‘.com’, we observe that 10
domains (33.3%) are related to financial service providers with 1,969 corresponding IDN
homograph domains. The crypto-currency platforms are in the second rank targeting 10
ASCII domains (33.3%) with overall 710 IDN homograph domains. The social media
and IT service providers achieve the third rank consisting of 5 ASCII domains (16.7%)
with overall 354 IDN homograph domains. A similar behaviour is seen in ‘.net’ TLD
with comparably lower number of homograph domains per ASCII domain. This characteristic is not seen in ‘.org’ TLD and ccTLDs where each ASCII domain has a handful
of corresponding IDN homographs.

6.7

Ethical Considerations

Although we believe that the new registered IDNs detected by the proposed method in
this chapter are highly suspicious due to having a different source than the existing ASCII
domain, it is not ethically acceptable to publish the list of these domains, specially since
we do not study the intent behind these domains. This chapter is meant to provide awareness among both authorities and end-users with a simple method to help stop malicious
usage of IDNs.

6.8

Discussion

The measurement data OpenINTEL provides for IDNs clearly shows the problem of
IDN homograph phishing attacks. However, the used dataset shows only the tip of the
iceberg. As of December 2018 there were 85 ccTLDs supporting IDNs [188]. In this
work we have investigated 7 out of the 85 ccTLDs which support IDNs. This makes for
a good start since we show the proposed methodology works in detecting homograph
IDNs, but it does not show the complete picture of homograph IDNs. Extending the
number of measured ccTLDs which support IDNs would increase the grasp we have of
the problem. Additionally, our proposed Unicode confusion table only covers Unicode
to single ASCII mappings that is relatively computationally inexpensive. With multiple
homoglyphs for a single character, either Unicode or ASCII, the Unicode confusable
table may be further improved and detect more suspicious homograph domains. We are
aware that there might be cases where a protective registration does not point to the same
records as the original domain, e.g. because it uses the domain parking service of the
Registrar. However, we believe that operators as well as domain owners would benefit
from our approach by further investigating detected domains. This could be done by
taking necessary countermeasures in case of a malicious registration or simply ignoring
the alert if those domains are protectively registered. Besides, since we are not proposing
to immediately block the detected suspicious domains, our approach would not cause any
disruptions to those domains.

6.9. CONCLUDING REMARKS
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Concluding Remarks

In this chapter we investigate how suspicious domains using Unicode homoglyph characters can be detected using active DNS measurements. Combining the unique OpenINTEL dataset with our improved Unicode Confusables table we are able to detect 53,323
domains from ‘.com’, ‘.net’ and ‘.org’ TLDs and seven ccTLDs which exceed our ‘suspiciousness’ score threshold. The proposed method can be combined with other detection
methods such as web page analysis and network traffic measurements to detect abusive
IDN homograph domains, with the potential to do so earlier than public blocklists since
we rely on DNS characteristics of the domain rather than on use. Furthermore, we show
that the suspicious IDNs frequently target domains in the finance and crypto-currency
industries, followed by domains in social media and IT sectors.
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Figure 7.1: Thesis structure schematic.
Our last use case studies a different side of the DNS, namely rDNS. rDNS translates IP addresses into names, which is the reverse of what can be considered regular DNS operations
(translating names into IP addresses). In this chapter we study reverse DNS entries containing
unique identifiers, such as client device type, or owner given names. These unique identifiers
can pinpoint a single user on the network. We show networks of varying types (academic,
enterprise, ISP, government, and more) expose such sensitive reverses. Furthermore, we analyze the relation between the presence of dynamically added hostnames (DHCP) in the DNS
and the presence of client devices on the network. We then demonstrate that outsiders can
use reverse DNS to track specific clients and learn network dynamics. Through this demonstration we identify the privacy implications. Finally, we discuss possible causes and ways to
mitigate the risk.

A paper based on the research carried out in this chapter is currently in the process of getting
published, after being accepted, at the ACM Internet Measurement Conference (IMC) 2022.
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7.1

PRIVACY AND REVERSE DNS

Introduction

In the previous chapters we looked at TXT records, Snowshoe spam domain configurations, DDoS attack domain configurations, and domain names related to Unicode phishing. All these previous use cases focussed on forward DNS. In this chapter we study the
rDNS. To briefly refresh, forward DNS translates hostnames into IP addresses, whereas
reverse DNS translates IP address back into hostnames. Section 7.2.1 explains in detail
how rDNS functions. In this chapter we study privacy sensitive rDNS entries. Dynamic
Host Configuration Protocol (DHCP) servers have the ability, next to assigning IP addresses, to update DNS zones. Adding hostnames of newly joined hosts. This interplay
of DHCP, DNS and systems managing the DHCP (typically called IP Address Management (IPAM) systems), can result in client’s hostnames being exposed in the DNS
through the DHCP copying the hostname into the DNS. The risk with exposing privacy
sensitive records in the DNS is that anyone can track specific devices from outside the
network, as the DNS is a publicly accessible resource.
Privacy violations frequently headline the news. Notorious incidents from the past years
have often involved threat actors, questionable data processing practices, or human error.
Given the importance of privacy, many Internet protocols are nowadays designed with
privacy in mind (e.g., using TLS for confidentiality). It is however challenging to foresee
all privacy issues at protocol design, and it may become infeasible if interaction out of
protocol bounds can occur.
One protocol that has prompted privacy concerns is the DHCP, which is a network management protocol that is used to dynamically assign IP addresses to devices on a network.
DHCP uses a client-server model and allows for clients to send optional communication
parameters to the server. A number of research efforts have focused on DHCP privacy,
demonstrating that locally monitoring and sniffing DHCP messages – which can contain
unique client identifiers – enables geotemporal tracking of clients, even if clients move
between networks [189]–[191]. Groat et al. [192] even introduce the idea of remotely
monitoring DHCP client devices, using compromised DHCPv6 relays.
DHCP exchanges can be accompanied by changes to the DNS: DHCP servers can update
local name services, but changes to the global DNS can also be made, for example by
adding hostnames (i.e., PTR records) for allocated IP addresses. RFC 7844 [193] recognizes the privacy risk of carrying over unique client identifiers from DHCP options
to DNS, but the extent to which this happens in practice has received little attention in
the research literature. Furthermore, making automated changes to DNS records based
on DHCP exchanges, irregardless of PTR record content, is in itself a privacy risk that
seems to have stayed under the radar so far. As we will demonstrate, this practice allows
network dynamics to be observed from virtually anywhere on the Internet.
In this chapter, we perform a first of its kind study into these risks. Our contributions
are:
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• we show that DNS records contain unique identifiers in practice, even including
sensitive information such as client device types and device owner names;
• we demonstrate that networks of varying types (academic, enterprise, ISP) expose
such information;
• we analyze the relation between the presence of dynamically added hostnames in
the DNS and the presence of client devices on networks;
• we demonstrate that outsiders can use reverse DNS to track specific clients and
learn network dynamics;
• we discuss possible causes and ways to mitigate the risk.

7.2

Background & Related Work

7.2.1 Background
In this section we provide background information on reverse and forward DNS, the
DHCP, and IPAM systems.
DNS
The DNS is a critical component of the Internet and can be seen as its phonebook. It is
responsible for translating between human-readable names and IP addresses. The DNS
is operated as a distributed hierarchical database, in which parts of the namespace are
delegated to different parties [73]. The DNS is typically used to translate domain names
to IP addresses, which is referred to as forward DNS. The DNS also enables reverse
resolution, in which an IP address is translated to a hostname. The DNS uses special
zones for this purpose. The in-addr.arpa. zone is used to translate IPv4 addresses
to hostnames [74]. This zone contains so-called PTR records, which one can query for
by using a reversed form of the IP address one wishes to translate. With the reversed
form, the DNS can be queried similarly as with forward DNS, except that a PTR record
is requested, rather than an A record. Example 7.1 provides a reversed example.

What?

Value

IP address to translate
Reversed DNS query

93.184.216.34
34.216.184.93.in-addr.arpa.

Example 7.1: Reverse IPv4 Example.

DHCP
The Dynamic Host Configuration Protocol (DHCP) is a network management protocol that can be used to dynamically assign IP addresses to devices on a network, using a
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client-server model. When a client device wishes to join the network it can issue a DHCP
address request to DHCP servers, either via broadcast or unicast if a server address is already known. The DHCP server can offer and subsequently allocate an IP address to
the client for a set amount of time. Upon allocation, the client is told which address it is
allowed to use and for how long. This allocation is called the DHCP lease and before it
expires, the client can request renewal. If a lease expires, the associated IP address is considered reallocable. When a client leaves the network it can signal to the DHCP server,
through a release message, that it is in the process of leaving the network. The server can
then reallocate the IP address sooner. Release messages are not always sent, as clients
can go out of range, or users may unplug devices from the network abruptly.
DHCP client-server exchanges involve more information than the allocated IP address
and expiration time. The server can convey communication parameters such as the
default gateway. The client in turn can send information such as an optional Host
Name [194] or Client FQDN [195]. The prior is commonly used by DHCP servers to
identify hosts and also to update the address of the host in local name services. The latter
would allow the server to update global name services, if the client so desires (cf. §3.3
in [195]).
IPAM Systems
IPAM systems allow network operators to manage various parts of IP address infrastructure. These systems are typically used in larger enterprises, where manually managing
IP address space (e.g., assigning subnets or IP addresses) is no longer feasible. IPAM
systems can be used to manage DHCP as well DNS.
DHCP and DNS Interplay
DHCP and DNS can be linked together, through IPAM systems or by other means. If
they are linked, then when a client requests a DHCP lease and is allocated an IP address,
various changes to the DNS related to the IP address are made automatically. For example, the DHCP server can update information for the allocated IP address in local name
services, which it may do on the basis of the previously mentioned, client-provided Host
Name.1
Automated changes to DNS are not limited to local name services. Changes to the global
DNS can also be made. For example, upon allocation, a hostname can be associated with
the allocated IP address by adding a PTR record to the (global) DNS. Evidently, if such
changes are made as clients join or leave the network, one may be able to learn network dynamics by capturing DNS changes. The privacy risk further increases if clientprovided parameters are used in DNS updates. RFC 7844 [193] recognizes the potential
risk of carrying-over unique identifiers to the DNS. As we will show, the makes, models
1 Note

that hostname is commonly used to refer to the name to which an IP address translates (i.e., the name
in its PTR record). To avoid ambiguity, we use Host Name to refer to the DHCP client parameter.
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and even owner names of devices running the DHCP client can appear in DNS data (e.g.,
Brian’s iPhone).

7.2.2 Related Work
We consider several types of related work: inferring information from rDNS, DNS and
privacy, and DHCP and privacy.
Information in Hostnames
It is known in the literature that reverse DNS can reveal information about hosts. Various
works exist in which authors successfully use hostnames to gain insights into Internet infrastructure and topology. Central to such works is the notion that hostnames can encode
meaningful information. Chabarek et al. [196] used reverse DNS data to study part of the
Internet core, by inferring link speeds of router and switch interfaces from hostnames.
Huffaker et al. extract geographic information from hostnames [197], using a dictionary
of city names and airport codes. Follow-up works by Luckie et al. focus on learning how
to extract autonomous systems and network names from hostnames [198], [199].
The aforementioned works focus mostly on core infrastructure such as routers. Lee et
al. [200] instead shift focus to end-users, i.e., customers of Internet Service Providers
(ISPs). In their paper, they study means to infer the connection types of hosts in access
networks. Zhang et al. [201], in turn, infer and geolocate topology in regional access
networks, with the aim of studying architectural choices made by ISPs.
While all these works extract meaningful information from hostnames, to the best of our
knowledge none exist that consider what can be learned about networks by observing
automated and continual changes to rDNS records. We bridge this gap and reveal that
rDNS changes can provide insight into network dynamics and client behaviors. A common assumption in related work also seems to be that meaningful information is included
in rDNS by network operators on purpose. We instead substantiate that reverse DNS can
inadvertently contain privacy-sensitive information.
DNS and Privacy
The DNS is no stranger when it comes to privacy considerations on the Internet. In fact,
DNS privacy has received a lot of attention over the past years. Often, the focus is on
keeping interactions with the DNS confidential, or on aspects of DNS data sharing and
processing [202]–[205]. An example is QNAME-minimization [206], [207], which helps
improve privacy by minimizing information sent from the recursive to upstream name
servers. Other examples involve efforts to add confidentiality by encrypting queries
and answers, for example via DNS-over-HTTPS (DoH) or -over-TLS (DoT). Generally
speaking, studies that relate to the DNS often involve forward DNS. The reverse side of
DNS is less frequently studied. Tatang et al. [208] studied privacy leaks in rDNS to a
certain extent, after observing that some misconfigured name servers provide outsiders
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with answers to PTR queries for private IP addresses (e.g., RFC 1918 [209]), if such addresses are used inside the networks of the misconfigured servers. They characterized
the country and network distribution of such servers, and studied privacy-sensitive patterns in hostnames, revealing end-user devices as well as security-critical infrastructure
such as firewalls.
DHCP and Privacy
The DHCP protocol has given rise to privacy concerns, which led to discussions in the
Dynamic Host Configuration (DHC) working group. These discussions resulted in RFC
7844 [193], which recognizes that DHCP client messages can contain unique identifiers.
Such identifiers can be used to track clients, even if devices take care of randomizing
other link-layer identifiers such as MAC addresses. RFC 7844 also recognizes that identifiers can carry-over to the DNS. They propose anonymity profiles, which minimize
disclosure of client-identifying information in DHCP messages.
Tront et al. [189] proposed using a dynamic DHCP unique identifier (DUID) based on
the same randomization technique used in IPv6 privacy extensions. Groat et al. [192]
show how the use of DHCPv6 to overcome the privacy issue of SLAAC deployment
can still lead to the possibility to track users because of the use of static DUIDs. They
also note that remote tracking may be possible, via compromised DHCPv6 relays that
forward messages to attackers. Bernardos et al. [190] showed how randomization of L2
addresses was a convenient solution to mitigate location privacy issues on public Wi-Fi
connections, evaluating also user experience and potential IP address pool exhaustion.
Aura et al. [191] investigated how DHCP can be used to provide mobile clients with
authenticated network location information, which clients can then use to decide how to
behave in specific networks. In their paper, they consider the privacy of mobile users,
by minimizing client information in DHCP messages, at least until the network has been
authenticated. Finally, while the already discussed work by Tatang et al. [208] did find
patterns in the DNS that likely resulted from DHCP carry-over, the authors appear to not
have considered the role of DHCP.
The literature has thus established that DHCP messages create opportunities to track
client devices, even between subnets and networks. Central to most of these works is
the ability to observe messages, which requires observer presence. Our work instead
focuses on the risk associated with the interplay between DHCP and DNS. We extend and
substantiate the risk that theoretically existed and study the problem in the wild.

7.3

Data Sets

We use three data sets in this paper: two large-scale data sets of IPv4 rDNS measurements, and a smaller data set with ICMP and rDNS measurements that we collect ourselves.
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Full Address-space Reverse DNS Measurements
The bulk of our analysis relies on measurement data from reverse DNS measurements
that cover the entire IPv4 address space. Several parties make rDNS data sets available
for research. In this study, we use data sets collected by Rapid7’s Project Sonar [210] and
by the OpenINTEL project [113]. The Rapid7 data set is collected on a single weekday
every week and OpenINTEL collects daily snapshots. Given that our goal is to show
evidence of dynamic address assignments relating to human behaviour, we prefer the
use of data from OpenINTEL because of the daily measurement frequency. Where we
need data that predates the first collection date obtainable from OpenINTEL, we use data
from Rapid7. Jointly, both data sets cover the period from 2019-10-01 to 2021-12-31.
Table 7.1 shows which data we used from Rapid7 and OpenINTEL. The table also details
the number of datapoints in each data set as well as the average unique number of PTR
records observed by each measurement per day.
Reactive Fine-grained Measurement
The third data set we use in this work is from our own supplemental measurement, described in Section 7.5.3. This data set includes both data from a dedicated ICMP measurement and fine-grained data from a reactive rDNS measurement. The supplemental
measurement was performed from 2021-10-27 to 2021-11-16. An overview of the data
set is given in Table 7.3.

7.4

Ethical Considerations

We follow best practices with regards to Internet measurements during our study. Where
possible, we rely on existing data sources (Rapid7, OpenINTEL) rather than conducting
our own Internet-wide scans. For the supplemental measurement we use to augment the
existing data sets, we ensure that we rate limit our scans, we only target address space in
networks that we know to be used for dynamic address allocation, we set up a web page
on the scanning host that clearly explains the purpose of our study and we act immediately
on requests from operators to opt out of our measurements.
IRB Approval
In addition to following the best practices outlined above, our study was reviewed by our
institution’s ethics board prior to the start of the study. We brought up two concerns in
our request to the IRB. First, even though the data we process is publicly accessible and
anyone can query it, the purpose of our study and the way we perform targeted analysis
raises obvious privacy concerns. Given that our goal precisely is to demonstrate these
concerns — that dynamic updates to rDNS data raises privacy issues — this is unsurprising. In order to mitigate this concern, we store our analysis results in compliance with the
EU’s General Data Protection Regulation and delete data after the research concludes.
We note that while this removes the immediate privacy concern of the analysis, in which
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Table 7.1: Statistics for the data sets that we obtained from Rapid 7 and OpenINTEL.

Rapid7 Sonar
OpenINTEL

Start date

End date

2019-10-01
2020-02-17

2021-01-01
2021-12-01

Total # responses

# unique PTRs

77 G
396 G

1,381 M
1,356 M

we pinpoint individual users, the actual privacy threat remains, since anyone can still
query the data and reproduce our results. To further mitigate this concern, we do not disclose the names of organisations whose networks we selected for further study, and we
take care to report on users in aggregate only. Finally, when zooming in on individual
given names, we deliberately pick a very common name to search for.
Second, we sought express permission from our IRB for our supplemental measurement,
as this measurement further aggravates the privacy risk by obtaining more timely information about the presence of devices and users on targeted networks. The IRB approved
the supplemental measurement, under the express condition that we minimise the number
of networks to which we apply this measurement. We detail how we select a minimal set
of networks to cover with the supplemental measurement in Section 7.5.3. In the interest
of reproducibility, we retain the data from our supplemental measurement in encrypted
form on our institution’s servers.
An approval record from our institution’s ethics board is available under registration
number RP 2021-202.

7.5

Methodology

In this section we outline our methodology. First we discuss how we identify networks
that expose dynamic behavior through rDNS entries. Next, we explain how our supplemental measurement collects more fine-grained information on dynamic client behavior
in networks that exhibit dynamicity in rDNS entries.

7.5.1

Identifying Dynamicity Exposure

To study if networks expose privacy-sensitive information through rDNS, we first need
to identify which networks exhibit signs of dynamic behavior in our data sets. So as to
identify these networks, we use the daily data sets obtained from OpenINTEL and apply
a set of heuristics in three steps detailed below.
Step 1: first, we perform a daily analysis over data covering a three-month period, where
we group results by /24 prefix and compute the distinct number of IP addresses for which
we see a PTR record on each day. We then discard the /24 prefixes for which we never
observe more than 10 addresses over the entire three-month period. We also record the

7.5. METHODOLOGY

111

maximum number of IP addresses per /24 for which we observe a PTR record over the
entire period.
Step 2: next, we perform a day-by-day comparison for each /24 in the remaining data
over the three-month period and record the absolute difference in number of IP addresses
for which we observe a PTR record. We then compute the “change percentage” by dividing the difference by the maximum number of addresses observed in the previous
step.
Step 3: finally, we label /24 prefixes as dynamic if the change percentage exceeds X%
on at least Y days over the entire three-month period. We set X to 10 (which sets the
threshold at a single address changed for blocks with 10 or more addresses), and Y to 7
based on experiments.
Validation: we validate our heuristic approach against our own campus network. The
addresses for this network come from a single /16 prefix with a numbering plan in which
some subprefixes are used for dynamic allocations whereas other subprefixes contain
static allocations. We run our approach to identify change-sensitive /24 blocks. Our
method marks 40 prefixes as dynamic, and 206 prefixes as static. We confirmed these
results with our campus ICT department. The 40 prefixes we identify as dynamic are
confirmed as true positives. In addition to this, our IT department indicates a further
83 prefixes use dynamic address assignments (DHCP), but with static rDNS entries (i.e.
fixed form PTR records like host1234.dynamic.institute.edu). This confirms that
our heuristic correctly identifies prefixes with dynamically updated PTR records.

7.5.2 Identifying Privacy Leaks in Records
Recall that our goal is to identify privacy risks in dynamically updated rDNS entries. In
order to zoom in on such privacy leaks, we perform further filtering of our data sets. To
do so, we take the following steps:

Extracting Common Terms
We start by analyzing words that commonly appear in rDNS records. To find these we
use a regular expression that extracts words consisting of alphabetical characters from
PTR records and counts occurrences.

Common Suffixes
Hostnames for related IP addresses can have a common hostname suffix, to which hostspecific parts are prepended. Consider, e.g., client1.someisp.com and
client2.someisp.com. We identify suffix keywords (someisp and com in this example).
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Generic Terms
Among non-suffix keywords, we identify a number of generic terms that convey location
or router-level information and are less likely to be used in client hostname prefixes.
Examples are north and south. We use these terms to exclude router-level PTR records
(see also [198], [199]).
Given Names
From the remaining PTR records we then select those that contain given names, as these
can be indicative of a user client device hostname. The US government keeps track of
and publishes names given to newborns.2 We select names for the years 2000 up to
2020, ranked by their popularity over this 20-year period. We then select the top 50 most
popular names.
Dealing with City Names
Router-level hostnames can encode location information such as city names [197], which
can overlap with given names (e.g., Jackson and Jacksonville). Instead of excluding such
mismatches via enumeration (e.g., using a list of city names), we count the number of
unique given name matches per hostname suffix and require this to be above a certain
threshold. Our reasoning here is that if dynamic client devices are present, the number
of uniquely matched given names will be relatively larger than the number of unique city
names in router-level hostnames.
7.5.2.1

Identified Networks

We apply the aforementioned steps to data from OpenINTEL to find networks that likely
add rDNS records for dynamic client devices and carry over unique identifiers to the
DNS. From now on, we refer to these as the identified networks.
1. We start from the set of networks showing dynamic behavior based on the heuristic
approach described in Section 7.5.1.
2. We then exclude rDNS entries with generic router-level terms.
3. We match the remaining PTR records against a list of given names.
4. We extract hostname suffixes from the results and calculate per suffix: (1) the
number of records; (2) the number of uniquely matched given names; and (3) the
ratio between the two.
5. We select suffixes with at least 50 unique given name matches.3
2 https://www.ssa.gov/oact/babynames/
3 We

note that our aim is not to exhaustively identify and study all dynamic networks, but rather to identify a
small set which we think likely leak privacy-sensitive information through rDNS entries. See also Section 7.4
in which we discuss ethical considerations.
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6. We further require a ratio of 0.1 or more3 , to find a variety of matched names in
sizeable networks.

7.5.3 Supplementary Measurement
We use the identified networks (Section 7.5.2.1) for snapshot analyses and consider longitudinal data to investigate network dynamics. The highest temporal measurement granularity of the two existing rDNS data sets that we use is daily. This means we cannot
infer sub day level dynamicity (e.g. devices joining and leaving the network). To perform
a more detailed study of the timeliness of rDNS entries and attempt to capture network
dynamics beyond what can be learned from daily rDNS measurement data, we perform
a supplemental measurement against the IP address space of a subset of identified networks.
Network Selection
To comply with the requirements from our IRB (see Appendix 7.4), we select a small
subset of the identified networks. We use a manual selection process to infer the type
of each identified network by looking at hostname suffixes. We use regular expressions
to match records against .edu and .ac, both of which indicate academic use, as well
as .gov for government use. To find other network types such as ISP and enterprise
networks, we use manual inspection. As we will show later (Section 7.6.2), the identified
networks are largely of the types academic, ISP and enterprise.
After classifying network types, we order the list of networks of each type by the number of given name matches and start selecting from the top. We perform an additional,
manual inspection of PTR records to ensure that the networks we select show evidence
of dynamically assigned hosts. We make a weighted selection of which address space
of selected networks to measure. For large networks we dig a little deeper to observe
which IP subnet (/16 or more specific) contains the most dynamically assigned hosts,
and target this address space only.
After applying these filtering steps, we select three networks of each type – academic,
ISP and enterprise – for supplemental measurement.
Measurement Mechanics
Our supplemental measurement technique to investigate the timeliness of reverse DNS
involves two types of probing: (1) ICMP probes; and (2) fine-grained rDNS lookups.
We run an hourly ICMP ping scan against the selected networks to determine if client
devices have joined or left the network since the previous hour, provided of course that
the devices respond to pings.
We hypothesize that client devices on a network go through the following three phases:
1. The client joins the network and is allocated an IP address. An rDNS entry is
created or updated. The host may start to respond to ping requests.
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Table 7.2: Reactive measurement and back off strategy.
Number of measurements and measurement intervals
12 times in the 1st hour at 5-minute intervals
,→ 6 times in the 2nd hour at 10-minute intervals
,→ 3 times in the 3rd hour at 20-minute intervals
,→ 2 times in the 4th hour at 30-minute intervals
,→until client goes offline once at 60-minute intervals

2. The client is active on the network. In this phase it keeps responding to pings and
the PTR remains unchanged.
3. The client leaves the network and no longer responds to pings. The address may be
deallocated and the PTR may be changed or removed. This is subject to behavior
of the DHCP server and may also depend on whether or not the client releases its
lease (see Section 7.2.1).
Phases 1 and 3 can speak to the relation between the presence of a client and the presence
of an rDNS record. To measure this, we trigger reactive measurements when we infer,
from the hourly ICMP ping scan, that a client has newly appeared on the network. We
perform a reactive ping and trigger an rDNS query. We then continue with pings at fiveminute intervals and gradually back off. After pinging 12×, which takes one hour, we
reduce to ten-minute intervals during the second hour. The full back off schema is shown
in Table 7.2. Once we infer that the client is no longer reachable, we reactively perform
rDNS lookups for the IP address in question, following the same back off schema. Figure 7.2 shows a graphic representation of our supplemental measurement.
We use Zmap [163] for the ICMP measurements. Zmap allows us to easily implement
rate limiting and IP address blocklisting. The blocklisting capability is used to allow
subjects to opt-out (see Appendix 7.4). We have set up our measurement infrastructure
such that information about the measurement is easily findable, and contact details are
given to allow opt-out of the measurement.
For the rDNS measurement we use custom-built software wrapping dnspython.4 We ratelimit requests to authoritative name servers to reduce the impact of our measurement on
the DNS name servers as much as possible. We query the authoritative name server for
the IP address in question directly, to make sure we get a fresh answer (i.e., not from a
cache). Both Zmap and our custom-built software write the results as CSV files to disk.
Zmap only includes hosts that were reachable in its output.
4 https://www.dnspython.org/
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ICMP scan
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rDNS measurement

rDNS record
removed

Figure 7.2: Graphic representation of the mechanics of the supplemental measurement.
Time flows from left to right, the two bars represent when ICMP and rDNS measurements
are scheduled, numbers correspond to device activity phases.

Supplementary Measurement Data
The supplementary rDNS data may contain resolution errors, which come in the form of
NXDOMAIN, authoritative name servers failing to answer, or timeouts. In our data set it
is clear which are correct PTR responses and which are errors. The shortest follow-up
time is five minutes. For this reason we add, next to the original timestamp, a truncated
timestamp per five minutes to the ICMP and rDNS measurement data points. We can
then merge supplementary measurement data based on IP address and timestamp. We
next determine the start and endpoints of client activity by relating measurement data
points. We are mostly interested in knowing what happens to the rDNS after a client
joins or leaves. However, by considering rDNS data from around the time of the client
joining, we can also verify if rDNS state is reverted after a client has left.

We assign activity at the IP address level and give each address, start and end point
combination a group ID. This group ID allows supplementary measurement data to be
tied to specific client activity periods. As a last step we aggregate by group ID, including
the timestamps of the last ICMP and rDNS measurements, and the first and last measured
rDNS entries. For groups to be usable towards making inferences, each should include
at least successful ICMP probes and rDNS lookups for phases 1 and 3 (the client joining
and leaving the network). If the group’s data shows that the rDNS record is added and
then removed, we can reliably infer a relation between the rDNS record and observed
client activity, which allows us to investigate the relation between the presence of clients
on the network and the presence of rDNS records.
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Figure 7.3: Given names for newborns (Top 50 sorted by US popularity) as observed
in reverse DNS entries. The plot shows the total number of matches and the number of
matches after filtering the networks (logarithmic scale).

7.6

Results

In this section we will quantify and identify networks that expose dynamic client activity
in rDNS, look into possible causes, and then demonstrate the feasibility of learning the
dynamics of such networks from anywhere on the Internet.

7.6.1

Identifying Networks

We start out by identifying networks that exhibit dynamic behavior using the approach
detailed in Section 7.5.1. We use the three-month period from 2021-01 to 2021-03 to
identify such networks. Over this period, we see PTR records for a total of 6,151,219
distinct /24 networks. Out of these, 134,451 are marked as dynamic using our heuristic approach. This result demonstrates that there is widespread evidence of dynamic
behaviour in rDNS.
To gain a further intuition on how dynamic behaviour in rDNS is visible as part of a
larger network, we map the prefixes we identify as dynamic back to the most-specific
announced prefix they are part of. Figure 7.4 shows the distribution of the fraction of
/24 prefixes that make up a prefix that exhibit dynamic behavior. As the plot shows,
generally speaking, only a small subset of the prefixes that make up a network exhibit
dynamic behavior. An intuition for this result is the use of numbering plans, where specific subprefixes are used for dynamic clients (recall how this is done in our own campus
network from the validation of our heuristic approach in Section 7.5.1). We leave further
study of external visibility of such network segmentation as future work. Finally, we
note that the result in Figure 7.4 also guides the choice of which subprefixes to subject
to our supplemental measurement, as outlined in Section 7.5.3.

7.6.2

Signs and Causes of Privacy Trouble

We now zoom in using the additional filtering steps described in Section 7.5.2. After
filtering, we identify

Announced prefix size
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Figure 7.4: Distribution of the fraction of /24 prefixes that show dynamic rDNS behavior as part of the most-specific announced prefix they form a part of. Ticks show the
minimum, median and maximum number of /24 subprefixes that show dynamic behavior.

197 networks that meet our strict criteria. We index these networks by hostname suffix
(TLD+1) and manually classify them by network type. We start by making a number of
general observations about these networks.
Given Names
Figure 7.3 shows the number of given name matches in the rDNS data. The blue bars
account for any matching PTR record. The red bars only count records that belong to
networks that meet the uncertainty-minimizing thresholds and criteria set out in Sections 7.5.1 and 7.5.2. Figure 7.3 shows that given names are generally more common in
prefixes that show dynamic behaviour.
Common Appearances in Hostnames
We investigate which words commonly co-appear alongside given names in hostnames,
postulating that these terms may enable insight into how given names ended up in host-

PRIVACY AND REVERSE DNS

106

All matches

Filtered matches

105
104
103

tot
al
ipa
d
air
lap
to
ph p
on
e
de
de ll
sk
iph top
on
mbe
an p
d
ma roid
cb
ga ook
la
len xy
o
ch vo
rom
roke
u

Number of entries

118

Keyword

Figure 7.5: Terms frequently in hostnames along given names, before and after imposing
given name thresholds. The column total is the sum, not a term.

names to begin with. From the common terms that occur a hundred times or more we
manually select those that we think reveal information about client devices other than
the user’s given name.
Figure 7.5 shows the terms we selected, along with the number of PTR records in which
the terms appear, before and after imposing the strict thresholds.
The frequent co-appearance of terms such as iphone, android and galaxy are a strong
indication that DHCP clients on a variety of mobile devices send the name of the device
to the DHCP server, seeing as phone names can be formed of the owner’s name and make
or model (e.g., Brian’s iPhone). The appearance of terms such as laptop and desktop
are indicative of behavior of DHCP clients on other types of devices.
As discussed in Section 7.2, RFC 7844 recognizes the risk of carrying over unique client
identifiers from DHCP to DNS because these can be used to track clients [193]. Our
findings do not only demonstrate that identifiers are in fact carried over in the wild, but
also reveal that the content contained in identifiers is in itself sensitive. For example,
being able to tell the make and model of a client device may benefit sophisticated attackers, who could use this information to pre-select relevant exploits. Owner names,
in turn, can tie IP addresses to users, which could be used for a number of malicious
purposes.
We suspect that phone and computer names are sent via the DHCP Host Name. While we
do not claim that DHCP clients are necessarily at fault here, we do note that these terms
can help identify the makes and models of devices and that this may require mitigation
steps.
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Figure 7.6: Breakdown of the 197 networks over the types academic, ISP, enterprise,
government and other.
Table 7.3: Supplementary measurement statistics.

ICMP
rDNS

Start date

End date

2021-10-25
2021-10-25

2021-12-05
2021-12-05

Total # responses

# of unique IP
addresses observed

# of unique PTR
records observed

45,496,201
11,731,348

80,738
54,456

180,614

Beyond Given Names
While our chosen approach to identifying networks hinges on the appearance of given
names, we recognise that some commonly co-appearing terms can also be used independently. As our aim is not to exhaustively identify networks, this is not something we
explore. We note that we considered terms of three or more characters. While shorter
terms do co-appear, these add a lot of noise. As an example, consider the term hp, which
may indicate HP laptops and desktops, but can also be a substring in other terms.
Network Types
We infer the network type of the 197 identified networks through the process outlined in
Section 7.5.3. The specific types that we identify are: academic, ISP, enterprise, government and other. Figure 7.6 shows a breakdown of the results. The majority of networks,
61.9%, is academic, containing school, university or research institution networks. ISPs
account for 15.2% of the networks, 9% are enterprise networks and 3% are classified
as government networks. Finally, 11.2% have the label other, indicating that we were
unable to clearly classify their type.
Key takeaways: There are strong signs that networks of various types expose the presence of dynamic clients in rDNS. A problem beyond merely carrying over unique client
identifiers from DHCP messages to the DNS becomes apparent: the makes, models and
even owner names of client devices can be learned.

7.6.3 Observations of Client Activity
We select a minimal subset from the 197 identified networks for supplemental measurement and further validation, as outlined in Section 7.5.3. Our selection contains nine
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Table 7.4: The nine networks targeted for supplemental measurement, along with their
type, the size of the targeted address space, and number of addresses that respond to
ICMP probes.
Network size

Addresses observed

Percent observed

/16
/16
/16
/17, /19
3 * /16
5 * /24
3 * /22
/16, /17, /18
/16

31,454
2
21,602
24,055
0
0
1,073
357
1,102

48.0%
0.0%
33.0%
58.7%
0.0%
0.0%
34.9%
0.3%
1.7%

Network name
Academic-A
Academic-B
Academic-C
Enterprise-A
Enterprise-B
Enterprise-C
ISP-A
ISP-B
ISP-C

networks – three of each of the types: academic, enterprise, and ISP. The selection of
three academic networks involved favoring one particular network as we have a posteriori knowledge about IP address distribution that has utility towards one of our case
studies (Section 7.7.3). Whether or not networks respond to ICMP ping scans did not
factor into the selection process. Table 7.3 shows statistics on the data collected by our
supplemental measurement.
Table 7.4 shows information related to the supplemental measurement. The nine (anonymous) networks are shown, along with their type, size of the targeted IP address space,
and number of addresses that respond to ICMP probes. For two out of three enterprise
networks, we do not see responses to ICMP pings at all. We suspect the operators of
these networks block pings on ingress. For one academic network (Academic-B) only
two hosts responded to ICMP pings consistently throughout the measurement, but these
particular IP addresses do not have PTR records. While we receive responses from within
all three ISP networks, the responsiveness rates vary. We suspect that in these networks
no blocks are imposed by the operator and responsiveness thus fully depends on hosts
being online.
We reiterate that the networks were selected because they show strong signs of adding
dynamically assigned hostnames to rDNS. So even for the networks (or hosts) that block
ICMP probes, rDNS data can be used to learn client device presence. In addition, rDNS
queries reveal the hostname attached to the IP address, something ICMP probes do not
provide.
Our supplemental measurement resulted in errors at times. Next to the normal responses,
we saw name server failures, timeouts, and NXDOMAIN responses. Figure 7.7 shows the
number of errors compared to the number of IP addresses seen per day (note the logarithmic y-axis). Fortunately, the number of errors is low relatively to the number of queries
performed. In traditional DNS sense, receiving an NXDOMAIN response is seen as an error. However, in our case this is a bit more nuanced. Depending on the time frame, a
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Figure 7.7: DNS errors observed during the supplemental measurement.

Table 7.5: Breakdown of supplemental measurement results, down from all groups to
those enabling inferences about client activity.

All groups
Non-erroneous data points
PTR reverted
Reliable timing alignment

#groups

Fraction of parent

6,297,080
582,814
581,923
419,453

100.0%
9.3%
99.9%
72.1%

PTR could be missing because it is yet to be added to the DNS (phase 1 of client activity)
or already removed (phase 3).5

As explained in our methodology (Section 7.5.3), we group supplementary measurement data points. Table 7.5 shows a breakdown of the groups in the supplementary data,
starting with all measurement groups, down to those that can be used to make reliable
inferences. The first group subcategory, non-erroneous data points, ensures the group
has successful ICMP probes and rDNS lookups for the client joining and leaving the network (i.e., no timeouts or errors). The next subcategory, PTR reverted, involves groups
in which we observe that the PTR is changed and reverted during and after the client’s
inferred presence. Of this subcategory, in about 1 out of 4 cases, timing mechanics of
the ICMP probes, which cannot be accounted for at run-time without compromising the
back off mechanism, make the results less reliable. After filtering these out, we are left
with 419,453 usable groups.
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Figure 7.8: Difference in minutes between last ICMP sample and rDNS sample per measurement group.

Validating Timeliness
We can now shed light on the temporal relation between the presence of clients on the
network and the presence of rDNS records. Figure 7.8 shows the number of groups
offset against the time between a client leaving the network and PTR removal. The peaks
around multiples of an hour suggest that PTR records are removed due to the expiration of
a DHCP lease, which is often set to an hour for a fast turn-over rate. The peak close to the
five minutes mark can be explained by clients cleanly leaving a network (i.e., by sending
the optional DHCP release message upon leaving the network). If the DHCP server or
IPAM system removes the PTR, we would see this five minutes later as the (respective)
probes are sent in five-minute intervals.
Figure 7.8b breaks down timing information for the individual networks targeted with
supplemental measurements. The networks Enterprise-B and Enterprise-C are not shown,
because no ICMP ping responses were received from these networks. The network
Academic-B is not shown because the two hosts responding to ICMP did not have a corresponding rDNS entry. The CDFs shows that in about 9 of 10 cases, the rDNS entries
5 Sending

additional PTR lookups for phase 1 would result in fewer inconclusive measurements, but the phase
3 issue cannot be corrected for during measurement.

7.7. CASE STUDIES

123

reverted within 60 minutes of a client leaving the network. We already demonstrated that
the presence of client devices on the network can be learned from rDNS, which anyone
can query. The fact that records do not linger long in most cases escalates the privacy
risk: the timing enables observation of network dynamics. The differences in lingering
between Academic-A and Academic-B, as apparent in Figure 7.8b, can be explained by
a longer DHCP lease time. If these networks predominantly update rDNS in response to
leases expiring, rather than to DHCP release messages, the time before the rDNS record
is removed becomes longer.
Key takeaways: In networks that expose the presence of dynamic clients, there is a strong
link between the existence of a PTR record for an IP address and the presence of a client
device, which has been assigned that address. In 9 out of 10 cases, PTR records linger
for 60 minutes or less after client disappearance.

7.7

Case Studies

In the previous section we demonstrated that rDNS entries can be used to infer the presence of client devices on networks. In this section, we present a number of case studies
to further substantiate the privacy risk and look at some of the consequences.

7.7.1 Life of Brian(s)
To demonstrate the severity of the privacy risk, we use rDNS data to follow persons
named Brian over time. For this we assume that the given name in the hostname reflects
the name of a network client’s owner. We use our supplementary rDNS measurement
data for this case study. It is important to note that while we reactively looked up PTR
records with ICMP pings as the trigger point, anyone performing regular PTR lookups
can capture the same patterns that we discuss in this case study by doing frequent PTR
lookups.
We use the data of the network Academic-A, which is an academic network in the US with
campus housing. Figure 7.9 shows six weeks of client hostnames containing the given
name Brian on Academic-A. We have color-coded IP addresses in the figure. Times in
the figure are in the local timezone. Our intuition is that these hostnames are not related
to a single Brian, but rather two or maybe three. The use of a private and work phone is
not uncommon, but multiple laptops in active use arguably is. The clients brians-air,
brians-mbp and brians-phone show regular patterns. Especially brians-mbp in
week two shows very regular activity, every day a couple of hours around noon.
We chose Academic-A and these six weeks because of the Thanksgiving weekend (the
weekend of the fifth week). Thanksgiving is a US holiday in which many students go
home to be with their families. Thanksgiving is always on a Thursday, and in 2021 it fell
on the 25th of November. The Friday and Monday after Thanksgiving are named Black
Friday and Cyber Monday and many stores promote sales around these days, typically on
electronics. In our results, brians-phone and brians-mpb seem to leave the network
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Week 1 Week 2 Week 3 Week 4 Week 5 Week 6

brians-air
brians-galaxy-note9
brians-ipad
brians-mbp
brians-phone
brians-air
brians-galaxy-note9
brians-ipad
brians-mbp
brians-phone
brians-air
brians-galaxy-note9
brians-ipad
brians-mbp
brians-phone
brians-air
brians-galaxy-note9
brians-ipad
brians-mbp
brians-phone
brians-air
brians-galaxy-note9
brians-ipad
brians-mbp
brians-phone
brians-air
brians-galaxy-note9
brians-ipad
brians-mbp
brians-phone

Mon Tue

Wed Thu Fri

Date

Sat

Sun

Figure 7.9: Six weeks in the Life of Brian(s). Weekends (grey) and Thanksgiving weekend (purple) are highlighted through shading. IP addresses are encoded with colored
bars.

around Thursday. Striking is that brians-galaxy-note9 appears in the afternoon on
Cyber Monday. We have not observed this hostname before this time. We speculate that
a Brian may have bought a Samsung Galaxy Note 9 during the Black Friday or Cyber
Monday sales.
This case study shows that rDNS data provides insights into the behavior of clients to
which hostnames are dynamically assigned. Since the hostnames contain given names
this may even be tied to specific individuals. If one knows or were to infer how addresses
are assigned to, e.g., specific buildings [201] on campus, one could track a Brian around
campus as he goes from lecture to lecture, from anywhere on the Internet.

7.7.2

Working From Home

For the second case study, we move away from tracking specific (Brian-owned) clients
over time, and focus on investigating the overall dynamics of select networks instead.
We use the OpenINTEL-provided rDNS data for this case study, to demonstrate that
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Figure 7.10: rDNS entries over begin period of the COVID-19 outbreak. Graph shows
the percentages of rDNS entries relative to the maximum observed number of entries.

daily PTR measurements already offer insight into network dynamics. For this case study
we select all three academic networks, as well as enterprises B and C, as these five
networks show a specific change in user behavior that we wish to highlight in this case
study.
For each of the networks, we calculate the total number of PTR records on any given
day (i.e., we do not require given names to be present, etc.). Figure 7.10 shows for each
network the percentage of rDNS entries relative to the maximum number observed, over
2020 and 2021.
Our aim is to see if there is a correlation between the presence of rDNS entries and
lockdown regulations due to the COVID-19 pandemic. We expect enterprise networks
to show a drop in entries as employees were required to work from home. For academic
networks this may be a bit more nuanced. Education buildings may see fewer clients, but
with on-campus student housing, the client concentration may shift without it necessarily
being visible in the total number of rDNS entries.
Upon comparing the public COVID-19 related news reports of Academic-A with the
presence of rDNS entries we see a clear connection. For the times at which a moderate or
high risk was reported to students and staff, sharp decreases are visible. After reports of a
low risk of COVID-19 prevalence on campus, a sharp increase in clients is visible.
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Figure 7.11: Zoomed in version of Academic-C, starting late 2019. Dashed lines are
based on Rapid7 data. Solid lines are based on OpenINTEL data. Rapid7 provides
weekly snapshots of rDNS state. OpenINTEL started daily rDNS measurements in
February 2020.

For Academic-B we observe a marked reduction in rDNS entries during the first period
of COVID-19 lockdowns, after which the number goes back up to about 95% of what we
observed before the start of the pandemic. By September 2021 the level returns to that
of before the pandemic (with the dip at the end corresponding to the Christmas holiday
break).
The networks of Enterprise-B and Enterprise-C show significant decreases in rDNS entries in March and April of 2021. It stands to reason that this is related to COVID-19
measures. Enterprise-B shows a partial recovery in the number of entries around May of
2021, which could be a sign of loosened restrictions, either by the government or by the
employer.
In Figure 7.11 we look at network Academic-C in more detail. As this is the home institution of several of the authors, we know which IP subnets are used for on-campus student
housing and educational buildings, and when buildings were closed. In this graph we
show both Rapid7 and OpenINTEL data. The COVID-19 lockdown measures were introduced shortly after OpenINTEL started its rDNS measurements (2020-02-17). We
use Rapid7 data (weekly) to extend visibility into the early months of 2020.
In March a crossover between PTR records for educational buildings and student housing
is clearly visible, signifying that: employees are working from home, educational buildings are empty, and students study from their on campus residences. The decreases at
the end of October for both the educational buildings and student housing corresponds
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with the fall holiday week. A similar drop is visible at the end of the year for the 2020
Christmas break.
In absolute numbers (not in figure), the reverses for the educational buildings remain
much higher than for student housing, which can be explained by having more address
space assigned to educational buildings, with more static hosts online. The Rapid7 curves
in Figure 7.11 (dashed) largely overlay and confirm the observations we make from
OpenINTEL data. Additionally, given that Rapid7 data extends visibility into 2019, we
can see that the number of network clients before the crossover is relatively stable. The
2019 Christmas break is also visible in Rapid7 data, as well as a drop towards the end of
February 2020 that likely relates to Carnaval celebrations6 .
While our case study into compliance with work-from-home measures is relatively harmless, it does show the extent to which even daily rDNS data can be used to learn network
dynamics, possibly for nefarious purposes.

7.7.3 When to Stage a Heist?
Suppose that you want to stage a heist. There is something valuable in a building and you
want to steal it while the least amount of people are around. Ideally, from the robber’s
perspective, he is able to determine the point in time at which the fewest dynamic clients
are around. This evidently requires high frequency rDNS measurements. For ethical
reasons, we have not instrumented such a measurement. For this case study, we rely on
data from our supplemental measurement instead.
We consider one week of supplementary data for the network Academic-A. This network
responds to ICMP pings, which we use to support our findings. We stress that even
networks that block ICMP may be observed via rDNS, as our second case study shows
for networks of which some block ICMP (Enterprise-B and Enterprise-C).
Figure 7.12 shows the number of active clients inferred in Academic-A network between
2021-11-01 and 2021-11-07, both for rDNS lookups (blue) and ICMP probes (red). The
diurnal pattern of the network is visible, with most activity during the day and into the
evening, while the least activity is at night and early in the morning. The rDNS measurements (blue) give a rough indication of the best time for the heist. As an example,
on weekdays the data hint at approximately 6AM as a good time. We also show activity
based on ICMP responses (red) for comparison. The ICMP results for the most agree.
For networks that do not block ICMP, the robber could of course also use ICMP probes.
In absolute numbers, the rDNS lookups pan out lower than the amount ICMP probes,
which is due to the reactive nature of the rDNS measurement.
This case study shows the feasibility of one example of how outside observations of
dynamically assigned hostnames can be used for nefarious purposes. Our supplemental
measurement is reactive and does not try to establish the number of clients on a network
at any given time. A higher frequency, targeted measurement would likely give better
6A

local Catholic holiday.
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Figure 7.12: One week of measurements from Academic-A to demonstrate when one
might stage a heist.

results. We leave a study to confirm this as future work, as this is out of scope for this
paper.

7.8

Discussion

Our findings are disconcerting. While existing literature has shown that meaningful
information can be extracted from hostnames primarily without considering continual
changes to records, we reveal that observing automated changes to rDNS can provide
insights into client presence and network dynamics. We keep the invasiveness of our
case studies in check and tailored our approach, but given recent findings that hostnames
can encode building locations [201], it appears feasible that for some networks, rDNS
data can be used to geotemporally track users at the building level.
An arguably sensible mechanism to limit the tracking of network client devices by outsiders is blocking ICMP pings at network ingress. Two of the networks we used for
validation do not respond to ICMP pings. At the same time, the records these networks
dynamically add to the global DNS, as well as the time these records linger after clients
have left, allow anyone who frequently queries for rDNS records to observe the presence
of clients.
A notion that other works that study hostnames have in common is that meaningful information is encoded on purpose, especially at the router level. Our results substantiate
that the interplay between DHCP and DNS can inadvertently provide anyone with DNS
lookup capability insights into end-user client identifiers. Our results also reveal a more
severe problem: privacy-sensitive information such as device owner names appear in
the global DNS. While our validation covers nine networks, this problem is likely not
limited to these networks. Our results thus confirm a risk outlined in RFC 7844 [193]:
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DHCP clients send revealing information in optional parameters. Based on our observations of terms commonly co-appearing with given names (e.g., brians-ipad and
brians-galaxy-note9), we suspect that client implementations on various makes and
models of phones and computers send device names to the DHCP server.
Steps Towards Mitigating the Problem
After raising these issues we would like to start the discussion on how to solve the problem. Evidently, the interplay between DHCP and DNS and the extent to which configuration and protocols permit client identifiers to flow from one protocol to the other is at
the core of this problem. While we have not investigated this extensively, we identified
a number of IPAM softwares that make it easy to automate DNS changes. For example:
Bluecat7 , Efficient IP8 , Infoblox9 , Men & Mice10 , and Solarwinds11 . It is not clear to
us if and which DHCP servers or IPAM systems come with default settings that publish
client identifiers in the global DNS. We would argue that it is rarely a good idea to indiscriminately carry over parts of DHCP client-provided information such as device names
to publicly accessible PTR records. Using some sort of hash seems prudent, although this
may make hostnames less sensible. While we have not thoroughly investigated reasons
for device manufacturers to send the device name to DHCP servers, we know that for
Bluetooth and Wi-Fi Direct pairing, sharing such information helps identify the device
in question. The DHCP Host Name option is commonly used for identification and to
update the address of the host in local name services (see Section 7.2.1). The Client
FQDN [195] in turn can instrument global changes, if the client so desires. An open question is which option devices send identifying information in, why, and whether or not
this is used as intended.
A large part of the problem is the practice of dynamically adding PTR records. While
unique client identifiers in PTR records enable tracking of specific clients, even record
presence in itself provides insights into network dynamics, which combined with other
information (e.g., knowledge about building-level IP subnet assignments) stands to reveal a lot. This should be better understood by network operators.

7.9

Concluding Remarks

In this chapter, we performed a first of its kind study into the privacy implications of combining DHCP exchanges with dynamic updates to the global DNS. Our findings do not
only substantiate existing concerns that unique DHCP client identifiers can carry over to
the DNS, but also reveal that reverse records are based on privacy-sensitive information
such as client device owner names, their makes and models. We analyzed the tempo7 https://bluecatnetworks.com/
8 https://www.efficientip.com/
9 https://www.infoblox.com/
10 https://menandmice.com/
11 https://www.solarwinds.com/
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ral relation between the presence of rDNS records and the presence of client devices in
a network and showed that – for a selection of academic, enterprise and ISP networks
alike – records tend to linger for at most one hour after clients left the network. Via three
case studies, we demonstrate that virtually anyone on the Internet can infer and track the
presence of specific clients and observe network dynamics via reverse DNS, even with
other mechanisms to limit tracking in place. Finally, we began a discussion into the finer
details of possible causes and identified ways to start mitigating this problem.
Compared to other use cases in this thesis our rDNS study does not show a clear timeadvantage in detection of threats. However, privacy sensitive rDNS entries could be
used in preparation of an attacks. In that sense this work is a step towards preventing
successful reconnaissance operations.
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Figure 8.1: Thesis structure schematic.
In this chapter we take a step back from our use cases and reflect. We discuss limitations of
our proactive methodology by revisiting some of the use cases and by investigating another
form of phishing, namely combosquatting. We then discuss how classification problems using
predictions are different from regular classification problems.

This chapter is based on the paper “Looking Beyond the Horizon: Thoughts on Proactive
Detection of Threats”, Digital Threats: Research and Practice (DTRAP), 2020 [65].
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8.1

DISCUSSION

Introduction

In Chapter 3 through Chapter 7 we investigated how a proactive approach could be beneficial for a set of use cases. In this chapter we take a step back to reflect on what we
have learned through the use cases.
We first discuss the relation between measurement data and proactive detection. We discuss this relation through what kind of data is used and how often measurements should
be performed. Then we discuss some of the advantages and risks of proactive threat
detection. And we discuss why regular confusion matrices no longer apply to proactive
threat detection due to the addition of a time component. Finally, we discuss our view
upon how proactive detections should be used in practice.

Excursus 8.1: Illustrative example on combosquatting
Domain squatting is typically seen in phishing attacks. Attackers mimic every aspect of their
target web page to trick a victim into entering credentials, for example. This mimicking includes the domain name. Since attackers cannot use the original domain name, they need
to come up with a name closely resembling the original one. Types of domain squatting are
listed in Table 2.5. With combosquatting, a type of squatting were the trademark identifying the target is left intact and another word is either prepended or appended, resulting in a
domain name which appears to be owned by the trademark holder but actually leads to a malicious endpoint. However, the practice of prepending or appending words to trademarks is
by no means restricted to malicious use. For example, the domain ‘youtubego.com’ contains
the trademark YouTube, but is not malicious. For this reason, we do not base our approach
on domain name analysis, but we instead focus on active DNS data. The additional DNS
data could be used to increase the certainty of a prediction of maliciousness.
We used a machine learning classifier to distinguish between regular domains and combosquatting domains. Our training dataset consisted of an equal number of positives (combosquat domains) and negatives (benign domain). A domain was considered a combosquat
domain when it contained a trademark and was listed on a blocklist. This ensured that only
combosquat domains with malicious intent were present in our training data, to avoid false
positives to become part of the training set. The negatives were selected from the Alexa top
million list, under the assumption that it is unlikely for a combosquat domain to gain enough
popularity to be listed in Alexa.
We added a feature to the dataset which specified if the domain under consideration contained
a trademark. A classifier without this feature would decide if a domain is combosquatting
or not mainly upon the length of the domain name, leading to poor performance. The list of
trademarks was created through manual inspection of the Alexa top 500 list.
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Excursus 8.1: Illustrative example on combosquatting

Figure 8.2: First peak at 2 days.

Figure 8.3: Second peak after a year.
Our classifier was able to detect combosquat domains, as each of the detected domains contained a trademark. We analyzed the performance of our detection method by comparing
them to historic blocklist data. This allowed us to observe the time difference between our
detection and listing on the blocklist. Typically domains were blocklisted within two days
of our detection, as shown in Figure 8.2, or after a year and two days, as seen in Figure 8.3.
The delay of a year suggests that these domains traded ownership before being abused.
This result prompted us to do an active HTTP measurement against newly detected combosquat domains. Through this measurement we learned that these kind of domains typically
go through the following stages:
1. The domain is registered/parked. At this stage the domain is not actively misused.
2. First signs of activity. A Web server is setup and a folder containing malicious content
is uploaded.
3. The combosquat domain is up and running with malicious intentions.
4. Either the domain is blocklisted or serves an error page.
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Excursus 8.1: Illustrative example on combosquatting
Additionally to the combosquat domains which Kintis et al. [63] have observed – domains
with a long lifetime – we have also observed a class of domains which have a lifetime of
only a couple of hours in which they go through theses stages. This suggests that if we want
to develop an effective detection method we need measurement data with a frequency which
closely matches that of the attack.

8.2

Suitable Measurement Data

The main difference between reactive and proactive threat detection is in that the second
aims at detecting indicators of an attack before the actual attack takes place. To enable a
proactive approach, two main aspects are key: data and domain knowledge.
In our experience, proactive threat detection is best supported by using active measurements. Data sources in reactive threat detection is typically passive – sensors within the
network collecting metrics upon which triggers may fire. A text-book example in this respect would be an Intrusion Detection System. In active measurements, on the contrary,
rather than passively collecting what a sensor observes, one requests the necessary data
directly. Active measurements require a seed, which is dependent on the context of the
measurement. For example, in the case of an active DNS measurement, the seed could be
zone files. Examples of large-scale active scanning projects are, among others, Shodan1
and the ANT censuses of the Internet Address Space [211]. These projects actively probe
the entire IPv4 address space (large scale) for open ports, in the case of Shodan, or for
testing Internet connectivity, in the case of ANT census. The first advantage of an active
measurement is that, since one has control on what data is requested, we can ensure a
relatively high degree of completeness. A second advantage is that the measurement can
be repeated at a regular interval of time, thus building a longitudinal view of the phenomenon that is investigated. In proactive threat detection, therefore, large-scale and
longitudinal measurements play a major role.
When dealing with large-scale, longitudinal data sets, we have learned that the amount
of data is at times of such a proportion that finding how to characterize a specific threat
indicator becomes like finding the proverbial needle in the haystack. We argue therefore
that domain knowledge about the preparation steps related to the attack we are trying to
predict is fundamental. This was also the main lesson learned in Chapter 3.

8.3

Data Frequency

The selection of active or passive measurements for detections is important for how detections should be made. The frequency of the (active) measurements is important for
what attacks can be detected.
1 https://www.shodan.io/
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Different attacks have different time lines. For example, (snowshoe) spam campaigns
can run for weeks [212], while other attacks, such as phishing attacks using combosquatting (Excursus 8.1) operate in the order of hours. The measurement data used for the
detection of these kinds of attacks needs to match this frequency. If the measurement
frequency is lower than the timeline of the attack, as in our combosquatting example, it
is unlikely that an effective detection methodology can be developed. With a too low
measurement frequency the chance of detecting an attack after it has been performed
becomes higher.
Unfortunately, performing a high-frequency, large-scale, active measurement is a real
challenge. Naturally, as the scale of the measurement becomes larger more time is spent
on completing the measurement. A pre-filtering of the measurement input could be the
solution to perform high-frequency measurements. For example, from a list of newly
registered domains we only feed domains to our measurement which contain a known
trademark. These domains we measure with a high enough frequency (every five minutes
or every hour) to be usable in a combosquat detection model.
To summarize, domain knowledge should be the starting point of a detection approach.
From this knowledge, an estimation of the (minimal) data frequency can be made, which
is necessary to select suitable measurement data for the detection approach. Parameters
such as the scale (coverage) and availability of longitudinal data can make a dataset more
valuable to proactive threat detection.

8.4

Advantages and Risks

The use cases from our previous chapters highlight that the major strengths of a proactive
threat detection approach is twofold. First, proactive threat detection has the potential to
identify threat indicators earlier than the attack takes place, thus allowing security experts
to make the most of a time advantage that can be up to months. This time advantage is
key to deploying more targeted security measures that can overall improve the security of
the Internet. Secondly, since proactive threat detection strongly depends on large-scale,
longitudinal data and it is not linked to a specific target but to the attacker infrastructure,
the scope in terms of security impact of a proactive approach is larger than a reactive
system. Therefore, by acting on the attacker infrastructure we have a larger security
benefit.
A proactive approach does not come without risks. First and foremost, it is important
to keep in mind that proactive threat detection is in essence a prediction approach, since
rather than reacting when an attack is happening (certainty), we use threat indicators to
warn that an attack might happen in the future. Therefore, there is no hard proof, unlike
in the case of passive measurements, of malicious activity related to a certain domain, nor
a clear indication of how much time will pass from the prediction to the attack. While
validation based, for example, on later appearance of malicious domains in blocklists
helps in building confidence that a proactive threat detection approach works, we cannot
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Figure 8.4: Comparision between the traditional confusion matrix and the confusion
matrix with time uncertainty in proactive threat detection.

ensure that a prediction will result in an attack. The conversion rate, meaning how many
predicted threats convert to attacks, is therefore a good indication of the likelihood that
an attack will strike, but it gives, by design, no certainty of imminent attacks.
We do realize that developing proactive threat detection strategies and the related blocklists can possibly affect the behavior of the attackers. From the perspective of the attacker, an effective proactive blocklist may mean a higher number of ‘unusable’ domains
for their attack. As a consequence they might change their preparation tactics, for example by publishing their domain just before performing the attack. What we believe will
not change, however, is the need attackers have to rely on established infrastructure (e.g.,
the DNS) to support their activities. This would mean that the proposed methodology
might become less effective with respect to the detection time advantage, but it would
still be able to complement reactive approaches.

8.5

Confusion-matrix with Time-component

A consequence of an proactive approach is that the traditional confusion matrix, typically
used to determine if a classification approach (Figure 8.4a) is effective with respect to a
certain ground truth, no longer applies as is due to the time component that is introduced.
The domains our approach predicts as malicious may, at the time of the prediction, be a
True Positives (TP) or a False Positives (FP). With normal classification problems these
labels are static. However, since we are dealing with a prediction, in our case these may
change over time. Once an attack strikes, triggering an update in the ground truth, what
we flagged as a FP becomes a TP. The same applies to the domains we do not mark
as malicious. At prediction time these are either False Negative (FN) or True Negative
(TN). If an attack is witnessed by the ground truth a TN becomes a FN. We depict this
phenomenon in Figure 8.4b with a confusion matrix which takes the time component
into account.
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Figure 8.5: Architectural example.

The traditional FP and TP in a proactive setting are therefore uncertain and possibly
dynamic. The reasons for this phenomenon are the conversion rate and the possible time
delay. The conversion rate is somewhat of a double edged sword. Ideally, an effective
proactive approach will never trigger the conversion from TN to FN. Conversions from
FP to TP, on the other hand, are desired since they improve the overall performance of
the system.

8.6

Use in Practice

In practice, proactive threat detection entails a trade-off between the risk of acting on a
prediction that might not convert to an attack, and the risk of not acting on it and at a
later moment to deal with a miss. We argue that this trade-off is application and situation
specific, as it might involve different risk factors.
With this in mind we suggest that proactive threat detection should be used as an enhancement to the current reactive methods (visualized in Figure 8.5a).
Imagine a firewall aimed to protect clients from volumetric DDoS attacks. The firewall
is configured to drop DNS responses if it sees more than 10 responses per second to
‘ANY’ queries from the same domain. This is visualized, on a high level, in Figure 8.5a.
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Now suppose we prime this firewall with a greylist detailing possible DDoS domains.
We can configure the firewall such that the threshold of 10 responses per second can be
lowered to 5 responses per second for domains listed on the greylist. This approach is
visualized in Figure 8.5b. Such an approach allows the firewall to react faster to possible
threats.
In this thesis we placed production deployments of our blocklists out of scope. In some
areas, like spam, there are mitigation techniques in place to check the origin against
blocklists. But for many attacks there are no established mitigations which make use of
blocklists.

8.7

Concluding Remarks

In this chapter and throughout the entire thesis, we argue that proactive threat detection
has the potential to become a novel and complementary approach to traditional reactive
security. We presented case studies for which evidence shows that we can gain a time
advantage on the actual attack and a larger coverage. And yet, we also argue that proactive threat detection needs to be handled with care. First, the appropriate type of data is a
must for enabling the observation of threats. In the case of combosquatting, our dataset
is not able to provide the necessary information for a proactive approach, due to the required measurement frequency not being met for this kind of attack. Secondly, proactive
threat detection deals with predictions rather than certainties. This has the potential to
warn for attacks before they take place. However, there is no hard proof of when the
attack will strike, or if at all. Thirdly, proactive threat detection approaches are inherently time-bound due to their predictive nature. The consequence is that a traditional
confusion matrix no longer applies to measure the performance of the threat classification problem. And finally, the actual conversion rate from threats to attacks, combined
with the predictive nature of our methods, need to be evaluated carefully depending on
the application. Based on this observations we advocate the use of proactive threat detection in combination with reactive detection methods, e.g. by lowering thresholds for
suspicious activity.
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In this final chapter, we draw conclusions from the research presented in this thesis. First we
present our main conclusions, followed by an in-depth discussion of the conclusions of each
research question. We conclude the chapter with a discussion on future research directions.
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CONCLUSIONS

Main Conclusions

In this thesis, we have studied how DNS data can be used in proactive threat detection.
Today, many threat detection solutions are based on passive sensors deployed in the network that needs protection. This results in a reactive threat detection, as alarms are only
raised once the attack is seen by the sensors. In contrast, proactive threat detection tries
to warn about threats before they become an attack. This gives operators a chance to
mount a defense instead of having to mitigate an attack directly. The DNS forms the
start of any connection on the Internet. Therefore, attackers make use of the DNS too,
knowingly or unknowingly. This provides opportunities for proactive threat detection
by looking at actively collected DNS data. Because of this, we studied the use of DNS
data for proactive detection of threats.
In Chapter 1 we defined our goal for this thesis as:
To study DNS data for use in proactive threat detection.

We have identified three main limitations of using active DNS measurements for proactive threat detection. The measurement frequency, measurement scope, and prediction
uncertainty are limiting factors. The first two limitations stem from the measurement
data and need to be solved within the scope of measurement. The last limitation is intrinsic to our proposed approach. To overcome the last ‘limitation’ we suggest to use
our results in a layered defense approach, where domains are queried against our results
and a positive match gets an increase in suspiciousness-score. Furthermore, how welldefined the attack that you are trying to detect is has a large influence on the results. The
detection problem truly is a needle in the haystack problem. With an ill-defined needle
each strand of hay appears suspicious. The use of active DNS measurements for threat
detection means that there is a lack of context to see how certain records are used. The
measurement data only shows the contents of the DNS, not the way certain parties use
these records.
Throughout this thesis we showed advantages of using active DNS measurements for
threat detection, e.g. syntax errors at scale which may invalidate security protocols (e.g.
SPF, DKIM), or analyzing trends in DDoS domains and showing how these may change
in the future. The time advantage of proactive detection, however, is clearly the biggest
advantage. We see a time advantages, depending on the attack, as large as a year between
our detection and enlistment on a blocklist. This allows operators to mount a defense to
protect their network from an attack, rather than having to mitigate the attack as it takes
place.
A proactive reaction to a threat greatly outweighs the efforts. We realize our solution
is not the full answer to Internet threats. The underlying measurements along with the
prediction uncertainty form limitations of our method. However, when we can react to
early signals of an attack we might be able to prevent damage, which we would otherwise
have to mitigate. With a time advantage we can focus on mounting a defense, or spend
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more time on research and development of next-generation proactive threat detection,
rather than mitigating attacks. Ultimately, this is the first step in the direction of to prevent
is better than to cure.

9.2

Research Questions

In Chapter 1, we defined three research questions to help reach our goal of studying
DNS data for use in proactive threat detection. In this section we discuss each research
question and summarize the conclusions.
As it is not straightforward to use active DNS measurements for threat detection, our first
research question was:
RQ1 – What challenges do we face when using active DNS measurements for proactive threat
detection?

Our approach for RQ1 has been to study the usefulness of active DNS measurements for
proactive threat detection by applying it to selected use cases. We have selected the use
cases on the basis of our own domain knowledge on types of attacks where we expect
clues to appear in actively collected DNS data, and on the basis of available ground truth
data.
We started with security sensitive TXT records in Chapter 3. In order to focus on security sensitive records we wanted to categorize each and every TXT record from the measurement data. We categorized the TXT records into five main classes, with the largest
class being ‘Standardized’ records (68.95%). Records in this category are following a
set standard, like an RFC specification. Examples of records in this category are SPF
and DKIM. The non standardized records account for 31.05%, which we further subdivided into ‘legitimate and well-defined’ (14.40%), ‘legitimate and not well-defined’
(15.48%), and a small portion of ‘unclassified’ records (1.17%). Since we suspected security sensitive material to be in the portion of ‘unclassified’ records we tried to further
categorize these records. We did find questionable practices in these records, however
a minority of 0.46% remained without a category. These remaining records are highly
diverse, both semantically and syntactically. Further categorizing these records would
mean slow manual labour. The saying trying to find a needle in the haystack aptly covers the problem outlined above, but it is also a problem of human intelligence, as further
categorization draws on the knowledge one has of TXT records, and what they are used
for.
We derived the challenge which presented itself as the needle in the haystack. If there is
no specific description of the needle, the entire haystack appears like a stack of needles.
Domain knowledge is therefore required to describe the needle. For example, if you wish
to detect spam domains, how many A records do you expect these domains to have? Is this
a distinctive property or do you need to expand the description of the needle to exclude
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‘normal’ domains, for example at least ten MX records? In short, domain knowledge of
attacks is required to bridge the gap between noise and the signal of attacks.
While categorizing TXT records, we faced another major challenge, the lack of context.
The content of most of the TXT records could be traced back to an RFC or documentation
explaining their context. For other records a lack of context posed a challenge. We are not
able to see, from our active measurement data, how these TXT records are being used in
practice, or if they are associated with domain names used for malicious activities.
In Chapter 4 we had a better description of our needle, a snowshoe spam domain in this
case. Before we trained a machine learning classifier, we verified that our assumptions
of the needle were correct, by comparing known spam domains to domains that were
unlikely to be used in spam campaigns. Afterwards, we trained the classifier on this
dataset to make a detailed model of snowshoe spam domains which could be used for
detection. Herein lies the challenge we faced: our predictions are only as good as the
training material. Throughout this thesis we frequently made use of blocklists as a ground
truth for malicious activity. While blocklist operators try to keep their lists clean from
false positives, some slip through the cracks. If these false positives affect the training
data, they, invariably, affect the predictions we make, based on the training data, too.
This is the reason we advocate to use our predictions not as a hard truth of upcoming
malicious activity but rather as another feature in the decision to mark something as
malicious.
While noise in the ground truth poses a challenge, there is another challenge with the
ground truth. The scope of observation and the focus of the blocklist is, likely, different from our predictions. Which could impact our ability to validate our results. For
our predictions we use the active measurement data from OpenINTEL. The scope of
OpenINTEL is limited by which zones are part of the measurement, not by how many
probes there are, or where these are located. On the other hand, the number of probes,
and therefore their locations, are a limiting factor for blocklists. This means that their
scope of observation is different from OpenINTEL. This mismatch in scope may result
in predictions turning into attacks which are not observed by the probes of the blocklist.
Viewed in a black-and-white manner this is a false positive, even though the prediction
is correct. The focus of a blocklist can have influence as well. For example, in Chapter 6 we used ground truth related to phishing websites. However, it was clear our focus
did not align as we focussed on a very specific type of phishing, namely that of Unicode homoglyphs, while the ground truth was focussed on general phishing. There was
some overlap through which we could show the effectiveness of our method, but an indepth comparison of detection results was not possible. Because of these differences in
scope and focus the confidence in our predictions is lowered, at least when the results
are viewed in a black-and-white manner.
There is another challenge related to scope. The scope of the (active) measurement may
prevent generalizing certain detections. OpenINTEL measures all major gTLDs, which
allows us to generalize our detections for these kinds of TLDs. However, the platform
does not measure all ccTLDs. This challenge presented itself in our work on IDN phish-
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ing (Chapter 6). Our detections were based on measurements for seven out of the 63
ccTLDs which support internationalized domain names. The other 56 ccTLDs may have
IDN phishing behaviour that is entirely different from what we reported on.
In Chapter 7 and Chapter 8 we show that the measurement frequency upon which a
detection is based plays a major role. In Chapter 7 we show that a higher-frequency
measurement allows us to make closer observations of the hypothesized problems. This
means that the challenge, in this case, is determining when a measurement frequency is
high enough to perform an effective proactive threat detection. In Chapter 8 we discuss
an example of Combosquat domain detection where the measurement frequency was in
fact too low to result in an effective detection method.

Key takeaway: The clarity of the definition of an attack has impact on the detection
results. A well-defined attack increases the chance of successful detection. The way
detection results are interpreted is subject to both the scope of the DNS measurement
and the scope of a (ground truth) blocklist.

Given these challenges, we start to wonder if it is worth overcoming them. This brings
us to RQ2.
RQ2 – What are the advantages of performing proactive threat detection based on active DNS
measurements?

While the needle was not clearly defined in our study of TXT records (Chapter 3), we did
highlight areas that can be used to proactively warn of insecure practices. This includes,
for example, the distribution of private keys, for which we contacted the domain owners.
But the measurements can also be used for more subtle insecure practices, for example,
to track down syntax errors which give a false sense of security at scale – having an SPF
record with a syntax error can give the illusion of protection. Additionally, TXT records
may hint at the origin of the domain, which when combined with the reputation of the
origin network might be used as a feature for detection. For example, we found domains
with TXT records containing only the ‘~’ character pointed, largely, to a single network,
known for distributing malware.
The use of active DNS measurements may translate into a time advantage compared to
regular blocklists. In Chapter 4 and Chapter 6 we showed that our methodology was capable of predicting entries which would later appear on blocklists. In Chapter 4 we had a
detection rate of 93.25%, where domains were detected 2 to 104 days before appearing on
blocklists. Here, the time advantage in detection translated in more spam being marked
as such since our greylist was used in the spamfilter of an ISP. In Chapter 6 the domains
that were predicted by us appeared, for the majority, between a day and up to a year
later on blocklists. This illustrates a major advantage of using active measurements for
detection of threats, as such time advantages allow operators to mount a defense.
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The advantage of proactive threat detection may also take on different forms. In our study
of DDoS domains (Chapter 5) we showed a ranking of domains used in DDoS attacks, a
ranking of domains based on ‘ANY’ queries, and a ranking based on the next-best query
type. This showed us that domains used in DDoS attacks are among the largest. Yet
not all large domains were observed in attacks. Our ranking allows TLD registries to
proactively approach domains that stand out with particularly dangerous configurations.
Additionally, through our analysis of the impact of dropping ‘ANY’ responses we show
that the approach is effective. But we also show that it is not the full answer to the DDoS
problem. We show that it is likely that TXT may become the new ‘ANY’ for DNS-based
DDoS attacks.
Our rDNS study shows a different way of how the DNS can be used for attacks, rather
than using the DNS to perform an attack the DNS can be used for reconnaissance. The
information exposed through rDNS entries could be used in preparation of cyber attacks
but can also be used for physical attacks (e.g. when to stage a heist). Knowledge about
the presence of these sensitive rDNS entries allows to investigate how and why these
entries are added to reverse DNS zones. The advantage of this knowledge is that operators are able to make informed choices to address the issue of privacy sensitive rDNS
entries.
Key takeaway: There are multiple advantages with performing threat detection based on
active DNS measurements. With the TXT records we showed that large-scale detection
of syntax errors, which lead to a false sense of security, can be performed with active
DNS measurements. Our analysis of DDoS domains shows what might be possible in the
future in terms of DDoS attacks. Finally with the snowshoe spam and Unicode-phishing
use cases we showed that our method has a time advantage in the detection of threats
when compared to traditional blocklists.
Clearly, proactive threat detection promises to bring advantages to operators, but like any
approach there are also limitations. This brings us to the final research question:
RQ3 – What are the limitations of performing proactive threat detection based on active DNS
measurements?

Over the years working on the material presented in this thesis, we have learned about
three main limitations of our method.
Two limitations of our proactive detection approach stem from the measurement data
itself. The first limitation is the frequency of the measurement. A detection method
based on a measurement with a fixed frequency can never perform measurements more
frequently than the measurement frequency allows. This seems obvious when presented
in such a way, but plays a subtle role when predicting threats. The subtlety comes from
the threat domain knowledge necessary to say if a certain threat would be detected by
a given measurement frequency. For example, in Chapter 8 we discuss a certain type
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Figure 9.2: Visualization of network defense, with three attack filters.

of phishing attacks (combo squatting), which, in some cases, last a couple of hours. In
these hours, the attackers perform the steps of setup, luring the victim in, and disbanding
of the website. The Infosec Institute [213] denotes the first 21 hours of a phishing attack
the most important. It becomes a daunting task to try and detect such attacks proactively
when the measurement frequency is much lower (once a day). A possible solution for this
limitation may be to measure a selected set of domains with a high frequency. Of course,
the challenge here is the selection of domains. In the example of combosquat domains
matching newly registered domains against trademarks works [63]. But for other types
of malicious activity the name might be entirely unknown and not match any keywords
(trademarks), like for example C&C domains generated by an algorithm.
The second limitation which comes from the data source is the scope of the measurement.
OpenINTEL measures predominantly second level domains (e.g. ‘example.com.’). Lower
level domain names are not measured, save for the ‘www’ label. The consequence of
this is that if an attacker configures their attack to make use of a third level domain (e.g.
‘attack.example.com.’), instead of a second level domain, our detection approach will
not spot the attack.
The third limitation is more of a pseudo-limitation. Inherent with our method is a part
of uncertainty with the predictions. To overcome this ‘limitation’ we suggest to use our
results as another layer in the defense against attacks, and not as the only defense. A
visualization of such a defense is shown in Figure 9.2 where each wall is a filter for a
specific attack. Often these type of defenses are already in place, for example a mailfilter
uses multiple tests to determine if an email is spam or ham. In Chapter 8 we present a
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method of combining proactive threat detection with current-day reactive approaches.
We suggest to use our predictions as a greylist, rather than as a blocklist. The nuance
here is that the greylist is used to prime the reactive detection appliance, allowing the
appliance to react quicker if our prediction holds true.
The last limitation – uncertainty in predictions – is also present in our rDNS study (Chapter 7), where we show significant privacy issues with many networks because of the interplay of the DHCP and DNS systems. The limitation presents itself here as an uncertainty
in exploitation. It is near impossible to figure out if the rDNS was used for reconnaissance before an attack. This requires scrutiny of the (reverse) DNS logs correlated with
attack data, an exercise where the effort greatly outweights the rewards. In the study our
objective was to prove that there are networks exposing sensitive entries via the rDNS
rather than proving that these entries are used in, for example, the reconnaissance step
before attacks.
Key takeaway: Our method is not without limitations. We have identified three main
limitations. Two of these can be attributed to the measurement data used for the predictions. The measurement frequency and scope of the measurement influence the predictions greatly and may form a limitation. The third limitation is the fact that the outcome
are predictions which, naturally, carry an amount of uncertainty.

9.3

Future Research into Proactive Threat Detection

In this final section of this thesis we propose possible future research directions. We
believe that a proactive threat detection can be applied to additional use cases beyond
the ones studied in this thesis. Our expectation is that such use cases will also benefit
from a proactive approach, in particular in terms of early detection of suspicious domains.
For example, analysis of previously generated domain names from malware algorithms
(DGA) may help to identify domains similar in features, but yet undetected. Another
example is domain hijacking, where temporal analysis of domain configurations may
lead to an early warning of foul play.
In Section 9.2 we suggested a combination of passive and active approaches to overcome
limitations of our proactive approach. Design and evaluation of such a methodology is
left as future research. Context about our predictions may help in the design of a hybrid
detection approach. While in Chapter 3 we suggest to use passive DNS measurements
to provide context for our findings, the context might also be provided in other manners
as well (e.g. packet captures, Certificate Transparency logs, server logs, etc.).
In this thesis we placed production deployments of our blocklists out of scope. While
in some areas, like spam, there are mitigation techniques in place to check the origin
domain against blocklists, such mitigation techniques are often absent for other types of
attacks. For example, you are fearing an upcoming DNS based DDoS attack, to this end
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you want to block all DNS replies for the top ten domains from our ranking (Chapter 5).
Suppose then that the attack takes place. This strategy does protect the clients within the
network, but if the attack is large enough, the network itself is no longer reachable. What
might be a better solution, for the general case of DNS abuse, is to give TLD registries
a standardized method of dealing with DNS abuse. We realize this topic is sensitive, but
we believe allowing TLD registries to blackhole domains strongly suspected of foul play
will make the Internet a safer place overall.
In Chapter 8 we hinted at other data sources which could be used to do proactive threat
detection. For example, port-scan data from large parts of the Internet measured over
longer periods of time may form an interesting dataset for proactive detection. Comparable to the research in this thesis, there may be clues in the set of open ports related
to malicious intent. For example, C&C servers might share the same set of ports for
alternative communication channels.
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