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1. Introduction

You wake up from a notification on your phone — it’s your smart baby monitor
warning you that your 1-year-old is trying to climb out of their bed. You go to the
baby’s room and send your friends some cute Snaps of the baby with a dog ears filter.
After breakfast, you bring the baby to daycare, feeling comfortable that they are safe
there because of the daycare’s smart camera security system. On your way to work, a
traffic camera registers your license plate because you were speeding. The parking lot
at work 1s busy, but your car’s reversing cameras help you to squeeze into the last
parking spot. A facial recognition system gives you permission lo enter the office
building and registers the time of your arrival. Today you’re leaving the office early,
because you’re going to Schiphol Awrport for a business trip to Stockholm. Upon
arrival at Schiphol, you head towards the Albert Heyn to grab something to eat.
You’re in a rush, but fortunately it’s a fully automated AH, so you don’t need to wait
in line to pay. On your way to the gate you pass border control. You put your passport
in the scanner and a facial recognition system confirms that the picture on your
passport matches your face. You continue to the security check, where there is only a
very short waiting line thanks to the new crowd control camera system. Sitting on the
plane, you think back to your last trip to Stockholm. You type in ‘Stockholm’ on the
Google Photo’s app on_your phone and find all the pictures you took when you were
sightseeing in Stockholm last time. {(...)

The moral of this story? Computer vision is becoming increasingly present in our lives
and societies. The many different technological applications mentioned in this brief
story have in common that they rely in some way or other on computer vision
technology. Computer vision (CV) is a subfield of artificial intelligence (Al), focused
on automating the analysis of videos and still images. Even if you never heard of CV
before, you probably encountered some of the applications mentioned in this story.
Many of the mentioned CV applications are already widely used (e.g. photo filters and
photo search), but many CV applications are also still on their way (e.g. the use of
smart camera systems to grant entrance and to automate store checkouts).

At a first glance, one might think computer vision to be a rather unproblematic
technology. The protagonist in the story above seems to be having a pretty good day,
outside of the speeding ticket. In fact, CV benefits the person on various occasions: it
helps with monitoring their child in the other room, it makes it easier to park the car,

it speeds up the process at the airport. However, apart from obvious benefits like
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efficiency or security, the increasing reliance on CV in daily life and society can also
have its drawbacks. The increasing reliance on CV causes an increase in the amount
of personal data gathered, CV requires a lot of data storage and processing power,
CV raises the question of whether the interpretation of images can ever be objective,
and so on. So, with a critical attitude, one might see the story above in a different light.
Take the example of parents using smart camera technologies to monitor their
children or parents sharing pictures of their children on social media on a daily basis.
This implies that children grow up with their entire lives documented and without the
level of privacy that might be needed to develop their identities. Or take into account
that many facial recognition systems, so far, have been found to recognize women and
people of color with much lower accuracy levels than White males. Now imagine that
the protagonist in the story above is a Black woman. For her, the process at the airport
might not be as smooth: maybe the sensors in the automated supermarket fail to
recognize her, so she needs to search for another place to buy dinner, and at border
control her passport needs to be checked manually, because the cameras fail to match
her face to the picture on her passport.

In other words, because of its increasing presence and the variety of problems it
potentially raises, it is important to reflect in depth on the possible ethical and societal
implications of computer vision technology. To that end, this dissertation provides a

critical analysis of computer vision.

1.1. Computer vision, Al ethics, and critical theory

As pointed out above, computer vision is the subfield of Al that deals with the analysis
of videos and still images. Research on GV goes back all the way to the early days of
Al research, and developments in CV contributed to the rise of deep learning and the
boom in Al research over the past decade (see 2.1.). Computer vision tasks include
object recognition, detection, tracking, and more (see 2.2.). These tasks can in turn be
implemented in a wide variety of applications, as portrayed in the story above. GV
applications can serve surveillance purposes, business intelligence tools, healthcare
developments, or simply provide convenience to individuals (see 2.3.). So far, research
and legislation have mainly addressed the ethical and societal impact of facial
recognition technology, in particular in relation to the values of privacy and non-
discrimination. But facial recognition is only one type of application of CV. Much less

attention has been paid to the ethical and societal implications of CV as such (see 2.4.
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for an overview of the existing literature on the ethics of CV and the consequences of
the EU’s Al Act for GV development and use).

Ethics, or moral philosophys, is a philosophical discipline, concerned with questions
of a moral nature (e.g. What is the right way to live? How to treat other people?). The
field of ethics is closely related to the fields of social and political philosophy, which
also deal with morally relevant and normative questions (e.g. What is a just society?
How should a society be governed?). The field of ethics is usually divided into
metaethics, descriptive ethics, normative ethics, and applied ethics. Metaethics
analyzes moral theories and principles. Descriptive ethics describes moral practices.
Normative ethics refers to the reflection on morality as such, and tries to ground
ethical principles or rules. Applied ethics, finally, focuses on the ethical problems and
questions that emerge in a particular context. Subfields of applied ethics are for
example medical ethics, environmental ethics, and research ethics, and some typical
applied ethics questions are: Under what conditions, if at all, should euthanasia be
legalized? Is it morally acceptable to eat meat? Under what conditions is it morally
acceptable to use human subjects in a research experiment?

The ethics of Al is often perceived as another subfield of applied ethics. However,
as I further explain below, I will argue in this dissertation that Al ethics really is
broader than mere applied ethics, because it 1s also concerned with social and political
questions related to Al. Because computer vision is a subfield of AL, I understand the
ethics of CV as a part of the ethics of Al. The field of Al ethics is therefore the starting point
Jfor my normative analysis of CV.! This raises the question: what exactly is Al ethics? Al
ethics is a relatively new and rapidly growing field of research. It is also an increasingly
popular topic in the corporate world and in public debate. Mark Coeckelbergh
suggests that “Al ethics is about technological change and its impact on individual
lives, but also about transformations in the society and in the economy” (2020, p. 7).
Vincent Miller describes Al ethics, rather vaguely, as being “often focused on
‘concerns’ of various sorts”, citing among others concerns like privacy and
surveillance, the manipulation of behavior, and the opacity of Al systems (2020). John-
Stewart Gordon and Sven Nyholm seem to understand Al ethics as “ethical issues

related to the impact of Artificial Intelligence (Al) on human society” (2021). Markus

Throughout this dissertation, I use the term ‘normative analysis’ to refer to philosophical analyses
that include not only ethical issues, but also societal issues. Just as the field of ethics (or moral
philosophy) has a normative and a descriptive branch, the fields of social philosophy and political
philosophy too have a normative component. A normative analysis can therefore entail an ethical
analysis as well as a social or political analysis.
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Dubber and his colleagues do not even attempt to offer some sort of definition of Al
ethics in the introduction to their handbook on the topic, The Oxford Handbook of Ethics
of A, admitting in the abstract to the book that the boundaries of Al ethics as a domain
of inquiry are vague (2020). So, although the term is widely used, there is unclarity
about the exact boundaries, nature, and purpose of Al ethics.

In this dissertation, I understand Al ethics in a narrow sense, as the analysis of the
existing or potential ethical and societal implications of Al applications.? It may seem
obvious to understand the field of Al ethics as a form of applied ethics, given its name
and preoccupation with ethical principles and moral questions. However, in chapter
3 of this dissertation, I propose that the practice known as Al ethics —i.e., the analysis
of AI's ethical and societal implications — is best understood as a critical theory. I argue
that Al ethics does not, and should not, deal only with strictly ethical issues. Much of
the work done under the label of ‘Al ethics’ is not only concerned with the impact of
Al on typical moral issues such as individuals’ moral rights or well-being, but also
concerned with social and political questions.? The aforementioned definitions of Al
ethics confirm this.

Furthermore, classic ethical theories (such as consequentialism, deontology, or
virtue ethics) and applied ethics methods (such as the principled approach or
‘principlism’), are insufficient to properly address the wide variety of ethical and
societal issues that Al can raise. In chapter 4, I introduce a critical approach to Al ethics,
that centers around the idea that the tradition of critical theory offers a more valuable
and suitable basis for a normative analysis of Al I then apply this critical approach to
Al ethics to identify and evaluate the potential ethical and societal implications of
computer vision (see chapters 5-8).

The critical approach to Al ethics is meant to be an alternative to the principled
approach, which has been dominant in Al ethics so far (Hagendorff, 2020; Jobin et
al., 2019). I argue that the critical approach is not only a more appropriate approach
given the nature and goals of Al ethics, it can also tackle some of the limitations of the
principled approach that have been raised in recent literature. Mentioned limitations
are for instance that Al ethics principles are too abstract to apply in practice
(Mittelstadt 2019; Ryan & Stahl, 2021); potentially facilitate ethics washing (Gordon
& Nyholm, 2021); lack binding force (Nemitz & Pfeffer, 2020; Resseguier &

Under a broader understanding of the field, Al ethics also includes more general moral questions
related to Al Such questions are for example: What is the moral status of Al systems? Can an Al
system be held morally responsible for its actions? Cian Al systems function as moral exemplars?
And it is the field of ‘machine ethics’ that deals with the moral conduct of Al systems.
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Rodrigues, 2020); prioritize a Western perspective (Gordon & Nyholm, 2021); lack a
common goal like the famous four biomedical principles have (Mittelstadt, 2019); lack
attention for the character dispositions of Al practitioners (Hagendorfl, 2022); and
leave political and social contexts and theories out of the discussion (Coeckelbergh,
2022; Resseguier, 2021). Benefits of the critical approach are its ability to address
societal concerns, its suitability to interdisciplinary and practice-oriented research,
and the fact that it has an explanatory and guiding central normative goal (see section
4.4).

1.2. Research aims and questions

The aim of this dissertation is twofold: to develop a critical approach to Al ethics and
to provide a critical analysis of CV. While providing a critical analysis of computer
vision is a goal in itself, the critical analysis of GV also has instrumental value. The
critical analysis of CV namely functions as a case study for the critical approach to Al
ethics. Because the dissertation has two central aims, it also has two main research

questions:

(RQ1) What are the potential normative implications of computer
vision?
(RQ2) How can critical theory support a new approach to studying the

normative implications of Al applications?

To answer RQI, I first need to answer RQ2. RQ2 is addressed predominantly in
chapters 3 and 4, where I argue that Al ethics has the characteristics of a critical theory
and present a framework, inspired by the fundamentals of critical theory, that can
guide the normative analysis of Al applications. But because chapters 5-8 test out the
critical approach, they also contribute to answering RQ2. RQ] is then answered in
chapters 5-8. Chapter 5 provides an overview of CV’s implications, using the
framework that I present in chapter 4. Chapters 6-8 discuss some specific issues in
more detail, building on different concepts, methods, and theories found in the
Frankfurt School tradition of critical theory. My discussion of CV focuses
predominantly (but not exclusively) on those CV applications that analyze images and

videos of persons, as I explain in chapter 2.
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1.3. Methods

This methods section is divided into two parts. First, I say a little bit more about the
development and use of the critical approach to Al ethics. Second, I discuss other

methods used in the dissertation, that indirectly supported the critical analysis of GV.

A cnitical approach to Al ethics

In the broadest sense, ‘critical theory’ refers to all theories that promote a critical view
on society. In the most narrow sense, ‘critical theory’ refers solely to the Frankfurt
School research tradition. In the Dictionary of Critical Theory, David Macey defines
critical theory as “a theory that seeks to give social agents a critical purchase on what
is normally taken for granted and that promotes the development of a free and self-
determining society by dispelling the illusions of ideology” (Macey, 2000, p. 75).

The critical approach that I develop in this dissertation and use for my normative
analysis of C'V, builds on the fundamentals of the Frankfurt School tradition of critical
theory: the method of immanent critique, the interest in power dynamics, and the
normative goal of emancipatory progress. The latter two elements are also dominant
in other critical approaches, such as critical feminism and post-colonialism. Critique
is immanent in the sense that a theory or practice is not criticized on the basis of an
ideological goal or predetermined idea of how things should be, but based on how
things currently are. An immanent critique of Al then entails determining how
technological applications that are meant to be empowering and to signify progress,
might in reality, or simultaneously, disempower people and, consequently, hinder
emancipatory progress. Hence, the goal of the critical approach to Al ethics is to
ensure that technological progress also implies social, emancipatory progress.*

The critical approach that I introduce and use in part II of the dissertation centers
around a framework that can guide the normative analysis of concrete Al applications.
This framework is based on a pluralist understanding of power (introduced in section
3.3.) and a specific account of autonomy and its relation to power and emancipation
(developed in section 4.2.). The pluralist understanding of power enables one to
identify a wide variety of potential normative implications. The notion of autonomy
then allows one to evaluate the moral importance of power-related implications. In
other words, I understand the moral relevance of the concept of power to exist in its

close connection to the notions of autonomy and emancipation. I also argue that the

Throughout this dissertation, the terms ‘social progress’ and ‘emancipatory progress’ are
interchangeable.
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various popular Al ethics principles are fundamentally concerns about autonomy and
emancipation (section 3.4.). In part III, I discuss some of the identified implications of
computer vision in more detail, using some specific concepts, methods, and theories
found in the tradition of critical theory. To be exact, I build my discussion of GV in
part III on historical analysis (in chapter 6), recognition theory (in chapter 7), and the

notion of exploitation (in chapter 8).

Other methods

Some other methods play a role in this dissertation as well. For my description of
computer vision technology (in chapter 2), I predominantly rely on a narrative
literature review (also called traditional literature review). A narrative literature review
is a non-systematic review of key works, aimed at creating an informative (but not
necessarily all-encompassing) overview of a certain topic and to identify gaps in the
literature (Danson & Arshad, 2014). Especially in my discussion of GV use-cases (2.3.),
I relied not only on academic sources, but also on popular media articles and
webpages from CV developers and suppliers.

For my overview of related work on the ethics of GV (2.4), I also used the narrative
literature review method. I conducted this review in order to determine whether the
initial aim of my research, namely an ethical examination of computer vision, is
relevant. For this review, I looked at key, general works on Al ethics as well as focused
studies of specific GV applications or use cases. My finding was that, although the
ethical issues in CV are not a completely overlooked topic in academic literature, CV
is not a prominent topic within the ethics of Al I therefore concluded that there is
value in a detailed discussion and overview of CV’s diverse normative implications.

Conceptual analysis plays a part in two of the dissertation’s chapters. In chapter
3, I use conceptual analysis to argue that popular Al ethics principles are
fundamentally about power and aimed at protecting autonomy. In chapter 8, I use
conceptual analysis to discuss what it means to be exploited, in an attempt to answer
the question ‘Is datafication exploitative?’.

Finally, I use historical analysis in chapter 6, in order to determine how camera
technologies have affected behaviors, norms, identities, and views in the past. The

historical analysis is again based on a study of related, relevant literature on the topic.
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1.4. Outline

This dissertation is divided into four parts. Parts I and IV form the introduction and
conclusion, respectively, and parts II and III form the core of the research. Each of
the chapters in parts II and III was written as an independent article. These articles
are either already published, or submitted for publication in peer-reviewed journals
or academic handbooks. A list of these and other publications is attached at the end
of the dissertation. Please note that chapters 3, 4, and 5 underwent significant editing
to fit the dissertation as a whole. To be precise, chapters 3 and 4 were edited to avoid
overlap between these chapters, particularly with regards to the introduction of the
notion of power and the description of the tradition of critical theory. The section on
the benefits of the critical approach (4.4.) is also more elaborate in the dissertation
than it is in the original article. Chapter 5 was shortened. The original article
corresponding to chapter 5 contains a method section and a section on related work.
The latter largely overlaps with section 2.4. in the dissertation. Chapters 6 and 7 only

received minor edits (for example for references to other dissertation chapters).

Part 1

Part I of the dissertation forms the introduction. In chapter 1, the Introduction, 1
introduce the research topics and explain the research questions, methods, and
outline. In chapter 2, called What is computer vision?, 1 describe computer vision’s
history, tasks, and applications. In addition to this technology description, I also

provide a brief review of literature dealing with the ethics of computer vision.

Part 11

Part II consists of three chapters. In chapter 3, named Why Al ethics is a critical theory, 1
argue that the practice that has become known as Al ethics implicitly shares the
characteristics of a critical theory and should therefore be understood as such. In
chapter 4, A cnitical approach to AI ethics, I introduce a power-framework that can guide
a critical analysis of Al applications and argue that such a critical approach to Al
ethics has several advantages over the principled approach to Al ethics. In chapter 3,
The ethics of compuler vision: an overview in terms of power, I apply the power-framework to
the case of computer vision, in order to create an overview of (potential) ethical and

societal issues in computer vision.

10
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Part 11T

In part III, I discuss in more depth some of the issues identified in chapter 5. Each of
the three chapters in part III focuses on a specific topic in critical theory and a specific
application or aspect of computer vision. In chapter 6, A hustorical and ethical analysis of
the constitutie effects of cameras, 1 describe the variety of ways in which cameras have
changed people’s behaviors, norms, identity, and perception, ever since cameras were
invented. Based on these lessons from the past, I then look at emerging computer
vision applications, such as automated video surveillance and augmented reality tools,
and argue that these technologies might change people in similar ways. In chapter 7,
The struggle for recognition in the age of facial recognition technology, 1 ask how facial recognition
systems can sustain or amplify social struggles for recognition. Building on Axel
Honneth’s and Charles Taylor’s work on the philosophy of recognition, I argue that
facial recognition systems can misrecognize people in ways that potentially harm their
self-development. In chapter 8, Datafication and exploitation, I discuss how computer
vision could support surveillance capitalism and describe different possible arguments
that support the thesis that datafication (the practice underlying surveillance

capitalism) is exploitative.

Part IV

Part IV forms the conclusion. In chapter 9, called Conclusion, I discuss the answers to
my research questions, by summarizing the critical approach and the findings of my
critical analysis of computer vision. I also consider the limitations of my research and

propose topics for future research.

11






2. What is computer vision?

2.1. A brief history of computer vision

Legend has it that in the summer of 1966, an undergraduate student at MIT was given
the task to connect a computer to a camera and make it describe what it sees.” The
more accurate version of this story is that a small group of students was appointed to
work on The Summer Vision Project, led by the renowned mathematician Seymour
Papert. Their task was a bit more nuanced than the popular legend makes it seem.
The students were not told to simply make computers see, but to construct a system
of programs in order to divide an image into different regions, namely, object and
background. “The final goal is object identification,” Papert wrote in a memo, “which
will actually name objects by matching them with a vocabulary of known objects”
(Papert, 1966, p. 2). The legend about The Summer Vision Project makes for a successful
anecdote, because it portrays a common phenomenon in research on artificial
intelligence (Al): easy tasks are hard. Describing what one sees is an easy task for most
human beings, but it turned out to be an incredibly challenging one for computers.
Already in the early days of Al research, it was thought that giving vision to
computers was an important part of developing general Al, because vision would
enable machines to navigate their environment and respond to it. The subfield of Al
that is aimed at making computers see 1s called computer vision (CV). CV engineers
ended up working on the goal of object identification for decades. Progress in CV was
very slow for the most part, until a major breakthrough in 2012 revolutionized the
field. In 2012, a convolutional neural network, named AlexNet, won the ImageNet
computer vision competition with an accuracy level of 85 percent. Convolutional
neural networks (also CNNs) are a type of deep learning (an Al technique), inspired
by insights about the visual system in a human brain. The ImageNet computer vision
competition that AlexNet won with 85 percent accuracy, was the third of its kind. The
first edition, in 2010, was won with 72 percent accuracy by a program using a support
vector machine algorithm. In 2011, the winner used the same algorithm and achieved
74 percent accuracy. So, with an increase of 11 percent, one can imagine that the

2012 win with 85 percent accuracy was groundbreaking. CNNs were not new though:

The brief history portrayed in this section is predominantly based on Melanie Mitchell’s Artificial
Intelligence: A guide for thinking humans (2019).
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“they were first proposed in the 1980s by the French computer scientist Yann LeCun,
who had been inspired by Fukushima’s neocognitron” (Mitchell, 2019, p. 74).

LeCun’s convolutional neural networks did not immediately realize a
breakthrough in computer vision and Al research, because it turned out that this
breakthrough also required large quantities of visual data and stronger computer
processing power. ImageNet eventually provided the large dataset needed to
successfully train CNNs to recognize and classify objects in images. ImageNet is a
database for labeled images, set up by data scientists Fei Fei Li in 2006. The ImageNet
database was inspired by WordNet, an English lexicon database. Li and her team
retrieved images from image search engines such as Flickr and Google image search.
But with labeling all images alone, it would have taken several decades to create a
substantial database. So Li and her team decided to use the help of Amazon
Mechanical Turk. Amazon Mechanical Turk 1s an online service that helps one to
find workers who are willing to perform tasks that cannot be automated — such as
labeling images — in return for a small fee (Mitchell, 2019, p. 93). With the help of
Amazon Mechanical Turk, ImageNet obtained eleven million images pertaining to
over 15.000 different categories by 2010 (History of data science, 27 August 2021).

As already mentioned, ImageNet organized their first computer vision contest in
2010. However, they were not the first to organize such an event. The gamification
of Al research has played a major role in the development of Al overall (Ensmenger,
2012). Think for example about the famous matches between IBM’s Deep Blue and
chess champion Garri Kasparov in 1996, and the victory of Google DeepMind’s
AlphaGo over Go champion Lee Sedol in 2016. Before the ImageNet contests, there
was already a series of computer vision contests called PASCAL. The big difference
between PASCAL and the ImageNet competition, was that PASCAL asked computer
vision engineers to train models to categorize images on the basis of twenty categories,
while there were thousands of possible categories in the ImageNet competitions.

The 2012 win for AlexNet put deep learning on the map as #e road to realizing
computer vision. In fact, it is considered a turning point for Al research in general. Al
and CV have rapidly developed ever since the rise of deep learning. In 2017, 29 out
of the 38 teams competing in the ImageNet competition achieved over 95 percent
accuracy. However, as Mitchell (2019) points out, these astonishing numbers are not
enough to say that computer vision had reached the level of human vision. The
ImageNet competition considers a categorization accurate, when the right label
occurs in the top five labels that a model assigns to an image (see the example in image

1, where the output of the image classification is a list of different possible labels, such
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as ‘car’, ‘truck’, ‘van’; and so on). When only the top one label is considered, accuracy
levels are much lower. Furthermore, even if a system’s object recognition is highly
accurate, it 1s still not able to fully interpret a scene in the way that humans can. For
fully developed computer vision, systems should also be able to understand the
relation between different objects in an image and their role in the world. CV today
can perform specific tasks with high accuracy, but an all-round CV model, that
compares to human vision, does not exist (yet). The same is true for Al at large: while
Al models have become incredibly good at solving specific problems (‘weak AI),

artificial general intelligence (or ‘strong AI’) is still in the making.

-CAR
- TRUCK
- VAN

O [ -BicycLE

INPUT CONVOLUTION + POOLING CONVOLUTION + POOLING FLATTEN FULLY SOFTMAX
RELU RELU CONNECTED
FEATURE LEARNING CLASSIFICATION

Image 1. Convolutional neural networks explained (run.ai, n.d.)

2.2. Computer vision tasks

Computer vision can be defined as the subfield of Al that deals with automating the
analysis of visual data, in order to make computers interpret, describe, and respond
to images and videos, in real-time or in hindsight (Vincze, Wachsmuth & Sagerer,
2014). Computer vision consists of different types of tasks. In this section, I describe
these different CV tasks.

The history of CV, described in the previous section, explained that there were
three elements that made the recent successes of GV possible: stronger computer
processing power, deep learning (the CNN algorithm in particular), and big data
(especially the ImageNet database). Mitchell describes CNNs (ConvNet) as follows:
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[A] ConvNet takes an input image and transforms it — via convolutions — into a set of
activation maps with increasingly complex features. The features at the highest
convolutional layer are fed into a traditional neural network (...), which outputs
confidence percentages for the network’s known object categories. The object category
with the highest confidence is returned as the network’s classification of the image. (2019,
p- 86).

See also image 1 for an explanation of convolutional neural networks. CNNs are for
example used to support image search engines, such as Google’s ‘search by image’
option. However, although CNNs proved to be most successful at object recognition
so far, it is not necessarily the only possible way to automate the analysis of images
and videos. As already pointed out in the previous section, support vector machine
algorithms are also a common tool for object recognition and classification (Khan &
Al-Habsi, 2020). Furthermore, to label or more elaborately describe images, computer
vision needs to be combined with other forms of Al, such as natural language
understanding. To improve the interpretation of images and in particular videos,
future CV models also have to incorporate different types of data, such as audio and
location data (Tsakanikas & Dagiuklas, 2018).

CV models need large datasets — ‘big data’ — to train on, because large quantities
of data are needed to start recognizing patterns. For example: by being trained on a
lot of images of dogs, CV models learn to classify additional images of dogs. The
aforementioned database ImageNet provided an unprecedented amount of labeled
images — over eleven million by 2010 (History of data science, 27 August 2021) — and
therefore enabled the widespread development of CV models. However, despite its
major role in the success of computer vision, ImageNet also raised a lot of controversy.
First of all, there are worries about the exploitation of Amazon Mechanical Turk
workers, who are often people in the Global South labeling images against a small fee
(e.g. Busarovs, 2013; Pittman & Sheehan, 2016). Secondly, the use of Amazon
Mechanical Turk workers causes all sorts of human biases to seep into training data.
Kate Crawford and Trevor Paglen explain in their 2019 manifest on the webpage
excavating.ai, that a label or category has a lot of underlying assumptions. Therefore,
they argue, taxonomies or classificatory systems are always political. An image can be
interpreted in multiple ways, so giving a single label to it favors one particular
interpretation and rules out potential other meanings. In addition, labels can be highly
normative and reflecting human prejudices. It is then especially when assigned to

people, that labels can be harmful. Crawford and Paglen write:
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ImageNet contains 2,833 subcategories under the top-level category “Person.” The
subcategory with the most associated pictures is “gal” (with 1,664 images) followed by
“grandfather” (1,662), “dad” (1,643), and chief executive officer (1,614). With these highly
populated categories, we can already begin to see the outlines of a worldview. ImageNet
classifies people into a huge range of types including race, nationality, profession,
economic status, behaviour, character, and even morality.

Another critique that Crawford and Paglen raise is the fact that certain traits cannot
be learned from a person’s image or appearance. To portray the ridiculousness of

certain labels, they give the following example:

In the weird metaphysics of ImageNet, there are separate image categories for “assistant
professor” and “associate professor™—as though if someone were to get a promotion,
their biometric signature would reflect the change in rank.

Indeed we need to be critical of which characteristics are really revealed in an image
of a person and, thus, which traits a CV model could really deduce from an image.
Trying to read character traits from a person’s face or appearance resembles long-
debunked pseudosciences, like physiognomy and phrenology. However, the history of
these discriminatory pseudosciences has not stopped researchers from developing
problematic CV tools such as a ‘gaydar’-app (Wang & Kosinksi, 2018).

Although labeling images of people is perhaps most precarious, it goes for all types
of images that the labeling of training data needs to be done with care. When the
quality of the training data is poor, the output will be of disappointing quality too.
‘Garbage in, garbage out’, they say. Poor training data can lead to all sorts of
problems, not only the discriminatory treatment of persons. For instance: C'V systems
that analyze medical images could misdiagnose a patient when the systems’ training
data were badly labeled. Or: self-driving cars could wrongly interpret traffic signs or

traffic situations when trained on poorly labeled data.
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Image 2. YOLO Multi-object detection and classification (Mihajlovic, 2019)

Computer vision is an umbrella term for all the different possible techniques and tasks
implemented to analyze images and videos. I already mentioned the main CV
techniques being convolutional neural networks and support vector machines, as well as
the fact that these CV techniques often need to be combined with other machine
learning and deep learning algorithms (e.g. natural language processing) to realize a
certain goal or task (e.g. describing the scene in an image). Different computer vision
lasks are: segmentation, localization, classification, detection, identification, and
tracking strategy (Khan & Al-Habsi, 2020). Segmentation 1s usually the first step in the
computer vision pipeline. It is the detection of pixels that appear to belong together
within a larger frame, that is, a larger collection of pixels. Localization entails locating
objects within a larger frame, most commonly done by drawing a box around the
found objects (as is done in image 2). Detection 1s like localization, but it does not seek
to identify just any object, but some specific objects. Identification, also called
recognition, is the localization of a token entity. While detection localizes types (e.g.
human faces), identification localizes token’s (e.g. Rosalie’s face). Identification
requires prior knowledge about the identified token. This means that to recognize a
specific person’s face, license plate, or handwriting, previous data of that face, license
plate, or handwriting need to be available. Classification involves assigning a class or
category to a localized or detected object in a frame. The assigned class or category is
often shown with the estimated probability that the assigned category is correct.
Tracking, finally, is a task that only applies to the analysis of videos. It entails following
a specific object or entity in motion throughout consecutive video frames.

When it comes to the analysis of images and videos of people — on which I focus
in this dissertation — important computer vision tasks are facial recognition and

behavior analysis. Facial recognition 1s a term used to refer to two distinct tasks. Facial
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recognition first of all refers to facial identification: the identification of specific persons
(tokens) on the basis of their facial features. Secondly, facial recognition can refer to
the analysis of a person’s face with the aim of detecting and classifying certain traits —
such as emotions, age, or race. Behavior analysis refers to the analysis of the activity of
individuals, crowds, non-human animals, vehicles, and more (although the term
‘activity analysis’ is more suitable in the case of vehicles and other non-living entities).
Inferences about one’s behavior can be made from facial expressions, but also from
walking patterns, gestures, the direction of gaze, driving styles, and more. Behavior
analysis and facial analysis are both more interpretative tasks than facial identification
and the other mentioned computer vision tasks.

Finally, there are some unclarities and disagreements as to whether machine vision
and image generation should be categorized under the label of computer vision as well.
Machine vision, first of all, is a less-advanced version of CV. Machine vision often
refers solely to the analysis of images in manufacturing, which is aimed at assuring
quality and safety during the manufacturing process. Image generation, secondly,
refers to the use of Al to generate new images and videos or edit existing content (this
is also referred to as ‘image processing’ or ‘generative AI’). Image and video
generation are mostly known in reference to deepfakes or in relation to Al art.6 An
example of Al image generation is OpenAl’s service DALL-E 2, which generates
images on the basis of a text prompt. While some consider image generation to be a
part of the field of computer vision, others think of generative Al as being a field on
its own, just as computer vision and natural language processing are. In this
dissertation, I indeed treat machine vision and generative Al as separate fields, and
focus instead on the computer vision tasks described above.

In the next section, I provide an overview of possible use cases of the different CV
tasks mentioned in this section. Because the possible uses of CV are numerous, and
because I am interested in those GV applications that can affect human autonomy,
the focus of the overview lies predominantly (but not exclusively) on those CV uses
that involve the analysis of persons. The same goes for the critical analysis of CV in

chapters 5-8.

Note that the terms ‘deepfake’ and ‘generative AI’ are not only used for images or videos, but also
for speech and text.
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2.3. Use cases and contexts

CV serves or could serve a lot of different purposes, in almost all spheres of society. In
this overview, I divide CV applications into four general use-categories: 1)
surveillance, 2) business intelligence, 3) healthcare, and 4) convenience. Other possible
categories are robotics, augmented reality, social media, or scientific research.
However, I have chosen to cover these topics as a part of the categories surveillance,
business intelligence, healthcare, and convenience. In particular the category
‘convenience’ is to be interpreted in a broad way, including all kinds of personal
devices, apps, social media platforms, smart home or IoT appliances, and other
technologies owned and used by private persons. I try to give a wide range of example
applications for each category, but I do not intend to give an exhaustive overview of
CV applications. Rather, this overview should give the reader an idea of the broad set
of possibilities that CV offers. The overview includes existing as well as potential future
applications, as CV is a rapidly developing technology and the critical analysis in this
dissertation is aimed at identifying the existing as well as the potential ethical and
societal implications of CV. The overview is based on a non-systematic, narrative
literature review of academic sources as well as popular media articles and webpages
from CV developers and suppliers (as explained in 1.3.). Research articles on CV
usually give an idea of potential future CV applications, webpages from CV
developers and suppliers give a sense CV products currently arriving on the market,

and media articles often cover C'V applications that are already widely adopted.

Surveillance
One of the major applications of GV is the automation of video surveillance. In
traditional closed-circuit television surveillance (CCTV), human operators are needed
to keep an eye on video footage. The automated analysis of video content — also called
video analytics —makes this practice more efficient. Video analytics decreases the need
for human operators. In the case of semi-automated video surveillance, the video
analytics model sends an alert to human operators whenever a certain event is
observed in a video stream. In the case of fully-automated video surveillance, there is
no human-in-the-loop. Without the need for human operators, video surveillance
suddenly becomes available to smaller enterprises and private persons, to name a few.
So, by decreasing the need for human operators, CV could increase the use of video
surveillance.

The aim of surveillance can be monitoring people to detect unwanted behavior,

but also tracking down or following specific objects or persons, identifying individuals,
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and improving people flow in busy areas by detecting crowds. Specifically important
CV tasks for the automation of surveillance are therefore detection (e.g. of suspicious
objects or behaviors), identification (e.g. of people wanted by the police or people that
need extra protection), and tracking (e.g. to follow a suspect).

Automated video surveillance is useful in various societal domains. It is beneficial
to those who used traditional CCTV surveillance before, first of all because it is more
cost-eflicient than employing human operators to manually monitor video footage
and, secondly, because video analytics could retrieve more information from video
footage than the human eye can. Furthermore, due to its (cost)efficiency, automated
surveillance also enables persons or entities to make use of camera surveillance, who
otherwise would not. Hence, CV introduces surveillance in new contexts, such as
surveillance cameras in classrooms and surveillance cameras inside people’s homes.

For law enforcement, CV can make it easier to detect crimes, to identify suspects,
and to track people. CV, including advanced tasks like facial recognition, has already
been used by law enforcement in multiple countries. In China, for instance,
surveillance cameras are omnipresent and GV is used not only to detect felonies, but
also to profile Uyghur individuals, or adjust citizen’s social credit score (Denyer, 7
January 2018). In the United States, the use of facial recognition by law enforcement
raised a lot of controversy, because of various cases of discriminatory treatment of
Black people (e.g. false arrests) resulting from the use of facial recognition systems by
law enforcement. In the wake of George Floyd’s violent death in May 2020 and the
Black Lives Matter protests that followed, big tech companies like IBM, Amazon, and
Microsoft announced to stop selling their facial recognition products to law
enforcement. However, this does not mean that law enforcement stopped using
automated surveillance altogether, nor does it guarantee that they will not continue
to use facial recognition products in the future.

In public places and semi public places, like stores, restaurants, hospitals, and at
airports, GV can improve existing security practices by automating the analysis of
security camera footage. CV could help to detect shoplifters in stores, drunk and
disorderly customers in a bar, a wandering patient in a hospital (who’s supposed to be
on bed rest), abandoned luggage at an airport, and so on. It can also help to improve
the people flow by detecting crowds. For instance, when a CV system detects a long
queue of people it could automatically signal employees to open another cash desk (in
the case of a store) or another security check (in the case of an airport).

Those who develop CV-assisted surveillance applications are convinced that the

technology can also be beneficial in educational institutes and at work (see for example
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visonify, n.d.; nsc, n.d.; intenseye, n.d.). First of all, CV can help to improve the safety
and security of students and employees. For instance: at construction sites CV helps
to see to it that everyone is wearing a helmet or holding the rails when required; in
transportation GV can check whether a driver is not too tired to drive; and in any
workplace it can help to spot harassment. Secondly, CV makes it easier to monitor
students and employees, which some believe to give a boost to their performance and
productivity. Numerous schools in China are already experimenting with GV in the
classroom. Hanwang Education, part of the Chinese company Hanwang, develops
classroom camera systems that use facial recognition in order to recognize students’
engagement — for example by recognizing whether students check their phones,
frequently ask questions, or doze off during class. Whether it really is successful is
unclear, but Hanwang’s camera systems is meant to improve students’ behavior and
scores and to give both teachers and parents more insight into students’ engagement
(Yujie, 2019).

CV also introduces new forms of surveillance in the private sphere. Some people
already had security cameras inside or outside of their house before, but in most cases
this security footage would not be constantly monitored. CV automates home security
and therefore makes it less costly. It is becoming increasingly normalized for people
to secure their house with cameras. In addition to securing property, so-called smart
cameras (or: camera enabled IoT devices) are also starting to serve other forms of
surveillance at home. Cameras combined with GV systems are used to monitor from
a distance children, pets, elderly family members, disabled family members, or visitors
like guests, babysitters, or cleaning services. A well-known example of CV enabled
home surveillance is the company Ring, which has been selling smart doorbells since
2013. Ever since the company was bought by Amazon in 2018, they also sell other
smart home surveillance devices. Ring aspires to do more than just protecting
individual homes: the systems are connected to an app called ‘Neighbors’ on which
users can make videos of suspicious events around their homes publicly available (as
Ring devices often film not only the doorstep, but also a part of the front lawn,
sidewalk, or street). The aim of the Neighbors app is promoting the safety and security
in the entire neighborhood. Moreover, in the United States, Ring cooperates with
over 400 police departments which can access the video footage of users that have
given their consent for this (Harwell, 29 August 2019). Although it is obscure what
exact data Amazon extracts from Ring’s footage, they clearly state that Ring currently

does not use facial recognition to identify who is in front of the door. However, there
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are many similar systems that do use facial recognition to grant people access to their

homes, apartment blocks, or workplaces (e.g. cie-group, n.d.).

Business intelligence

CV 1is not only useful for surveillance purposes, it can also be a valuable tool for
helping businesses to improve employee productivity, customer service, or the
efficiency of business processes, to name a few. Some relevant CV tasks for business
intelligence are tracking, facial identification, and facial analysis (particularly emotion
recognition).

As I already mentioned above, workplace surveillance can be aimed at ensuring
employee safety and security, but also at monitoring employees to see to it that they
perform as desired or to increase productivity. CV could be used to monitor the
performance of employees in all kinds of industries: retail, hospitality, healthcare,
education, manufacturing, transportation, entertainment, sports, and possibly more.
Monitoring employees can therefore entail a variety of things: keeping track of the
time a nurse spends with each patient, analyzing whether waiters serve restaurants
guests with a smile, or checking on the driving style of carriers.

In addition to monitoring employees, CV can serve businesses by analyzing
customers. This is particularly valuable in the retail and hospitality industry. GV can
provide new insights into customers’ shopping behavior and preferences, which could
in turn help to increase sales, reduce costs, and improve the customer experience. One
way to get such insights is by heat-mapping the store, that is, analyzing where and
how customers walk through a store. Other options are to analyze the dwell time of
customers or to follow the gaze of the customer to see which products, displays or
advertisements catch their attention and get more insight into the customer’s decision-
making process. GV can also help to automatically detect waiting lines and keep track
of how many people are present in the store and at what times. Such information can
be used to improve customer flow, customer satisfaction, the structure of the store,
and the allocation of staff. Business owners can also use CV to gather data on the
clientele of their store, restaurant, casino, and so on, to personalize the customer
experience and offer them targeted adds or offers. Customers can be profiled
according to their perceived age, gender, ethnicity, social status, and more. Returning
customers can also be identified by means of facial recognition. Furthermore, CV can
be implemented in augmented reality (AR) tools like a smart mirror, which shows
customers what they would look like with certain clothes or hairstyles (Marr, 4

October 2019). Finally, CV is used to enable check-out free shops. This is for example
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tried out by Amazon in the United States (known as Amazon Go stores) and Albert
Heijn in the Netherlands (NOS Nieuws, 5 September 2019; Wokke, 5 September
2019). Facial recognition can also be used to enable handsfree payments — this
application is for example common in China, where it is known as ‘smile-to-pay’
(Agence France-Presse, 4 September 2019).

Other uses of CV for business intelligence are the use of CV in factories to manage
manufacturing processes and detect irregularities in products or equipment; in
warchouses to monitor packaging and enable robotics to move around in warchouses
autonomously; in agriculture to monitor life stock, check the quality of crops (e.g.
using drones), or enable automated vehicles that help harvesting; in stores to optimize
the floorplan; and in sports to analyze the performance of individuals and teams and

adjust their.

Healthcare

A good part of CV research is dedicated to the automation of healthcare tasks. GV is
particularly useful for healthcare diagnostics. Weinberger (2021) lists the following
examples of ways in which CV already serves diagnostics or could serve this purpose
in the near future: CV could help to detect cancer by comparing images of abnormal
tissue to a database of images of cancerous and non-cancerous tissue; distinguish
cancerous from non-cancerous tissue to determine how big the cancer is; detect
(micro-) fractures in medical images of bones or veins; assist the analysis of MRI scans;
and analyze human posture and movement to detect abnormalities. Segmentation
and detection are important GV tasks for automated healthcare diagnostics.

In addition to diagnostics, GV could also assist healthcare in other ways. For
instance, CV could be used to label images in medical databases in order to improve
searches and retrieval of data, or to guide surgery to improve a surgeon’s precision
(Weinberger, 2021). Another application of CV 1is the automated monitoring of
patients, in a facility or at home (as already mentioned in the subsection on
surveillance). Furthermore, CV can support people with certain disabilities: object
recognition could help blind people to navigate by describing to the environment to
them (e.g. Microsoft’s PeopleLens. See: Morrison et al., 2021); object and facial
recognition could help people with dementia or memory loss by labeling objects and
familiar faces for them (Munteanu et al., 2022); and emotion recognition could help
those who struggle to read and respond to others’ emotional expressions (Singh &
Dewan, 2020).
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Convenience

Even if one has not heard of C'V before, it is likely that they have already encountered
CV applications without knowing it. CV supports all kinds of personal devices, IoT
devices (or: smart home appliances), mobile phone apps, social media platforms, and
other technologies used by private persons.

CV can first of all be implemented in smart home devices. Already mentioned are
smart doorbells, home security, and camera systems to monitor children, pets, guests,
etc. But GV might also be implemented in other IoT devices, such as smart TVs,
smart vacuum cleaners, smart fridges, and social robotics. Furthermore, CV i1s used
in modern cars, to analyze the inside as well as the surroundings of the vehicle. The
former can be done to look out for tiredness, drunkenness, or aggression of a driver.
The latter helps with (semi-Jautomated driving, C'V systems can for example read road
signs or detect when other vehicles are too close.

CV also enables augmented reality (AR), which can be implemented in multiple
technologies and apps (Chen et al., 2019). AR adds aspects to what a person perceives
in real-time. AR could be used in automated driving, for example, by labeling the
road signs that a driver can see or displaying the speed of vehicles around them. AR
could also take the form of a pair of smart glasses equipped with a camera in order to
analyze or label the objects, persons, animals, weather, and so on, that one encounters
as one goes about their day.” Simpler AR applications are apps that label or adjust the
images a person uploads or changes objects in real-time when people point their
camera at it. A well-known example of this is social media platform Snapchat.
Snapchat, like other apps, allows users to apply filters to their photos. These filters can
alter the image (e.g. make the scene look sunnier or a person look older), or it can add
something to the image (e.g. dog’s ears to a selfie of a person).

Other apps that make use of CV are for example apps that classify images of
plants, birds, or other entities; apps that allow a person to see what they would look
like with certain clothes, hair styles, or make-up; and translation apps that
automatically translate the text on a picture (e.g. Google Translate or DeepL; see also
Turk & Fragoso, 2015). Photo search and automatic labeling or filtering of the images
in one’s personal album are also applications of CV, just like the possibility to unlock
a device by showing one’s face. GV can be used to analyze the images and videos

posted by social media users, in order to determine trends or personalize feeds.

A famously failed example of this is Google Glass. Meta, in collaboration with Ray-Ban, recently also
introduced glasses equipped with cameras and other functions. However, these do not (yet) make use
of AR.
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Facebook used to also apply facial recognition to identify users in images on the
platform and automatically tag them. However, they announced in November 2021
that they would stop using facial recognition for identifying and tagging users in

images, because of “growing societal concerns” (Pesenti, 2 November 2021).
g g ) )

2.4. Related work

Given the many possible use cases of computer vision, it is easy to imagine that the
technology can significantly impact everyday life and societal practices. The purpose
of a normative analysis of an emerging technology like CV i1s to identify the potentially
problematic implications of a technology on individual lives and society, and to steer
the development in a more desirable direction. Before diving into my own normative
analysis of CV, I will describe the state of the debate on the topic. To do so, I
conducted a targeted review of the literature on the ethics of CV, focusing on general
introductions to the field of Al ethics, on the one hand, and on discussions on the
ethics of CV or specific CV applications, on the other hand.

A challenge when conducting this review was terminology. The term ‘Al ethics’
has become popular only in recent years. Before that, and still, other terms were used
to refer to similar or overlapping fields of research: e.g. ‘digital ethics’, ‘the ethics of
big data’, and ‘the ethics of algorithms’. Similarly, different terms are used to refer to
the same applications: ‘video analytics’, ‘automated video analysis’, ‘smart cameras’,
‘computer vision machine learning’, and so on. I chose to limit my discussion of
related work to general discussions of Al ethics, because Al ethics seems to have
become the dominant term and also the broadest discipline — Al ethics can, to a large
extent, cover the ethics of algorithms, the ethics of big data, and digital ethics.
Furthermore, with CV being a subfield of Al it is most obvious to treat the ethics of
CV as a subdomain of the ethics of Al. To find previous work on the ethics of GV, I
used combinations of the following search terms on Google Scholar: ‘Computer
Vision’, ‘Face recognition’, ‘Facial recognition’, ‘Video analytics’, ‘Ethics’, ‘Ethical’,
and ‘Implications’. This search may not have covered all work available on the topic,
but it suffices to offer an insight into the state of the debate on the ethical and societal
implications of CV.

Going through general discussions of Al ethics, I found that CV and its different
applications are hardly mentioned. The Stanford Encyclopedia of Philosophy entry on
‘Ethics of Artificial Intelligence and Robotics’ (Miuller, 2020) and the Internet
Encyclopedia of Philosophy entry on ‘Ethics of Artificial Intelligence’ (Gordon & Nyholm,
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2021) both only refer to facial recognition once and do not explicitly mention CV at
all. In The Oxford Handbook of Eihics of AI (Dubber, Pasquale & Das, 2020), there is not
a single chapter dedicated to CV or GV applications — although CV applications are
among the examples discussed in some of the chapters. In Mark Coeckelbergh’s book
AI Ethies (2020), computer vision is briefly mentioned as one of many Al techniques
and facial recognition repeatedly pops up in examples (regarding surveillance and
privacy, data and biases, Walmart’s analysis of customers, and Facebook’s photo
tagging), but neither the technology nor the examples are discussed with much detail.
In Kate Crawford’s book The Atlas of AL Power, Politics, and the Planetary Cost of Artificial
Intelligence 1 did find more detailed discussions of CV — although still only in relation
to examples that are meant to support a more general point about Al. The discussion
of CV in Crawford’s book shows a lot of overlap with her essay on the normative
issues in CV research that was published on the webpage excavating.ai (see also 2.2.).
For instance, she discusses the enormous amount of energy needed to store the big
datasets needed to develop GV models, the problematic assumption that images are
apolitical and can be given a single label, and the problems with Ekman’s theory of
the facial expressions of emotions on which most CGV-based emotion recognition
models build.

A review of general literature on Al ethics creates the impression that GV does not
receive much attention within the field. Of course, many of the general concerns in
Al ethics and surveillance studies apply to the CV context — think about surveillance
and privacy, bias and transparency, or automation and unemployment (Gordon &
Nyholm, 2021; Miller, 2020). Nevertheless, it seems to me that the scope of CV
research and applications, as well as the unique type of data that GV deals with,
provides good reason for explicit and in-depth attention to the ethical and societal
implications of CV. As a result of my targeted search I found that there are indeed
also some more focused articles available, dealing explicitly and exclusively with the
ethics of CV or certain CV applications.

First of all, there is quite some literature on the ethics of facial recognition. Already
in 2004, Brey discussed the ethics of the use of facial recognition in public spaces. He
highlights the problem of error, the problem of function creep, and privacy — noting
that the latter is the most serious obstacle to facial recognition applications in public
space (Brey, 2004). Selinger and Leong (2021) wrote a chapter on the ethics of facial
recognition in The Oxford Handbook of Digital Ethics, discussing among other things the
uniqueness of facial recognition technology. In their much-cited paper ‘Gender

Shades: Intersectional Accuracy Disparities in Commercial Gender Classification’
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(2018), Buolamwini and Gebru discuss algorithmic fairness in the context of facial
analysis systems that classify a person’s gender based on the image of their face.
Thiago Guimaraes Moraes and colleagues discuss different purposes in which facial
recognition is used in (semi-)public spaces in Brazil (namely for public security, social
scoring and digital identity, private security, targeted marketing, and public health)
and the risks that come with these applications (the lack of a legal basis, inaccuracy,
normalization of surveillance, and a lack of transparency) (Moraes, Almeida & de
Pereira, 2020). Blank analyzes the ethics of facial recognition in general. Although
they claim to build on various approaches in Al ethics, such as the expansion of
bioethics into Al suggested by the Al4People framework, they end up focusing on
three issues — human rights, error rates, and bias — without explaining why these would
be the most important issues to discuss (Blank, 2019).

Furthermore, there are also a number of micro-ethical articles that focus on
aspects of CV other than face recognition or facial analysis. Crawford’s
aforementioned piece on excavating.ai offers an in-depth discussion of the problems
surrounding ImageNet — the main database used in GV research. Coupland and
colleagues discuss how ethical consideration could or should be part of the
development of CV applications, on the basis of a specific case study - namely, a CV
system for person tracking, occupancy and fall detection (Coupland, Wakunuma &
Stahl, 2009). Huffer et al. go into the ethics of CV in the context of human remains
trafficking (Huffer, Wood & Graham, 2019). Dufresne-Camaro and colleagues wrote
a paper on GV research for the global South and the risks related to the uses of CV
in the global South. They find that the focus of GV research is different in the global
South and the risks related to CV applications and uses are “region-specific,
depending heavily on a community’s needs, norms, culture and resources” (Dufresne-
Camaro, Chevalier & Ishtiaque Ahmed, 2020, p. 8). In a report for the American
Civil Liberties Union, Stanley (2019) discusses the dangers of Al cameras and video
analytics. Although Stanley’s report focuses solely on the use of CV for surveillance,
it covers a fairly wide range of ethical issues — including chilling effects, the new types
of data smart cameras can gather, the unscientific basis of certain forms of analytics,
discriminatory effects, and the possibility of over-enforcement and abuse of the
technology.

I was only able to find two sources covering the ethics of CV in general, rather
than focusing on a specific application or use context. The first is a Master’s thesis, in
which six ethical themes in computer vision are identified on the basis of a literature

review: espionage, identity theft, malicious attacks, copyright infringement,
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discrimination, and misinformation (Lauronen, 2017). The second piece on the ethics
of GV is a conference paper by Skirpan and Yeh, titled ‘Designing a Moral Compass
for the Future of Computer Vision using Speculative Analysis’. The authors
categorized five risks in CV: privacy violations, discrimination, security breaches,
spoofing and adversarial inputs, and psychological harms (Skirpan & Yeh, 2017).
Some authors have argued that binding legislation is the only way to realize ethical
Al (e.g. Nemitz & Pfeffer, 2020). Accordingly, the EU’s Commission has proposed a
rather extensive set of prohibitions, requirements, and rules for Al in their 2021 A7
Act. The EU’s AI Act follows a risk-based approach, proposing prohibitions for four
types of Al practices with unacceptable risk, requirements for high-risk Al systems and
practices, and more general rules for Al systems and practices with limited or minimal
risk. GV is not explicitly mentioned in the Al Aet, due to its general nature and
phrasings, but of course the proposed legislation would apply to CV applications too.
Two of the four prohibitions proposed by the European Commission could apply to
CV systems. The first and most obvious is the prohibition of “the use of ‘real-time’
remote biometric identification systems in publicly accessible spaces for the purpose
of law enforcement” (41 Act, 2021, p. 43).8 The second prohibition that could apply to
CV 1s the prohibition of the use of Al systems by public authorities for the purposes
of social scoring. It has been shown in China that CV applications are a very useful
support when it comes to social scoring, because of they help to identify citizens, track
their movements and whereabouts, and make inferences about their emotions and
opinions by analyzing their facial and bodily expressions. The EU’s high-risk category
is also relevant to various CV applications. High-risk, according to the AI Act, would
be CV that supports critical infrastructures like transport, CV assisted surgery, the use
of CV for recruitment procedures, the use of CV by law enforcement in ways that
could interfere with people’s fundamental rights, and the use of CV for migration and
border control management (European Commission, n.d.). For these high-risk
applications, the European Commission proposes strict requirements regarding: data
and data governance; technical documentation; record-keeping; transparency and
provision of information to users; human oversight; and accuracy, robustness and
cybersecurity (European Commission, April 21, 2021, pp. 48-52). The fact that
governments are developing legislation to regulate the development and use of CV
could be interpreted as a sign that there is no more need for a normative analysis of

CV. At the same time, though, the fact that various CV applications classify as

Note that there are some exceptions to this prohibition, such as when the use of biometric
identification is necessary to search for potential victims of crime or to prevent a terrorist attack.
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unacceptable or high-risk according to the EU, confirms how important it is to
consider CGV’s ethical and societal implications. Moreover, the proposed legislation
merely puts up boundaries, but does not explain the varied and nuanced ways in
which CV can impact people’s autonomy.

In sum, sections 2.1., 2.2.; and 2.3. of this chapter made clear that computer vision
research covers a huge part of Al research and a great many Al applications make use
of CV tasks. Furthermore, the history of GV (2.1.) explained that the developments in
Al over the past decade started with a breakthrough in GV research. When it comes
to Al ethics, however, C'V is much less central. Admittedly, the topic is not entirely
ignored, as I showed in the present section (2.4.). There is some literature available on
the ethics of CV, particularly on the ethics of facial recognition, and Al governance
initiatives impose or potentially impose boundaries on the development and use of
CV in certain parts of the world. However, CV does not play a central or explicit role
in the wider Al ethics debate. When mentioned in this debate, it is usually either in
relation to facial recognition or to surveillance, because these applications function as
relevant examples to discuss the issue of privacy and data-protection, or the issue of
bias and discrimination. This dissertation will offer a more extensive overview of CV’s
potential societal and ethical implications (particularly chapter 5) and discuss in detail
some important issues outside of the commonly raised concerns regarding privacy and

discrimination (chapters 6, 7, and 8).
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3. Why AI ethics is a critical theory

Abstract

In this chapter, I argue that the field of Al ethics, understood as the normative analysis
of emerging Al applications, resembles a critical theory. Critical theory is guided by
the normative goal of emancipation and aimed not only at critiquing, but also at
changing societal practices. I argue that, just like a critical theory, Al ethics has a
practical aim. Al ethics namely seeks to diagnose as well as change the impact of Al
on individuals and society. Moreover, I suggest that Al ethics also relates to critical
theory with regards to its normative goal. To support this argument, I show that the
most commonly addressed ethical principles and topics within the field of Al ethics
can each be understood in terms of power and as fundamentally concerned with

emancipation.
This chapter is a modified version of the following publication: Waelen,

R. (2022). Why Al Ethics Is a Critical Theory. Philosophy & Technology,
35(1). https://doi.org/10.1007/s13347-022-00507-5
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3.1. Introduction

The rise of artificial intelligence (Al) raises a variety of ethically relevant questions:
What ethical rules should autonomous systems follow? What are the moral
responsibilities of Al developers? And what are the ethical and societal implications of
a particular Al application? I understand the former two questions as being part of
machine ethics and engineering ethics, respectively, and the latter question as central to A7/
ethics. In other words, when I speak of ‘Al ethics’, I refer to the research field that
specifically deals with the normative issues raised by emerging Al technologies.
Various approaches to the normative analysis of Al applications have been proposed,
but the most popular approach so far is the principled approach. Over the past years,
numerous Initiatives have developed sets of ethical principles to guide and ensure a
desirable development and use of Al (Hagendorft, 2020; Jobin et al., 2019; Ryan &
Stahl, 2020). These principles function as a kind of soft law — meaning that they are
not binding. Furthermore, most of the to date developed sets of principles are highly
comparable. Common Al ethics principles are for example transparency, justice and
fairness, non-maleficence, responsibility, and privacy (Jobin et al., 2019).

The purpose of this chapter is to argue that Al ethics has the characteristics of a
critical theory. I do so by showing that the core concern of dominant Al ethics
principles is protecting and promoting emancipation. The structure of the chapter is
as follows. In section 3.2., I define what it takes to be a critical theory. In short: a
critical theory studies power dynamics, with the goal of protecting and promoting
human emancipation, and seeks not only to diagnose, but also to change society. In
section 3.3., I take a more detailed look at the concept of power and explain how a
pluralist understanding of the concept allows us to analyze power structures and
relations, on the one hand, and (dis)empowerment, on the other hand. In section 3.4.,
I argue that the vast majority of the established Al ethics principles are fundamentally
aimed at promoting and protecting emancipation, by (re-)defining these principles in
terms of power. I conclude, in section 3.5., that the field of Al ethics should be
understood as a critical theory, given that the discipline is fundamentally concerned
with emancipation, and meant not only to analyze the impact of emerging Al

technologies on individuals and society, but also to change it.
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3.2. What constitutes a critical theory?

Marx’ famous thesis that philosophers should not only interpret the world but also
change it, inspired a group of philosophers now known as the Frankfurt School.? The
work of the Frankfurt School philosophers was given the name ‘critical theory’.
Critical theory has three characteristic facets: the practical goal to realize change
through critique, the method of immanent-transcendence, and the normative goal of
emancipatory progress.

First of all, following Marx’s vision for the future of philosophy, critical theory was
established not as a merely theoretical endeavor, but as a school of thought aimed at
realizing its normative goals in practice. Although one might argue that much of the
work by critical theorists is very theory focused, it is important to know that realizing
change in practice is the initial aim of critical theory.

The second characteristic of critical theory is the method of tmmanent-transcendence,
or, immanent critique. This method implies that critical theorists argue how the world
should be (transcendence) based on how it currently is (immanence), rather than
always working towards a single predefined image of an ideal state of affairs (Delanty
& Harris, 2021; Thompson, 2006). Although the method is unique to critical theory,
the idea that societal critique should be based on the present rather than on
preconceived ideals goes back to Hegel and can also be found in the work of Marx —
both of whom heavily influenced the critical theorists of the Frankfurt School.

A third important facet is critical theory’s emancipatory ambition. Max
Horkheimer (1895-1973), who played an important role in establishing the Frankfurt
School tradition of critical theory, said that critical theory is “an essential element in
the historical effort to create a world which satisfies the needs and powers of men,”
and defined its goal as “man’s emancipation from slavery” (Horkheimer, 1972, p.
246). Put differently, critical theory seeks to identify and overcome power dynamics
that hinder emancipation. Emancipation entails being free from those forms of power
that keep one from ruling their own life — or in the words of Rainer Forst:
emancipation is “overcoming social domination” (Forst, 2019, p. 17). According to
Forst, the normative imperative of emancipation is immanent to the status quo, it
namely arises from existing social struggles. Critical theory seeks to identify, critique,
and change existing struggles for emancipation — whether it is in relation to social

class, racism, sexism, or other forms of oppression. Because of its core aim to improve

This is the 11t thesis on Feuerbach which Karl Marx wrote in 1845. It was later published as an
appendix to Friedrich Engels’ Ludwig Feuerbach and the End of Classical German Plulosophy in 1886.
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the status quo, critical theory is inevitably connected to the concept of progress. Even
if the concept of progress has a problematic relation to (imperialist) ideology, critical
theory cannot go without it (Allen & Mendieta, 2019; Forst, 2019). Throughout the
dissertation, I refer to ‘social progress’ or ‘emancipatory progress’ in relation to critical
theory’s normative aim of emancipation (thereby treating the two as interchangeable
concepts). Moreover, I argue that it is the task of Al ethics to ensure that technological
progress — specifically the current developments in the field of Al — also implies social
progress.

Critical theory is not an ethical theory, it is a social school of thought. Critical
theory brings together ethical and societal concerns, and combines (practical)
philosophy with social science (Benhabib, 1986). Critical theory therefore blurs the
distinction between ethical, social, and political issues and analyses. Moreover,
Horkheimer suggested that critical theory should be an interdisciplinary endeavor
(1972). History, economics, politics, psychology, and other social sciences, can each
in their own way help to understand in what ways emancipation is limited, how certain
power relations came into being, and how to counter or resist problematic power
dynamics.

There are distinct generations within the Frankfurt School tradition of critical
theory. The first generation of critical theorists (among which were Theodor Adorno,
Walter Benjamin, Max Horkheimer, and Herbert Marcuse) were preoccupied with
criticizing modern capitalism and discussed typically Marxist subjects like alienation,
exploitation, and reification. Later on, the focus of their critique became the
enlightenment and the loss of individuality due to mass culture (Horkheimer &
Adorno, 1947/2002). Jirgen Habermas, a second generation critical theorist,
continued the tradition by studying democracy and discussing the topic of power in
relation to communication. Habermas is most known for his discourse ethics
(Habermas, 1984; 1987). Axel Honneth, a student of Habermas, in turn focused his
attention on the topic of recognition and societal struggles for recognition, which
(again) goes back to Hegel (Honneth, 1996). One of the contemporary, fourth
generation members of the school is Rainer Forst, who has continued the tradition by
developing a critical theory of justice, in which the notion of justification plays a
central role (e.g. Forst, 2017).

Only the first generation of critical theorists explicitly concerned themselves with
the topic of technology, mostly focusing on technology’s relation to capitalism
(Delanty & Harris, 2021). But the types of technology that these early Frankfurt School

members dealt with were nothing like Al and other technologies emerging today.
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Therefore these critiques are not directly relevant today. However, that does not have
to mean that the tradition of critical theory is not at all relevant to contemporary
philosophy and ethics of technology. Several authors have argued for the relevance of
critical theory to understanding the societal role and impact of technology today. Most
notable, although already dated, is Andrew Feenberg’s engagement with the
Frankfurt School tradition to develop his own critical theory of technology (Feenberg,
1991). Another, more recent example is Christian Fuchs, who, among other things,
builds on the work of Lukacs, Adorno, Marcuse, Honneth and Habermas to develop
a critical theory of communication in the age of the internet (Fuchs, 2016) and on
Marxist thought for a critical discussion of digital labor (Fuchs, 2014). Furthermore,
Stahl and colleagues already suggested using critical theory for the ethical assessment
of information technology (Stahl et al., 2014), Delanty and Harris also argued in a
recent article that the general themes that are present in critical theory still offer a
valuable framework for analyzing technology today (Delanty & Harris, 2021). And
labels like ‘critical data studies’ and ‘critical algorithms studies’ are already in use
(although not very common). So, one of the central ideas put forward in this
dissertation, namely the idea that the tradition of critical theory can support the
analysis of Al is not that far-fetched. The real novelty of my argument lies in the
proposal to understand the emerging field of Al ethics as a critical theory and to
replace principle-based analyses of Al with critical analyses.

Finally, the understanding of the term ‘critical theory’ as referring to the work of
the Frankfurt School, is a narrow understanding of the term. When understood in a
broader sense, the term ‘critical theory’ can refer to any theory or diagnosis of power
dynamics meant to serve emancipatory ends. In this broad sense, critical theory would
also include other schools of thought, such as certain strands of feminism or post-
colonialism (Bohman, 2021). Critical theories deal with the struggle of a specific day
and age, and therefore they always differ in their focus on a particular oppressed
societal group or a particular way in which people’s emancipation is hindered
(Bohman, 2021). As I further argue below, Al ethics is a critical theory which focuses
on the ways in which this new technology called artificial intelligence, disempowers
individuals and facilitates or exacerbates existing power relations and structures in

society.
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3.3. Defining power
According to Amy Allen (2008) and Seyla Benhabib (1986), critical theory needs both

a theory of power and a theory of autonomy to rely on. A theory of power enables
critical theorists to diagnose society, that is, to identify social struggles and pathologies.
The concept of autonomy enables one to evaluate power dynamics in light of critical
theory’s emancipatory aim. However, different critical theorists and theories have
ascribed different meanings to ‘power’ and ‘autonomy’. Some also prefer a focus on
another normative concept, such as ustice’ (e.g. Forst, 2017). However, regarding
the normative evaluation of power dynamics, I follow Allen’s and Benhabib’s
understanding of critical theory. I therefore propose a specific understanding of
‘power’ (in this section) and ‘autonomy’ (in section 4.2.), which I think are suitable to
the critical analysis of Al

Power 1s a contested concept — according to Steven Lukes it even is essentially
contested (Lukes, 1974; 2005). When trying to define ‘power’, scholars disagree over
a number of issues. For example, it is disputed whether power can be ascribed to
structures or solely to agents; whether an exercise of power is necessarily intentional
or whether someone or something can exercise power without intending to do so; and
whether the exercise of power has to involve a conflict of interests or not (Brey, 2008).
Furthermore, there is a divide between those who conceptualize power in dispositional
terms, as ‘power-to’, and those who discuss power in relational terms, as ‘power-over’.

We could say that there are, broadly, four different views of power: the
dispositional, episodic, systemic, and constitutive view (Allen, 2016; Haugaard, 2020;
Sattarov, 2019). The first resembles ‘power-to’, the latter three are relational views
and therefore they fall under the category of ‘power-over’. Those who defend the first,
dispositional view of power, argue that power is a capacity or ability — namely the
capacity to bring about significant outcomes. Acquiring that capacity is also referred
to as ‘empowerment’, and losing it as ‘disempowerment’. One defender of the
dispositional view is Peter Morriss, who argued that two mistakes are commonly made
in discussions of power: the vehicle fallacy and the exercise fallacy (Morriss, 2002).
The vehicle fallacy is committed when the resources that giwe rise to power (e.g. Al
technologies), are claimed to be power. The exercise fallacy occurs when one equates
power with its exercise. Morriss argues that having power entails more than merely
exercising it, it is a disposition that “can remain forever unmanifested” (2002, p. 17).
Morriss’s discussion of the exercise fallacy should be read as a critique towards those

who defend a relational view of power, in particular the episodic view.
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The episodic view of power entails that power occurs when one party exercises
power over another, for example by means of force, coercion, manipulation, or
authority. Known for defending this view of power are Max Weber, Robert Dahl, and
Steven Lukes. Dahl famously formulated the intuitive notion of power as “A having
power over B to the extent that A can get B to do something that B would not
otherwise do” (1957, p. 202). Lukes initially followed Dahl, by defining power as “A
exercises power over B when A affects B in a manner contrary to B’s interests” (1974,
p- 30), but later in his career he accepted Morriss’ critique and acknowledged that
power is “a capacity not the exercise of that capacity” and also that “you can be
powerful by satisfying and advancing others’ interests” (Lukes, 2003, p. 12). However,
even though dispositional power appears to be more fundamental than episodic
power, the episodic view of power is nevertheless a relevant view of power. The
episodic view of power highlights a specific aspect of power, namely the direct exercise
thereof.

Systemic power refers to the ways in which a society’s institutions, norms, values,
laws, and group identities can have power over individuals. The systemic view of
power is, amongst others, defended by Clarissa Hayward, who argues against the
dispositional and episodic view by saying that power should be “de-faced” by
“reconceptualizing it as the network of social boundaries that delimits, for all, fields of
possible action” (2000, p. 27). I suggest, instead, that the systemic view complements
the episodic and dispositional views of power, because it enables one to look at the
bigger picture and see what causes some to have dispositional power and exercise it,
while others cannot or are constantly subjected to the power of others. Systemic power
“highlights the ways in which broad historical, political, economic, cultural, and social
forces enable some individuals to exercise power over others, or inculcate certain
abilities and dispositions in some actors but not in others” (Allen 2016).

Constitutive power, finally, refers to the view of power that focuses not on the
oppressive character of power, but on the ways in which those subjected to power are
also shaped by it. Power does not only oppress people, 1.e., keep them from acting in
a certain way, it also constitutes people’s behavior, views, and even their identity and
self-development (Allen, 2008). Michel Foucault is well-known for developing the
constitutive view of power with his concepts of discipline and biopolitics (Foucault
1954-1984/2002). Following Foucault, the constitutive notion of power has also been
embraced by many feminists, who found it useful for studying women’s subordination

to the patriarchy and the ways in which it has shaped women’s individual identities as
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well as societal gender roles and expectations regarding femininity (Allen, 2008;
Butler, 1997).

These four views of power are not necessarily incompatible, competing views.
According to Mark Haugaard (2010; 2020), Lukes is wrong in saying that power is
essentially contested. Haugaard suggests that “power debates will advance more
fruitfully if we treat power as a family resemblance concept, whereby their meaning
varies depending upon language game” (Haugaard, 2010, p. 424).10 A family-wide
concept like power is so broad and vague that it explains little in itself, therefore it is
better understood through a cluster of concepts that refer to different aspects of the
wider notion. Hence, we should reject the premise that there is a single best definition
of power to be found and opt for a pluralist approach to power. The criterion for
including a certain view of power in the pluralist approach should be “usefulness”,
says Haugaard (2010, p. 427). A definition or notion of power is useful, when it
highlights a unique aspect of power.

Faridun Sattarov (2019) adopts Haugaard’s pluralist approach to power and
argues that all of the four mentioned aspects of power — dispositional, episodic,
systemic, and constitutive power — are useful to philosophical and ethical discussion
of technology. These four different forms of social power are also distinguished by
Allen (2016) and the first three are discussed by Haugaard (2010). I adopt Haugaard’s
and Sattarov’s pluralist approach to power, treating the different concepts of social
power not as opposing or competing views, but as different aspects of the same, family-
wide concept. Moreover, I follow Sattarov in saying that the four forms of power
outlined in this section, are all useful when it comes to discussing technology’s impact
on individuals and society. While other critical theories might benefit from a more
narrow discussion of power, my critical approach to the normative analysis of Al will
be based on a very broad understanding of power, thereby covering the wide range

of ways in which Al impacts individuals and society.

3.4. Analyzing Al ethics principles in terms of power

As I mentioned before (1.1. and 3.1.), I understand Al ethics as being concerned with
the normative analysis of Al applications and their impact on individuals and society.
Others sometimes define the field of Al ethics as also encompassing questions of

machine ethics and engineering ethics. For instance, Miiller (2020) describes the

Both the idea of family resemblance and language games are borrowed from Wittgenstein.
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purpose of Al ethics as twofold: first of all, Al ethics deals with the ethical issues that
arise from Al systems as objects, and secondly, Al ethics deals with the moral questions
raised by Al systems as subjects. Miller (2020) then lists privacy, manipulation,
opacity, bias, the future of work, and autonomy as main ethical issues that arise from
Al systems as objects, and mentions machine ethics, artificial moral agency, and
singularity as topics to do with Al systems as subjects. Gordon and Nyholm (2021)
offer a similar list. As main debates in the ethics of Al they name machine ethics,
autonomous systems, machine bias, opacity, machine consciousness, moral status, and
singularity. To a large extent, these lists overlap with popular Al ethics principles that
ought to guide the development and use of Al in a desirable direction. This popular
approach to Al ethics is what I, like many others, refer to as the principled approach
to Al ethics.!! A comparative study of 84 sets of Al ethics principles in 2019, showed
that there is a lot of convergence between the principles that different parties have
proposed (Jobin et al., 2019). More precisely, the study identified eleven clusters of
values and principles that were brought forward in the 84 documents: transparency
(mentioned in 73 of the studied documents), justice and fairness (68), non-maleficence
(60), responsibility (60), privacy (47), beneficence (41), freedom and autonomy (34),
trust (28), sustainability (14), dignity (13), and solidarity (6). These principles touch
upon the debates that are central in Al ethics according to Miiller (2020) and Gordon
and Nyholm (2021). The issue of opacity, for example, relates to the principle of
transparency, and the issue of bias is addressed by the principle of justice.

In what follows, I argue that the vast majority of these popular Al ethics principles
can be defined in terms of power and in function of emancipation. I also discuss how
other ethical issues surrounding Al and non-western perspectives on Al ethics relate
to the concept of power and the goal of emancipation. The goal of this analysis of
common Al ethics principles, is to show that the field of Al ethics currently shares the
fundamental goals of critical theory, and thus resembles a critical theory.

Before diving into the analysis, I want to stress that when I talk about Al as having
or exercising power over humans, I do not mean to ascribe to Al technology the kind
of agency or intentionally required to purposefully seek power. Rather, I mean to
argue that Al can play a facilitating role in empowerment and disempowerment,

individual and structural relations of power, and in constituting norms, views,

The principled approach to Al ethics resembles the dominant approach in the more established field
of bioethics, where four ethical principles (justice, autonomy, beneficence, and non-maleficence) are
widely recognized as the basis for policy making and clinical decision making in the medical field.
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behaviors, and identities. Sometimes this role is intended by Al developers or users,

sometimes it can be an unintended consequence of the technology.

Transparency

The most proposed principle for ethical Al 1s the principle of transparency.
Transparency would be required, for example, with regards to data collection and
processing (what is done with my personal information?), automated decision-making
(how are the decisions that affect me made?), or personalized recommender systems
(on the basis of what data am I shown a certain product or news article?).
Transparency implies that the answers to these questions are both accessible and
comprehensible. According to Jobin and colleagues, the idea behind this principle is
that transparent, explainable, or interpretable Al would minimize harm by Al
systems, improve human-Al interaction, advance trust in the technology, and support
democratic values (Jobin et al., 2019). A different way of explaining what makes
transparency in Al so valuable, is to say that it grants an individual epistemic agency,
1.e. the ability to know what happens to their data and how Al affects them, as well as
the ability to better control one’s own information and the ways in which they are
affected by Al This knowledge and control are dispositional powers: transparency
implies having the power to know or understand what happens to one’s data and on
what bases decisions are made. Therefore I conclude that what is really at stake when

transparency is called for, is the empowerment of individuals.

Justice, fairness, and solidarity

Justice 1s mentioned in Al ethics guidelines in relation to fairness, on the one hand,
and bias and discrimination, on the other hand (Jobin et al., 2019). Fairness concerns
have to do with equal access to Al and an equal share of the burdens and benefits of
the technology. There is, for example, the concern about a digital divide between the
countries that can afford to develop and use Al and those parts of the world that do
not have access to the latest technology. The principle of non-discrimination has
become pressing as many emerging technologies have been found to contain biases.
Particularly algorithmic bias has received much attention in the field of Al ethics.
Algorithms can contain biases, amongst other reasons, when they are built on non-
inclusive training data. Biased algorithms or in other ways biased Al systems can lead
to discriminatory outcomes (e.g. when they continuously misidentify certain
demographics as a threat or potential criminal) and therefore violate the principle of

just and fair Al. Mentioned less often in existing Al guidelines is the principle of
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solidarity. Solidarity has to do with the (fair) distribution of AI’s benefits and harms.
Solidarity in Al would imply that the benefits of Al should be redistributed from those
who are disproportionally benefitted by this new technology to those who turn out to
be most vulnerable to it (e.g. those who are unemployed due to automation).

These justice related concerns can be described in terms of relational power. As
Forst acknowledges: “the question of power, qua social and political power that shapes
collective processes, is central to justice” (Forst, 2017, p. 8). Justice is about acceptable
power relations or systems in society. The concept of justice can refer to the direct
exercise of power by one actor over another (episodic power), but most often justice
has to do with the systems of power that shape a society and, hence, determine the
possibilities of certain individuals or groups in that society (systemic power). In other
words, the principle of justice protects those subjected or vulnerable to systems of
power or the exercise of power by others (both of which can be facilitated by Al). By

doing so, the principle of justice serves the goal of emancipation.

Non-maleficence and beneficence

Non-maleficence and beneficence too can be understood as principles meant to
protect those who are vulnerable to the power of Al. As Al continues to become
omnipresent in society, it becomes inescapable for people to use the technology, to be
subject of data analysis, and to be affected by automated decision making systems.
People’s lives are therefore increasingly affected by Al. Moreover, the fact that Al is
inescapable to the modern citizen 1s in itself an instance of systemic power. Protecting
that Al does not harm, and potentially even benefits, its users and subjects, is a way of
ensuring a desirable power relation in which Al does not stand in the way of

emancipatory progress.

Responsibility and accountability

Responsibility and the related notion of accountability are frequently mentioned as
guiding principles for Al because of the concern that automated decision making will
create responsibility gaps (Gordon & Nyholm, 2021). Al systems can take decisions
that directly impact human beings, but cannot be held responsible or accountable for
the consequences of their actions in the same ways as humans can. This raises the
question: who should (and can) be held responsible and accountable for the harm
caused by Al systems? This question needs to be answered in order to assure that the
power relations that Al creates, exacerbates or facilitates are not abused (Sattarov,

2019). Like justice, the principles of responsibility and accountability in Al ethics
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guidelines can be understood as a way of protecting those subjected against the abuse

of Al’s power, and they therefore support emancipation.

Privacy

Privacy is discussed as a value, moral right or legal right. Jobin et al. (2019) point out
that Al ethics guidelines discuss privacy both as a value to uphold and a right that
should be protected. Moreover, in the context of Al, privacy is often discussed in
relation to data protection. This is in line with the common definitions of privacy as
‘informational control’ or ‘restricted access’ (DeCew, 2018). Under both of these
definitions, privacy is understood as a dispositional power, more precisely, as the
capacity to control what happens to one’s information and to determine who has
access to one’s information or other aspects of the self. Al then, is perceived as a
potential threat to this capacity, because it entails the collection and analysis of large
quantities and new types of personal data. Hence, Al could disempower individuals
with respect to their privacy. Or put differently, privacy should be promoted in the

context of Al, because it empowers data subjects.

Freedom and autonomy

Freedom and autonomy are related concepts and often mentioned together in Al
ethics guidelines. Freedom can be defined in positive and negative terms. Freedom
can be understood as the lack of outside interference in one’s actions or the possibility
thereof (negative liberty), but it is also discussed as being free to act (positive liberty).
The concept of autonomy relates to the latter definition of freedom. Autonomy
roughly means ‘self-rule’ or ‘self-determination’ (I discuss the meaning of ‘autonomy’
in more detail in section 4.2.). Given that empowerment entails increasing the scope
of individual or collective agency, autonomy clearly serves dispositional power.
Negative liberty can be defined in terms of episodic power and systemic power, as it
implies the absence of power exercises by others or the absence of systemic power
relations. One is free, in this sense, when their actions are not subjected to the power
of others or to a system of power. Negative freedom implies, for example, not being
subject to technological experiments, manipulation, or surveillance (Jobin et al., 2019).
The popularity of freedom and autonomy as principles to guide the development and
use of Al seems to confirm that people want to ensure that Al is emancipatory. As I
will further explain in chapter 4, the concept of emancipation is closely related to

freedom and autonomy.
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Trust

The call for trust in Al, or trustworthy Al, can refer to various things: the ways in
which Al research and technology is done, the organizations and persons that develop
Al, the underlying design principles, or users’ relation to a technology (Jobin et al.,
2019). Trust can be fostered by transparency or by ensuring that Al meets the
expectations of the public. People’s need to trust how Al is developed and functions,
can be explained not in terms of dispositional power or empowerment, as is the case
for transparency, but as a protection against the exercise of power by others. Trust is
a desirable feature of the relation between technology and those using it or subjected
to it. When trusting an Al system, one expects that the power that technology can
exercise over the individual will not be misused. A trustworthy power relation is one
where A holds power over B, without B needing to worry that A will take advantage
of this situation.!? Calls for trustworthy Al are aimed at guaranteeing that Al cannot
exercise power over people in arbitrary, harmful or excessive ways, the principle of

trust therefore serves the goal of emancipation.

Sustainability

The principle of sustainability in Al ethics can refer to the sustainability of Al and to
the use of Al for sustainability (Van Wynsberghe, 2021). Furthermore, sustainability
can refer to environmental sustainability, but also socio-economic sustainability. That
the goal of socio-economic sustainability supports emancipatory progress is obvious,
but that environmental sustainability relates to power and emancipatory progress is
less of a given. Depending on one’s point of view, environmental sustainability can be
interpreted as either serving the good of human beings or serving the good of
ecosystems. Environmental sustainability serves the good of human beings, in that it
protects the living conditions for humans on this planet, especially the living conditions
of future generations. Understood in this anthropocentric sense, environmental
sustainability could also be defined in function of values like emancipation or well-
being. However, it must be admitted that the principle of sustainability cannot be
defined in terms of power and in light of emancipation as easily and adequately as

other Al ethics principles.

For a more elaborate discussion of the relation between power and the moral concepts of trust,
vulnerability, authenticity and responsibility, see Sattarov 2019.
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Other topics in Al ethics

AT ethics principles and guidelines do not cover topics like machine ethics, the moral
status of Al systems, or technological singularity, which many also consider to be
central issues in Al ethics (Coeckelbergh, 2020; Gordon & Nyholm, 2021; Muller,
2020). These other topics in Al ethics have in common that they all address, each in
their own way, the question of how individuals and societies should relate to Al and
exercise control over it. Al has the potential to become an unprecedentedly powerful
technology, due to its intelligence, its ability to function autonomously (at least to a
certain degree), and the widespread reliance on the technology. So debates about the
norms according to which members of a society want Al to act, whether Al should be
granted rights, and whether the technology poses an existential risk or not, all express

a concern for the position of humans vis-a-vis the power of AL

Non-Western perspectives on Al ethics

One critique raised against the principled approach to Al ethics, is that the existing
Al ethics guidelines and principles only represent Western views and values (Gordon
& Nyholm, 2021). Classic Western ethical theories focus predominantly on the rights
and well-being of individuals, while other philosophical approaches often tend to be
more oriented towards the collective good. The argument that Al ethics’ fundamental
normative aim is to further emancipation, can accommodate both individual and
common good focused approaches. Emancipatory progress is namely a goal relevant

to both individuals and groups.

3.5. Conclusion

By defining common Al ethics principles in terms of power and in function of
emancipatory progress, I tried to show that the current field of Al ethics has a central
but implicit aim: protecting and promoting the emancipation of human individuals or
groups in relation to Al’s power. This emancipatory aim is akin to the central
normative aim of critical theory. Therefore, I propose, A1 ethics resembles a critical theory.
In addition to the normative aim of furthering emancipatory progress, Al ethics also
shares critical theory’s practical goal to not only critique society, but also improve it.
Understanding and discussing AD’s ethical and societal issues in terms of power,
instead of only following principles like trust, justice, or responsibility, helps to make

the implicit emancipatory aim of Al ethics explicit.
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Abstract

In the previous chapter, I argued that the implicit but central aim of Al ethics is
protecting and promoting the emancipation of individuals and collectives in light of
AT’s power. Given this central aim, I suggested that Al ethics can be understood as a
critical theory. In this chapter, I introduce a critical approach that can guide the
normative analysis of Al. This new approach consists of a framework, inspired by the
fundamentals of critical theory, and proposes the use of critical theory’s concepts,
methods, and theories to support the normative analysis and transformation of Al
The critical approach is meant to be an alternative to the principled approach to Al

ethics.

This chapter is a modified version of the following publication: Waelen,
R. (Forthcoming). A Critical Approach to Al Ethics. In S. Lindgren
(Ed.), Handbook of Critical Studies of Artificial Intelligence. Edward Elgar
Publishing.

47



The Power of Computer Vision

4.1. Introduction

The insight that the field of Al ethics resembles a critical theory, can inform and guide
future Al ethics endeavors. In this chapter, I show how the fundamentals of critical
theory can form the basis for a new approach to the normative analysis of Al
applications: a critical approach. This critical approach to Al ethics is meant to be an
alternative to the dominant principled approach to Al ethics, which I discussed in the
previous chapter (particularly section 3.4.). In section 4.2. of this chapter, I discuss in
more detail the normative relevance of the concept of power and define the concepts
of emancipation and autonomy. In section 4.3., I present a framework for the
identification and evaluation of Al’s ethical and societal implications. This framework
1s based on the pluralist understanding of power which I introduced in the previous
chapter (section 3.3.). In section 4.4., I explain what the drawbacks of the principled
approach are and what the benefits of the critical approach to Al ethics can be. I end
the chapter with a brief conclusion in section 4.5.

Although the argument presented in this chapter builds on the argument that Al
ethics resembles a critical theory (defended in chapter 3), it can also stand on its own.
The former argument strengthens the latter, but accepting the premise that Al ethics
1s a critical theory is not a necessary condition for adopting the framework presented
here. Hence, even if one is not convinced that Al ethics resembles a critical theory,
they could still agree with the argument that a critical approach to Al ethics is a fruitful
approach.

4.2. Power, emancipation, and autonomy

That the topic of power is important to normative discussions of Al is acknowledged
by various scholars. Sattarov (2019), whose pluralist approach to power I adopt,
argues that the concept of power is relevant to the ethics of technology because it is
closely connected to the concepts responsibility, vulnerability, authenticity, and trust.
Coeckelbergh recently defended in The Political Philosophy of AI (2022) that political
philosophy, including theories of power, are relevant to the debate about Al’s
normative impact. Power also plays an important role in Kate Crawford’s book At/as
of AI (2021), Satiya Noble’s Algorithms of Oppression (2018), Carissa Véliz’s Privacy is Power
(2020), Shoshana Zubofl’s The Age of Surveillance Capitalism (2019), and in numerous
papers related to Al algorithms, and big data (e.g. Cobbe, 2020; de Laat, 2019;
Mohamed et al., 2020). These books and papers confirm that power is a relevant topic

in normative debates about Al and related technological developments, even though
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the topic of power 1s not directly addressed by Al ethics principles. However, each of
the mentioned discussions of power focuses on a single normative problem, a single
application or aspect of Al, or a specific conception of power. The critical approach
to Al ethics that I present in this chapter, seeks to bring different normative issues and
different aspects of power together. The approach is meant to support the normative
analysis of any aspect or application of Al

In the previous chapter, I argued that one can understand common Al ethics
principles, like autonomy, privacy, and transparency, as deriving from a more
fundamental concern for human emancipation. People celebrate developments in Al
because the technology can empower them, but often also fear new Al applications
because they might be (ab)used to control a person’s behavior, or limit their abilities.
In other words, Al developments are seen as both a promise and a peril for
emancipatory progress. The goal of Al ethics is then to ensure that Al serves human
emancipation rather than hampering it.

The concept of emancipation is intimately related to the concept of power and the
concept of autonomy. Emancipation entails overcoming problematic power dynamics
(see section 3.2.). According to a pluralist understanding of power (introduced in 3.3.),
power dynamics include forms of empowerment and disempowerment (dispositional
power); the exercise of power by A over B through force, coercion, manipulation, or
other means (episodic power); systems of power expressed in a society’s institutions,
norms, laws, and so on (systemic power); and the constitutive effects of power relations
on people’s identity, behavior, and values (constitutive power.). But what exactly
makes such power dynamics problematic? After all, power dynamics are an inevitable
part of social life. The presence of power is not necessarily problematic, but power is
always potentially problematic. This is where the notion of autonomy comes in to
play. By having or exercising power, one party is able to hinder to autonomy of
another party. Because of that capacity, power is a potential threat to emancipatory
progress.

Autonomy, like power, is a contested concept. Within the tradition of critical
theory alone, autonomy has been defined in many different ways. Benhabib (1986)
summarizes some of the different notions of autonomy defended by critical theorists.
She explains that critical theory finds its early roots in the work of Kant, who is known
for his understanding of moral autonomy as the capacity to act out of duty following
one’s inner moral law, rather than acting according to duties posed on people from
outside. For Hegel and Marx, who further inspired critical theory, autonomy meant

self-actualization, which is realized through work. Adorno and Horkheimer, the first
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generation of Frankfurt School critical theorists, argued that one can gain access to
autonomy only through a process of psychoanalytical reflection, in which one
recollects the nature within the subject. To Habermas, communicative action is
important for autonomy. In his later work, he developed a notion of moral autonomy
that is similar to Kant’s, with the important difference that “the rightness of one’s
actions are not settled monologically, by the internal deliberations of the autonomous
individual, but only dialogically, in actual moral discourses” (Allen, 2008, p. 97).
Benhabib herself, in her own later works, developed a narrative conception of the self
and defined practical autonomy accordingly, as “the capacity to exercise choice and
agency over the conditions of one’s narrative identifications” (Benhabib, 2002, p. 16).

What I take away from this brief summary is that we can roughly distinguish two
types of conceptions of autonomy: definitions of autonomy as the ability to follow one’s
own judgement (self-legislation), and definitions of autonomy as the ability to develop
one’s self or one’s identity (self-development). Self-legislation, first of all, can be based on
the idea of an inner moral law (Kant), communicative competence (Habermas), or
justificatory authority (Forst). The idea of autonomy as self-legislation requires a
notion of rationality, on which the autonomous individual can ground their
judgement. Self-development, secondly, can entail self-actualization (Hegel and
Marx), becoming one’s authentic self (Nietzsche), or shaping and telling one’s own life
story (Benhabib). Benhabib’s notion of self-development differs from the former two,
in that it does not presuppose a pre-existing, core self or subject. Furthermore, feminist
philosophers have argued that self-development should not be perceived as an
individual endeavor. Instead, the relational dimension of autonomy should be
acknowledged, because one’s social relations influence and support one in becoming
who they are (Mackenzie & Stoljar, 2000).

I think that both conceptions of autonomy — self-legislation and self-development
— can be relevant to a critical analysis of Al. First of all, Al threatens people’s self-
legislation, because it takes over everyday tasks and decisions. As a result, people not
only start following algorithmic judgement, they might also end up unlearning how to
make certain decisions on their own. To the extent that Al applications teach or
prescribe what ‘the right thing to do’ is, or even force people to act according to certain
moral norms, it also violates people’s moral self-legislation. Secondly, following a
narrative understanding of the self (a la Benhabib), one can also say that Al threatens
self-development. Al keeps people from developing important skills and
characteristics, that help them to become who they would like to be and to realize

certain goals in life. In that sense, Al can keep people from developing their life story
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— their narrative self —in the way they envision it. Furthermore, in the age of Al people
no longer have control over their personal data, hence, people do not control what is
known about them and how their personal information is interpreted. A lack of data-
ownership then also implies a lack of self~-ownership: it keeps people from shaping and
communicating their own life story.!3

So, for the purposes of the critical approach to Al ethics, I understand autonomy
in a double sense, as the ability to follow one’s own judgement (not only in moral
decisions) and the ability to own one’s life story (in accordance with a narrative
understanding of the self). People form their own judgement and their life story in
relation to and communication with others, as relational accounts of autonomy

emphasize.

4.3. Framework for a critical analysis of Al

From my definition of autonomy follows that pursuing emancipatory progress in the
context of Al implies lLmiting or transforming the aspects of Al applications that constrain
individuals or collectives in their ability to form and follow their own judgement and to_form and own
their life stories, in relation to and communication with others. In this section, I show that the
four forms of power that I introduced in chapter 3 — dispositional, episodic, systemic,
and constitutive power — enable one to identify and evaluate when Al negatively
affects autonomy and, consequently, emancipatory progress. I also propose to use the
four forms of power as a framework for the identification and evaluation of AI’s ethical
and societal implications.

The framework for a critical analysis of Al includes two steps: the identification of
potential normative issues and the normative evaluation of the identified issues. To
identify the ethical and societal impact of an Al application in terms of power, one
should ask how each of the four aspects of power relates to the given technology.
Dispositional power implies asking ‘How does application X disempower users?’.
Episodic power implies asking ‘In what ways can X be used to exercise force, coercion,
manipulation, persuasion, or authority?’. For systemic power one asks ‘How does X
tie into systemic relations of power in our society?’. And to identify issues regarding
constitutive power one asks ‘How can X constitute our behavior, values, and

identity?’. These power related issues are not necessarily morally problematic issues.

Admittedly, there are also many ways in which technology can improve people’s self-development, in
the narrative sense, by giving people new tools to communicate who they are and shape how they
are perceived by others (e.g. social media).
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To normatively evaluate the identified issues of power, one should analyze how each
instance or aspect of power can hamper (or promote) autonomy. Tabel 1 functions as

an overview of the framework. In what follows, I will explain each part of the

framework in more detail.

groups?

Aspect of Identification of issues Normative evaluation
power

Dispositional How does application X How does this

power disempower individuals or disempowerment impact

people’s self-legislation and

self-development?

Episodic power

In what ways can application
X be used to exercise force,
coercion, manipulation,

persuasion, or authority?

How does this exercise of
power impact people’s self-
legislation and self-

development?

Systemic power

How does application X tie
into systemic relations of

power in society?

How does this system of
power impact people’s self-
legislation and self-

development?

Constitutive

power

How can application X
constitute people’s behavior,

thoughts, and identity?

How does this constitutive
effect impact people’s self-

legislation and self-

development?

Table 1. Framework for a critical analysis of AL

Dispositional power
The dispositional view of power focuses on the capacity to bring about significant
outcomes (Morriss, 2002). The potential to exercise power is what matters here, not the
actual exercise. Being ‘empowered’ means gaining dispositional power and its
antonym ‘disempowerment’ implies losing it. Empowerment is often equated with
emancipation. Emancipatory movements seck to empower the oppressed, by granting
them rights they did not have before, by giving them a voice in public discourse, or
through any other means that can increase their individual and collective autonomy.
Technology is often talked about in reference to empowerment. Many new
technologies, among which are Al applications, are sold with the promise that they

will empower users. Critically examining how an Al application really empowers or
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disempowers people, i.e., how it can increase or decrease the dispositional power of
individuals or societal groups, helps to determine some ways in which the given Al
application might promote or hamper autonomy, and with that, support or hinder
emancipatory progress.

Take the example of voice assistants: voice assistants do not simply offer
convenience, according to their developers, they are supposed to be empowering.
Although this may be true in some respects, these technologies can simultaneously
disempower their users as well. Voice assistants take over everyday tasks, which
enables people to spend their time in more meaningful ways. But by not having to
perform tasks such as filtering through information, people might also lose the skill to
form their own judgement and the opportunity to follow their own judgement.
Furthermore, voice assistants, like many other modern technologies, collect and
process a lot of (personal) data. The companies behind these voice assistants can share
people’s information with third parties or use personal data to profile individuals and
personalize services. By taking away people’s possibility to control who knows what
about them and their ability to communicate who they are, these systems compromise
people’s self-development. Hence, although they appear to be innocent and beneficial
technologies, voice assistants could still harm a very important and fundamental value:

autonomy.

Episodic power
Contrary to the dispositional view of power, the episodic view of power focuses on the
actual exercise of power. Episodic power 1s concerned with the exercise of power by A over
B, which makes B think or act differently than they otherwise would have. Power can be exercised
by means of manipulation, coercion, persuasion, authority or force.!* These exercises
of power occur all the time, they are an inevitable part of social relations. Hence,
episodic power relations are not necessarily problematic. It is when the exercise of
power by A over B hinders B’s self-legislation or self-development, that there is a need
for overcoming the power relation (i.e., emancipation). It is usually also in these
problematic cases that power relations are referred to as ‘domination’.

The episodic view of power is relevant for the normative analysis of Al, because

Al allows individuals or institutions to exercise power much more easily, efficiently,

Between those that defend the episodic view of power there are debates about exactly which of these
‘means’ can be deemed power. According to some, influence would be too weak to count as power,
and others argue that force is too strong to count as exercise of power, as it completely lacks an option
to act otherwise. Others also add more types of power relations to the list, such as ‘seduction’.
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and effectively. A well-known example of the exercise of power with Al is the
manipulation of individuals’ behavior, thoughts, or preferences through personalized
adds, news feeds, recommendations, and so on. Following the critical approach, one
can label such manipulation through personalization as an ethical issue, when it
significantly affects people’s autonomy. For instance, when personalized adds are so
effective that one buys products they do not need and actually cannot afford, the adds’
manipulative power has impacted the person’s judgement (self-legislation) and ability
to make decisions that get them where they want to be in the long-run (self-

development).

Systemic power

The systemic view of power deals not with specific instances of power relations, but
with structural and often institutional power relations.!> Systemic power is reflected in
a soclety’s laws, norms, values, practices, institutions, and so on. These forms of
systemic power determine who gets to exercise power (structurally), and which societal
groups will be the subject of power. Systemic change is therefore often key in the
struggle for emancipation. However, systemic power is also something people are
often not even aware of, because it is so deeply embedded in society. This makes
systemic power very difficult to identify and counter.

Systemic power is for example reflected in the biases that algorithms inherit from
their developers or training data. Algorithmic biases reflect norms, values, and
prejudices that are deeply embedded in a society and its institutions. Biases harm
autonomy, self-development to be precise, because they prevent certain demographics
from getting equal opportunities in life, and because they can damage one’s sense of
self-worth.

Another example of systemic power related to Al is the emergence of surveillance
capitalism. Everyday activities, from people’s search engine queries to the number of
times they visit their local supermarket, are turned into data, which are in turn turned
into commodities. This new business model — surveillance capitalism, as Shoshana
Zubofl (2015; 2019) has called it — is not necessarily the way 21 century capitalism
has to function. However, people are led to believe that it is. Big tech has reified the

datafication and commodification of people’s everyday lives. In other words, big tech

Itis on the systemic level that my critical approach to Al ethics is most in line with Andrew Feenberg’s
understanding of a critical theory of technology: “Ciritical theory of technology is concerned with the
threat to human agency posed by the technocratic system that dominates modern societies” (2017,
p. 635).
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has systemic power not just because of their current market power, but because they
got to determine how 213 century capitalism functions in the first place. Looking at
the implications for autonomy, the reification of surveillance capitalism is
objectionable not only because it prevents people from owning their own data (as I
previously pointed out), but also because it prevents the members of society from
determining themselves what mode of capitalism they prefer as a society (collective

self-legislation).

Constitutive power

The constitutive view of power encourages one to take a closer look at the actions,
thoughts, and identities that people take on because of their interaction with or
subjection to certain Al applications. Constitutive power is problematic, to the extent
that 1t keeps people from forming and following their own judgement and owning
their life stories. So, when analyzing an Al application, one should ask how the
application can constitute people’s behavior, thoughts, and identity and how these
constitutive effects impact people’s self-legislation and self-development.

Take the example of facial recognition. Facial recognition technology not only
recognizes people’s objective identity, it can also recognize the traits that constitute a
person’s subjective identity. However, the label that a facial recognition system gives
people might not always align with their narrative identity, that is, with the story they
like to tell about themselves. When others start to perceive and treat a person in
accordance with the labels that facial recognition systems gave that person, or when
these labels influence how people come to understand themselves, we can say that the
technology has constitutive power over people’s identity. Given that forming and
owning their life story is important for autonomy, and that creating and
communicating an own sense of identity or self is an important part of a life story,

facial recognition’s labels can harm people’s autonomy (see chapters 6 and 7).

4.4. Benefits of a critical approach to Al ethics

Over the past few years, various approaches have been proposed to guide the
normative analysis of Al applications and the transformation of those Al applications
in practice. As I already pointed out, the most dominant approach so far has been the
principled approach to Al ethics. Al ethics principles first and foremost function as a
guide to the normative analysis of AI. However, we can currently speak of a “practical

turn” in Al ethics, given the many efforts to make Al ethics principles more action
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guiding (Hagendorff, 2022, p. 55). Other possible Al ethics approaches are for
example based on virtue ethics (as proposed by Hagendorf, 2022) or value-sensitive
design frameworks (Van den Hoven et al., 2015). These alternative approaches are
not too different from the principled approach to Al ethics though. First of all,
Hagendorf’s virtue-based framework for putting Al ethics into practice is meant to
complement, not replace, the principled approach. Moreover, by arguing for training
Al practitioners (those who research, develop, sell, and implement Al systems) to
become more virtuous, Hagendorft continues to make the success and realization of
Al ethics fully dependent on the moral understanding and moral motivation of
individual Al practitioners. Secondly, value sensitive design frameworks tend to focus
on roughly the same set of ethical concepts and values as Al ethics principles. For
instance, Van den Hoven and colleagues (2015) discuss accountability and
transparency, democracy and justice, human well-being, inclusiveness, presence,
privacy, regulation, responsibility, safety, sustainability, and trust.!6 This makes one
wonder whether there is a relevant difference between action-guiding ethical
principles and value sensitive design frameworks for Al

The critical approach presented in this chapter is meant to be an alternative to the
dominant principled approach to Al ethics. Despite its obvious popularity, the
principled approach has also received much criticism. The principled approach has
been criticized for being too abstract to apply in practice (Mittelstadt 2019; Ryan &
Stahl, 2021), potentially facilitating ethics washing (Gordon & Nyholm, 2021), lacking
binding force (Nemitz & Pfeffer, 2020; Resseguier & Rodrigues, 2020), prioritizing a
Western perspective (Gordon & Nyholm, 2021), lacking a common goal like the
famous four biomedical principles have (Mittelstadt, 2019), lacking attention for the
character dispositions of Al practitioners (Hagendorff, 2022), and leaving political and
social contexts and theories out of the discussion (Coeckelbergh, 2022; Resseguier,
2021). In light of these limitations, I propose that the critical approach presented in

this chapter has three advantages over the dominant principled approach:

(1) the critical approach to Al ethics is better able to address societal
concerns;
(2) the critical approach is more suitable to interdisciplinary and

practice-oriented research;

Van den Hoven et al. (2015) is a general discussion of value-sensitive technology design, not
specifically focused on Al

56



A critical approach to Al ethics

(3) the critical approach has an explicit normative goal to guide the

analysis and transformation of Al and explain the purpose of Al ethics.

Addressing societal concerns

First of all, some scholars have raised concerns that, due to the current focus on Al
ethics, political and social contexts and theories that are also relevant to a normative
analysis of Al, are not receiving sufficient attention (Coeckelbergh, 2022; Hagendorff,
2022; Resseguier, 2021). Although one must acknowledge that common Al ethics
principles like justice, fairness, and solidarity do address issues that are typically
discussed within the context of social and political philosophy, it is true that a
principled approach — which is an applied ethics method — does not lend itself well to
addressing such societal issues. While Al ethics principles are typically meant to guide
the development or use of specific Al applications, in a given context, many of Al’s
social and political issues stretch beyond a concrete Al application or use context.
What this means is that some normative issues cannot be fully or adequately
understood and solved by adapting specific Al applications. This is particularly the
case for the issues identified in relation to systemic power. For example, taking the
biases out of a system’s code or a dataset, addresses the potential harmful effects of
that specific Al system, but it is not a solution to the systemic problem that societal
inequalities and prejudices cause biases to seep into Al technologies. A principle or
guideline like ‘justice’ or ‘solidarity’ may support discussions about the biases of a
concrete Al system, but does not allow for the bigger conversation about the societal
problems that the biases in Al represent.

Just like the principled approach, the power framework presented in this chapter
may not be of much support for discussing systemic problems and solutions. However,
the tradition of critical theory itself is a particularly suitable source for understanding
and addressing the systemic issues in Al. As a social and political school of thought,
critical theory can enable one to think beyond the ethical and societal implications of
individual Al applications, and consider the bigger picture: What role should the Al
industry play in people’s lives and societies? How much market power should tech
companies have? Are the harms and benefits of AI’s power distributed fairly?

As an applied ethics approach, the principled approach to Al ethics has a narrow
focus on the implications of a specific technology and the moral acceptability of a
technology. To truly include societal issues in the normative analysis of Al it is
necessary to also consider how to transform Al practices in general. The tradition of

critical theory can support a systemic critique of Al and help to formulate pathways
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for systemic change — for example by exploring how Al practices can be democratized,
how social struggles (e.g. struggles for recognition) in the context of Al can be
supported, and how the harms and benefits of AI’s power can be distributed more
equally (Feenberg, 1991; Fuchs, 2016).

Hence, in addition to the power framework presented in this chapter, I propose
that a critical approach to Al ethics can also involve borrowing from the concepts,
methods, and theories found in the broad critical theory tradition, in order to
understand and transform the systemic societal issues that underly Al’s negative

impact on autonomy and emancipatory progress.

Better suited to interdisciplinary and practice-oriented research

Secondly, related to its ability to address social and political concerns is the fact thata
critical approach to Al ethics is better suited to interdisciplinary collaboration — at
least within the humanities and social sciences. After all, critical theory is an
interdisciplinary approach and the concept of (social) power is studied outside of
philosophy too. Frankfurt School co-founder Horkheimer envisioned critical theory
to be an interdisciplinary endeavor, combining philosophy with history, economics,
politics, psychology, and other disciplines (Horkheimer, 1972). Its interdisciplinary
nature makes the critical approach to Al ethics a suitable approach for improving the
understanding of the broader social, political, economic, and historical context and
impact of Al (as pointed out above). A critical approach to Al ethics also encourages
collaboration between the different scholars in humanities and social scientists, that
each study Al and its implications from their own scholarly angle. Furthermore, one
of the difficulties for the principled approach to Al ethics is measuring ethical values
and determining how they can be identified in practice. The critical approach in this
dissertation is more practice-oriented, because social power, while still being a
relatively abstract concept, is a more tangible concept and therefore arguably easier

to study in practice.

A central normative goal

Thirdly, by analyzing the different Al ethics principles in terms of power, I showed
that Al ethics initiatives can be understood as having a common goal: namely, making
sure that progress in Al goes hand-in-hand with emancipatory progress. However,
this central, unifying goal is only implicitly present in Al ethics principles. The critical
approach to Al ethics makes the implicit concern for emancipatory progress explicit.

In a critical analysis of Al the aim of emancipatory progress functions as the measure
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by which power dynamics in Al are evaluated. The benefit of having such a central
normative goal is that it gives Al ethicists and Al practitioners a clear goal to work
towards. Furthermore, this fundamental normative goal is able to explain the general

purpose of, and need for, Al ethics initiatives.

4.5. Conclusion

In this chapter, I presented a critical approach to Al ethics as an alternative to the
principled approach to Al ethics. More precisely, I presented a power-framework that
can guide the normative analysis of Al applications. The power-framework enables
one to identify different power dynamics related to an Al application, and to evaluate
these power dynamics in light of their impact on people’s autonomy. This critical
power-framework can be complemented by other insights from the tradition of critical
theory, such as specific concepts, methods, or theories found in the critical theory
literature. The critical approach to Al ethics that I propose is therefore a combination
of normative analyses of Al applications, guided by a pluralist understanding of power
and the value of autonomy (see chapter 5), and systemic debates about Al practices,
guided by the broader critical theory tradition and literature (see chapters 6-8). The
purpose of this critical approach to Al ethics is protecting and promoting
emancipatory progress and ensuring that technological progress goes hand-in-hand

with social progress.
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5. The ethics of computer vision:

an overview in terms of power

Abstract

Computer vision is a subfield of artificial intelligence, aimed at making computers see.
Computer vision tools enable a system or device to automatically analyze, interpret,
and respond to images and videos. Computer vision tasks range from object detection
and tracking, to the recognition of people’s faces and emotional states. While the ethics
of Al in general has received significant attention, and the ethics of facial recognition
(a computer vision application) too, little of the Al ethics literature focuses specifically
on the ethics of computer vision. In this chapter, I create an overview of ethical and
societal issues related to computer vision, using the critical approach introduced in
chapter 4. This means that I identify issues in terms of power and evaluate them in
function of their impact on the value of autonomy and the normative goal of
emancipatory progress. The aim of this chapter is first and foremost to offer an
overview of potential normative implications of computer vision. Additionally, the

chapter functions as an example for the use of the critical approach to Al ethics.
This chapter is a modified version of the following publication: Waelen,

R. (2023). The ethics of computer vision: An overview in terms of
power. Al and Ethics. https://doi.org/10.1007/s43681-023-00272-x
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5.1. Introduction

Computer vision (CV) is a subfield of Al, aimed at automating the analysis of images
and videos. There are several possible CV tasks, including tracking, identification,
detection, classification, localization, segmentation, facial recognition, emotion
recognition, and behavior recognition. These tasks can serve a wide variety of
purposes: from reading handwritten texts to recognizing traffic signs, and from
interpreting MRI-scans to sentiment analysis of audiences. Given the many possible
use cases of computer vision, it is easy to imagine that the technology can significantly
impact everyday life and societal practices. The purpose of this article is to create an
overview of potential ethical and societal implications of CV applications.

As pointed out in chapter 2, computer vision research covers a huge part of Al
research and the developments in Al over the past decade started with a breakthrough
in CV research (Mitchell, 2019). When it comes to Al ethics, however, CV is much
less central. Admittedly, the topic is not entirely ignored, but a comprehensive
overview of potential ethical and societal issues in CV would be a valuable addition
to the literature in the field.

To create an overview of CV’s ethical and societal implications (its normative
implications, for short), I apply the critical approach presented in chapter 4. I devote
a separate section to each of the four aspects of power — dispositional, episodic,
systemic, and constitutive power. In each section, I identify (potential) normative
issues in relation to the respective form of power and evaluate the identified issues by
discussing their (potential) impact on autonomy and, ultimately, emancipatory
progress in society. I understand autonomy as the ability to follow one’s own
judgement (self-legislation) and the ability to develop and own one’s life story (self-
ownership), in relation to and communication with others (see 4.3.). It should be noted
that GV could also impact people and emancipation in a positive way. However, the

present analysis focuses only on the potentially problematic impact of CV.

5.2. Dispositional power

Let us start the analysis with the dispositional view of power. This view, quite
obviously, holds that power is a disposition or ability. However, one should not think
of every human disposition or ability in terms of power. Dispositional power is the
ability to bring about significant outcomes (Morriss, 2002). People are empowered
when they gain dispositional power and disempowered when they lose it. When an

individual or group is empowered or disempowered, their scope of agency increases
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or decreases. More agency promotes autonomy, it namely means that people are
better able to act as they see fit, to develop themselves, and to explore opportunities.
So, empowerment is a good worth striving for and disempowerment an ethical
problem. When considering ethical and other normative issues in GV, it is therefore
worthwhile asking: How can GV empower or disempower individuals? And: Do CV’s
disempowering effects limit people’s autonomy? In this section, I identify six ways in
which CV applications could potentially disempower people and discuss how these
forms of disempowerment relate to autonomy (as defined above). The findings are
summarized in table 1 at the end of the section.

First of all, like many other modern technologies, GV limits people’s informational
control. GV applications retrieve information about individuals from visual data that
1s either pre-existing footage or gathered in real-time (e.g. through a camera on a
personal device or a CCTV camera in a public place). When dealing with stored, pre-
existing visual data, the persons displayed on the image or video (as well as the people
taking the footage) most likely did not know that the footage would later be used as
input for GV applications. In the case of real-time recordings, it can be difficult for a
person to avoid being recorded, because that would mean they could not freely move
in public places or could not use certain devices or applications. So, in both cases, CV
seriously challenges people’s ability to consent to their data being gathered and
analyzed. On top of that comes the fact that it is particularly difficult to hide or protect
one’s data from CV tools, because it is people’s appearance that is revealing
information in this case. For example, video analytics systems analyze a person’s facial
expressions or the way they walk. Protecting one’s information, in this context, would
imply taking extensive measures, such as hiding one’s face or changing the way one
dresses.

These threats to informational control can be understood as disempowering. Less
informational control harms autonomy, because it limits an important ability: the
ability of a person to decide who knows what about them. This ability is an element
of self~-ownership. Understanding informational control in terms of disempowerment
also enables us to see how the concern for informational control, being a concern for
privacy, derives from a more fundamental concern for human emancipation. People
do not value informational control for its own sake, but because it promotes their
autonomy.

Secondly, related to the loss of informational control is a diminishing ability to go
places anonymously. Anonymity is not just something that benefits criminals or people

with bad intentions, anonymity helps people to “feel freer to associate with whomever
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they want, read and watch what they choose, and express their opinions as they see
fit” (Doyle and Veranas, 2014, p. 210). In other words, anonymity creates the safe
space that people sometimes need to act as they wish to and develop themselves. For
example, public anonymity allows a person to visit a LGBTQ) bar or attend a political
protest, without their friends, family, or colleagues being able to find out. Anonymity
also safeguards those fleeing oppressive regimes or those who, for good reasons, had
to take on a new identity. So being able to go places anonymously is empowering in
that it promotes the ability to act and develop freely and independently. A threat to
anonymity is therefore also a threat to autonomy.

Thirdly, CV can decrease people’s epistemic agency. Not only does C'V challenge
the extent to which people control what data is gathered and what is known about
them, advanced data analysis also makes it increasingly difficult for the average
individual to grasp what information is or could be retrieved from visual data. A
person might therefore not know what information may be revealed when they are
filmed by a ‘smart camera’ (as CV supported cameras are often called) or when they
share images of themselves online. Furthermore, in addition to the technical
complexity, there is also complexity regarding what data can legally be gathered and
shared with third parties. This additional layer of complexity, or illiteracy, contributes
to the loss of epistemic agency that CV applications can cause. A loss of epistemic
agency due to the technical and legal complexity of CV applications relates to
dispositional power in that it implies a decline in people’s ability to follow their own
judgement. Since I understood self-legislation as an important element of autonomy,
I conclude that CV’s effect on epistemic agency can threaten autonomy. Furthermore,
the feeling of lacking sufficient epistemic agency to navigate the technical world
around oneself, might also impact a person’s self-confidence. Such an impact can also
be understood as limiting autonomy, harming self-development namely implies
harming a person’s identity development.

Fourth, people lose testimonial agency when CV systems deprive them of the
opportunity to communicate who they are and how they feel. Some CV applications
automatically infer people’s identity, demographic information, mood, or other
characteristics. As a result, people are no longer able to communicate this information
themselves. The ability to communicate one’s own identity is important, not only
because it allows people to control how much 1s known about them, but also because
it enables them to shape their identity and exercise control over how they are
perceived and treated by the world around them. In other words, testimonial agency

supports the ability to own one’s life story and thus supports autonomy. The way
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people present themselves is not objective: they stress the characteristics that they find
most important and leave out those that they do not want others to know about of or
associate them with. Maybe a person strongly identifies with a specific characteristic,
such as their religion or ethnicity. Or conversely, maybe a person prefers to hide a
certain characteristic, because they want to avoid being treated in discriminatory or
stereotypical ways. CV tools could infer objective facts about people, such as their age
and gender, but they cannot read from one’s face what their subjective sense of
identity is or who they aspire to be.

Fifth, CV might also affect people’s ability to act out of moral duty. Hale (2005)
develops this idea in his ‘subjective freedom argument’ against face recognition
technology. Hale argues that facial recognition will enable law-enforcement to
become (close to) complete — meaning that every deviation from the law, every small
wrongdoing (think jaywalking or littering), can be detected and penalized. Hale
explains that such over-enforcement would be a moral problem, because moral
behavior would no longer stem from people’s own moral reasoning or inner moral
laws, but only be the result of people’s awareness that they are being watched and will
be penalized if they do not act according to society’s laws. Without a need to act out
of duty, following one’s own moral reasoning, citizens do not get the opportunity to
develop their moral autonomy. In other words, CV could diminish people’s ability to
follow as well as people’s ability to develop their own moral judgement. Of course
traditional video surveillance could affect moral autonomy too, but CV automated
surveillance would make law-enforcement that much more effective that the impact
on moral autonomy could be more significant too.

Finally, there are risks related to depending too much on a technology. The use of
CV applications can result in deskilling, 1.e., the loss of important human skills. This
would for example be the case when people learn to depend on facial recognition
systems to identify people or read their emotions, and thereby forget how to remember
names and faces and interpret facial expressions. Or when people depend solely on
photo translator applications when finding their way in a foreign country.
Dependency or reliance on technology can be disempowering. Such disempowerment
is problematic to the extent that it prevents a person from following their own
judgement (self-legislation) or forming their own life story (self-ownership).

Particularly in the example of deskilling one could argue that self-legislation is at stake.
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How can CV disempower

people?

How could this affect autonomy

and emancipatory progress?

Less informational control

Challenges ability to own one’s life story

Less anonymity

Challenges ability to act and develop
independently

Less epistemic agency due to technical
and legal complexities surrounding

CV practices

Challenges ability to follow one’s own
judgement and potentially harms self-

development

Less testimonial agency due to

automated interpretation of identity

Challenges ability to own one’s life story

Less acting out of moral duty due to
possibility of over-enforcement using

(Y

Challenges ability to follow one’s own
moral judgement and develop one’s

own moral reasoning

Loss of important skills due to

dependency on GV applications

Challenges ability to follow one’s own

judgement

Table 2.

5.3. Episodic power

The term ‘episodic power’ refers to the exercise of power by one actor over another.
This view of power is therefore also often referred to as ‘power-over’. One has power
over another when they get them to act or think in a way they otherwise would not
have acted or thought. Technology can facilitate the exercise of power “by either
giving them new powers or by improving the efficiency, effectiveness, reliability and
ease by which existing powers are exercised” (Brey, 2008, p. 81). So CV applications
can function as tools that enable the exercise of power, but they can also simply add
force to power that would have been exercised anyway. This is not necessarily bad
news. Power relations are not always problematic, in fact, they are an unavoidable
part of life (think of parents having power over their children, or employers having
power over their employees). In line with critical theory’s emancipatory aim, we can
say that episodic power becomes a moral concern when an exercise of power
significantly compromises a person’s self-legislation and self-ownership. Hence, the
impact of a power relation on autonomy needs to be proportional to be morally

acceptable.
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A big part of CV’s use for the exercise of power lies in its potential to automate
surveillance. Surveillance makes it possible to control the way people act, either by
detecting and punishing it when people act wrongly, or because people act differently
when they are aware of being monitored. Before, camera surveillance depended on
human operators to monitor video footage. Now that the monitoring of video footage
is automated by CV, camera surveillance can be implemented on a much wider scale.
As a consequence, surveillance also emerges in new contexts — take for example
parents surveilling their children, health providers surveilling elderly or sick people in
their homes, or insurance companies surveilling drivers in their cars. CV’s automation
of surveillance therefore facilitates the exercise of power by many parties: by law
enforcement and security, by insurance companies, by employers, by private persons,
and more.

As already pointed out in the previous section, GV enabled surveillance could lead
to over-enforcement. By automatically detecting every single instance of misbehavior,
however small, law enforcement could become too restrictive. While it is still
enforcement of the law, which in itself is not problematic according to most people,
over-enforcement could make the power law has over citizens too restrictive of
people’s freedom to act as they see fit (hence, their self-legislation).

CV enabled surveillance by insurance companies strengthens the power of
insurance companies over individuals’ behavior. There naturally is a power relation
between these two parties, but the power relation becomes (much) more asymmetric
when insurance providers are able to surveille clients. This raises the question: how
much power do we want insurance companies to have over people’s behavior? Take
the example of video surveillance inside a person’s vehicle, aimed at judging a person’s
driving style. Just like it seems sensible that law enforcement uses its power to make
people obey the law, it also seems sensible that insurance companies take efforts to
stimulate safe driving. While most people would agree that one should obey the law
and drive safely, it still seems wrong to be forced to do so. As already pointed out in
the previous section, respecting autonomy requires giving people the freedom to
develop and follow their own (moral) judgement.

In the case of workplace surveillance by employers over employees, a similar issue
arises. GV also enables employers to automatically surveille employees. Depending
on the work environment, workplace surveillance can entail detecting certain
behaviors like chatting with co-workers or smiling to customers, or taking record of
the time spent on specific tasks or at a desk. Again, it seems sensible for employers to

see to it that their employees do their job as they should. However, by using the power
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of CV automated surveillance to get employees to behave as expected, employers
violate the ability of employees to follow their own judgement and do well at their job
out of their own volition. Moreover, workspace surveillance signals distrust to
employees, which can negatively affect their relationship to their employer and the
joy or pride employees experience in doing their job.

CV also makes camera security more affordable for private persons and enables
new kinds of products, such as systems that monitor baby-rooms and warn the parents
when the child wakes up or tries to climb out of their bed; systems that detect when
elderly people fall inside their homes and automatically contact emergency help; or
smart doorbells that show you who is in front of your door. These technologies bring
surveillance into the private sphere and offer tech companies an insight into people’s
private lives. Moreover, these video analytics applications change the power dynamics
present in social relations. In some cases, this can be empowering. For example, smart
home security with fall detection makes elderly people less dependent on caretakers,
which can be professionals, but also their family or neighbors. However, smart camera
surveillance in the private sphere can also change the power dynamics in social
relations in ways that can hurt people’s autonomy. For instance: smart camera
surveillance gives parents more power over their children, because it enables them to
watch their kids even when they are not at home. This gives children less anonymity
and less freedom to act as they wish to, both of which children need to develop a sense
of identity and autonomy. Another example: smart doorbells not only tell someone
who is ringing their doorbell, they often also film the entire lawn or a part of the street
and sidewalk. By doing so, smart doorbells provide data of the mail carrier’s face or
about the neighbor’s visitors. Such peer-to-peer surveillance (also known as
‘horizontal surveillance’) not only violates people’s privacy and informational control,
it also creates an asymmetrical relation of knowledge and power between neighbors.

In addition to its use for surveillance, GV can also serve business and marketing
tools like personalization, that enable companies to influence or manipulate consumer
behavior. An example of this is the use of facial recognition to identify and categorize
customers, on the basis of which those customers can be targeted with tailored
advertisements or deals. Depending on how strong or successful the influence of such
targeted or personalized products and services is, we can call this an exercise of power
as well. It is problematic when companies have too much power over consumer
behavior, because it takes away consumers’ ability to make their own, autonomous

decisions.
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How can CV facilitate the Does this instance of power affect
exercise of power? autonomy?

Stricter enforcement of the law Challenges ability/freedom to develop
through automated camera and follow one’s own (moral) judgement
surveillance

Disproportional power of insurers Challenges ability/freedom to develop
over clients due to use of automated and follow one’s own (moral) judgement

camera surveillance

Disproportional power of employers Challenges ability to follow one’s own
over employees due to use of judgement and to develop a sense of
automated camera surveillance identity in relation to one’s work

The exercise of power by members of | Challenges ability to develop and follow
a household over other members of one’s own judgement. Violates

that household, or by neighbors over | informational control and therefore
other neighbors, using automated challenges ability to own life story.

camera surveillance

Personalized marketing using CV Challenges ability to develop and follow

own judgement.

Table 3.

5.4. Systemic power

In this section, I discuss how CV creates or contributes to systemic power and when
this stands in the way of emancipatory progress. The systemic view of power focuses
not on individual exercises or instances of power, but on the structural power relations
that are reflected in the norms, practices, and institutions that rule a society. Systemic
power affects autonomy by determining what opportunities people have, the values
people adopt and shape themselves after, and the kinds of choices people make. For
instance: the dominance of traditional gender norms in relationships and societal
institutions can keep women from pursuing a career. So systemic power is relevant in
the context of emancipation, mainly because it plays a crucial role in people’s ability
to shape their own lives and identities. Just like other aspects of power, systemic power
is not necessarily morally problematic. Societal systems are always going to shape

people’s lives in some way, but emancipation requires that opportunities are available
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to develop oneself and flourish. Emancipatory progress also requires that people are
able to go against certain ways of life, that is, to contest systemic power.

For starters, CV can strengthen the systemic power of institutions such as
governments and businesses. CV applications like automated surveillance cameras or
bodycams can support governments’ systemic power by making law enforcement
more efficient and effective. GV can support business intelligence tools or personalized
services, which can help businesses to increase profit and improve their market power.
Moreover, the companies that develop CV applications increase their market power
by selling their products to smaller industries and governments and by acquiring
immense amounts of valuable data on people’s appearance, expressions, and
whereabouts.

When a government, company, or a whole industry has significant systemic power,
they are able to determine societal norms and practices. Over the past decades, big
tech companies became so powerful that they were collectively able to give rise to a
new mode of capitalism: surveillance capitalism (Zuboff, 2019). The surveillance
capitalist business model consists of the datafication and commodification of people’s
behavior as they interact with digital technology. So far, surveillance capitalists mainly
datafied and commodified people’s online behaviors (such as search queries and
online shopping behavior). However, GV can contribute to the rise of surveillance
capitalist practices outside of the online sphere, by datafying people’s appearance:
from the way they walk to the way they dress, and from facial recognition to emotion
recognition. The market power of big tech companies makes it difficult to compete
with their businesses and makes it challenging for individuals to escape or contest
surveillance capitalism. Furthermore, surveillance capitalists have used their systemic
power to reify their practices, by leading people to believe that there is no alternative.
Despite concerns about privacy and data-ownership, surveillance capitalist practices
have been more or less accepted by societies. One could say (as Zuboff does) that this
acceptance stems from the fact that people are led to believe that there is no alternative
to surveillance capitalism. People were made to believe that, if they want to enjoy
(free) digital services, they need to accept the datafication and commodification of
their behaviors and characteristics. This reification also prevents the masses from
questioning, criticizing, or countering the status quo. This systemic power of big tech
companies and surveillance capitalism can stand in the way of people’s self-legislation.

Another reified systemic power relation between user and developer is the fact that
tech companies usually exercise full authority over the development of the

technologies that come to dominate nearly everyone’s lives and societies. It does not
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have to be this way. Alternatively, individuals or policy makers are given a much
stronger say in which technologies are developed and the details of their design (Maas,
2022). The systemic power of big tech companies to determine which (CV)
technologies come to dominate people’s lives and societal practices, stands in the way
of citizens’ collective self-legislation.

Furthermore, CV applications sometimes reflect and even exacerbate pre-existing
systemic societal injustices. A vivid example of this is the problem of algorithmic bias.
Particularly infamous examples of algorithmic bias are biased facial recognition
systems, that have often shown to be more likely to recognize White people and males
than darker skinned persons and females (e.g. Buolamwini & Gebru, 2018). These
biases have led to false arrests by law enforcements agencies in the US that used facial
recognition to detect criminal offenders, but also to countless demeaning cases where
Black people were categorized as ‘gorillas’ or ‘apes’ or Asian people as constantly
‘blinking’. The categories used by facial recognition systems also often confirm
problematic social stereotypes. For example, darker skinned people are more likely to
be given a label associated with crime or violence. Also, many gender categorization
systems are binary, which is obviously a problem when the subject in question
identifies as non-binary. By maintaining or exacerbating systemic injustices, GV
systems can harm people’s self-development. Self-development is compromised either
because algorithmic biases keep people from exercising certain freedoms or getting
equal opportunities (e.g. when biased systems are involved in hiring practices), or
because they harm a person’s sense of self-worth (e.g. when falsely recognized as
criminal by law enforcement or when given demeaning labels by personal devices).

CV applications also reinforce existing societal power structures to the extent that
they normalize certain behaviors, views, or identities. Based on visual data, among
others, Al systems can stimulate particular behaviors and recommend specific courses
of action. For example, semi-automated vehicles can recommend certain actions
based on what is happening on the road, which in turn can normalize rather safe or
rather dangerous driving styles. Similarly, augmented reality applications could
normalize specific behaviors by suggesting courses of action in response to the real-
world environment (e.g. “there’s your neighbor, say hi!”). Furthermore, CV systems
categorize people in accordance with demographic information such as gender, age,
race or religion, but also according to other characteristics that one’s appearance
might reveal, like ‘shy’, ‘poor’, ‘fashionable’, and so on. These labels could reflect and
confirm societal stereotypes and norms. Take the aforementioned example of binary

gender categorization systems, these reflect and reinforce the norm that a person is
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either male or female (and, arguably, that it is important to categorize people by
gender). Normalization by GV applications can hinder people from developing and
following their own judgement, as well as hindering the development of an own sense
of identity.

Another issue of systemic power is GV’s impact on the labor market. First of all,
CV, like other technologies, could automate tasks that make certain jobs and
professional skills superfluous. Think about the human operators that used to be
needed to monitor CCTV footage. While history shows that jobs that are automated
are always replaced by new kinds of jobs, automation might still be a serious threat to
individuals whose skills become irrelevant on the labor market and who struggle to
find other ways to make a living. Secondly, CV has developed immensely in the last
decade or so due to the availability of ImageNet —a large database with labeled images
that can be used to train GV models on. ImageNet, in turn, is made possible by the
use of crowd sourced workers who label images in return for a small compensation.
In both cases it is the scale of the data needed to develop CV and the scale with which
CV is and will be implemented, that makes GV able to impact jobs or labor at a
systemic, market level.

Finally, the environmental cost of data storage and processing is an important
matter of systemic power as well. As Crawford writes: “The massive ecosystem of Al
relies on many kinds of extraction: from harvesting the data made from our daily
activities and expressions, to depleting natural resources, and to exploiting labor
around the globe so that this vast planetary network can be built and maintained.”
(2021, p. 32). GV, like other forms of data analytics, relies on big data. Therefore, CV
contributes to the environmental damage done by the processing and storage of big
data. This is an issue of systemic power: the growing societal dependence on Al
maintains a system of power between humans and the environment, that cannot be
fought by those trying to protect the environment. The central harm here is obviously
environmental harm, but the systemic power of the Al industry simultaneously
violates human autonomy, because activist individuals or groups do not stand a

chance when trying to counter the environmental impact of Al and big data.
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How does CV tie into systemic
relations or structures of power

in society?

How do these systems of power

impact people’s autonomy?

CV could extend the reach of
surveillance capitalist practices and
thus increase the systemic power of

surveillance capitalists

Limiting people’s ability to escape
surveillance capitalist practices or to
counter or criticize their role in

everyday life and society

Tech companies determine which CV
applications come to dominate people’s

lives and societies

Limiting collective self-legislation of

citizens

Biased CV algorithms

Limiting self-development because of a
lack of equal opportunities or harms to

self-worth

CV normalizes certain behaviors and

1dentities

Limiting formation of own judgement

and own identity

CV i1s part of a system of power that

has significant environmental costs

Violates human self-legislation to the
extent that activist individuals or
groups do not stand a chance when
trying to counter the environmental

impact of Al and big data

CV can cause lasting changes in

specific job markets

Limits the self-development and self-
legislation of those forced to re-educate
themselves, change industries, or work

for an exploitative wage

Table 4.

5.5. Constitutive power

Constitutive power is a view of power that is often associated with the work of
Foucault. Constitutive power concentrates not on having or exercising power, but on
the effects of power on those subjected to it. Moreover, it looks not at the oppressive
side of power (on the fact that A’s power keeps B from doing x), but on the creative
side of power (namely the fact that A’s power makes B do y instead of x). Because of
this focus, the constitutive view of power complements the aforementioned aspects of

power. Looking at the constitutive aspect of power is ethically relevant, because the
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ways in which people are moved to act, think, or shape their identity, can be
normatively laden. Being aware of this normativity enables one to criticize it.

A first way in which computer vision constitutes people’s behavior, thoughts or
identity is through surveillance. I already touched upon this issue above. Surveillance
cameras usually represent a certain authority — the state, the security staff of a
shopping mall, an employer, one’s parents, and so on. Upon seeing a surveillance
camera, a person might alter their behavior out of respect for the authority or because
of the threat of repercussions (e.g., getting a fine or getting fired). But surveillance
cameras not only cause people to alter their behavior in particular instances, they can
also lead to the long-term internalization of official rules or social norms of conduct.
Hence, computer vision enforces certain behavioral norms (as also pointed out in the
previous section). Although the enforcement of behavioral norms can help to establish
a safer environment, it can also support undesirable or unreasonable norms about
being a good citizen, employee, child, etc., that are too restrictive with regards to
people’s ability to form and follow their own judgement and constitute their own
identity.

Secondly, computer vision is not yet a much used technique in the context of
personalization. However, it has the potential to provide effective input for
personalization, by analyzing a person’s appearance (from clothing style to facial
expression) and behaviors (from the way a person walks to the things they focus their
eyes on). Computer vision namely makes it possible to make numerous inferences
about a person’s identity, behavior, and other characteristics, on the basis of which
that person can be offered personalized offers, messages, goods, or services.
Potentially, it would be able to reveal information about a person that they are not
even aware of themselves. Like surveillance, personalization is aimed at nudging or
manipulating people’s behavior. For instance, personalization could move consumers
to buy things they otherwise would not buy or encourage voters to alter their political
views. Personalization is inherently normative, because it always promotes a certain
product, article, political party, course of action, and so on, as being the best choice
for a person. In doing so, it not only shapes specific choices people make (e.g. which
shoes to buy or which song to listen to), it can shape their preferences and views in the
long term. Recommendation systems can shape our political views, our preferences,
and even our beliefs about the world and about truth, which is harmful to people’s
self-legislation.

Thirdly, some computer vision applications, in particular facial recognition and

analysis systems, are aimed at identifying and categorizing people on the basis of their
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appearance. Such applications can be used in numerous ways: for example to detect
suspicious people in an airport, to identify the type of clientele in a store, to personalize
products online, or to create fun face filters on social media. The labels a person is
given by such tools shape how they are perceived by the world around them, but also
shape how they grow to understand and develop themselves. Computer vision can
therefore also have constitutive effects on a person’s identity and self-development.
Finally, the presence of a camera, whether it serves surveillance or other purposes,
creates a sense of constantly being watched. Computer vision could exacerbate this
feeling, as automated analysis is more rigorous than a human eye. To some, the sense
of being watched 1s so uncomfortable that it leads them to alter their behavior. This
issue is sometimes referred to as ‘chilling effects’. However, while ‘chilling effects’
implies that we refrain from acting at all (e.g. refrain from exercising rights, such as
participating in a protest), the discomfort of being watched can also mean we simply
behave differently. So computer vision applications can make us change our behavior
in ways that were initially not intended by those who developed or implemented the
technology. This means that, even when a camera was not meant to make people
change their behavior, it still has constitutive power over their behavior. The bigger
the discomfort people experience when ‘watched’ by smart cameras, the bigger the

impact on people’s ability to act freely.

How can CV applications
constitute people’s behavior,

thoughts, and identity?

How do these constitutive effects

impact people’s autonomy?

CV surveillance causing the

internalization of specific norms

Limiting formation of own judgement

and own identity

CV can support personalization

Limiting ability to follow and form

own judgement (self-legislation)

Labels assigned by CV can constitute a

person’s sense of identity

Potentially harmful to self-

development

Discomfort of being watched or

analyzed can cause behavioral changes

Potentially harmful to ability to act

freely

Table 5.
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5.6. Conclusion

This chapter provided an overview of the ethical and societal implications of computer
vision technology, using a critical framework centered around a pluralistic
understanding of power. In light of different aspects of power, I identified power
dynamics related to CV applications and argued how those power dynamics could
negatively impact people’s autonomy (more precisely, their self-legislation and self-
development). The power framework proved useful for identifying ethical and societal
issues and thinking about their impact on autonomy. However, the framework does
not offer much guidance in determining how severe an application’s impact on
autonomy will really be. Rather, the framework points out potential implications for
autonomy, that should each be studied in more detail in practice, in order to

determine the severity of the issue. I will say more about this limitation in section 9.3.
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6. A historical and ethical analysis of

the constitutive effects of cameras

Abstract

This chapter looks into the history of camera technologies. It shows that, throughout
history, cameras have shaped people’s behavior, perception, norms, and identity
formation. The history of cameras also teaches that institutions have used the
constitutive effects of cameras in their own advantage. Hence, how cameras shape
people is not technologically determined. These lessons from the past help to take a
critical stance towards emerging camera applications. After all, thanks to advanced in
computer vision, many new uses of cameras are coming our way. Gameras are now
put to use for augmented reality, automated surveillance, emotion recognition, facial
recognition, and machine vision. Just as cameras have shaped people’s behavior,
perceptions, norms, and identity before, and thereby served the systemic power of
institutions, these emerging camera technologies could do the same. This chapter
critically examines the constitutive effects of past as well as emerging camera

technologies, with the goal of protecting autonomy and emancipatory progress.

This chapter is a modified version of the following publication: Waelen,
R. A. (2023). A historical and ethical analysis of the constitutive effects
of cameras. Jounal of Human  Technology  Relations, I(1).
https://doi.org/10.59490/jhtr.2023.1.7006
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6.1. Introduction

A new era for cameras has begun. Until now, cameras have been used by private
persons to collect memories, by journalists to capture news-worthy events, by the
entertainment industry to make movies, by scientists to collect data, by law
enforcement to surveille citizens, and so on. Throughout its history, the quality of
cameras has increased continuously, and with that the quality of images increased too.
But what remained the same all this time, is the fact that cameras were almost
exclusively used to produce pictures and videos for the human eye. Recent
advancements in computer vision technology will change this. Computer vision
enables the emergence of many new uses of cameras. For example, cameras are now
used for augmented reality, automated surveillance, emotion recognition, facial
recognition, and machine vision.

Although these emerging technologies and their uses vary widely, they have in
common that they all make use of cameras and computer vision. Augmented reality (AR)
1s the enhancement of real world environments with digital features. Famous examples
of augmented reality are the (failed) Google Glass project and the (successful) game
Pokémon Go. Automated video surveillance entails that footage of surveillance cameras is
analyzed automatically, rather than by human operators, using video analytics
functions such as motion detection, object detection and tracking. Emotion recognition
and facial recognition retrieve information about a person’s identity or emotions from
their facial features. Machine vision, finally, is the ability for machines or robots to
navigate by means of cameras. For example, self-driving cars use machine vision
(along with other types of sensors and analytics) to navigate in traffic. In this chapter,
I will refer to these different computer vision technologies with the umbrella term
‘smart camera applications’ and understand them as a next stage in a longer history of the
camera.!’

This paper offers a critical analysis of the constitutive power of cameras — in
particular the mentioned smart camera applications. When I say that cameras have
constitutive effects or constitutive power, I mean that they are able to shape people’s
behavior, identity, norms and perception. By shaping people’s behavior, identity,
norms and perception, cameras constitute (to some extent) who we are and how we
live. The notion of constitutive power is akin to Michel Foucault’s (1926-1984) work

on power, which focuses on the creative rather than the destructive effect of power

Note that throughout the entire chapter, the focus lies on the development and adoption of camera
applications in the Western world.
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(2002). By suggesting that cameras have constitutive power, I do not mean to ascribe
them the kind of agency or autonomy required to independently exercise power.
Rather, I mean that cameras, like other technologies, can represent authorities and
facilitate power relations.

The analysis in this chapter is critical in the sense that it analyzes power relations
— namely, constitutive power relations — and evaluates them in light of their impact
on autonomy and emancipatory progress. In accordance with the critical approach to
Al ethics presented in chapter 4, I understand autonomy as the ability to form and
follow one’s own judgement (self-legislation) and the ability to form and own one’s life
story (self-development). Furthermore, I recognize that autonomy is not developed
independently, but in relation to and communication with others.

My critical analysis of emerging smart camera applications is supported by a
historical analysis of cameras. Making use of historical analysis to support a critique
of contemporary society is in line with Horkheimer’s vision for critical theory as in
interdisciplinary social approach (1972). Critical theory inherited from Hegel the idea
that studying history is an important part of understanding and critiquing social
reality. As Karen Ng explains: “In seeking to understand and criticize our own
constitutive conditions, ideology critique exposes the ambivalence of those conditions
from within, exemplifying a distinctively modern form of reflective, historical self-
consciousness.” (2015, p. 394).

The historical analysis in this chapter highlights five different contexts in which
cameras have constituted how people act, think, are, or see the world. These contexts
are: private memories, journalism, research, surveillance, and social media. I chose to
discuss these five issues because each reflects a way in which cameras have had
constitutive power over individuals or society. Hence, the history presented in the next
section is not a general history of the camera, but a history of the constitutive power
of cameras. However, on the basis of the consulted historical literature, I conclude
that the five contexts that guide this history of the constitutive effects of cameras, also

reflect some of the key moments in the general history of the camera.

6.2. A history of the constitutive effects of cameras

The historical analysis presented in this section is predominantly focused on
photography, as this was for a while the most common use of cameras. However, the
analysis also considers the emergence of film and its role in journalism, research,

surveillance, and social media. The presented history is necessarily a brief and
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incomplete one, but will help to understand the constitutive effects of cameras and the

role that institutions played in creating these effects.

The emergence of photography

The camera obscura —a dark box or room that “projects an inverted image of external
objects on to the opposite wall” (Derry & Williams, 1960, 652) — is a centuries-old
technology that has been used in ancient China, the Arab world and early-modern
Europe. However, it was not until the nineteenth century that someone figured out
how to materialize a projected image, or in other words, how to make an image last.
At the time of invention, this practice was called ‘heliograph’ or ‘sun-writing’, and
nowadays we know it as ‘photography’. It is widely believed that the first photo ever
was taken by Joseph Nicéphore Niépce around 1826 (Emerling, 2012). It was an
image of his garden in France. Although it was a huge breakthrough at the time, the
first photographic process was very limited. Taking an image took around eight hours,
images were very unsharp, it was relatively costly, and it was not possible to make
copies. About a decade later, Niépce’s colleague L.J.M. Daguerre developed the
daguerreotype process (Derry & Williams, 1960). The daguerreotype process required
a twenty-minute exposure, which was much faster than Niépce’s sun-writing, but still
very long when taking pictures of people.'® Almost simultaneously with Niépce and
Daguerre, a different photographic process was developed in England. In 1841,
Henry Fox Talbot introduced the calotype (Green-Lewis, 2017). The calotype process
had an important advantage: the ability to develop many positives out of a single
negative frame (Derry & Williams, 1960). Given the innovative spirit of the time,
combined with the fact that the camera obscura had been around for a while, it was
no surprise that the calotype and daguerreotype were invented independently, yet
almost simultaneously. As Walter Benjamin wrote: the time was ripe for the invention
(Benjamin, 1931).

Throughout the second-half of the nineteenth century, photography evolved to be
quicker (requiring an exposure of only one-thousandth of a second by 1900) and
cheaper (through the discovery of more appropriate materials to capture and develop
an image) (Derry & Williams, 1960). The first steps towards film were made in the
nineteenth century as well. In the 1880s, the French physiologist Etiennejules Marey

first captured movement by inventing a way to take twelve images per second. This

Daguerre did however take the first ever image of a person — by accident. In 1838, Daguerre took a
picture of Boulevard du Temple in Paris. While Daguerre took the picture, a man was getting his
shoes polished, which made him stand still long enough to appear in the photo.
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technology was further developed by Thomas Edison and the Lumiére brothers. In
1895, the first film was shown to a wider public and in 1920, the first films with sound
were introduced (Derry & Williams, 1960).

As a new tool for recording and memorizing information, photography was of
course valuable to scientists. But throughout time and different cultures, we also see
that remembering is an important social practice. Jennifer Green-Lewis (2017)
describes how in the Victorian culture of the nineteenth century, remembering was
seen as a virtue and people wanted to be remembered themselves as remembering
others. Green-Lewis notes that photography was seen as a threat when it first emerged
in Victorian society. People feared that photography would take away their ability to
remember. However, they eventually embraced photography as a new memory
practice, and taking portrait pictures and family photos became common among well-
off Victorian households. The American company Kodak later brought this new
memory practice to the masses (see image 3 and 4). By affecting the way in which
people memorize thing, photography also had a constitutive effect on the way in
which people relate to history and how they narrate their life stories. Following a
narrative understanding of the self (Benhabib, 2002; Ricoeur, 1991), one can therefore
conclude that the emergence of portrait pictures and photo albums have changed how

people develop their identity.

From ‘say prunes’ to “say cheese’

As an artform, photography first had to fight a prevailing anti-technological view of
art. Only after several established painters embraced the new technology, the practice
of taking portrait pictures gradually took over from portrait painting (Benjamin,
1931). Because early portrait pictures followed a long tradition of portrait painting in
Europe, the fact that people hardly ever smiled in early portrait pictures can be
explained as the effect of portrait painting convention. In accordance with this
convention is the fact that smiling was seen as something “characteristic of peasants,
drunkards, children, and halfwits, suggesting low class or some other deficiency” in
Victorian culture (Kotchemidova, 2005, p. 2). While it is now an established practice
in Western culture to smile in front of the camera, the beauty standard in the
nineteenth century was a small mouth — the imperative used to be ‘say prunes’ instead
of ‘say cheese’ (Kotchemidova, 2005). A different, common explanation of the serious
faces in early portrait pictures is that pictures used to require longer exposure times,
and it 1s more difficult to hold a still face when smiling. Dental hygiene was also much

lower at the time, perhaps making teeth something that people tried to hide. Finally,
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there might be a lack of smiles in early pictures because sitting in front of a camera
and creating an image or replica of oneself was simply something that scared or
discomforted many. According to Christina Kotchemidova, this idea is supported by
the fact that today still “[c]hildren are often frightened by cameras” and “[m]any
tribal cultures avoid having their likeness taken” (2003, p. 6).

Kotchemidova argues that people eventually started to smile for the camera not
because of improved dental hygiene or because people slowly got used to the gaze of
the camera, but because the American company Kodak taught the masses to ‘say
cheese’.1 In the first half of the twentieth century, Kodak virtually monopolized the
photographic industry. They were the first to bring photography to the masses, by
creating affordable cameras and by making photography as easy as possible. Until
then, getting one’s picture taken was expensive and therefore something exclusively
for the well-off. Kodak radically changed this when they introduced the §1 Brownie
camera in 1900. Furthermore, picture taking and picture development both used to
be tasks of a photographer. Kodak separated these two activities to make photography
more accessible for amateurs. From then on, picture development could be left to
Kodak. Accordingly, Kodak’s slogan was “You press the button, we do the rest”.

In addition to making photography affordable and accessible, Kodak worked hard
to make it seem fun to get one’s picture taken and to make people associate
photography with special, joyous occasions — such as Christmas, birthdays, or a day
at the beach. First of all, Kodak made extensive use of an emerging advertising
strategy at the time, that is, associating a product with happiness. At first they mainly
did this by associating photography with happy occasions (e.g. image 3 from 1903).
Later they would also always portray the Kodak girl, who continuously appeared in
Kodak’s adds, with a big smile. The Kodak girl always seemed to have a blast while
taking pictures and many of the people in the pictures published by Kodak showed a
bright smile as well. Secondly, Kodak actively instructed amateurs as well as
professional photographers on how to take pictures through pamphlets and dedicated
magazines. For instance, Kodak suggested strategies for taking away people’s
discomfort in front of the camera and encouraged professional photographers to
advertise their business more during the holidays. In image 4, one can see that Kodak
also instructed people on how to use pictures — namely by telling one’s life story in a

photo album.

However, it is unclear still who first coined the phrase ‘say cheese’.
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Clearly, Kodak’s economic power in the first half of the twentieth century enabled
the company to also exercise social power. Kodak directed how people behave around
cameras and what role cameras and images came to play in people’s private lives. The
fact that the English phrase ‘say cheese’ is used all over the world, shows that smiling
in front of the camera is not a determined response, but a cultural construct that

spread through globalization.
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Image 3 (left). A vacation without Kodak is a vacation wasted (Kodak, 1903)
Image 4 (right). Keep a Kodak story of the children (Kodak, 1919)

Photojournalism
By the end of the nineteenth century it was common, expected even, that news articles
were accompanied by pictures (Tagg, 1988). It was easy to integrate images in written
news, Marcy Dinius (2012) argues, because photography was part of the media
discourse long before images appeared in the media. The invention of photography
and the developments thereafter were namely reported on elaborately in newspapers
all over Europe and North-America (Dinius, 2012). So when photos eventually
emerged in the media, readers already knew exactly what they were.

To this day, photos and videos play an important role in journalism. Images
function as a piece of evidence; they give credibility to a story. Images also allow

people to see things they have never seen before, such as different cultures or exotic
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animals. Because of its unique ability to confront people with things they otherwise
would not see, photojournalism was successful in raising awareness about societal
issues, like poverty and discrimination. Although many might think of this as a huge
advantage of photojournalism, Susan Sontag was worried that constant confrontation
with images of suffering might decrease people’s natural empathetic response to
others’ suffering. She writes that photography “does not necessarily strengthen
conscience and the ability to be compassionate. It can also corrupt them (...) after
repeated exposure to images it also becomes less real.” (Sontag, 1977, p. 20-21). So it
is up for debate whether or not images have improved the emotional impact of
journalism, but one thing seems clear: adding images to spoken or written news
changed how people consume news.

A second concern that the emergence of photojournalism raised had to do with
the right to privacy. Photography made it possible to document otherwise private or
semi-private moments and make them public via newspapers and magazines. In a
famous 1890 article in the Harard Law Review, Samuel D. Warren and Louis D.
Brandeis point out that the rise of photojournalism posed unprecedented threats to
privacy. They refer to the emergence of pictures in the news as “the evil of the invasion
of privacy by the newspapers”, citing a recent court case where an actress fought the
fact that her picture was taken and published in a paper without her consent (Warren
& Brandeis, 1890, p. 195). Because of these new threats to privacy, Warren and
Brandeis called for new laws to extend the protection of persons to privacy. While it
is nowadays a given that privacy is a human right, something to be protected by law,
it was not until the emergence of photography in the press that people started to
perceive it as such. Moreover, the importance of the right to privacy has grown with
the emergence of new technologies that continued to invade the private sphere in new

ways and to document new aspects of people’s lives.

Images as evidence

Photography and film were also quickly embraced in science, medicine, law, and
politics, as valuable tools for recordkeeping and as sources of evidence (Tagg, 1988).
As already mentioned, photography served the sciences because it offered an entirely
new way of recordkeeping. Photography first of all contributed to the study of
physiognomy, or, the supposed link between facial features and moral character.
Although physiognomy is now widely considered to be a pseudoscience, it was very
popular among eighteenth and nineteenth century scientists. At the time, there was a

“cultural obsession (...) with recording a face and reading one’s character, intellect,
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social standing, etc.” (Emerling, 2012, p. 137). Photography allowed “the face itself to
be reenvisioned as a sort of visual archive — a field of newly detailed, classifiable
information about human beings” (Gates, 2011, p. 158). Also, it was a physiologist
(Etienne Jules Marey) that first invented film, because he was interested in capturing
and studying the bodily movements of humans and other animals. Furthermore,
photography (and later also film) became important in law and politics, because law
enforcement contributed great evidential value to images (Tagg, 1988). Photography
started to be used in policework, for example at the scene of a crime or as a means of
monitoring suspects. In part as a consequence of the use of photography in policing,
images started to be presented in court as a piece of evidence in a case.

So both in science and in law enforcement, photography gained status as a reliable
source of evidence. However, the adoption of photography in these practices was not
something spontaneous or natural. In both contexts, there appeared manuals to
instruct scientists and policemen on how to take appropriate pictures — much like the
manuals that Kodak produced to instruct professional photographers and amateurs
on how to take family snapshots. Because of the role that such procedures and
instructions played, John Tagg (1988) suggests that photography’s ongoing status as a
document of truth or source of evidence is not pregiven, but instead the result of the

power exercised by important societal institutions in the nineteenth century.

Surveillance

In addition to being a valuable source of evidence, law enforcement also adopted (and
continues to adopt) camera technologies because they are an incredibly useful tool for
surveillance. Surveillance is a central means for social ordering and is now often,
although not exclusively, done by means of video cameras (Lyon, 2001). Surveillance
cameras are not only meant to gather evidence in the case of a crime, they are also
used to exercise social control over people’s everyday behaviors. Surveillance cameras
are put in place to make sure that people behave according to the rules in traffic, in
stores, at work, and so on. With every new development in camera technologies, the
scope of surveillance increases. Developments in camera technology have even been
promoted and steered by law enforcement, for the sake of surveillance. Research on
facial recognition, for instance, started in the early 1960’s with funding from the US
Department of Defense (Gates, 2011, p. 12). The development and use of surveillance
technology also increased significantly after the terrorist attacks known as 9/11 (Gates,
2011). Law enforcement’s interest in surveillance technologies lead them to heavily

influence the development and adoption of camera applications. Through
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surveillance cameras and other surveillance technologies, law enforcement has also
been able to effectively discipline people’s behavior. On top of that, surveillance
practices changed people’s sense of privacy in public and constituted an

understanding of the face as an objective representation of who we are.

Social media

Once Kodak introduced affordable cameras, they became a product of mass-
production and mass-consumption. During the first half of the twentieth century, it
became standard for the average European and American household to take pictures
of family celebrations and collect them in a photo album (see images 3 and 4).
Consequently, a new generation grew up with a “photographic consciousness”
(Green-Lewis 2017, p. 117). They were used to seeing photographs on a daily basis
(e.g. In newspapers or on posters), learned about their own family history through
photo albums, and started perceiving certain moments as worth remembering (i.c.,
worth photographing).

People’s photographic consciousness has only increased since Kodak’s $1 Brownie
camera came on the market. Amateur photography and film continued to become
easier and cheaper, especially with the arrival of digital cameras and smart phones.
As a result, people take more and more pictures and seem to perceive ever more
objects and events as something that they should take a photo of. It also appears as if
many people find special occasions experiences less real or valuable when they are not
able to make and share a picture or video of it (which fits Kodak’s early slogan ‘A
vacation without Kodak is a vacation wasted’). Social media platforms like Facebook,
Instagram, Snapchat and TikTok have played an important role in continuing the
development of photographic consciousness. Social media has influenced what things
people photograph or film, how people pose or wish to look in an image, who they
share images with, and which format they prefer to share images in (square images,
filtered photos, disappearing images, super short videos, etc.). Social media also
affected the practice of keeping physical photo albums, as it allowed people to share
images and videos with loved-ones and acquaintances online. Social media offers new
forms of storytelling and remembering, and images and videos are an important
element in that. The digital representation of people’s selves and their life stories has
become an important part of individuals’ identity — it shapes not only how people are

perceived by others, but also how they see themselves.
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Because of its potential for storytelling and remembering, social media meets a
deep-seated human desire for narration and nostalgia.?® It is the same desire that led
aristocratic families to embrace photography in the Victorian age and people before
that to embrace portrait painting (Green-Lewis, 2017). The desire to take a picture of
a certain moment can be understood as a looking forward to looking back. After all,
as soon as a picture is taken, the moment is past. A picture can never capture
something as it is, only as it was (Emerling, 2012). Therefore, photography has strong
ties with memory and a significant impact on how people come to perceive the past —
their own past as well as that of others. The human desire for narration is met by
social media, because to many people, especially young people, social media has
become an important tool for communicating their identity to others. Through the
images they share, the angle they choose when taking an image, the filter they use, the
caption they add, and so on, one can create a story about one’s identity. In other
words, social media — with the central role that images play on these platforms —

constitutes how people shape and communicate their (narrative) identity.

6.3. Lessons from the past

As explained in the introduction, the term ‘constitutive power’ refers to the variety of
ways in which power relations shape people’s identity, behavior, norms, and so on. In
the previous section, I outlined a brief history of the constitutive effects of cameras. In
this section, I argue that there are two important lessons to take away from the
historical analysis of cameras. First of all, cameras can be said to have or mediate
constitutive power for various reasons: cameras shaped people’s behavior, societal
norms, how people see the world, and how people see themselves. Secondly, history
shows that the changes cameras cause are not predetermined. Cameras’ constitutive
effects have always been directed and influenced by powerful institutions. In this
section, I take a closer look at both of these take-aways from the history of the camera,
before moving on to the discussion of emerging smart camera applications.

Let us start with the constitutive effects of cameras. Cameras have come to play
an indispensable role in society: it has become hard to imagine contemporary societies
without security cameras, passport photos, television, holiday pictures, video
conferencing, etc. A first constitutive effect of this wide adoption of cameras is that

they changed various societal norms and practices. Photography and film brought

The desire for nostalgia is also reflected in the popularity of social media filters and retro instant
cameras that make pictures appear as if they were taken mid-twentieth century (Green-Lewis, 2017).
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new epistemic norms about truth and evidence in both science and law. When
photography became a product of mass-consumption, it changed the cultural norms
regarding smiling and remembering. Photography and video surveillance also affected
how people value privacy — culturally and legally — as well as what aspects of one’s
lives are considered to be private. Secondly, cameras have had constitutive effects on
people’s self-development and identity formation. In some cases camera technologies
have negatively affected people’s self-image — for example because people are inclined
to compare themselves to the perfect images they see in magazines or on social media.
Photography and film also changed how people can narrate their identity — for
example by allowing one to choose which images one shares with others and by
enabling people to create a narrative of their lives through photo albums and social
media. Thirdly, seeing the world through images has reconstructed how people
memorize their own histories as well as general historic or newsworthy events. Seeing
the world through images shaped how people consume news and information, by
giving it a strong visual bias (Kotchemidova, 2005). And cameras made people
perceive certain moments and objects as picture-worthy, thereby significantly
changing the real life experience of those moments. When one goes sightseeing today,
they will find that many tourists seem to be more focused on getting a good shot than
on taking in the real-life view.

Because cameras have fundamentally changed and shaped people, we can say that
cameras have or mediate constitutive power. Moreover, the constitutive power of
cameras 1s a diffuse sort of power — cameras have shaped people and society not in
one direct way, but in many small ways. Taking all the little influences of cameras
together, it is clear that they have left a big impact on individuals and society. The
understanding of power as something that constitutes the subject and that functions
through micro-mechanisms, is central in the work of Foucault. This constitutive view
of power is extremely valuable, but there are some other relevant elements to the
power of cameras that are worth mentioning.

Cameras not only shape subjects with regards to behavior, views and identity, the
history outlined above also shows that the constitutive effects of cameras are often
intended. That means that cameras are often actively used as a tool to exercise power.
We have seen that cameras have served economic power (e.g. Kodak’s business
model), social power (e.g. using images to raise awareness about certain news stories),
and political power (e.g. video surveillance). The important take-away here is that the
constitutive effects of cameras are not predetermined. Rather, the ways in which

cameras impact subjects and society are heavily and intentionally steered by
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institutions. Taking pictures of celebrations and smiling for the camera is not the
inevitable consequence of the invention of photography, but something Kodak made
us do (Kotchemidova, 2005). Police units in the nineteenth century actively promoted
the epistemic status of images as evidence (Tagg, 1988). The dependence of law-
enforcement and security practices on cameras is the result of the governmentality of
modern states (Foucault, 1978). The importance of images in how people consume
news has been made possible by the attention newspapers gave to photography from
the moment of invention (Dinius, 2012). And social media played an active role in
making images central to how people perceive themselves and how they are perceived
by others (Green-Lewis, 2017). So, alongside the notion of constitutive power, it is
relevant to consider systemic or institutional power in the context of cameras’ impact
on society.

The idea that photography, film and video surveillance have had constitutive
effects on people’s behavior, norms and identity, resembles Foucauldian analyses of
power and the subject as well as recent work in philosophy of technology. The idea
that technology can mediate our interaction with the world is central to post-
phenomenology (e.g. Verbeek, 2010). The normative changes caused by camera
applications are in line with work on techno-moral change (e.g. Swierstra, 2013;
Swierstra, 2015). And the insight that cameras have been a tool of power to institutions
resembles Langdon Winner’s famous claim that artefacts have politics (Winner, 1980).
The analysis of the history of cameras in this chapter is innovative, first of all, because
it combines these different insights and, secondly, because it focuses specifically on
camera technologies. Despite the increasingly central role that cameras play in
everyday life, the technology’s impact and development have not received much

attention in the philosophy of technology.

6.4. Anticipating and evaluating the future

Having learned about the constitutive power of previous camera applications, it is
now time to turn to the emerging smart camera applications that I mentioned in the
introduction: augmented reality, automated surveillance, emotion recognition, facial
recognition and machine vision. While these are very different technologies, they
share a reliance on computer vision and cameras. With the emergence of these and
other computer vision technologies, cameras continue to play new roles in everyday
life and their presence in society continues to increase. In this section, I argue that

being aware of the constitutive power of previous camera technologies and the role of
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Institutions in steering and using this constitutive power, is helpful when anticipating
and evaluating the potential impact of emerging smart camera applications. I discuss
how the mentioned smart camera applications might change people’s norms, views,
behavior and identity in similar ways as previous camera technologies have. I also
discuss whether or not these potential constitutive effects of smart camera technologies
are undesirable, by considering the impact on people’s autonomy and, consequently,
on emancipatory progress in society. For these purposes, I understand autonomy as
the ability to form and follow one’s own judgement (self-legislation) and the ability to
form and own one’s life story (self-development).

Just as previous camera technologies did, emerging smart camera applications
may constitute people’s behavior, perception, norms, and more. Augmented reality (AR),
for starters, is a very powerful tool for businesses or other institutions to control how
people perceive the world around them. Photography and social media created a
photographic consciousness that shaped how people look at the world, themselves,
and other people (Green-Lewis, 2017). Augmented reality makes it possible to shape
perception in a much more direct way, by adding features or information to what
people see in real-time. Imagine a product like a pair of AR glasses with an embedded
camera, that adds information to the real-life things one sees (a more successful version
of the Google Glass). Such AR glasses would affect in the most literal possible way
how one sees other people and the world around. Such direct influences on people’s
perception and understanding of the world threaten people’s ability to form their own
opinions or views, which is a part of autonomy. Moreover, while individuals’
autonomy is under threat, the institutions that develop and sell these products, gain
power. After all, these institutions get to steer how people start to see the world.?!

Automated surveillance, secondly, can cause an increase in surveillance and an
increase in the domains in which surveillance is used. Moreover, automated video
analysis increases the information or data that surveillance cameras collect. As a result,
the intended and unintended effects of surveillance cameras on behavior are likely to
grow stronger. Surveillance impacts autonomy in the sense that people are effectively

less often free to follow their own judgement (self-legislation), and possibly also because

Of course augmented reality can be empowering too, by increasing people’s knowledge and
understanding of their environment. For example, live subtitles can be very helpful to deaf people or
when two parties do not speak the same language. Real-time emotion recognition can also help
autistic people to improve interpersonal interactions, which could in turn strengthen their social

relations.
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it compromises people’s sense of freedom to be themselves and express themselves
(self-development).

Emotion and facial recognition, thirdly, can strengthen the association between one’s
identity and one’s face. This association between identity and face was previously
endorsed by the adoption of photography by physiognomists, and by the popularity
of using images for identity management purposes. By strengthening this association,
emotion and facial recognition impact how people understand and form their identity
as well as how they are perceived by others. Moreover, emotion recognition can
change affective norms, just as photography has in the past, and therefore regulate
how people express certain feelings. The latter would for example be the case in
situations where emotion recognition is applied to support human-human interaction
or human-machine interaction. Emotion and facial recognition systems also label
people — for example as ‘female’, ‘aggressive’, ‘sporty’. The labels people get can again
shape how they perceive and develop themselves and how they are perceived and
treated by others. Emotion and facial recognition may thus compromise self-
development in various ways.

Machine vision, fourth and finally, decides not only how robots see and respond to
the world around them, but can also affect people’s own understanding of their
environment, when they adopt or try to understand the machine’s perspective. Take
the aforementioned example of semi-automated cars: when driving such a vehicle,
people learn how it interprets and responds to the phenomena it sees, which in turn
might affect a person’s own behavior in traffic. As in the case of AR, this may affect
people’s self-legislation while at the same time contributing to the systemic power of
tech companies over the behavior of the masses.

When adding up all the seemingly small constitutive effects of smart camera
applications, it becomes clear that these technologies can form a serious threat to
people’s autonomy. This is especially so given the fact that cameras’ constitutive effects
often facilitate the systemic power of certain societal institutions. A threat to autonomy

can in turn be understood as a threat to emancipatory progress in society.

6.5. Conclusion

It may seem innocent, or even inevitable, that new technologies change people’s
behavior, norms, practices, identity formation, or view of the world. The historical
analysis in this paper has shown that cameras have always changed and shaped

people, and it may seem hard to believe that we are worse off because of it. However,
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what one should also take away from the history of the constitutive effects of cameras,
is that the ways in which camera technologies change people is often steered by
institutions. Cameras’ constitutive effects thus facilitate the systemic power of
institutions. By being able to shape people in the most intimate ways (for example to
shape their sense of identity), cameras give institutions a lot of power. With many new
camera applications coming our way, due to developments in computer vision, it is
thus important to be aware and to be critical of the constitutive effects of cameras. To
consider these new technologies to be truly empowering, they should not only

empower Institutions, but also support the autonomy of users or data-subjects.
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7. The struggle for recognition in the

age of facial recognition technology

Abstract

Facial recognition is a promising emerging technology, but it sometimes fails to
recognize people adequately. Facial recognition applications have been found to
regularly misidentify certain demographics, misinterpret traits like gender, age,
beliefs, or emotions, and categorize individuals in ways that do not resonate with their
own sense of identity. In this paper I argue that in each of these cases, the person who
has their face analyzed is not merely misidentified or misunderstood, but
misrecognized in an ethically relevant sense. Following the work of Charles Taylor
(1992) and Axel Honneth (1996) on the topic of recognition, I describe how those
subjected to facial recognition systems on the one hand struggle to obtain adequate
recognition on a universal level, as being equally important to others, and lack
recognition for their individual uniqueness, on the other hand. These forms of
misrecognition are of ethical concern, because they can harm a person’s self-
development. So, ironically, facial recognition technology can give rise to a struggle

for recognition.

This chapter is a modified version of the following publication: Waelen,
R. (2022). The struggle for recognition in the age of facial recognition
technology. Al and Ethics. https://doi.org/10.1007/s43681-022-00146-
8
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7.1. Introduction

The term ‘recognition’ is used in a different sense in philosophy than it is in the field
of computer vision. In computer vision, ‘facial recognition’ refers either to the
identification of individuals on the basis of images of their face (i.e., the recognition of
objective identity) or to categorization based on people’s facial features (i.e., the
recognition of traits such as age, gender, race, or emotions, which can, but do not
have to, constitute one’s subjective sense of identity). Within philosophy —in particular
in the work of Hegel, critical theory, and feminism — ‘recognition’ refers to the regard
for an individual’s identity or aspects thereof. Hence, in a philosophical context
recognition is not the same as identification or categorization, but has a distinct
meaning (as also pointed out by Ikdheimo & Laitinen, 2007). According to
philosophers like Charles Taylor (1992) and Axel Honneth (1996), receiving
recognition is of indispensable importance to people’s self-development and identity
formation, Moreover, they argue that a just society is one in which everyone receives
due recognition (Thompson 2006). Hence, recognition has normative relevance.

In this paper, I discuss three ways in which facial recognition technology can fail
to recognize individuals in the philosophical, normative sense of the word. In two of
these three cases the misrecognition that takes place is the result of a failure of the
technology, namely misidentification or miscategorization. The third form of
misrecognition has to do with the limitations of facial recognition and the information
it can derive from the image of a face. The distinction between objective and
subjective identity is important here. ‘Objective identity’ refers to people’s formal
identity, such as their official name, or a citizen or customer number with which they
are known by institutions. Alternatively, objective identity can also include the
demographics or categories people objectively belong to (e.g. White, male, elderly,
student). These are traits that a person can, but does not have to identify with.
‘Subjective identity’, then, refers to the characteristics that people do identify with; the
traits that constitute their sense of self. One’s subjective identity is their own
understanding of who they are and how they would present themselves to others.

Following the work of Taylor (1992) and Honneth (1996) on the topic of
recognition, I argue that facial recognition’s possible misrecognition of individuals
should be considered alongside other ethical concerns raised by facial recognition and
other emerging technologies. Analyzing the ways in which artificial intelligence (Al)
applications like facial recognition can misrecognize people in a normative sense, is a

valuable new approach in the ethics of Al, that can shed light on ethical issues that
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are not yet fully addressed in the debate on facial recognition and other emerging Al
applications (e.g. Blank 2019; Brey 2004; Moraes et al. 2020).

The structure of this paper is as follows. In section 2, the next section, I explain
what facial recognition technology is and offer some examples of the multitude of ways
in which it 1s used. In section 3, I introduce the philosophical concept of recognition,
primarily on the basis of Charles Taylor’s The Politics of Recognition (1992) and Axel
Honneth’s The Struggle for Recognition (1996). In section 4, I analyze three ways in which
facial recognition systems misrecognize individuals in a normative sense. In section 5,
I discuss what it means to be recognized by a facial recognition system rather than a

fellow human being, and I end the chapter with a brief conclusion in section 6.

7.2. Facial recognition technology

Facial recognition systems are biometric identification and categorization Al tools
that, like similar systems, are aimed at connecting “identity to the body” (Gates, 2011,
p. 14).22 The facial recognition systems that are aimed at biometric identification,
recognize individuals’ objective identity on the basis of their facial features. This type
of recognition requires the availability of a database to which images or videos of faces
can be compared. For example: law enforcement agencies can use facial recognition
to identify a suspect in a video, only if they have access to a database of which their
face is a part, like a database of previous criminal offenders. Biometric categorization
systems perform facial analysis, they deduct people’s demographic information (e.g.
age, gender, ethnicity) or inner states (e.g. emotions, intentions) from their facial
features and expressions. These systems infer someone’s objective identity, to the
extent that it categorizes people into demographic groups that they objectively belong
to. In contrast to biometric identification, categorization does not require the person
in question to be known to the system. On the basis of large amounts of data from
other smiling individuals, a facial recognition system learns to recognize an unknown
individual as smiling.

To complicate the matter, there are different possible modes of facial recognition:
near or remote recognition, and real-time or post recognition. In the concept AI Act

brought out by the European Commission in 2021, remote biometric identification is

I adopt the distinction between biometric identification and biometric categorization from the EU’s
AI Act, but will mainly refer to these different types of facial recognition with ‘facial recognition’
meaning identificaion and ‘facial analysis’ meaning the categorization or recognition of

characteristics and inner states.
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defined as “an Al system intended for the identification of natural persons at a distance
through the comparison of a person’s biometric data with the biometric data
contained 1n a reference database” (European Commission, 2021, p. 19). So remote
facial recognition can entail identifying someone in a shopping center by analyzing
the video footage of the CCTV cameras in the shopping center. Near recognition is
undefined in the A7 Act, but one can assume it includes something like smart glasses
or a phone application that enables one person to identify another person in the same
physical space. Real-time and post recognition, furthermore, have to do with the time
at which a person 1s recognized by a biometric system. Real-time recognition happens
live, while post recognition happens in hindsight — for example by applying facial
recognition techniques to stored video footage. These distinctions are relevant,
because different modes of facial recognition are treated differently by policy-makers.
The EU AI Act proposes to ban remote, real-time biometric identification in public
places.?? Which means that facial recognition systems that are used nearby, after the
fact, or in private spaces, would still be allowed. Moreover, the ban is restricted to the
use of facial recognition for identification, while facial recognition is used for
categorization as well.

Because it facilitates both identification and categorization, facial recognition has
many possible applications. A few examples: facial recognition can serve as an efficient
identity management tool to law enforcement and businesses; it enables so-called
‘smile-to-pay’ services, where identification on the basis of one’s face suffices to make
a transaction; and it can facilitate the personalization of services like advertisements,
customer service or restaurant menus, or even personalize products such as games
(Blom et al., 2014). Hence, facial recognition comes with a lot of benefits — not only
to businesses and governments, but also to individual users. Facial recognition brings
the individual a lot of convenience, for example by personalizing products, enabling
quicker transactions, and by securing apps and devices without the need for a key,
card, or password.

However, facial recognition applications also give rise to a number of ethical
problems, including (but not limited to) violations of the right to privacy and the

principle of non-discrimination. Facial recognition can violate one’s privacy, first of

The European Commission is not the only entity proposing to restrict the use of facial recognition
technology. In the wake of Black Lives Matter protests in 2020, several big tech firms announced to
withdraw their facial recognition systems from use by law enforcement until racial bias would be
dealt with. Also, in the fall of 2021, Facebook announced that they would no longer use facial
recognition to analyze pictures and videos uploaded to the social media platform.
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all, because it is expected to become omnipresent and able to infer a wide variety of
information about a person. The technology has raised concerns regarding
discrimination, secondly, as many facial recognition systems have been found to
contain algorithmic biases towards certain demographics. Facial recognition’s impact
on privacy and discrimination has received substantial attention, and they are
important issues indeed, but they do not fully cover all the possible problems that
facial recognition technology can give rise to. In this chapter I argue that facial
recognition applications, including discriminatory or invasive ones, can also have
harmful effects on a person’s psychological development. More precisely, when a
facial recognition system fails to adequately recognize a person’s identity or traits, and
especially when it does so structurally, it can hamper the person’s development of self-
respect and self-esteem. In what follows, I therefore argue that (mis)recognition too is
an important ethical and societal issue in the context of facial recognition technology.
To do so, I first briefly elaborate on the concept of recognition and its normative

relevance.

7.3. The politics of recognition

The topic of recognition, as discussed within contemporary social and political
philosophy, goes back to Georg Wilhelm Friedrich Hegel (1770-1831). In his Elements
of the Philosophy of Right, Hegel distinguished three different types of relations of
recognition, related to three societal spheres, namely: the family, the law, and the
social. Hegel argued that each sphere of recognition is needed to develop as an
autonomous individual. His discussion of recognition has inspired philosophers like
Axel Honneth and Charles Taylor, who played an important part in reviving the
debate about recognition and justice in the 1990s, after which it has been continued
by feminist scholars such as Nancy Fraser and Judith Butler, among others.

Both Taylor and Honneth adopted Hegel’s distinction between three spheres of
recognition. Taylor (1992), to start with, argues that recognition can take place in the
intimate sphere or in the public sphere. Within the public sphere, he then distinguishes
between politics of universalism, “emphasizing equal dignity of all citizens”, and the
politics of difference, which refers to the recognition of “the unique identity of this
individual or group, their distinctness from everyone else” (Taylor, 1992, pp. 37-38).
The intimate sphere, which Taylor leaves out of the discussion in his 1992 essay The
Politics of Recognition, resembles Hegel’s sphere of the family. The politics of

universalism in the public sphere 1s akin to Hegel’s sphere of the law. As Taylor writes:
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“the content of this politics has been the equalization of rights” (1992, p. 37). In the
20% century, the politics of universalism have found expression in the civil rights
movement and feminist movements. The politics of difference, related to Hegel’s idea
of the social, followed later. While early feminists and the civil rights movement were
preoccupied with guaranteeing that everyone is recognized and treated as being equal
by the law (i.e., that the law 1s blind to difference), more recent political movements
fight for the recognition of differences between individuals or groups. The politics of
difference stresses the importance of differential treatment, to establish and secure
social freedom. An example of differential treatment that functions as recognition in
the social sphere, is giving exclusive land rights to indigenous people. Another
example would be to introduce hiring quota to promote diversity in certain
professions, or to make ‘non-binary’ a gender option on official documents for those
who identify as neither male nor female. Taylor’s essay is valuable in that it explains
how a theory of recognition can help to understand the significance of identity politics.

According to Honneth (1996), relations of recognition can be based on love, rights
or solidarity. Recognition on the basis of love, first of all, implies acknowledging and
valuing someone’s needs and feelings. Hence, this mode of recognition refers not to
romantic love, but to strong emotional bonds or relations of care. Honneth explains
recognition on the basis of love primarily through the example of the bond between a
parent and a child and with the assistance of psychoanalysis. He argues that the
recognition of one’s needs and feelings is necessary to develop self-confidence.
Recognition on the basis of rights, secondly, refers to the acknowledgment of another
as an autonomous individual and bearer of rights and duties; it resembles Hegel’s
sphere of the law and Taylor’s politics of universalism. Recognition of rights is also
referred to as ‘respect’ and receiving this type of recognition enables a person to
develop self-respect and become an autonomous individual, capable of making
independent choices and taking responsibility for their actions. Recognition on the
basis of solidarity, finally, resembles Hegel’s sphere of the social and Taylor’s politics
of difference. Being recognized on the basis of solidarity namely entails obtaining
acknowledgment for one’s achievements or societal contributions — it is the
recognition of specific aspects of a person’s identity. Recognition on the basis of
solidarity, most often referred to as ‘esteem’, is necessary for individuals to develop
self-esteem.

Following Hegel, Honneth argues that people need each of these three forms of
recognition to develop a practical relation to oneself. This means, having a sense of

self-respect, self-esteem and self-confidence that in turn allows a person to flourish,
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achieve their goals, and build meaningful and strong social relations. In Honneth’s
own words: recognition “permit[s] the addressee to identify with his or her own
qualities and thus to achieve a greater degree of autonomy” (Honneth, 2007, p. 330).
Taylor too claims that recognition shapes a person’s identity. Adequate recognition
helps a person to develop into their authentic, autonomous selves. Therefore, Taylor
defends, recognition is a vital human need. According to both philosophers, due
relations of recognition are a necessary condition for a just society and the lack of
adequate recognition, or misrecognition, is problematic because it can harm a
person’s self-development. As Taylor explains: “(...) a person or group of people can
suffer real damage, real distortion, if the people or society around them mirror back
to them a confining or demeaning or contemptible picture of themselves” (Taylor,
1992, p. 25). One can assume that this damage is most severe when the misrecognition
1s not a single event, but something that is experienced structurally. Since recognition
1s considered to be constitutive of a person’s ability to develop as an authentic and
autonomous being and a condition for a just society, misrecognition should be seen as
a threat to autonomy and a violation of justice. Alternatively, misrecognition could be
perceived as a threat to well-being, since it hampers a person’s flourishing. Hence,
misrecognition is an ethical concern, because the psychological implications of
misrecognition touch upon fundamental moral values and principles.

Finally, those who experience misrecognition are said to struggle for recognition. The
struggle for recognition is a struggle for the affirmation of one’s identity. Important to
point out though is that not every misrepresentation of a person’s identity is necessarily
harmful or counts as an instance of misrecognition. For instance, if my name is
misspelled in my passport, I am not necessarily misrecognized with respect to rights,

solidarity, or love.

7.4. Misrecognition by facial recognition technology

The literature on (mis)recognition can help us to understand some potential ethical
implications of facial recognition technology that are otherwise likely to be
overlooked. In this section, I analyze three possible types of misrecognition by facial
recognition systems. The first two resemble instances of technological error, namely
misidentification and miscategorization. The third type of misrecognition has to do
with the fact that the technology is limited when it comes to recognizing more

subjective aspects of people’s identity. Even when facial recognition applications
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function as they should or promise to, they can fail to categorize people in accordance

with their subjective sense of identity.

Misrecognition as misidentification

A first, much discussed problem of facial recognition systems used for biometric
identification, is the fact that many of these systems consistently misidentify certain
demographics. More precisely, Black, female and young (age 18-30) individuals were
found to be misidentified with significantly lower accuracy than other demographics.
Klare et al. (2012), for instance, reported that “commercial and the nontrainable
algorithms consistently have lower matching accuracies on the same cohorts (...)
within their demographics”. To put it differently, facial recognition systems are often
biased. They perform better for certain societal groups. The main cause of these biases
1s a lack of diversity in training data sets. The result of biases in facial recognition can
be false positives and negatives in its outcomes, which in turn lead to demeaning
experiences and discriminatory treatment of those who the particular system failed to
identify accurately.

Take the following example of a false positive: a facial recognition systems
identifies person X as suspect Y in a video, while person X had nothing to do with the
crime. This common example has occured on several occasions in the US, where
(biased) facial recognition systems were used by law enforcement (Hill, 2020). When
facial recognition is used by law enforcement to identify suspects in images or security
footage, but the system is not as accurate when identifying darker-skinned people as
it is when identifying their fellow citizens with a lighter skin tone, this implies that
darker-skinned citizens are at a higher risk of being falsely identified as a suspect.
Being falsely identified and treated as a suspect, because of the color of your skin, is a
form of discrimination.

A false negative occurs, for instance, when a facial recognition system that is meant
to unlock devices such as smartphones, misidentifies the owner of the device and
therefore denies them access. This form of misidentification not only causes the
device’s owner to experience unnecessary inconvenience; when certain demographics
consistently struggle to get access to their devices, because the facial recognition
system that facilitates access is biased, it can become demeaning.

These examples show that misidentification is an ethical issue, because it can lead
to discrimination or violate human dignity. However, such misidentification has
another type of ethical implication that is worth paying attention to. Biased systems

musrecognize darker-skinned, female and young people as equal members of the society
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in which the systems are developed or used. When facial recognition systems are
introduced and used despite the fact that they are unable to identify all demographics
with the same level of accuracy, whether it is in law enforcement or to unlock a
personal device, it seems as if the misidentified demographics are less important than
the groups that are accurately recognized. Darker-skinned, female or young people are
not treated as being of equal worth, when only they have to suffer discriminatory or
demeaning treatment as a result of the society-wide adoption of flawed facial
recognition technology. By not recognizing specific demographics as being equally
important, biased facial recognition systems resemble misrecognition on the basis of
rights (Honneth, 1996) and are in conflict with the politics of universalism (Taylor,
1992). Facial recognition should not function adequately only for some, when all are
confronted with the technology, willingly and unwillingly, on a regular basis. This
misrecognition on the basis of rights is ethically problematic not just as a violation of
moral principles regarding equal treatment, but also because it can have long-lasting
damaging effects on a person’s self-development, in particular on their sense of self-

respect (following Honneth, 1996).

Misrecognition as miscategorization
Categorization systems are used to analyse faces in order to determine to what
demographic a person belongs or what their inner state or behaviour is in a given
moment. Most common are systems that categorize people along gender, race, and
age or analyse people’s emotions or sentiments. However, there have also been
attempts to make inferences about people’s religious beliefs, sexual orientation, or
other characteristics, on the basis of facial features and expressions (BBC News, 2017).
Categorization systems can fail to accurately recognize people’s traits due to
technical error or because there are limitations to what a face can really reveal about
a person. Technical error, first of all, occurs for instance when systems contain
algorithmic biases. Just like identification systems, categorization systems have been
found to perform with a significantly lower accuracy when analyzing videos or images
of darker-skinned and female individuals (Buolamwini and Gebru, 2018). As a result,
darker-skinned people and women more often have to deal with facial analysis systems
that categorize them wrongly, or fail to categorize them at all. A notorious example

of failed categorization are the several cases where a categorization system labeled
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images of darker-skinned people as ‘gorillas’, ‘apes’ or ‘primates’.?* Another known
example of miscategorization are facial recognition systems that constantly identify
Asian people as ‘blinking’. These are vivid examples of how miscategorization is not
just an inconvenient or innocent error, but truly demeaning and potentially damaging
for a person’s self-esteem.

Secondly, miscategorization can occur when facial analysis systems are meant to
derive traits that might not be derivable from the image of a face in the first place. For
example, emotion recognition systems (a sub-category of facial analysis) are grounded
on the assumption that all individuals, regardless of their cultural background or
upbringing, show basic emotions with the same facial expressions. But some
psychologists have expressed strong doubts that emotions are natural kinds and thus
expressed in the same manner by all individuals (Barrett, 2006; Barrett et al., 2019).
In other words, if it is true that emotions are not expressed in the same way by all
people, emotion recognition systems are not able to do what they claim to do.

Furthermore, there have been various attempts to develop facial analysis systems
that can tell someone’s sexual orientation or the likelihood that they commit a crime
in the future. These systems rest on unscientific assumptions, just like emotion
recognition. The attempt to derive issues like sexuality or criminality from a person’s
facial features is namely grounded on the idea that a person’s whole identity, including
their personality, can be read from their face. In fact, this assumption resembles
physiognomy, a pseudo-science practiced in the West until deep into the 19 century
(Gates, 2011). Physiognomy’s aim is to determine a person’s personality on the basis
of their facial appearance — a practice which has lead to the discriminatory treatment
of certain societal groups. The history of physiognomy should have taught us to be
careful when making assumptions about people’s identity or characteristics on the
basis of their appearance, but in today’s development of facial analysis applications
we see a continuing belief that faces are “carriers of signs that reveal the essential
qualities of their bearers” (Gates, 2011, p. 21).

Just like in the case of misidentification, miscategorization can give rise to a
struggle for recognition. Miscategorization implies that people have elements of their
identity misunderstood or ignored, or worse, that they are treated wrongly because of
certain elements of their identity. In other words, when miscategorization occurs,

specific elements of a person’s identity are misrecognized. Therefore,

Concrete examples of this are a case where Google Photos tagged a selfie of African-American users
as “gorillas” (Zhang 2015) and a more recent case where Facebook’s video analytics technology
labeled a video featuring Black men as a video about “primates” (Mac, 2021).
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miscategorization relates to the politics of difference (Taylor, 1992). To the extent that
false categorization concerns specific aspects of identity, rather than identity as a
whole, miscategorization can also be understood as misrecognition on the basis of
solidarity in the Honnethian sense. However, it should be noted that Honneth
understood solidarity mainly as the recognition of people’s societal contributions.
Honneth considered the recognition of an individual’s unique qualities to be a form
of esteem. He argued that without receiving esteem from others, individuals cannot
develop the level of self-esteem they need to be autonomous and flourish as authentic
individuals. Hence, misrecognition through miscategorization is an ethical issue
because of its negative implications for people’s development of self-esteem.

As is the case for misidentification, the negative implications of miscategorization
are likely to be most stringent when miscategorization is experienced systematically,
but might nevertheless result from a single instance of misrecognition. Consider the
aforementioned, infamous example of a facial recognition system that labels an image
of an African-American user as ‘gorilla’. Such miscategorization does not need to
happen repeatedly for it to harm the user’s self-esteem. This single instance of
misrecognition can impact the user’s future interactions with technology (for example
when they upload a picture of themselves on a social media platform that uses facial

recognition) as well as their idea of how they are perceived by the outside world.

Misrecognition due to the inability to infer subjective identity

Misrecognition through misidentification or miscategorization, which I discussed in
the subsections above, occurs when a facial recognition system does not function as it
was intended to. However, even when facial recognition systems are well-functioning,
unbiased, and scientifically sound, they can still misrecognize those subjected to
analysis. I explain this in this third and final subsection.

Facial recognition systems reduce people’s identity to certain categories and to the
personal information that their face can reveal. But limiting identity to the face and
to predetermined categories, implies leaving out certain aspects of people’s identities
and excluding those who do not fit the regular boxes. For instance, binary gender
recognition systems — that is, systems that categorize individuals as either ‘male’ or
‘female’ — fail to appropriately recognize anyone identifying as non-binary. Similarly,
racial recognition systems will have difficulties categorizing mixed-race individuals in
line with what race or ethnicity they identify most with. In these cases, important

aspects of people’s subjective identity are not recognized by the respective
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categorization system, even when the system functioned in accordance with the norms
by which it was programmed.

Furthermore, when a categorization system applies categories or ‘boxes’ that
exclude the subjective identity of certain groups in society, this can imply that
members of those groups constantly have to face the stereotypes they try to avoid. In
such a case, the system amplifies a pre-existing struggle for recognition. Take the
aforementioned example of a gender recognition system that uses binary gender
categories. Such a system can be used, amongst others, to personalize advertisements
in stores or online. Now a imagine: a person that identifies as neither male nor female
walks into a clothing store and the store’s categorization system identifies them as
female. Therefore the store’s personalization system shows the customer that dresses
are on discount this week. As a result, the person is confronted with a stereotype they
actively try to avoid. Admittedly, this might not be the only problematic stereotype in
this scenario, as most clothing stores are still divided in a section for men and one for
women. But the point to be made here is that categorization systems can contribute
to (harmful) stereotypes. Moreover, by automatically inferring objective identities and
characteristics, facial recognition systems deprive people of the opportunity to
communicate their subjective sense of identity to others themselves. If the store in this
example would not depend on facial recognition to help their customers or to share
information about discounts, the non-binary customer would have had the chance to
say that they do not identify as male or female, and thus look for clothes that match
or express their particular identity.

So, in short, facial recognition is limited when it comes to recognizing people’s
subjective identity, as the technology can only recognize objective forms of identity
and those aspects that can be read of a person’s face. Facial recognition is often
promoted and used as a tool for personalization, but given its limitations when it
comes to recognizing a person’s true individuality or individual uniqueness, we should
question the extent to which facial recognition can really personalize services.

Honneth’s work on the struggle for recognition and Taylor’s division between two
forms of identity politics, help us to understand why facial recognition’s reduction of
people’s identity to certain (objective) traits or predetermined categories could be an
ethical problem. Facial recognition’s inability to recognize a person’s subjective
identity misrecognizes people’s uniqueness, i.c., that which differentiates them from
other people. Hence, by failing to recognize people’s unique individuality, facial
recognition — categorization systems in particular — reinforces people’s struggle for

social esteem (Honneth, 1996) and a politics of difference (Taylor, 1992). By
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contributing to the struggle for recognition of certain societal groups or individuals,
facial recognition threatens their identity formation. More precisely, if we follow
Honneth’s theory, the misrecognition of an individual’s uniqueness potentially harms

their development of self-esteem.

7.5. Can we get (mis)recognized by technology?

Thus far I have argued that facial recognition technology can misrecognize
individuals on a normative level, in (at least) three ways. I argued that this is an ethical
concern, as it can have a negative effect on people’s development of self-respect and
self-esteem. In doing so I followed Honneth (1996) and Taylor (1992). However,
recognition — in the way it is discussed by Honneth, Taylor, and other social
philosophers — is an interpersonal phenomena. The question that therefore remains
to be addressed here is: can facial recognition technology (mis)recognize us in the same
way as fellow human beings can?

Laitinen (2010) describes a distinction between two ways in which recognition is
delineated in the literature on the topic. The first account is what Laitinen calls
‘mutuality insight’. Under this view, recognition presupposes that the person that is
being recognized (B) is aware of the recognition of A and also recognizes A as being
capable of recognizing. The second account is called ‘adequate regard’ and implies
merely and attitude of A towards B, not the other way around. We could say that,
under this second account, B could be affected by A’s (lack of) recognition without
being aware of that (mis)recognition. While in the case of the mutuality insight, B
needs the be conscious of A’s recognition.

Left out of this discussion is from what sort of agent or entity we can receive
recognition. However, rather than getting stuck in a debate about whether or not Al
has the agency or intentionality that would be required to say it can recognize person’s
in the same way humans can, I propose a more pragmatic approach to the matter. If
we follow the adequate regard account, first of all, it does not matter if the person
considers the technology to be capable of recognizing them. All that matters under
this understanding of recognition is the effect the system has on the person’s self-
development. If what appears to be misrecognition on the part of the facial recognition
system indeed has the same sort of constitutive or harmful effects on a person’s sense
of self-worth, then it makes sense to say that facial recognition technology
(mis)recognizes the people who’s faces it analyzes. To determine whether facial

recognition can misrecognize people under this first account of recognition, it would
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have to be investigated empirically if inadequate recognition by facial recognition or
other technologies has the same sort of harmful impact on a person’s self-development
as misrecognition by human beings does.

Secondly, following the mutuality insight account of recognition, we could say that
there is a relevant relation of recognition between a facial recognition system and a
person, if the person in question recognizes the facial recognition system as an entity
capable of recognizing them on the level of rights, solidarity or even love (which I did
not discuss in relation to facial recognition). Moreover, if an individual perceives facial
recognition, or any technology for that matter, as an entity capable of giving them
respect or esteem, the failure of this technology to do so can also harm their self-
development. Whether a person perceives a technology as such might be culturally
dependent. As different studies have pointed out, whether facial recognition is
embraced, accepted, or seen as a threat differs across cultures (e.g. Kostka et al., 2021).
In a similar vein, it might be the case that the extent to which facial recognition is seen
as an entity capable of recognizing a person’s identity in a normative sense, depends
on context and culture as well. However, while said studies suggest that facial
recognition is more easily accepted in Asian societies, because it is much less perceived
as a threat to privacy or other values, Asian societies are also said to personify Al
applications more than people do in the West (Gal, 2020). The tendency to personify
Al suggests that it is in fact more likely that people will experience facial recognition
as misrecognizing them and thus potentially suffer damages to their development of

self-worth.

7.6. Conclusion

When a facial recognition system fails to identify or categorize you accurately, you are
misrecognized in the most literal sense of the word. But, as I showed in this paper,
there is a deeper layer to this kind of misrecognition. Facial recognition systems can
misrecognize people in a normative sense. Algorithmic biases towards certain
demographics fail to recognize the people belonging to those demographics as being
equally important citizens. Wrong categorizations, whether they are caused by biases
or by the limits of facial recognition technology, neglect what makes a person unique
and different from others. That is why facial recognition technology can amplify
existing struggles for recognition, or even give rise to new ones. This is an important
ethical and societal issue. Following Honneth and Taylor, I have argued that

mis)recognition by facial recognition can affect people’s development of self-esteem
g y g peop p
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and self-respect, just like recognition from fellow human beings does. Therefore, I
conclude that technology developers and policy makers should consider the ways in
which facial recognition and other Al applications grant individuals and groups
adequate recognition alongside other, more commonly raised ethical concerns such
as privacy and non-discrimination. To do this, it is necessary to critically reflect upon
the assumptions about identity that underly a technology and test more thoroughly
whether a technology functions appropriately for all users of a system or members of
the society in which it is implemented. Misrecognition may not be an issue so severe
that the development or use of facial recognition should be limited, but it should be

taken serious given its potential to leave long lasting hardships.
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8. Datafication and exploitation

Abstract

Marx and his followers critiqued industrial capitalism on the basis of the exploitative
nature of wage labor. However, the twenty-first century knows a new form of
capitalism: surveillance capitalism. Surveillance capitalists profit not from wage labor,
but from the datafication and commodification of people’s behavior. The aim of this
chapter is to rethink the concept of exploitation and its role in a critique of capitalism,
in light of the emergence of surveillance capitalism. This is done through an analysis
of three possible arguments that explain why datafication by surveillance capitalists
should be understood as exploitative. The first argument is developed by Christian
Fuchs (2014), who offers a Marxist understanding of internet usage as a form of labor.
The second argument comes from Nikhil Venkatesh (2021), who offers a novel way
of comparing data-subjects to producers, as a part of his Marx-inspired account of
surveillance capitalism. These two Marxist explanations of the exploitative nature of
datafication are rejected in this chapter. A third argument is presented, which suggests
that datafication is an exploitative power relation because it uses the vulnerable
position of data-subjects to impose a double bind them: to compromise self-ownership
or to compromise social needs. The final section of the chapter discusses how
computer vision can support datafication and in what sense computer vision can

therefore support exploitation.
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8.1. Introduction

The twenty-first century knows a new form of capitalism: surveillance capitalism, as
Shoshana Zuboff has called it (2019). Under surveillance capitalism, the datafication
and commodification of people’s behavior is the main source of profit. When a person
interacts with digital technologies, surveillance capitalists can acquire huge amounts
of data about their behavior. With advanced data analytics methods, capitalists are
able to turn raw behavioral data into a profitable product, namely, predictions about
people’s future behaviors. This product is then sold to advertisers, who use it to target
or personalize ads and increase their profit.

Karl Marx (1818-1883) and his followers are (in)famous for critiquing capitalism.
The injustice of exploitation is central to Marx’s critique of industrial capitalism.
According to Marx, the notion of exploitation was key to understanding the distinct
wrong of wage labor and the injustice experienced by the working class in his time
(Marx, 1867/1990). In short, Marx argued that industrial capitalism was unjust
because capitalists exploited workers by appropriating the surplus value of workers’
labor. Marx believed that workers actually have ownership over the products of their
labor and that capitalists’ appropriation of the surplus value of workers’ labor is
therefore illegitimate. Furthermore, this illegitimate appropriation of the surplus value
of labor is exploitative, because capitalists own the means of production and workers
do not, meaning that workers have no choice but to accept wage labor and capitalists
take advantage of this vulnerability.

In her discussion of surveillance capitalism, Zuboff repeatedly accuses surveillance
capitalism of being exploitative. Zuboff claims that it is exploitative to datafy and
commodify people’s behavior “for the sake of others” improved control of us” and that
surveillance capitalism exploits “second-modernity needs”, like the dependence on
social media for interaction, inclusion, and recognition (2019, p. 94 and p. 341).
Zubofl even refers to Marx’s critique of industrial capitalism, when she writes:
“[Surveillance capitalism| revives Karl Marx’s old image of capitalism as a vampire
that feeds on labor, but with an unexpected turn. Instead of labor, surveillance
capitalism feeds on every aspect of every human’s experience.” (2019, p. 9). However,
despite being very critical of surveillance capitalism, Zuboff does not elaborate on this
comparison to Marx’s critique of industrial capitalism, nor does she develop a
substantial account of the exploitative nature of this new mode of capitalism.

In this chapter, I aim to give more substance to ZubofI’s claims that datafication
is exploitative, by exploring three possible answers to the question: Is datafication

exploitative? This question 1s important, because it could provide the basis for a more

112



25

Datafication and exploitation

elaborate, substantial, and systematic critique of surveillance capitalism. Moreover,
addressing this question also implies exploring the possibility of a Marxist critique of
surveillance capitalism — broadly understood, as a critique based on the injustice of
exploitation.

The outline of the chapter is as follows. In section 2, I first give a little more
background to the notions of surveillance capitalism and datafication. In section 3, 1
discuss a first possible answer to the question ‘Is datafication exploitative?’. This first
answer is formulated by Christian Fuchs in his book Digital Labour and Karl Marx. In
short, Fuchs argues that internet usage is a form of digital labor, and because
surveillance capitalists profit of internet usage, it is exploitative labor. In section 4, I
discuss Nikhil Venkatesh’s paper ‘Surveillance Capitalism: a Marx-inspired account’,
in which he argues that datafication is exploitative because data-subjects can be
compared to producers in a Marx-inspired way. In section 5, I formulate my own
answer to the question, building on Hallie Liberto’s paper ‘Exploitation and the
Vulnerability Clause’, in which she argues that exploitation entails a power relation
in which the exploiter poses a double bind on the exploited. In section 6 I discuss
computer vision’s relation to datafication and surveillance capitalism and discuss what
the argument that datafication is exploitative means for computer vision. I end the

chapter with a brief conclusion in section 7.

8.2. Surveillance capitalism

Zubofl coined the term surveillance capitalism to describe the new form of capitalism that
characterizes the beginning of the twenty-first century. Surveillance capitalism
consists of three elements: gathering, analyzing, and commodifying data.?> The first
element entails that surveillance capitalists surveille people, in order to gather data
about them. Zuboff refers to ‘users’ in this context — I prefer the term ‘data-subjects’.
Data can contain personal information (e.g. one’s name, address, profession, health
record), demographic information (e.g. age, race, religion), or behavioral information
(e.g. search inquiries on Google, purchases on Amazon, likes on Facebook). This data
is very valuable, because it can help surveillance capitalists to predict what article users
are going to read, which song they will listen to, and which product they will buy.
Personal and behavioral data are generated through almost every interaction with

online platforms (e.g. search engines, web shops, social media), but potentially also

Note that this tripartite distinction is not ZubofP’s, but my own interpretation of Zubof’s description
of surveillance capitalism.
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through people’s use of modern devices that are equipped with sensors like cameras
and microphones (e.g. smart phones, smart home assistants, fitness trackers). The
more data that is gathered about their everyday behaviors, the more users are
surveilled. The second element of surveillance capitalism is the analysis of the data
that is acquired through the surveillance of users. Surveillance capitalists are not only
at the forefront of developing methods and technologies to acquire data, they also
develop and use the most advanced methods to analyze data. Advanced data analytics
and artificial intelligence enable surveillance capitalists to turn data into a profitable
commodity: predictions about people’s future behavior. The third step then entails
selling these predictions to advertisers, who use the predictions to target or personalize
ads to effectively convince people to buy a certain product, read a certain article, vote
for a certain party, and so on. In other words, behavioral predictions enable
advertisers to control people’s future behaviors.

Zuboft developed a specific terminology to describe surveillance capitalist
practices. She says that users are “harvested” for their data, which are “raw materials”
in the same way as natural resources were raw materials under industrial capitalism.
She also calls behavioral data “behavioral surplus”, because behavioral data is a by-
product of the use of digital services or smart devices. Surveillance capitalists are
driven by a “logic of accumulation”: the more data they can harvest, the more profit
they can make. The commodity that data is turned into are “predictions products”,
which are sold on “behavioral future markets” (Zuboff, 2019, p. 8). Prediction
products give “instrumentarian power” to companies, advertisers, and other actors,
because it allows them to shape users’ behavior and, consequently, use users’ as a
means to serve their own ends (Zuboff, 2019, p. 8).

Today, surveillance capitalism is the core business model of some of the world’s
most influential companies. Google (now Alphabet Inc.) was the pioneer of
surveillance capitalism, Zuboff explains. Google’s creators founded a successful search
engine, but since the service was offered for free, they struggled to finance it. The
Google creators then found a way to turn all the information that Google has on users’
search history and inquiries, the behavioral surplus, into a profitable commodity that
can be sold to advertisers. That way, Google was able to offer a free but profitable
service. At first, Google simply worked with the data that was generated as a by-
product of the use of their services. When this proved to be a lucrative business, they
started to actively increase their surveillance of people in order to gather more data.
Other online platforms, like Amazon and Facebook (now called Meta), followed

Google’s surveillance capitalist model. These and other tech companies continued to
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invent new ways in which they could gather people’s data and explored new types of
data that might be profitable.

Data gathering now also occurs in the offline, physical sphere. Online behaviors —
such as our search history, likes on social media, the movement of our cursor, and so
on — are not the only data that can be collected and analyzed. Increasingly many
behaviors, which are not directly related to internet usage, can be turned into data.
Think about the data collected by the sensors on one’s smart phone, smart home
assistants, fitness trackers, and other devices. These devices learn to recognize our
faces and voices, know all our whereabouts, monitor our heart rate, and more. Voice
assistants have even been found to eavesdrop on users’ conversations and some critics
believe that smartphones are in fact always listening (Dubois et al., 2020). Although it
is unclear at this point to what extent such ‘offline behaviors’ are also included into
surveillance capitalists practices, it is obvious that the more people are surveilled the
likelier it is for surveillance capitalism to creep into every aspect of people’s lives.

Zubofl’s critical discussion of surveillance capitalism is not explicitly Marxist,
although it often feels that way. Zuboff also mentions Marx as one of the social
scientists that inspired her work (2019, p. 22). Furthermore, many of the notions used
by Zuboff resemble Marx’s discussion of capitalism. For instance, Zuboff argues that
behavioral data has “surplus value”, just as Marx claimed that labor has surplus value
to industrial capitalists. The notion of “accumulation” too plays a significant role in
both Zubofl’s work and Marx’s critique of capitalism.?6 Zuboff also argues, in analogy
with industrial capitalism, that the advanced methods used to analyze data should be
seen as the new “means of production” and that surveillance capitalists can
accumulate wealth because they own those means of production. Finally, as I already
pointed out in the introduction, she repeatedly calls surveillance capitalism
“exploitative”, saying that surveillance capitalists exploit “contemporary anxieties”,
users’ “inner life”, “users’ emotions”, “the precise measure of their fears and
fantasies”, “second-modernity needs”; and “the human inclination toward empathy,
belonging, and acceptance” (Zuboff, 2019, pp. 10, 283-4, 305, 306, 341, 468). Zuboft
does not expand these claims nor does she offer a definition of exploitation. However,
her repeated reference to the exploitative nature of surveillance capitalism 1is
nevertheless noteworthy. After all, the accusation of exploitation was central to Marx’s

critique of industrial capitalism.

As also pointed out by Venkatesh (2021).
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8.3. Datafication as labor

Marx’s aforementioned critique about the exploitative nature of capitalism and wage
labor was of course situated in a certain time and context: the 19" century and the
industrial revolution. Capitalism and forms of labor have changed a lot since. In his
book Digital Labour and Rarl Marx (2014), Christian Fuchs describes new forms of
exploitative labor that have arisen in the context of digital media. Fuchs’ examples of
new forms of labor include modern-day slaves in Africa who mine important minerals
for ICT hardware are sources; Chinese assemblage workers who make the hardware;
software engineers in India and in Silicon Valley; migrant workers in Amazon
warchouses in Germany; and workers crowd-sourced by Amazon Mechanical Turk.
Fuchs refers to all these different forms of labor with the umbrella term digital labor.
These examples namely have in common that labor power is exploited and that the
workers are part of the digital media industry. As Fuchs explains: “What defines [these
forms of labor] is not a common type of occupation, but rather the industry they
contribute to and in which capital exploits them.” (2014, p. 4). Fuchs builds on Marx’s
critique of industrial capitalism and wage labor (a.o. Marx, 1867/1990) to criticize
these modern forms of labor. Through his discussion of these examples, he tries to
show that “Marx’s writings and Marxist theory provide a rich category system that
can be applied for critically understanding digital labour and other forms of labour”
(2014, p. 8).

One last example of digital labor that Fuchs discusses is the unpaid labor of
Internet users, or as he calls them, ‘Internet prosumers’. It is particularly this example
of Fuchs’ concept of digital labor that ties into datafication and surveillance capitalism.
Fuchs describes that the usage of social media platforms like Facebook, YouTube,
Twitter, Blogger, LinkedIn, and so on, does not fit a classic consumption model, where
goods or services are exchanged for money. He points out that all these platforms
share the same business model: commodifying users’ data and selling it to advertisers.
He also acknowledges that, with this popular new business model, “a new capital
accumulation model has emerged” (2014, p. 246). This capital accumulation model
was dubbed ‘surveillance capitalism’ by Zuboff (2015; 2019).

Fuchs elaborately argues that social media usage is a form of digital work and
labor. To support his argument, he builds on the example of Facebook and on Marx’s
theory. Social media usage is a form of (informational) work, he argues, because it
involves cognitive, communicative, and cooperative action that creates use-value in
the form of online information, profiles, new meanings established in social

relationships, artefacts, communities, and social systems. This digital work is also
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digital labor, Fuchs continues, because it is based on alienation.?’” So, according to
Fuchs’ Marxist analysis, social media users perform labor and surveillance capitalists

profit from this labor when they sell data to advertisers. Fuchs writes:

Commodities have producers who create them; otherwise they cannot exist. So if the
commodity of the mentioned Internet platforms is user data, then the process of creating
these data must be considered to be value-generating labour. This means that this type
of Internet usage is productive consumption or prosumption in the sense that it creates
value and a commodity that is sold. (...) Digital labour creates on social media the
Internet prosumer commodity that is sold by Internet platforms to advertising clients,
which in return present targeted ads to users. (Fuchs, 2014, p. 246)

I agree with much of Fuchs’ analysis of Facebook, most importantly his claim that
users are often coerced into using platforms like Facebook because they cannot always
have an equally meaningful social life without. Nevertheless, I disagree with the
conception of Facebook usage and internet usage as work and labor. While Fuchs’
argumentation is very detailed and convincing, I believe that it is based on a wrong
assumption. Users do not produce the commodity that platforms like Facebook sell to
advertisers. Users create informational content like texts and videos through social
media posts or search queries, and they create social connections, networks, and
communities by chatting with other users, liking content, or sharing content. These
creative and communicative actions are a part of modern life. The behavioral,
demographic, personal data that can be extracted from these actions is nothing more
than a by-product of people living their lives. Furthermore, this by-product data itself is
also not the commodity that surveillance capitalists sell to advertisers. As Zuboff
explains: surveillance capitalists extract ‘raw data’ from internet usage and turn this
into behavioral predictions, by using data analysis and combining different types of
data. Behavioral predictions are the commodity that creates profit. Hence, unlike
capitalists in industrial capitalism, surveillance capitalists play an active role in the
creation of commodities and value. Users, on the other hand, play a passive role.
Value could not be created without their data, but I suggest that users play a passive
role in the creation of value, their data is merely a by-product of their usage of digital

platforms.

Fuchs argues that “a conceptual distinction between work and labour should be made and that
labour is based on a fourfold alienation of the human being: the alienation from oneself, the alienation
from the objects of labour (alienation from the instruments of labour, alienation from the objects of
labour) and the alienation from the created products.” (2014, p. 254).
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That being said, it should be noted that there are cases in which internet usage s
a form oflabor. The most obvious example is perhaps the case of so-called influencers,
who earn money by sharing certain contents on social media. Another example 1s the
use of platforms like LinkedIn and Twitter to find jobs or be more successful at one’s
job (e.g. the use of these said platforms for research communication in academia).
Fuchs also mentions the example of user-generated translation in his book, which is a
method used by Facebook and Wikipedia, among others, to have their content
translated without having to pay anyone for it. However, these examples do not
change anything about the argument that the data that is used and commodified by
surveillance capitalists 1s a by-product of internet usage and only functions as input
for the actual commodity.

In conclusion, I have argued against Fuchs (2014) that social media usage is not a
form of labor. The commodity that surveillance capitalists profit from was not
produced by users. Hence, users cannot be said to be exploited on the ground that
their labor is exploited. In the next section I discuss an alternative argument for the
exploitative nature of surveillance capitalism, which is also inspired by Marx’s work

on exploitation and wage labor in industrial capitalism.

8.4. Data-subjects as producers

In his paper ‘Surveillance Capitalism: a Marx-inspired account’ (2021), Nikhil
Venkatesh offers an alternative way of comparing datafication to wage labor.
Venkatesh develops a Marxist account of surveillance capitalism, by drawing an
analogy between the role of alienation, exploitation, and accumulation in Marx’s
discussion of industrial capitalism, on the one hand, and Zuboff’s surveillance
capitalism, on the other hand. Venkatesh argues that datafication can be compared

to wage labor, because both involve a manifestation of the self in the outside world:

For Marx, work is a distinctively human means of self-expression (...) a way in which
one’s inner life becomes manifest to the world. This is a good description of much of our
online activity: our hopes, desires and attachments — as well as more mundane but
nonetheless highly individual facts about us — are put into the world. Our user profile
information is a duplication of ourselves, and our use of online platforms creates a kind of
self-portrait (both, arguably, in a more literal and obvious way than labour does). Users
therefore are more akin to Marx’s category of producers than to consumers. (2021, p. 9)

Because users are more like producers than consumers, they are also not exploited as

consumers, but as producers. Consumers can, for instance, be exploited by
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monopolies that are able to ask high prices for products due to a lack of competition.
Marx was not interested in this kind of exploitation, but rather in the exploitation of
producers, i.e. workers. He argued that workers are forced to sell their labor under
exploitative conditions, because of their need to make a living. Accordingly,
Venkatesh argues that, just like workers are forced to sell their labor (which is a
manifestation of the self) because of their material needs, internet users are forced to

sell their data (also a manifestation of the self) because of their social needs. He writes:

Just as workers are driven to sell their labour-power to industrial capitalists by their need

for material subsistence, which they cannot meet alone, users have a need for social
participation that they cannot meet alone, which drives them to sell their data to
surveillance capitalists. (2021, p. 3)

I disagree with the premise that data-subjects should be understood as producers.
Personal data and online profiles may be a manifestation of the self, just as the
products of one’s labor are, but that commonality 1s not sufficient to conclude that
data-subjects are like producers. As I pointed out in the previous section, the main
disanalogy between industrial capitalism and surveillance capitalism is the fact that
workers actively produce value while data-subjects do not, and industrial capitalists
do not actively produce value while surveillance capitalists do. Hence, I must reject
Venkatesh attempt to compare datafication to wage labor for the same reason I
rejected Fuchs’ argument about digital labor: data-subjects play a passive role in
datafication. An argument about the exploitative nature of datafication can therefore
not be based on data-subjects’ active or productive role in the surveillance capitalist
business model.

However, despite my rejection of his view of data-subjects as producers, I think
that Venkatesh’s analogy between datafication and wage labor is a valuable one. The
first important point that Venkatesh raises, following Zuboff (2019), is that data-
subjects are more or less forced or coerced into using surveillance capitalists platforms
or products, because of their social needs. Secondly, I am interested in the argument
that profiles and behavioral predictions can be seen as a manifestation of the self; just
like Marx understood the products of one’s labor as a manifestation of the self. I
propose that this analogy makes it possible to critique datafication on the grounds of
self-ownership. Marx believed that workers owned the products of their labor and the
value those products generate, precisely because those products are a manifestation of
the self. Understanding datafication as a manifestation of the self therefore makes it
possible to critique datafication on the grounds of self-ownership as well. One could

argue that it is wrong to profit from data, because data is a manifestation of the self

119



The Power of Computer Vision

and data-subjects should therefore have ownership over their data. However, Marx’s
dependence on the notion of (self-)ownership formed a problem for his followers,
because it forces Marxists to accept libertarian premises to which they would
otherwise object (Cohen, 1995; Kymlicka, 2002). To avoid running into the same
problem, I suggest that data-subjects’ claim to self-ownership is solely a moral claim,
not a material one. In other words, datafication can be deemed morally wrong
because it violates data-subjects’ moral right to self-ownership, but this does not
necessarily imply that data-subjects have a claim to a share of the profit of surveillance
capitalists. When we combine the idea that datafication violates a moral right to self-
ownership with the insight that data-subjects have no choice but to use surveillance
capitalists products and platforms, a third possible argument for the exploitative

nature of datafication arises. I discuss this argument in the next section.

8.5. Datafication as a double bind

Fuchs and Venkatesh both try to develop Marxist accounts of twenty-first century
capitalism. Both try to compare datafication to wage labor, and data-subjects to
workers, because Marx’s critique of capitalism is based on the idea that it is specifically
wage labor that is exploitative and workers who are exploited. In sections 8.3. and 8.4,
I have argued against Fuchs’ position that social media usage is a form of labor and
Venkatesh’s claim that data-subjects are like producers. I rejected both arguments on
the basis of the insight that data-subjects are not producers, because the data that is
used by surveillance capitalists to create profitable commodities is merely a by-product
of data-subjects’ internet usage and modern social lives. In this section, I offer an
argument for the exploitative nature of datafication that is akin to a Marxist capitalist
critique, but does not rely on an analogy with Marx’s critique of industrial capitalism.

It is a common mistake to understand the relation between social media users and
the owners of those platforms as transactional. Wage labor and consumption are
indeed transactional. But datafication is not a transaction, it is a form of appropriation.
Data-subjects do not always get an opportunity to consent to having their data
gathered, analyzed and commodified. And even when they do, such consent usually
does not mean that users truly know or understand what information is collected and
what is done with that information. After all, most people are not that digitally literate
and do not have the time to read the terms and conditions of all the websites they
visits, apps they download, and products they use. So, rather than seeing datafication

as a reciprocal transaction, in which users are like producers who exchange the
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manifestation of their inner selves for digital services (as Venkatesh argues), or like
consumers who buy a product in exchange for data (as tech companies like us to think),
datafication should be perceived as appropriation. In Zuboff’s words, data are “raw
materials of the self”’; and users are “harvested” (Zuboff, 2019, p. 270). Or, as Couldry
and Mejias (2019) argue, users are colonized: users are harvested for data, just like the
lands of indigenous peoples were harvested for raw materials by historical colonizers.
Users really have little choice and little understanding in the matter, their data simply
is taken from them. But because that data is a manifestation of their selves, data-
subjects have a moral claim to ownership over the data that is taken from them. On
the basis of this ownership, I further conclude that datafication is wrongful
appropriation.

Within the contemporary literature on the concept of exploitation, most authors
agree on the basic assertion that the term ‘exploitation’ refers to exchanges in which
one party, the exploiter (A), takes advantage of another part, the exploited (B).
According to some exploitation theorists, exploitative exchanges are necessarily unfair
or wrongful. Alan Wertheimer, for instance, defined exploitation as “A taking unfair
advantage of B in a transaction with B” (1996, p. 16). Others argue that some
exchanges are exploitative without being wrongful. Take the example of a lazy person,
who buys a product at an outrageously high price because they are too lazy to look
around longer for cheaper options (Liberto, 2014). Many would agree that the lazy
person is exploited, but not treated unfairly. Those who hold this view need to add a
vulnerability clause (as Hallie Liberto calls it) to their theory of exploitation, to explain
what it is about the circumstances of the exploited person that makes an instance of
exploitation wrongful.

Liberto (2014) argues that the vulnerability clauses of existing theories of
exploitation are either too broad or too narrow. Allen Wood’s definition of wrongful
exploitation as taking opportunistic advantage of another’s vulnerabilities is too broad,
according to Liberto, because “any vulnerability meets the criterion” (2014, p. 620).
Mikhail Valdman’s definition, on the other hand, is too narrow for Liberto. According
to Valdman (2009), someone is wrongfully exploited when they cannot reasonably
refuse the offer, or in other words, when they have no reasonable alternatives. Liberto,
on the contrary, defends that there are cases in which the exploited person has
alternative options but is nevertheless wrongfully exploited, because “all of the
reasonable alternatives available to the victim are attached to unjust burdens or
hassles, and so cage the exploitee” (2014, p. 628). In those cases, the exploited person

1s dealing with a double bind, that is, a choice between two bad options. Liberto uses the
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term “cage”, building on Marylin Frye’s account of oppression, because the exploiter
(A) contributes to a system of power that disadvantages the exploited person (B).28

I agree with Liberto’s argument that one can have seemingly reasonable
alternative options and nevertheless be wrongfully exploited, when those alternative
options and the exploited person’s subordinate position in a system of power form an
oppressive double bind. Liberto’s understanding of wrongful exploitation has
similarities with Nicholas Vrousalis’ account of exploitation (2013), as it considers the
power relations between exploiter and exploited as well as the exploited person’s
vulnerabilities. According to Vrousalis (2013), exploitation is a form of domination.
He argues that there is a systemic power relation between the exploiter and the
exploited, that enables the exploiter to instrumentalize vulnerabilities of the
exploited.??

Following Valdman, one could argue that datafication is not wrongful, because
there are alternatives to having one’s data gathered, analyzed, and commodified.
Data-subjects can take action to protect their personal information: by saying no to
cookies; by choosing privacy friendly alternatives to common smart devices,
messaging apps, and search engines; by using privacy extensions and tools to
complement their browser; by paying in cash, buying paper books and newspapers,
leaving their smartphones at home when they go out, asking friends not to film them
or post pictures of them online, and so on.3 However, I would respond to such an
argument, following Liberto’s argument (2014), that these alternatives pose unjust
burdens on data-subjects. The real choice that data-subjects face is not whether or not
they should accept the illegitimate appropriate that 1s datafication, and thus accept
the violation of their self-ownership. The real choice is whether they should accept
datafication or sacrifice their social needs.

As Zuboff repeatedly points out in her book, and as Fuchs and Venkatesh also
acknowledge, surveillance capitalist platforms and products cater to a fundamental
human need: social interaction. Because surveillance capitalist platforms and products
are so deeply embedded in modern society, people heavily depend on them to fulfil

their social needs — that is, to participate in social life. Zuboff also calls these social

Liberto discusses three example cases — Poor Student Renter, Lewd Promotion, and Date Rape —in
which the exploited person is stuck in oppressive double binds.

It should be noted, though, that Vrousalis focuses solely on economic exploitation and economic
vulnerabilities.

These are all strategies proposed by Carissa Véliz in her book Privacy s Power. Why and how you should
lake back control of your data.
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needs “second-modernity needs” (2019, p. 341). One can choose not to use
surveillance capitalist products and platforms, but that choice would create many
hurdles in their personal lives and possibly even in their professional lives. Given the
systemic power of big tech to determine how people communicate and access
information, among other things, it is not truly a reasonable alternative to ask one’s
friends and relatives to download privacy-friendly messaging apps to contact them, or
to tell one’s boss that they refuse to work with a certain computer brand or operating
system. Hence, data-subjects are dealing with a double bind: they must choose
between sacrificing their data-ownership or sacrificing their social needs. This double
bind is oppressive, because the exploiter (in this case surveillance capitalists) uses their
systemic power to keep in place a system that structurally violates data-subjects’ moral

right to self~-ownership and advantages surveillance capitalists.

8.6. Datafication, exploitation, and computer vision

In this section, I discuss the role of computer vision in datafication and exploitation
by surveillance capitalists, both in the online and offline context. Zubofl’s discussion
of surveillance capitalism predominantly focuses on digital platforms like Google and
Facebook (Zuboff, 2019). These platforms are the ‘pioneers’ of surveillance capitalism.
However, as already pointed out in section 2, surveillance capitalism is not necessarily
limited to digital platforms. In recent years, Google, Amazon, and others have
brought many personal and smart home devices on the market, such as smart speakers
or smart doorbells. Through sensors like cameras and microphones, these products
can extract data from people’s behavior in real life and therefore extend surveillance
and surveillance capitalism beyond digital platforms. I refer to the data gathered by
such real life surveillance as ‘offline behavior’, as opposed to the ‘online behavior’ that
is datafied by digital platforms. Of course this offline behavior is arguably not entirely
offline when it is surveilled and datafied by smart devices, but the distinction is useful
for the present discussion.

Because computer vision makes it possible to analyze images and video content,
and because such content is a big part of social media, CV plays an important role in
existing surveillance capitalist practices. CV allows surveillance capitalists to extract
information from the images and videos people share online. For instance, image
recognition can reveal information about the items people are interested in, talking
about, or in need of; facial analysis can reveal information about a person’s feelings,

intentions, likes and dislikes; and eye-tracking too can tell something about people’s
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interests and intentions. Unique about CV is that it can datafy and commodify not
only behavior or demographic information, but also people’s appearance.

Facebook announced in 2021 that they stopped using face recognition, referring
to facial identification, but that does not mean they stopped using CV to analyze
images of people’s faces or other images on social media altogether (Pesenti, 2
November 2021). Moreover, the images and videos that are publicly available on
Meta’s social media platforms Facebook and Instagram can be, and are, used for
research purposes such as training Meta’s CV models (Wiggers, 4 March 2021). If we
are to believe Zuboff (2019), it is no surprise that making and sharing images and
videos became such a central focus of many social media platforms. Given that visual
data and CV methods are valuable sources and tools for the acquisition of behavioral
surplus, Zuboff would argue that surveillance capitalists intentionally pushed people
into making and sharing ever more images and videos.

While CV is already a valuable element of surveillance capitalist practices, CV
could come to play an even bigger role in surveillance capitalism as surveillance
capitalist practices continue to extend beyond digital platforms, into the physical
sphere. The surveillance capitalist business model may seem limited to the digital
sphere, because that is where data can be gathered most easily. But the use of sensors
in personal devices and smart environment can change this. Combining cameras with
real-time use of GV makes it possible collect data about offline behaviors, by analyzing
images and video footage of people’s appearance, movements, interactions, activities,
and so on.

An example case of the use of CV in real life, that extends surveillance capitalism
beyond the digital sphere, are Amazon Go stores. Amazon Go stores are checkout-
free stores. Customers can enter the store by scanning their app and then simply take
the products they need and walk out again. Through the use of multiple types of
sensors, the store automatically registers what products the customer takes and
charges the bank account that the person registered on the app. Cameras and CV are
not the only sensors and analytics method used in such checkout-free stores, but they
do pay an invaluable part. Amazon Go stores are sold as being aimed at optimizing
convenience in the shopping experience, but of course the stores are not developed
only to benefit customers. As Huberman (2021) argues, Amazon Go stores are a new
form of exploiting behavioral surplus. Huberman acknowledges that it is unclear what
exactly Amazon does with the data gathered about Amazon Go’s customers, saying
that “Amazon does go to considerable lengths to obscure what it does with the data it
collects from customers” (Huberman, 2021, p. 344). But Amazon would not be
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Amazon if they did not use the data and insights gained from Amazon Go stores in
one way or another to increase their profits. Amazon Go stores can therefore be seen
as an example of how CV can support surveillance capitalism in the offline, real life
sphere.

The examples of Facebook and Amazon Go show that surveillance capitalists
attempt to obscure as much as possible how exactly CV methods are used and what
information is being gathered from the images and videos people upload online and
the video footage of people in real life, smart environments. Given the obscurity of the
use of CV for surveillance capitalist purposes, it 1s impossible for data-subjects to make
a truly informed choice when accepting datafication. Even if these companies state
they do not use facial recognition and respect users’ privacy, that does not mean that
they do not use any analytics to extract information — or behavioral surplus, as Zuboff
calls it — from the visual data of users. Such statements therefore need to be read with
a critical eye.

In the previous section, I argued that surveillance capitalism is exploitative because
it confronts the users of digital platforms with a double bind: to compromise self-
ownership or to compromise one’s social needs. The latter option refers to the idea
that most surveillance capitalist platforms in one way or another tailor to certain social
needs. In the case of offline surveillance capitalist practices, like the example of
Amazon Go stores, or the use of smart-home devices, the datafying practices do not
necessarily address social needs. In fact, while social media clearly addresses some
social needs, online search engines or navigation systems like Google Maps do not
correspond as clearly to social needs. So not even all digital platforms directly address
social needs. However, for all of these examples of surveillance capitalist platforms
and products, the argument still goes that one faces many hurdles when choosing not
to use the platforms or products. And these hurdles make it difficult to participate in
society, because modern societies are so heavily dependent on big tech’s platforms and
products. It is therefore more appropriate to formulate the double bind that
surveillance capitalists impose as a choice between sacrificing or compromising self-
ownership or participation in modern life. With regards to CV, this implies that, once
the use of CV for offline surveillance capitalist practices is embedded 1n society, CV

applications too exploit data-subjects by imposing a double bind on them.
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8.7. Conclusion

Surveillance capitalism is the term coined by Zuboff for a business model that is
becoming increasingly dominant today: the datafication and commodification of
people’s personal data and everyday behaviors. A contemporary critical theory of
technology needs to rethink concepts such as exploitation, to offer a relevant critique
of this new mode of capitalism. In the present chapter, I attempted to support this
cause, by discussing different (Marxist) arguments that seek to explain what it is that
makes the practice of datafication exploitative. Datafication supports surveillance
capitalism, just like wage labor supports industrial capitalism. However, I showed in
this article that the two practices are too different to simply draw an analogy between
datafication and wage labor. This implies that Marx’s critique of industrial capitalism
cannot simply be applied to surveillance capitalism, as Fuchs and Venkatesh have
tried. I argued that datafication’s exploitative nature can instead be explained in way
akin to Marx’s critique of industrial capitalism, namely, in reference to the moral right
to self-ownership and the abuse of power relations and the vulnerability of the
exploited person. I concluded that datafication is exploitative, because it imposes a
double bind on data-subjects: to sacrifice their self-ownership or to sacrifice their social
needs. In the context of computer vision, this entails that computer vision can support
exploitation by surveillance capitalists, when the technology is used to gather visual
data of persons and when this data is turned into behavioral predictions that are either

used directly to increase sales or are sold to third parties such as advertisers.
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9. Conclusion

The increasing attention for Al ethics in research, industry, governance, and the
public debate, is driven by concerns about Al’s power and its impact on people’s
power over their own lives. One might say that it is misplaced to fear the power of
current and emerging Al applications vis-a-vis humans, arguing that such fears and
terminology are too dystopic and belong to science fiction. Indeed, the threat of Al’s
power to human life is a common theme in science fiction. Think about the 1920
Czech play R.U.R. from which the term ‘robot’ stems, the popular 1984 movie The
Terminator and its following franchise, or the more recent series Westworld. In each of
these examples, intelligent machines somehow threaten to eradicate humans. A
similar fear that machines will turn against humans, is present in scholarship on the
existential threat of so-called ‘superintelligence’ (most notably: Bostrom, 2014).
However, in the context of Al ethics, it is usually not world domination or the
eradication of humanity that people are afraid of. What is the case instead, is that Al
ethics initiatives express a concern for the many small ways in which Al can have
power over humans. Al ethics concerns are, for instance, that dependency on Al
systems leads to deskilling, that Al systems reinforce discriminatory societal norms and
practices, that the opacity of Al systems and automated decision-making violates
democratic values, or that governments may (ab)use Al to exercise excessive control
over citizens. All of these concerns are in one way or another, implicitly or explicitly,
related to power. On the basis of this insight, I argued in this dissertation that Al ethics
is fundamentally about protecting human autonomy and emancipation against the
powerful impact of Al on people’s abilities and identity, on societal norms and
practices, and on the episodic and systemic power relations in society. The threat of
AI’s power to human life is therefore not only a topic for science fiction authors or
those who like to speculate about superintelligence. The fear of Al's power is real,
relevant, and reflected in the growing attention for Al ethics.

Based on the insight that Al ethics is driven by a fear for AI’s power and its impact
on people’s own power, I developed a critical approach to Al ethics. I used this critical
approach to analyze the potential normative implications of computer vision
applications. My critical analysis of computer vision answered RQ1 (What are the
potential normative implications of computer vision?) and both my description and application
of the critical approach to Al ethics function as an answer to RQ2 (How can critical

theory support a new approach to studying the normatwe implications of Al applications?). Each
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chapter of the dissertation played its own part in answering these research questions.
In chapter 1, 1 presented my research topics, research questions, methods, and outline.
In chapter 2, 1 introduced computer vision in more detail, through a description of its
history, techniques and tasks, use cases and contexts, and the existing literature on the
normative implications of CV. In chapter 3, I argued that the field of research that is
currently known as Al ethics resembles a critical theory. To support this argument, I
redefined all common Al ethics principles in terms of power and as fundamentally
concerned with emancipation. Because I perceive Al ethics as a critical theory, I
developed a critical approach to the normative analysis of Al i chapter 4. This critical
approach has two elements: normatively analyzing Al applications using a power-
framework and critiquing systemic problems related to the Al industry using the
concepts, methods, and theories found in the critical theory tradition. I presented the
critical approach as an alternative to the popular principled approach to Al ethics,
arguing that this new approach has three main advantages over the principled
approach: it is better able to address societal concerns, more appropriate for
interdisciplinary and practice-oriented research, and has an explicit central normative
aim that guides the analysis and transformation of Al and explains the purpose of Al
ethics as a field of inquiry. In chapter 5, 1 applied the critical framework presented in
chapter 4 to create an overview of the potential normative implications of computer
vision applications. This overview is specifically focused on those applications that
involve the analysis of human persons. In chapters 6-8, I studied in more detail some
of the less obvious or less discussed implications of C'V that I identified in chapter 5. I
continued to evaluate issues on the basis of the definition of autonomy that I
introduced in chapter 4, and in light of the goal of emancipatory progress. However,
instead of using the critical power-framework to guide the analysis, I explored how
other concepts, methods, and theories found in the critical theory tradition can also
support a normative analysis of Al. In chapter 6, I used historical analysis to determine
what constitutive effects camera applications had on people’s behavior, identity, and
norms in the past. On the basis of this historical analysis, I considered how emerging
(smart) camera applications might have such constitutive effects as well. In chapter 7, 1
built on recognition theory to argue that facial recognition systems can misrecognize
people in ways that potentially harm their self-development. In chapter 8, 1 discussed
how CV could support surveillance capitalism and described different possible
arguments for saying that datafication (the practice underlying surveillance capitalism)
is exploitative. In chapter 9, the present and final chapter, I summarize the identified

potential normative implications of computer vision, in response to RQ1 (9.1.);
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summarize the critical approach that I developed and used in this dissertation, in
response to RQ2 (9.2.); offer some concluding remarks on the limitations of the

research, and suggest potential areas for future research (9.3.).

9.1. The power of computer vision

The first research question (RQ 1) underlying this dissertation was: What are the potential
normative implications of computer vision? I answered this research question in chapters 5-
8, using the critical approach to Al ethics that I proposed in chapters 3 and 4 (see
section 9.2. for a summary of the approach). This entails that I identified CV’s
potential normative implications by studying the variety of ways in which GV
facilitates power dynamics — hence the title of this dissertation. When I say that a CV
application has power, I do not mean to ascribe the technology the kind of agency to
purposefully seek and exercise power. Rather, I mean that CV is a tool that can
facilitate social power dynamics. Sometimes these the power of CV is intended by the
developer or user of the technology, sometimes it is more of a side effect. To study the
power dynamics related to CV, I adopted a pluralist understanding of power
(following Haugaard, 2010; and Sattarov, 2019). This means that I identified power
dynamics in relation to dispositional power, episodic power, systemic power, or
constitutive power. I normatively evaluated the identified power dynamics by
analyzing their potential impact on human autonomy. For these purposes, I defined
autonomy in a rather broad sense, as the ability to form and follow one’s own
judgement (self-legislation) and to form and own one’s life story (self-development).
Autonomy is both an ethical and a societal value, because autonomy can refer to the
self-legislation and development of both individuals and collectives. Moreover,
protecting and promoting the autonomy of individuals and groups is crucial to
furthering emancipation, which is a social and political goal. My critical analysis of
CV is therefore an ethical as well as a societal analysis. In the overview below, I
summarize the different ways in which GV could facilitate power dynamics and what

this could mean for autonomy (as discussed in chapters 5-8).

Dispositional power

CV can first of all be analyzed in terms of dispositional power, or rather, in terms of
(dis)empowerment. Empowerment and disempowerment refer to an increase or
decrease in a person’s ability to bring about significant outcomes (Morriss, 2002).

When CV applications disempower people, they threaten their autonomy, and when
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CV applications empower people, they promote autonomy. Since the goal of this
dissertation is to identify the potential negative impact of CV, my discussion focused
on disempowerment. In chapter 5, I argued that CV could disempower people by
decreasing or challenging informational control, the ability to go places anonymously,
epistemic agency, testimonial agency (in particular the ability to communicate one’s
own identity), and the ability to act out of moral duty (rather than in accordance with
moral duty). Furthermore, important life skills or social skills could be lost due to
increasing dependency on GV applications. This would for example be the case when

people learn to depend on emotion recognition aids in social interaction.

Episodic power

Secondly, CV applications could facilitate episodic power, that is, the exercise of
power by one party over another. CV automated camera surveillance could lead to a
stricter enforcement of the law and, therefore, to over-enforcement. Automated
camera surveillance could also introduce or intensify surveillance by insurers over
clients, employers over employees, schools over students, parents over children,
neighbors over other neighbors, and so on. Furthermore, CV could facilitate the
exercise of power by supporting personalization tools — such as personalized
recommendation systems or personalized advertisement. In each of these cases, it is
possible that CV makes the power relations between the respective parties
disproportional, and thus problematic with regards to the autonomy of the person or
group that is subjected to power. In other words, by facilitating the exercise of power
CV could give certain parties (too) much power, and put those subjected to power in

a (too) vulnerable position.

Systemic power

Thirdly, CV ties into systemic relations of power, by reflecting, reenforcing,
exacerbating, or even creating societal power structures. For instance, by continuously
ascribing labels to people or recommending actions, CV systems sustain or constitute
social norms. When these norms are discriminatory or otherwise harmful, the CV
system negatively affects people’s autonomy and emancipatory progress. CV
applications can also change societal practices (e.g. the use of facial recognition for
law enforcement, for personalized marketing, or for checkout-free shopping) and
people’s everyday life (e.g. the use of smart doorbells, social media filters, image
translation tools, augmented reality glasses, etc.). This means that the companies that

develop, sell, and promote CV technologies have the systemic power to determine
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how CV comes to dominate people’s lives and societies. This systemic power affects
autonomy in two ways. First of all, individuals do not have a say when it comes to
making decisions about which technologies are introduced in society and come to
dominate everyday life. Secondly, tech companies can use their systemic power to
exercise control over people through CV, which can again harm autonomy. Other
problematic systemic issues related to GV are the environmental cost of the large
amounts of data storage and processing that CV systems require, the use of
crowdsourced workers for labeling the large quantities of images needed to train CV
models, and the possibility that the tasks that CV automates make some human jobs
and professional skills superfluous.

Related to the insight that GV can sustain discriminatory social norms is the issue
of algorithmic bias. Bias is an often raised concern in Al ethics, because it can result
in the unfair treatment of certain demographics. However, discriminatory treatment
is not necessarily the only problematic consequence of algorithmic bias. In chapter 7,
I argued that, through biases in CV models, CV applications can misrecognize people
in a philosophical sense, which in turn can harm their sense of self-~worth and self-
development. I specifically focused on facial recognition systems in my discussion of
misrecognition. I argued that facial recognition systems can misrecognize people in
three distinct ways: by misidentifying certain demographics, misinterpreting traits like
gender, age, beliefs, or emotions, and categorizing individuals in ways that do not
resonate with their own sense of identity. Misrecognition is a systemic issue, that
signifies problematic power structures in a society, which can be reflected, among
others, in norms, institutional practices, media, and, as I argued, technology.
Emancipatory progress requires overcoming struggles for recognition.

Finally, GV offers new tools for gathering personal and behavioral data, thereby
making it possible to extend surveillance capitalism’s datafication and
commodification of people’s behavior and traits beyond the online sphere, into the
‘real world’. In chapter 8, I argued that datafication by surveillance capitalists can be
deemed exploitative, since surveillance capitalists use their systemic power to impose
a double bind on data-subjects: users need choose between compromising their data-
ownership or their social needs. To the extent that CV would contribute to
surveillance capitalist practices, it also contributes to the structural exploitation of

data-subjects.
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Constitutive power

Fourth and finally, I have argued that GV can have constitutive power — both as an
intended and unintended effect of the use of CV. The notion of constitutive power
resembles Foucault’s famous discussions of disciplinary power and biopower.
Constitutive power focuses on the ways in which episodic and systemic power relations
not only oppress people, but also actively shape people’s values, behaviors, and
identities. As mentioned, CV facilitates multiple types of surveillance, and the
disciplinary effect of surveillance implies behavior modification and the
internalization of rules and norms. However, CV used for other purposes than
surveillance can also lead to the internalization of norms, and CV can cause behavior
change simply due to the fact that being watched and analyzed causes discomfort.
Furthermore, facial analysis systems and the labels they ascribe can change people’s
perception of themselves and affect their identity formation. In chapter 6, I offered a
historical analysis of the constitutive effects of cameras. In light of this historical
analysis, I discussed how emerging camera applications that make use of CV — like
augmented reality, automated surveillance, or facial recognition — can shape people’s

values, behaviors, and identities in similar ways as cameras have in the past.

This summary of CV’s potential normative implications makes clear that it is possible
to identify a wide range of issues using the critical approach that I proposed in chapter
4. The lens of dispositional power, first of all, showed how GV can affect a number of
different abilities that are each important to the development and exercise of
autonomy. On their own, moments with, say, reduced anonymity or less epistemic
agency might not seem too problematic. But once a technology is embedded in
society, the loss of anonymity or epistemic agency do not only occur in single instances,
but continuously. This repeated loss of dispositional power makes it possible to say
that CV can significantly compromise autonomy.

With regards to episodic power, CV is mainly worrisome because it facilitates the
exercise of power through surveillance. As you may recall, the exercise of power by A
over B entails that A makes B act or think differently than they otherwise would have.
When others have such power over a person’s behavior, thoughts, or views, that
person’s autonomy is compromised. Here it is again the case that when the exercise
of power occurs repeatedly, and when we add up all instances of CV assisted
surveillance, the impact of C'V on people’s autonomy appears greater and likelier. It
1s therefore no surprise that systemic power dynamics seem to have the severest impact

on autonomy. After all, the term ‘systemic’ implies that a power dynamic is structural.
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With regards to systemic power, I identified quite a wide range of issues: from
changing social norms and practices, to the mediation of struggles for recognition by
technology, and from the impact of the CV industry on the environment, to the
exploitative nature of the datafication. Given the rather different nature of these
systemic issues, each of these issues also affects autonomy in their own way.
Misrecognition, for instance, affects autonomy because it can damage a person’s
development of self-esteem or self-confidence. While the exploitative nature of
datafication violates a person’s self-ownership.

The constitutive lens, finally, allowed me to address a different aspect of some of
the issues that I had already identified in light of dispositional, episodic, and systemic
power. With regards to dispositional and episodic power, I have pointed out that GV
can steer people’s behavior and therefore affect their ability to self-legislate. In relation
to systemic power, I discussed that CV applications can compromise people’s self-
development and identity formation. The constitutive view of power emphasizes that
autonomy is not only compromised here because one cannot act the way they
otherwise would, but also because others are able to use CV to actively shape people’s
behavior and identity, and with that also shape societal norms about behavior and
identity. In other words, there is some overlap between the issues identified in terms
of constitutive power and the other power-related issues, but the notion of constitutive
power nevertheless adds a relevant perspective to the analysis.

In conclusion, I successfully answered RQ1 by means of a critical analysis of CV
applications. The critical analysis explained the different possible ways in which CV
can compromise people’s autonomy and, therefore, emancipatory progress. Chapter
5 functioned as an overview of CV’s normative implications, which can guide future
analyses of GV applications and forms an example for the use of the power-framework
presented in chapter 4. Chapters 6-8 (part III of the dissertation) covered more in-
depth discussions of three specific normative issues related to CV, which are not only
important, but also less obvious or less discussed than some of the other normative
implications of GV (see also section 2.4 for my narrative review of the literature on
the ethics of CV). Chapter 6 dealt with the constitutive effects of emerging smart
camera applications on people’s values, behavior, and identity. Chapter 7 theorized
the impact of misrecognition by facial recognition systems on people’s self-
development. Chapter 8 offered a novel critique of datafication by surveillance

capitalists and dedicated special attention to the role of CV in surveillance capitalism.
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9.2. A critical approach to Al ethics

The second question (RQ?2) motivating this research was: How can critical theory support
a new approach to studying the normative implications of Al applications? 1 answered this
question most explicitly in chapter 4, where I presented and defended a critical
approach to the normative analysis of Al as alternative to the principled approach to
Al ethics. However, chapters 3 and 5-8 also played a role in answering RQ2. My
argumentation in chapter 3 justified my choice for a critical approach and in chapters
3-8, I tested out the approach presented in chapter 4. In this section, I summarize the
approach and its benefits.

The first element of the critical approach to Al ethics is a framework that can guide
the identification and evaluation of AI’s normative implications. In chapter 3, I argued
that most of the common Al ethics principles can be understood in terms of power
and derive from a fundamental concern for human autonomy in the face of Al’s
power. I concluded that the central but implicit goal of Al ethics is therefore akin to
critical theory’s central normative goal: protecting and promoting emancipatory
progress. In chapter 4, I presented a framework that can guide the normative analysis
of AL In line with the critical theory tradition, the framework is aimed at identifying
and evaluating power dynamics (which is why I also refer to it as a power-framework).
The framework follows Haugaard’s (2010) and Sattarov’s (2019) pluralist
understanding of power (see 3.3.). To evaluate power dynamics, in light of critical
theory’s emancipatory aim, I proposed to analyze the impact of power dynamics on
autonomy. I defined autonomy as the ability to form and follow one’s own judgement
and the ability to form and own one’s life story, in relation to and communication
with others (see 4.2. for a more detailed discussion of autonomy and its relation to
emancipation and power).

In addition to critical theory’s emancipatory aim and interest in power dynamics,
the proposed critical approach to Al ethics also reflects critical theory’s method of
immanent-transcendence (or: immanent critique). The critical approach to Al ethics
namely enables one to identify normative issues from within a certain Al use case or
context, instead of analyzing Al applications on the basis of pre-formulated problems
(as one does when using the principled approach to Al ethics). In chapter 5, I applied
the critical framework to create an overview of the potential ethical and societal
implication of computer vision. The critical analysis of GV confirmed that it is possible
to identify a wide range of normative implications of Al in terms of power and as
fundamentally concerned with autonomy and emancipation. Recall the list of

common Al ethics principles created by Jobin and colleagues (2019): transparency,
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justice and fairness, non-maleficence, responsibility, privacy, beneficence, freedom
and autonomy, trust, sustainability, dignity, and solidarity. Almost all of these issues
are in one way or another addressed in my critical analysis of GV, albeit in a different
‘language’, namely the language of power. For instance, I do not mention the notion
of transparency in my critical analysis of GV, but I do discuss the impact of CV on
users’ epistemic agency and the risk of power-abuse by those who employ or control
CV. Both of these power-related issues are grounds for the demand for transparency.

The second element of the critical approach involves using the concepts, methods,
and theories found in the tradition of critical theory, as a basis for discussing the
systemic issues underlying some of the normative implications of Al. This second
aspect of the critical approach to Al ethics is central in chapters 6-8 (part III) of the
dissertation. This part of the critical approach is also most similar to other existing
critical discussions of modern technology — such as Feenberg’s Critical Theory of
Technology (Feenberg, 1991) and Fuchs’ Critical Theory of Communication (2016). Some
systemic issues that underly the normative implications of Al are for example the
societal prejudices or inequalities that lead to biased Al systems (see chapter 7) or the
societal power of big tech companies that enables them to heavily influence people’s
everyday lives and continue commodifying people’s data (see chapter 8). The critical
theory tradition 1s well-suited to critique such systemic issues and formulate pathways
for change (e.g. ways to democratize the Al industry, support social struggles, and
change the distribution of AI’s benefits and harms).

I argued that the critical approach to Al ethics has several advantages over the
principled approach to Al ethics (see 4.4.). First of all, the critical approach is more
suitable for addressing the social and political issues related to Al Secondly, the
critical approach is more suitable for interdisciplinary research, at least within the
social sciences and humanities. Third and finally, by making AI ethics’ implicit
emancipatory aim explicit, the critical approach to Al ethics has a clear normative
goal that can explain the purpose of the field and guide the normative analysis and
transformation of Al

I developed the critical approach as an alternative to the principled approach to
Al ethics. While the principled approach is highly popular within the Al ethics debate,
it has also received significant criticism — for example, it has been accused of being too
abstract to apply in practice, potentially facilitating ethics washing, lacking binding
force, being blind to social and political implications, etc. (see section 4.4.). The critical

approach may not address all of the supposed shortcomings of the principled
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approach, but I hope to have convinced the reader that the critical approach does

have some significant benefits.

9.3. Limitations and future research

To conclude this dissertation, I would like to acknowledge some limitations of the
critical approach and of the dissertation as a whole, and point out relevant topics for
future research.

A first limitation of the dissertation is a lack of empirical research and concrete
case studies on computer vision. Therefore, the dissertation did not test out the
suitability of the critical approach to supporting normative analyses of concrete,
empirical case studies. Instead, the critical discussion of CV remained limited to
hypothetical, potential implications for autonomy. Part of the reason for my choice
not to do concrete, empirical case studies is limited time and scope. Another part is
that I aimed for a more general discussion of computer vision and its many possible
implications. After all, the actual implications of a technology are very context
dependent. The real impact of an application on autonomy often depends on the
exact nature of the application, the use context, and the stakeholders involved —
elements that are difficult to take into account when discussing a technology in a more
general sense or when discussing the possible implications of future applications.

A second limitation of the critical approach has to do with bringing Al ethics into
practice (which I also referred to as ‘transforming AI’). The principled approach to Al
ethics 1s sometimes criticized for not being sufficiently action-guiding, but it might be
more capable to support the development of policy guidelines than the critical
approach is. Although critical theory can be of assistance in formulating political
pathways for change (e.g. ways to democratize the Al industry), it will be challenging
to translate the critical approach developed in this dissertation into concrete Al
legislation. The strength of the critical approach is its ability to guide an in-depth
philosophical analysis of ethical and societal issues related to Al and, with that, support
a thorough understanding of AI’s relation to human autonomy and social progress.
Al ethics principles might be more useful when developing policy guidelines, but they
do not necessarily facilitate such an in-depth understanding of AI’s normative
implications, nor do they offer a comprehensive, uniform view of what it means for
Al to be ethical and why it needs to be that way. A suggestion for future research is
studying how exactly critical theory can support the normative transformation of Al

applications and the Al industry.
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Another limitation of the dissertation is that the provided normative analysis of
CV, as well as the proposed critical framework, are anthropocentric — only the impact
on human persons is taken into consideration (although I do point to the
environmental cost of data storage and processing in chapter 5, in relation to systemic
power). Related to the anthropocentric focus of the dissertation, is the focus on CV
applications that analyze images or video material of people.?! One reason for this
focus is the central interest in the impact on human autonomy and emancipation.
Another reason for limiting most of the analysis to CV applications that analyze
humans, is scope. Given the wide variety of existing and potential uses of CV, I chose
to narrow the discussion down to those applications that analyze humans.

Suggestions for future research are: to continue developing the critical approach
to Al ethics and exploring how the tradition of critical theory can support Al ethics;
to discuss in more detail how the critical approach to Al ethics relates to and differs
from previous critical discussions of other types of technology; to apply the critical
approach in the context of concrete case studies, of CV as well as other Al
applications; and to explore in more detail how the critical approach relates to
principlist Al ethics. Finally, I propose that it would be better to introduce a new label
for the field that is now known as ‘Al ethics’. It is for purely practical reasons that I
stuck with the term ‘Al ethics’ throughout the dissertation. Since the term ‘Al ethics’
has become the established term in research and public debate and since my approach
1s targeted at the field and practice known as Al ethics, it made sense to call it ‘a critical
approach to Al ethics’. However, I argued that Al ethics is in fact broader than mere
applied ethics, as most discussions on Al ethics also include social and political
concerns (see a.o. section 1.1.). Furthermore, I argued that Al ethics actually
resembles a critical theory. What I have proposed, in a way, is a paradigm change in
Al ethics, which should be accompanied by a new, more appropriate name for the
field. An alternative like ‘critical Al studies’, for instance, would better acknowledge
the field’s characteristics and the fact that Al and its implications are studied from

almost all humanities and social science perspectives.

I have focused not exclusively, but predominantly on C'V applications that analyze humans.
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Summary

The aim of this dissertation is to analyze the ethical and societal implications of
computer vision — a subfield of artificial intelligence (Al) — by means of a new approach
to Al ethics that is inspired by critical theory.

Computer vision is the subfield of Al that focuses on automizing the analysis of
images and videos. Computer vision technology consists of different tasks, such as
facial recognition and object tracking. With these different tasks, computer vision can
serve a wide variety of purposes, including surveillance, business intelligence,
healthcare, and convenience. As a result, there are many existing and emerging
technologies that use computer vision. In other words, computer vision is becoming
omnipresent in our lives and societies. It is therefore important to think about how
this technology might impact our lives and societies, and how it can do so for the
better. However, within the existing Al ethics literature there is little explicit attention
paid to computer vision. Most of the literature focuses either on Al in general, which
is broader than computer vision, or on facial recognition specifically, which is more
narrow than the topic of computer vision. This dissertation addresses this gap, with a
critical analysis of computer vision.

Al ethics is a relatively new field of research that deals with the ethical implications
of Al technologies. The field of Al ethics 1s related to technology ethics, the philosophy
of technology, and applied ethics. The most common approach in Al ethics, so far, is
the principled approach. The principled approach to Al ethics involves the use of
ethical principles — such as ‘transparency’, justice’, or ‘privacy’ — as a guideline to
identify and transform potential ethical issues related to Al applications. Despite being
widely used, the principled approach to Al ethics has received criticism too.
Mentioned limitations are for example its inability to address societal concerns related
to Al, and the lack of guidance as to how ethical principles should be translated into
practice. To tackle some of the limitations of the principled approach, an alternative
approach is developed and used in this dissertation: a critical approach to Al ethics.

The critical approach to Al ethics is inspired by the Frankfurt School tradition of
critical theory. The approach includes a framework that can guide the normative
analysis of Al. This framework builds on the fundamentals of critical theory: its
normative aim of emancipation, the focus on power dynamics, and the method of
immanent transcendence. More precisely, the framework allows one to identify

normative issues in Al in terms of power and evaluate these issues in light of their

153



The Power of Computer Vision

impact on autonomy. The critical approach to Al ethics also encourages the use of
critical theory’s concepts, theories, and methods, to discuss and transform AI’s ethical
and societal implications. Benefits of this approach are 1) its ability to address not only
ethical, but also societal concerns; 2) its suitability to interdisciplinary and practice-
oriented research; and 3) the fact that it has a central normative aim, that can explain
the purpose of Al ethics initiatives and give direction to the normative analysis and
transformation of Al

Since critical theory is a social school of thought, and not an ethical theory, the
critical approach to Al ethics it 1s not a strictly ethical approach. The approach
supports a broader normative analysis of Al, bringing together ethical, social, and
political concerns related to Al. So although it is presented as a new approach to Al
ethics, the critical approach simultaneously forms an alternative to Al ethics. Instead
of dealing with the normative analysis of Al only from an applied ethics perspective,
the critical approach proposes to also include political philosophy and social science
perspectives in the normative analysis of Al. The approach should therefore be seen
as a combination of ethics, political philosophy, and social science.

The critical analysis of computer vision in this dissertation shows that computer
vision applications potentially shape people’s self-development, reinforce societal
biases and struggles for recognition, decrease people’s ownership over their personal
information, support exploitative data-extraction practices, and more. These
seemingly different ethical and societal implications of computer vision have in
common that they involve some kind of power dynamic and that they imply a negative
impact on autonomy. The overall conclusion of the critical analysis is thus that
computer vision — despite the technology’s promising potential — can have a negative
impact on the autonomy of individuals or societal groups. As a consequence,
computer vision can harm emancipatory progress rather than support it.

The goal of a critical analysis of Al is to ensure that technological progress also
implies social, emancipatory progress. This goal is realized, first of all, by identifying
and evaluating a technology’s potential impact on autonomy — as is done in this
dissertation. Secondly, the goal of aligning technological and social progress is realized
by transforming the technology with respect to its impact on autonomy. Relevant
topics for future research are then investigating how concrete computer vision
applications can be adjusted so as to support autonomy, and investigating how the
tradition of critical theory can support the transformation of computer vision and

other forms of Al
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Samenvatting

Het doel van dit proefschrift is het analyseren van de ethische en maatschappelijke
gevolgen van computer vision — een deelgebied van artificiéle intelligentie (Al) — aan de
hand van een nieuwe benadering van de Al ethiek die geinspireerd is door kritische
theorie.

Computer vision 1s het deelgebied van Al dat zich bezighoudt met het automatiseren
van de analyse van foto’s en videobeelden. Computer vision technologie bestaat uit
verschillende taken, zoals gezichtsherkenning en het volgen van objecten in
videobeelden. Met deze verschillende taken kan computer vision een breed scala aan
doelen dienen, waaronder surveillance, business intelligence, gezondheidszorg, en
gebrutksgemak. Het gevolg hiervan is dat veel bestaande en opkomende
technologieén gebruik maken van computer vision. Met andere woorden, computer vision
is alsmaar meer aanwezig in onze levens en samenlevingen. Het is daarom belangrijk
om na te denken over de invloed die deze technologie op onze levens en samenleving
heeft, en welke invloed we zouden willen dat de technologie heeft. Binnen de
bestaande literatuur rond de ethiek van Al krijgt computer vision echter weinig expliciete
aandacht. Het grootste deel van deze literatuur spitst zich toe op Al in het algemeen,
hetgeen breder is dan computer vision, of op gezichtsherkenning in het bijzonder,
hetgeen weer specifieker 1s dan computer vision. Dit proefschrift pakt dit hiaat aan, met
een kritische analyse van computer vision.

De Al ethiek is een relatief nieuw onderzoeksveld dat zich bezighoudt met de
ethische gevolgen van Al technologieén. De Al ethiek is verwant aan de ethiek van
technologie, de techniekfilosofie, en de toegepaste ethick. De meest gebruikelijke
benadering binnen de Al ethiek is op dit moment de principeleer. De principeleer
benadering van Al ethick houdt in dat ethische principes — zoals ‘transparantie’,
‘rechtvaardigheid’, en ‘privacy’ — als richtlijnen worden gebruikt voor het identificeren
en transformeren van de mogelijke ethische gevolgen van Al toepassingen. Ondanks
het feit dat er veel gebruik wordt gemaakt van deze principeleer benadering van Al
ethiek, heeft de benadering ook veel kritick ontvangen. Genoemde tekortkomingen
zijn bijvoorbeeld het onvermogen om de maatschappelijke implicaties van Al te
duiden, en het gebrek aan concrete richtlijnen voor het in de praktijk brengen van
ethische principes. Om deze tekortkomingen aan te pakken, wordt in dit proefschrift
een alternatieve benadering ontwikkeld en toegepast: een kritische benadering van de
Al ethiek.
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De kritische benadering van Al ethiek is geinspireerd door de Frankfurt School
traditie van kritische theorie. De benadering omvat een raamwerk dat de normatieve
analyse van Al kan ondersteunen. Dit raamwerk bouwt voort op een paar essentiéle
bouwstenen van kritische theorie: het normatieve doel van emancipatie, de
preoccupatie met machtsdynamieken, en de methode van immanente transcendentie.
Onm precies te zijn, het raamwerk maakt het mogelijk om de normatieve gevolgen van
Al te identificeren in termen van macht en te evalueren op basis van hun impact op
autonomie. De kritische benadering van Al ethick moedigt het ook aan om gebruik
te maken van andere concepten, theorieén, en methoden binnen de kritische theorie,
om de ethische en maatschappelijke gevolgen van Al te bespreken en aan te pakken.
Voordelen van deze benadering zijn 1) het vermogen om niet alleen de ethische, maar
ook de maatschappelijke kwesties rondom Al te duiden; 2) de geschiktheid voor
interdisciplinair en praktijkgericht onderzoek; en 3) het feit dat de benadering een
centraal normatief doel heeft, welke de zin van initiatieven rond Al ethiek kan
verklaren en richting kan geven aan de normatieve analyse en transformatie van Al

Aangezien kritische theorie een sociale denkschool is, en geen ethische theorie, is
de kritische benadering van Al ethiek strikt genomen geen ethische benadering. De
benadering ondersteunt een bredere normatieve analyse van Al, door het samen
brengen van ethische, sociale, en politicke kwesties in Al. Dus alhoewel het wordt
gepresenteerd als een nieuwe benadering van Al ethiek, vormt de kritische benadering
tegelijjkertijd een alternatief op Al ethiek. In plaats van de normatieve analyse van Al
alleen vanuit een toegepast ethisch perspectief te benaderen, stelt de kritische
benadering voor om ook politick filosofische en sociale wetenschappelijke
perspectieven mee te nemen in normatieve analyses van Al. De kritische benadering
zou daarom moeten worden gezien als een combinatie van ethiek, politicke filosofie,
en sociale wetenschappen.

De kritische analyse van computer vision in dit proefschrift, toont aan dat computer
vision toepassingen mogelijk de 1identiteitsontwikkeling van mensen sturen,
maatschappelijke vooroordelen en worstelingen om erkenning bevestigen en
bekrachtigen, de zeggenschap over persoonlijke informatie verminderen, uitbuitende
datavergaringspraktijken ondersteunen, en meer. Deze ogenschijnlijk verschillende
ethische en maatschappelijke gevolgen van computer vision, hebben gemeen dat zj
vasthangen aan een bepaalde machtsdynamiek en dat zij een negatieve impact op
autonomie hebben. De algehele conclusie van de kritische analyse van computer vision
1s dus dat — ondanks het veelbelovende potentiaal van de technologie — computer vision

de autonomie van individuen of maatschappelijke groepen kan aantasten. Bijgevolg
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kan computer viston emancipatorische vooruitgang schaden, in plaats van deze te
bevorderen.

Het doel van een kritische analyse van Al is te verzekeren dat technologische
vooruitgang ook sociale, emancipatorische vooruitgang inhoudt. Dit doel wordt op de
eerste plaats gerealiseerd door de mogelijke gevolgen van een technologie voor
autonomie te identificeren en evalueren — zoals dit proefschrift doet voor computer
vision. Op de tweede plaats kan het samensmelten van technologische en sociale
vooruitgang worden gerealiseerd door een technologie te transformeren met
betrekking tot zijn impact op autonomie. Relevante onderwerpen voor verder
onderzoek zijn daarom het nagaan hoe specificke computer vision toepassingen
kunnen worden aangepast om autonomie te bevorderen, en het nagaan hoe de
kritische theorie traditie de transformatie van computer vision en andere vormen van

Al verder kan ondersteunen.
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Simon Stevin (1548-1620)

‘Wonder en 1s gheen Wonder’

This series in the philosophy and ethics of technology is named after the Dutch /
Flemish natural philosopher, scientist and engineer Simon Stevin. He was an
extraordinary versatile person. He published, among other things, on arithmetic,
accounting, geometry, mechanics, hydrostatics, astronomy, theory of measurement,
civil engineering, the theory of music, and civil citizenship. He wrote the very first
treatise on logic in Dutch, which he considered to be a superior language for scientific
purposes. The relation between theory and practice is a main topic in his work. In
addition to his theoretical publications, he held a large number of patents, and was
actively involved as an engineer in the building of windmills, harbours, and
fortifications for the Dutch prince Maurits. He 1s famous for having constructed large

sailing carriages.

Little is known about his personal life. He was probably born in 1548 in Bruges
(Flanders) and went to Leiden in 1581, where he took up his studies at the uni-
versity two years later. His work was published between 1581 and 1617. He was an
early defender of the Copernican worldview, which did not make him popular in
religious circles. He died in 1620, but the exact date and the place of his burial are
unknown. Philosophically he was a pragmatic rationalist for whom every
phenomenon, however mysterious, ultimately had a scientific explanation. Hence his
dictum ‘Wonder is no Wonder’, which he used on the cover of several of his own
books.
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Computer vision 1s a subfield of artificial intelhgence (A1), focused on automizing the
analysis of itmages and videos. This dissertation offers a critical analysis of computer
vision, discussing the potential ethical and societal implications of the technology. The
critical analysts s based on a new approach to Al ethics, which is imspired by the tradition
of critical theory.

The goal of the critical analysis of computer vision is to uncover the multitude of ways
in which computer vision can impact human autonomy. Some topics discussed m light of
this goal are: the history of cameras and their constitutive effects, the ways n which facial
recognution tools can misrecognize people in a normative sense, and the exploitative nature
of datafication practices.

The critical approach to Al ethics that is presented in this dissertation, is critical in the sense
that it shares critical theory’s emancipatory aim and preoccupation with power dynamics.
The critical approach consists of a_framework that allows Al ethicists to wentify ALs
ethical and societal implications in terms of power;, and to evaluate these issues in light of
thewr impact on human autonomy. Howeves; the approach also encourages more direct and
in-depth applications of the critical theory literature to address ALs impact on individual
lives and sociely. The critical analysis of computer vision_functions as a case study for
lesting out this new, critical approach to A ethics.

‘Wonder en 1s
gheen wonder’
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