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Preface
Welcome to the first Twente Data Management Workshop (TDM). We have set ourselves two
goals for the workshop series:
1. To provide a forum to share original ideas as well as research results on data management
problems;
2. To bring together researchers from the ‘database community’ and researchers from related
research fields.
We call it the first workshop because we intend to make TDM a lasting series of workshops
published by the CTIT (Centre for Telematics and Information Technology of the University of
Twente). TDM’04, being the first workshop, should set the stage for workshops to come.
For TDM’04, we take up an old, but still largely unsolved challenge: The integration of Databases
and Information Retrieval, which has become very urgent with XML becoming more and more
accepted as the standard for both data-centric and document-centric information. We believe
researchers from both fields should cooperate much more than they have done in the past 30
years. Norbert Fuhr of the University of Duisburg Essen has been one of the few researchers who
has been truly active both in database research and information retrieval research. He has kindly
accepted to open the workshop with a keynote presentation on achievements and challenges in XML
information retrieval. Two more invited speakers, Jens Teubner of the University of Konstanz and
Jan Kuper of the University of Twente, give an impression of two ends of the workshop’s scope.
Each submission has been reviewed by at least one external reviewer and one of the program
committee members. We thank the external reviewers and the program committee members for
their high quality reviews. We are proud to present a diverse and international programme with
10 contributions from 6 different countries covering 3 continents.
We are grateful to Anja Tanke of the CTIT for her last minute help with practical issues. Special
thanks go to the Dutch research school for Information and Knowledge Systems (SIKS) for sponsoring the participation of Dutch PhD students, and to the CTIT for sponsoring the proceedings.

To an inspiring workshop!

Enschede, 14 June 2004
Djoerd Hiemstra, Vojkan Mihajlović and Peter Apers.
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Keynote Speech

XML Information Retrieval - Achievements and
Challenges
Norbert Fuhr
Universität Duisburg-Essen, Germany
fuhr@uni-duisburg.de

This talk focuses on retrieval models and methods for the document-centric view on XML
and their evaluation within the INEX initiative. INEX has studied two types of tasks so far:
1. content-only (CO) queries are standard IR queries, where the system should retrieve the
most specific elements answering the query;
2. content- and structure (CAS) queries contain conditions referring both to content and structure of the requested answer elements.
Various extensions of classical IR models have been proposed for solving these two tasks, with
language models most prominent among them. However, the implicit information of the XML
structure is not yet fully considered in these approaches. For the CAS task, systems must be able
to retrieve different types of content, along with vague interpretations of the structural conditions.
Here heuristic approaches are still dominating, and theoretical models for these issues are hardly
visible. For evaluation, INEX uses several new metrics, which are based on various assumptions
about user behavior, but all of them lack empirical evidence. This issue will be addressed in
the new interactive track of INEX. Other new tracks deal with relevance feedback, heterogeneous
collections and CAS queries formulated in natural language.
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The merging component of the MUMIS project
Jan Kuper1

Dennis Reidsma1
Thierry Declerck2
Franciska de Jong1
1
University of Twente
2
DFKI GMbH
The Netherlands
Germany
{jankuper, dennisr,
declerck@dfki.de
fdejong}@cs.utwente.nl
ABSTRACT

based on automatic recognition and annotation of the video
material itself, is known to be inherently difficult, if not
impossible (see e.g. [1]).

In this paper we present the merging component of the MUMIS project1 which combines several xml-documents into
one resulting xml-document. The domain of application of
the MUMIS project is soccer, and each xml-document contains information about soccer games. The input documents
for the merging component contain incomplete, often erroneous, and mutually inconsistent information on the same
game. By applying rules which express semantic knowledge
on soccer, the merging component is able to correct errors
and to solve inconsistencies between the input documents.
This process results in a more complete xml-document on
the same game as the input documents.

1.

Thus, a well known approach is to use textual information
for video retrieval (see e.g., [4], [6], [7]). Also in the MUMIS project the principal goal was to disclose video material based on information extraction from textual sources in
combination with the spoken comments during the soccer
matches. Texts were available in three languages (English,
German, Dutch), and for every language an information extraction system was used to analyze the texts (Gate for
English, Schug for German, and a preliminary system for
Dutch, see [2], [3]).

INTRODUCTION

Relevant information to be extracted from the natural language texts contained information on events which may occur during a soccer game, such as goals, free-kicks, corners,
etcetera. The information was presented in xml-format,
where the different systems delivered different xml-formats.

The MUMIS project aimed at retrieving video material based
on semantic queries. MUMIS was concerned with the domain of soccer, the test material consisted of the multimedia documents on the European Soccer Championships
2002, held in The Netherlands and in Belgium. Examples
of queries to be asked to the system are

The information extracted from single textual documents
was not complete, for example many events mentioned in the
text were not recognized, or or it was not recognized which
player performed which action. Also, the results contained
many errors, for example a player was concluded to perform
a specific action whereas in fact it was another player who
performed the action. Sometimes an action was recognized
which was not mentioned in the source text at all. Naturally,
also inconsistencies occurred between the events recognized
by the information extraction systems from texts on the
same soccer game.

Show me some goals by Mihajlovic,
Show me the penalties taken during the tournament,
Show me the passes by Bergkamp from which a
goal resulted.
Note that not only single event questions were considered,
but also multi-event questions.

The merging component (or, more shortly, the “merger”)
first of all aligns the elements from pairs of input xmldocuments, based on groups of events rather than on individual events. The next step is to group together all
alignments such as to combine more than two input xmldocuments, resulting in connected pieces of information about
what is supposed to be the same group of events during a
game. Finally, the merger applies a set of reasoning rules,
containing semantic knowledge, in order to correct errors
and to solve mutual inconsistencies. This leads to an xmldocument containing more complete and more correct information about a given soccer game.

The above queries have to be answered by showing adequate
video fragments. Direct retrieval of such video fragments,
1
Funded by EC’s 5th Framework HLT Programme, grant
number IST-1999-10651.

TDM’04, the first Twente Data Management Workshop on XML Databases
and Information Retrieval, Enschede, The Netherlands
c 2004 the author/owner

The merger is written in a functional programming language
in which the algorithms and rules can be expressed com-
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Goals
Shearer (52)

38 mins: Kluivert sidefoots home his
second of the game, this time getting on
the end of a defence-splitting pass from
Davids.

Substitutes
18 - Nick Barmby for Scholes (72)
11 - Paolo Rink for Kirsten (69)

40 mins: Kralj needs several attempts to
hold on to Bergkamp’s shot.

Bookings
Beckham (42)
Jeremies (43)

47 mins: Marc Overmars miscues his shot,
which sails harmlessly high and wide.

Referee
Pierluigi Collina (Italy)

48 mins: Bosvelt is the first player
booked after tripping Mijatovic.

Figure 1: A fragment of a formal text (from Soccernet,

Figure 2: A fragment of a ticker text (produced by the

on the match England–Germany)

BBC on the match Netherlands–Yugoslavia)

pactly and clearly. The language has graphical features,
such that the above process can be demonstrated graphically.

Within the MUMIS project, the application of information
extraction systems was restricted to formal texts and ticker
texts. Information extraction from formal texts (see figure 1) is, from the point of view of natural language understanding, not a very challenging task. Aspects to be careful
about are concerned with specific details such as the precise form of time stamps, player names, player numbers,
etcetera. However, most of such details (except the precise
spelling of player names) are rather simple to deal with,
and on the whole formal texts are easily translatable into
the format of a data structure.

In section 2 a more detailed description of the available material in the MUMIS project will be given, in section 3 the
merger will be described in greater detail, in section 4 some
evaluation results will be given, and in section 5 some future
research will be mentioned.
This paper is a condensed version of a paper presented at
IJCAI’03 (see [5]). Some information on evaluation results
is added.

2.

For ticker texts (figure 2) the situation is different. Even
though sentences in those texts usually are straightforward
formulations of events occurring in some game, understanding the formulations may require a lot of world knowledge.
For example, “sidefoots home his second of the game” (see
figure 2) presupposes a lot of background knowledge to understand that this sentence says that a goal is made. That
makes the task of extracting information from a ticker text
more challenging.

INFORMATION EXTRACTION IN MUMIS

In the MUMIS project there were three different types of
texts available in three languages (English, German, Dutch):
– A formal text is constructed according to a standard
pattern, though such patterns may differ from source
to source. It contains the names of the players which
took part in the match, who was substituted by who,
who scored a goal in which minute, who got a yellow
card, etcetera. In short, a formal text contains some
factual information on a selected number of events taking place during a soccer match.

It turned out that free texts did not contain sufficiently accessible information to perform the goal of the project, i.e.,
to retrieve video material based on time stamps. Free texts
hardly mention precise time stamps, and also hardly describe detailed events. Thus, the project restricted itself to
formal texts and ticker texts.

– A ticker text contains short minute by minute descriptions of factual events taking place during a match,
and which are worthwhile to be written down. Such
texts are typically used to produce a commentary on
the match to be published in a news paper, or to produce a summary of the match for television.

The information extracted from the texts by the information
extraction systems consisted of events taking place during a
soccer match. An event consisted of the type of the event (31
event types were distinguished in the project, such as corner,
goal, yellow card, save, etcetera), the time of the event, the
players involved in the event, the teams of these players,
and some more information. There were typical one-player
events, such as shot-on-goal and save, and two-player events,
such as pass and foul.

– A free text is an article on a match in which several
aspects of the match may be discussed, not just events
which took place. For example, attention may be paid
to a previous or next match, to the general impression
of the match, to the role of the trainer, of even to the
private lives of some players. A common news paper
article on a soccer match is an example of such a free
text.

For example, in minute 38 the BBC ticker text mentions
three events (see figure 2): a pass by Davids to Kluivert, a
shot-on-goal by Kluivert, and a goal by Kluivert. Part of
the information extracted from this sentence by the Gate
system was as follows (only part of the full xml-structure is
shown):

Examples of such texts are given in figures 1 and 2.
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<event_entry>
<event_type>unknown</event_type>
<event_ID>19</event_ID>
<event_time>38</event_time>
<original_doc_name>neth_yug_bbc</original_doc_name>
<player_1>Kluivert</player_1>
<team_player_1>Holland</team_player_1>
<player_2></player_2>
<team_player_2></team_player_2>
</event_entry>
<event_entry>
<event_type>pass</event_type>
<event_ID>20</event_ID>
<event_time>38</event_time>
<original_doc_name>neth_yug_bbc</original_doc_name>
<player_1>Davids</player_1>
<team_player_1>Holland</team_player_1>
<player_2></player_2>
<team_player_2></team_player_2>
</event_entry>
Note that the tags meant for the second player are not filled
in.

A further advantage is the compactness of the rules expressing semantic knowledge. For example, the rule expressing
that with events like passes, substitutions, etcetera, the two
players (if they are filled in) should belong to the same team,
looks as follows:
(e-> ((member [cross, pass, substitution, one_two]
(event_type e) /\
defined (player1 e) /\
defined (player2 e))
=>
(team_of (player1 e) = team_of (player2 e))
))
That is, a rule is a function (as indicated by the single arrow)
which gets en event e as argument, and yields a truth value
as result (/\ and => stand for logical conjunction and implication respectively). The function member tests whether
a given list contains a given element, the function defined
checks whether a player field is filled in, and the function
team_of yields the team of a given player. There are various variants of such rules in the merging program.

In general, the information extracted contained many errors,
and was incomplete in many respects. The novelty of the
MUMIS project consisted of merging the xml-output of the
various information extraction systems into one annotation
result. The merger takes xml-files on the same game as
input. The first step consisted of parsing the xml-documents
and mapping the content to the internal data structure of
the merger.

As an introduction to the merging process, consider the following example. In one of the documents on the match
Netherlands-Yugoslavia in the 31st minute a save was recognized, and two player names: Van der Sar (the Dutch
goalkeeper) and Mihajlovic (a Yugoslavian player). It was
not recognized which of these two players performed the
safe. In another document on the same game a free-kick
was recognized in the 30th minute, together with the names
of the same two players. Again, it was not recognized which
player took the free-kick.

The merger is written in a functional programming language
(Amanda) with graphical features such that the merging
process may be demonstrated graphically. The choice for a
functional language was mainly based on the consideration
that in such a language data structures are close to intuition,
and functions operate directly on such data structures.

The fact that the same two players are involved, plus the
small difference between the time-stamps, strongly suggests
that both descriptions are about the same event in reality.
The merging part of the MUMIS project will match these
partial data together, and conclude that it was Mihajlovic
who took the free-kick, followed by a save by Van der Sar.

First of all, the xml-data is translated into an internal data
structure. For example, the essential information in the xmlfragment above is represented internally as a list of records.
In this translation process from xml to Amanda events are
grouped into scenes, by taking together all events with the
same time stamp. In Amanda the data structure for a scene
can be written as follows:

The merging component consists of several parts which will
be described in more detail below.

3.

THE MERGING PROCESS

{ source
= "Ti_NY_BBC"
, sceneTime
= 38
, sceneEvents = [
{ event_type
, player1
, player2
},
{ event_type
, player1
, player2
}
]
}

Scenes
In order to give a player name by itself the format of an
event, an “unknown event” was introduced. Since in the
example above a free-kick and a save do not match, but
the names of the players do match, the obvious approach is
to join groups of events (called scenes) rather than individual events. The question which events should be grouped
together is naturally determined by the author of the text.

= "??"
= "Kluivert"
= "??"

Two document alignment
The merging algorithm compares all the scenes extracted
from a document A with all the scenes extracted from another document B, and examines whether or not a scene
from document A might be matched with a scene from document B. There are several aspects be taken into account:
players involved in the scenes, distance in time stamp, whether
the scenes contain the same events or not, etc. Clearly, a
scene from document A may match more than one scene

= "Pass"
= "Davids"
= "??"
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from document B. A choice for a particular matching is determined by a weight factor, based on the number of players
involved in both scenes, the difference in time stamps, and
the recognized events. The matching process starts with
choosing the strongest binding of all (or one of the strongest
ones). This choice cuts the possible bindings in two separated parts, since a scene preceding the chosen binding in
one document may not be combined with a scene following that binding in the other document. Now the algorithm
continues recursively with both parts.

cess itself does not take the ordering of events into account.
Besides, authors often mention events in the opposite order
as in which they happen in reality. This aspect of semantic
knowledge is expressed in scenarios, and they determine the
order of the events within a scene resulting from the above
process.

4.

EVALUATION

We give a short summary of the results of some evaluation experiments, a full description of these results still is in
preparation.

Multi document alignment
The above two document algorithm is applied to every pair
of documents. Then connected scenes from various documents have to be joined together. Sets of scenes, together
with the chosen bindings between the scenes naturally form
a connected graph. Note, that such a graph may consist
of one scene only. We remark that a graph may contain
more scenes than there are documents, since scenes may be
connected through a sequence of two document matches.

We remark that for a merging algorithm no standardized
evaluation methods have been developed yet. It is meaningless to discuss characteristics as precision and recall without
detailed explanations, since by itself it is not that clear to
what ground truth the results of the merger should be compared.
The alignment part of the merger can be evaluated by comparing it to a manual alignment based on the original texts
(the ground truth for alignment). There are different strategies to be considered: automatic alignment based on player
names only, on event types only, and on a combination of
both. The result of the evaluation for the alignment part,
based on information extraction of high quality (e.g. manual information extraction) is that there is little difference
between these strategies. For poor information extraction,
the influence of player names in the alignment increases. In
general we can say that the quality of the aligner is fairly
good.

Total sub-graphs
Ideally, a graph should be complete, expressing that each
pair of scenes in the graph does match, and thus all scenes
do contain some common information. That is to say, the
scenes in a complete graph are all about the same fragment
during the football game which is described in the documents. However, in practice not every graph which results
from the procedure above, will be complete, since scenes
may partially overlap, and thus give rise to sequences of
connections where the first and the last are not connected
anymore.

A second question is whether the quality of the information extraction increases by the full merging process, i.e.,
by alignment and reasoning together. That is to say, do you
have certain information after merging, which was not there
before? For example, did the merger find out who took a
specific penalty? Or, on the other hand, was some 0 information corrected, like a keeper who shoots at his own goal?
The conclusion is that after merging there are more correct
matchings of player names to event types, and there are less
wrong combinations.

Unification
In the example above, semantic knowledge tells us that it
will be Van der Sar who performed the save and Mihajlovic
took the free-kick. Based on an ontology, developed for the
soccer domain, several kinds of rules have been formulated
to express such semantic knowledge. These rules take care of
unification of the various bits of information into one result.
A first kind are the event internal rules, such as rules saying
that the two players involved in a substitution event belong
to the same team, or that a keeper typically will not take
a corner. A second kind of rule takes into account the role
of the teams in the fragment, i.e., whether a team is attacking or defending at that moment. To decide on this, both
players and events are checked for their offensive or defensive strength. A third kind of rule makes sure that players
will not perform impossible combinations of events, e.g., the
player who takes a corner will (unless he’s very fast) not
deliver a shot-on-goal as well.

A third aspect is whether the information retrieval improved,
i.e. do you get more correct and less erroneous hits to your
query then by querying the annotations of the individual
texts? And also, which part of the merger contributes most
to a possible difference: the alignment part or the reasoning
part? The conclusion is that especially for complex queries,
i.e., for combinations of events, the result increases. This is
especially caused by the alignment part. Because of contradictions in the annotations of individual documents, some
correct annotations are lost. That means that the recall
may decrease by the reasoning part (though it still leaves
better results than for each individual annotation), but the
precision increases even more by the reasoning part.

To apply these rules, a background database of player information is created, containing a.o. names of players, their
normal position in the field, the team they belong to, etc.
The player names in this background database also played
the role of a canonical formulation of these names.

The general conclusion is that the effect of the merger is
positive. Given that a merging process is fairly new, and
that no experience existed with the effects of certain steps
on the full result, this positive effects are promising. Several
points in the algorithm can be improved. We expect that
this will lead to a further positive result.

Scenarios
In the example above, it will be the free-kick which happened
first, followed by the save. Within scenes the merging pro-
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5.

FUTURE RESEARCH

There are several points on which the merging algorithm
may be improved. For example, some documents are more
reliable than other documents. Furthermore, not all texts
are of the same type, so-called formal texts (containing meta
data) differ from ticker texts (containing minute by minute
descriptions), and from more free texts. As yet, differences
in quality of the source documents is not taken into account,
and a weighted integration of formal texts and other texts
still has to be performed.
A related point of improvement is to check the consistency
of certain elements of information from the point of view
of a temporal development during the soccer match. For
example the knowledge that a certain player is no longer
taking part in the game, may improve the results.

6.
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ABSTRACT

types onto tables. Such encodings have also been proposed
for ordered, unranked trees, the data type that forms the
backbone of the XML data model. These mappings turn
RDBMSs into relational XML processors. Furthermore, if
the tree encoding is designed such that core operations on
trees—XPath axis traversals—lead to efficient table operations, this can result in high-performance relational XPath
implementations [8, 10].
In this work we extend the relational XML processing
stack and propose the fully relational evaluation of XQuery
[1] expressions. We give a compositional set of translation
rules that compile XQuery expressions into a standard, quite
primitive relational algebra. We expect any relational query
engine to be able to efficiently implement the operators of
this algebra. The operators were, in fact, designed to match
the capabilities of modern SQL-based relational database
systems (e.g., the row numbering operator % exactly mirrors
SQL:1999 OLAP ranking functionality) [9].
By design, we only have minimalistic assumptions on the
underlying tree encoding, met by several XML encoding
schemes [4, 13]. Our algebra can be easily modified to operate with any such scheme.
We exercise special care in translating the XQuery FLWOR
construct (for $v in e1 return e2 ). This concept of iterating the evaluation of an expression e2 for successive bindings of a variable $v appears contrary to the set-oriented
evaluation model of relational systems. In a nutshell, we
thus map for-bound variables like $v into tables containing
all bindings and translate expressions in dependence of the
variable scope in which they appear. Iteration is turned into
equi-joins, a table operation which RDBMS engine know
how to execute most efficiently.

This work may be seen as a further proof of the versatility
of the relational database model. Here, we add XQuery to
the catalog of languages which RDBMSs are able to “speak”
fluently.
Given suitable relational encodings of sequences and ordered, unranked trees—the two data structures that form
the backbone of the XML and XQuery data models—we describe a compiler that translates XQuery expressions into a
simple and quite standard relational algebra which we expect to be efficiently implementable on top of any relational
query engine. The compilation procedure is fully compositional and emits algebraic code that strictly adheres to the
XQuery language semantics: document and sequence order
as well as node identity are obeyed. We exercise special
care in translating arbitrarily nested XQuery FLWOR iteration
constructs into equi-joins, an operation which RDBMSs can
perform particularly fast. The resulting purely relational
XQuery processor shows promising performance figures in
experiments.

Keywords
XQuery, XML Query Processing, Relational Algebra

1. INTRODUCTION
Relational database back-ends have had a tremendous
success over the past years. Their underlying data model,
tables of tuples, is simple and thus efficient to implement.
Typical operations, such as sequential scans, receive excellent support through read-ahead on disk-based secondary
storage, or memory prefetching on modern computing hardware. If linear access is not viable, systems can rely on access structures, such as B+ -trees or hash tables. The bulkoriented fashion, in which queries are described and processed, allows for effective query rewriting or parallel processing.
At the same time, the table proves to be a rather generic
data structure: it is often straightforward to map other data

2.

ENCODING TREES AND SEQUENCES

The dynamic evaluation phase of XQuery operates with
data of two principal types: nodes and atomic values (collectively referred to as item-typed data). Nodes may be assembled into ordered, unranked trees, i.e., instances of XML
documents or fragments thereof. Nodes and atomic values
may form ordered, finite sequences. We will now briefly review minimalistic relational encodings of trees as well as sequences. Both encodings exhibit just those properties necessary to support a semantically correct and efficient relational
evaluation.

2.1

TDM’04, the first Twente Data Management Workshop on XML Databases
and Information Retrieval, Enschede, The Netherlands
c 2004 the author/owner
°

Trees and XPath Support

Our compilation system is designed to be adaptable to any
relational tree encoding with minimalistic requirements: the
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?

Axis α

Predicate axis(c, v, α): v ∈ c/α

descendant
child
following
preceding

v.pre > c.pre ∧ v.pre 6 c.pre + c.size
axis(c, v, descendant) ∧ v.level = c.level +1
v.pre > c.pre + c.size
v.pre + v.size < c.pre

Table 1: Predicate axis represents XPath axes semantics (selected axes).
encoding must support XPath step evaluation from any context node and provide a means to test for node identity and
document order. These requirements are met by a number of
relational XML encodings, including the numbering schemes
developed in [4, 13]. We briefly sketch a suitable encoding
in the sequel.
To represent node identity and document order, we assign
to each node v its unique preorder traversal rank, v.pre [8].
Extending this information by (1) v.size, the number of
nodes in the subtree below v, and (2) v.level , the length
of the path from the tree root to v, we can express the semantics of all 13 XPath axes—and thus support XQuery’s
full axis feature—via simple conjunctive predicates. To illustrate, for the ancestor axis and two nodes v and c, we
have that
v ∈ c/ancestor ⇔
v.pre < c.pre ∧ c.pre 6 v.pre + v.size .
More axes are listed in Table 1. Note that we do not require
v.size to be exact: as long as the XPath axis semantics are
obeyed, v.size may overestimate the actual number of nodes
below v. Via the pre property we are able to ensure that
the node sequence resulting from an axis step is free of duplicates and sorted in document order as required by the
XPath semantics.
Support for kind and name tests is added by means of two
further properties, v.kind ∈ {"elem", "text"}1 and v.prop.
For an element node v with tag name t, we have v.prop =
"t", for a text node v 0 with content c, v 0 .prop = "c".
XQuery is not limited to query single XML documents.
In general, query evaluation involves nodes from multiple
documents or fragments thereof, possibly created at runtime
via XQuery’s element constructors. The query
(element a { element b { () }}, element c { () })
creates three element nodes in two independent fragments,
for example. We thus record a fragment identifier for node
v in its v.frag property.
The database system keeps a table doc of persistently
stored XML documents. Transient nodes constructed at
runtime, on the other hand, are represented by means of a
term ∆ of the relational algebra—this term is derived during query
compilation. The disjoint union of both relations,
.
doc ∪∆, comprises the set of live nodes at any point of query
evaluation. The relational encoding of two XML fragments
is depicted in Figure 1.

2.2 Sequences
XQuery expressions evaluate to ordered, finite sequences
of items. Since sequences are flat and cannot be nested, a
1
We omit the discussion of further XML node kinds for space
reasons.

10

sequence may be represented by a single relation in which
each tuple encodes a sequence item i. We preserve sequence
order by means of a property i.pos > 1. The actual value
of a sequence item is recorded in
i.item, which is one of (1) a node’s pre
pos item
1 "a"
value if this item is a node, or (2) the
2 "b"
actual value if the item is an atomic
3 "c"
value. The relational representation
of the sequence ("a", "b", "c") is
Fig. 2: Relashown in Figure 2. In the course of
tional sequenthis work, we assume the item column
ce encoding.
to be of polymorphic type: such a column may carry node identifiers, character strings, numeric values, as well as any other atomic
XQuery item. The empty relation encodes the empty sequence (). A single item i and the singleton sequence (i)
are represented identically, which coincides with the XQuery
semantics. Note that XQuery’s positional predicates e[p],
p > 1, are easily evaluated if the pos column is populated
densely starting at 1 as is the case in Figure 2.

3.

TURNING ITERATION INTO JOINS

The core of the XQuery language, with syntactic sugar
like path expressions, quantifiers, or sequence comparison
operators removed, has been designed around an iteration
primitive, the for-return construct. A for-loop iterates the
evaluation of loop body e for successive bindings of the loop
variable $v:
for $v in (x1 ,x2 , . . . ,xn ) return e ≡
(e[x1/$v],e[x2/$v], . . . ,e[xn/$v])
where e[x/$v] denotes the consistent replacement of all free
occurrences of $v in e by x. XQuery provides a functional
style of iteration: it is semantically sound to evaluate e for
all n bindings of $v in parallel.

3.1

Loop Lifting for Constant Subexpressions

This property of XQuery inspires our loop compilation
strategy:
(1) A loop of n iterations is represented by a relation loop
with a single column iter of n values 1, 2, . . . , n.
(2) If a constant subexpression c occurs inside a loop body
e, the relational representation of c is lifted (intuitively,
this accounts for the n independent evaluations of e).
For a constant atomic value c, lifting with respect to a given
loop relation is computed by means of the Cartesian product
item .
loop × pos
1
c

Figure 3(a) exemplifies how the constant subexpression 10
is lifted with respect to the loop
for $v0 in (1,2,3) return 10 .
If, for example, 10 is replaced by the sequence (10,20) in
this loop, we require the lifting result to be the relation of
Figure 3(b) instead.
Generally, a tuple (i, p, v) in a loop-lifted relation for subexpression e may be read as the assertion that, during the ith
iteration, the item at position p in e has value v. With this
in mind, suppose we rewrite the for-loop as
for $v0 in (1,2,3) return (10,$v0 ) .

(Q1 )

<a>
<b><c/></b>
<d/>
<e/>
</a>

<f>
s<g/>t
</f>

(a) Two XML fragments.

0 a4
1 b1

3 d0

5 f3
4 e0

6 "s"0

7 g0

8 "t"0

2 c0

(b) Fragment trees.

pre size level kind prop frag
0 4
0 "elem" "a" 0
1 1
1 "elem" "b" 0
2 0
2 "elem" "c" 0
3 0
1 "elem" "d" 0
4 0
1 "elem" "e" 0
5 3
0 "elem" "f" 1
6 0
1 "text" "s" 1
7 0
1 "elem" "g" 1
8 0
1 "text" "t" 1

(c) Tree encoding (table doc).

Figure 1: Relational encoding of two XML fragments. Nodes in the fragment trees (b) have been annotated
with their pre and size properties. Both trees are encoded as independent fragments 0 and 1 in (c).
e ::=
|
|
|
|
|
|
|

c
$v
(e,e)
e/α::n
element t { e }
for $v in e return e
let $v := e return e
e+e

atomic constants
variables
sequence construction
loc. step (axis α, node test n)
element constructor (tag t)
iteration
let binding
addition

πa1 :b1 ,...,an :bn
σa
.
∪
×
1a=b
%b:ha1 ,...,an i/p
α,n

ε
~b:ha1 ,...,an i
ab

Figure 4: Syntax of XQuery Core subset.
Consistent with the loop lifting scheme, the database system will represent variable $v0 as the relation shown in Figure 3(c), e.g., in the second iteration (iter = 2), $v0 is bound
to the item 2. We will shortly see how we can derive this
representation of a variable from the representation of its
domain (in this case the sequence (1,2,3)).
Finally, to evaluate the query Q1 , the system solely operates with the loop-lifted relations to compute the result
shown in Figure 3(d).

3.2 An Algebra for XQuery
As a language with variables, XQuery demands a third
piece of information (despite the relations ∆ and loop) for
compilation: the environment Γ maps all free variables in
XQuery expression e to their relational representation (again,
an algebraic expression).
We thus define the XQuery compiler in terms of a set of
inference rules, in which a judgment of the form
Γ; loop; ∆ ` e Z⇒ (q, ∆0 )
indicates that, given Γ, loop, and ∆, the XQuery expression
e compiles into the algebraic expression q with a new table
of transient nodes ∆0 . New nodes are created by XQuery’s
element constructors only, otherwise ∆0 = ∆.
Compilation starts with the top-level expression, an empty
environment Γ = ∅, a singleton loop relation (loop = iter
1 )
indicating that the top-level expression is not embedded into
a loop, and an empty relation ∆. All inference rules pass Γ,
loop, and ∆ top-down, while the resulting algebra expression is synthesized bottom-up. The compiler produces a
single algebra query that operates on the tree and sequence
encodings sketched in Section 2.
This paper contains inference rules to compile a subset
of XQuery Core defined by the grammar in Figure 4. This
subset, plus a few extensions, suffices to express the XMark
benchmark query set [16], for example.2
2

In fact, the subset may be extended to embrace the
complete XQuery Core language. The implementation of
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projection (and renaming)
selection
disjoint union
cartesian product
equi-join
row numbering
XPath axis join (axis α, node test n)
element construction
n-ary arithmetic/comparison operator ∗
literal table

Figure 5: Operators of the relational algebra (a, b
column names).

The compiler’s target language is a relational algebra with
operators lined up in Figure 5. Most of the operators are
rather standard, or even restricted, variants of the operators found in a classical relational algebra. It is sufficient
for 1, e.g., to evaluate equality join predicates. The selection σa selects those tuples with column a 6= 0. Operator ~b:ha1 ,...,an i applies the n-ary operator ∗ to columns
a1 , . . . , an and extends the input tuples with the result column b.
We write sch(q) to denote the column schema of algebraic expression q; ++ concatenates column schemas. Thus,
sch(πa1 :b1 ,...,an :bn (q)) = a1 . . . an , sch(~b:ha1 ,...,an i (q)) =
sch(q) ++ b and sch(q1 × q2 ) = sch(q1 1a=b q2 ) = sch(q1 ) ++
sch(q2 ), for example.
To encapsulate the underlying tree encoding, we extend
the algebra by the operators α,n to evaluate XPath steps,
and ε to construct new transient nodes.
q α,n doc returns the result of the evaluation of the XPath
step α::n originating in the context nodes returned by q.
does so for each iteration encoded in q, thus sch(q1 α,n
q2 ) = iter item . A highly efficient implementation of α,n ,
the staircase join, has been presented in [10].
.
Given the existing set of live nodes, doc. ∪ ∆, a set of tag
names qt and a sequence of nodes qe , ε(doc∪∆, qt , qe ) returns
the new transient nodes resulting from the XQuery expression element t { e }, along with their originating iteration
iter ; sch(ε(q1 , q2 , q3 )) = sch(doc) ++ iter . An implementation for the sample document encoding scheme introduced
in Section 2.1 is sketched in Section 5.3.
With order being an inherent concept of the XQuery data
model as well as our compilation scheme, we make frequent
use of the numbering operator %. Given a sort order defined

XQuery’s dynamic typing and validation features, however,
requires further support from the underlying tree and sequence encoding.

iter
1
2
3
|{z}

pos item
1 10
| {z }

encoding of 10

loop

iter pos item
1 1 10
1 2 20
2 1 10
2 2 20
3 1 10
3 2 20

iter pos item
1 1 10
2 1 10
3 1 10
}
{z
|

lifted encoding of 10
with respect to loop

(a) Lifting the constant 10.

(b) Loop-lifted
sequence.

iter pos item
1 1
1
2 1
2
3 1
3

iter pos item
1 1 10
1 2
1
1 3 10
1 4
2
1 5 10
1 6
3

(c) Encoding of
variable $v0 .

(d) Result of
query Q1 .

Figure 3: Loop lifting.
by columns a1 , . . . , an , %b:ha1 ,...,an i/p (q) numbers consecutive
tuples in q, recording the row number in the new column b.
Row numbers start from 1 in each partition defined by the
optional grouping column p. Many RDBMSs readily provide a % operator, for example by means of the DENSE_RANK
operator defined by SQL:1999 [15]. A database host operating on ordered relations may even provide such numbering
for free (cf. the void columns in the MonetDB RDBMS [2]).

4. RELATIONAL FLWORS
We will now generalize our loop-lifting idea and give a
translation for arbitrarily nested for-loops.
Assume an expression with three nested for-loops as shown
here:
8
( for $v0 in e0 return
>
>
>
s0 { e00 ,
>
>
<
for $v
1 in e1 return
s
for $v10 in e10 return
>
>
s1
>
0
>
s
10 { e10
>
:
)

The curly braces visualize the variable scopes in this query:
variable $v0 is visible in scope s0 , variable $v1 is visible
in scopes s1 and s10 , while variable $v10 is accessible in
scope s10 only. No variables are bound in top-level scope
s. (In the context of this section, only for expressions are
considered to open a new scope; let expressions are treated
in Section 5.2.)
Note that the compositionality and scoping rules of XQuery,
in general, lead to a tree-shaped hierarchy of scopes. For the
above query, we obtain
s
s0

s1 .

s10

In the following, we write sx·y , x ∈ {0, 1, . . . }∗ , y ∈ {0, 1, . . . }
to identify the yth child scope of scope sx . Furthermore, let
qx (e) denote the representation of expression e in scope sx .
Bound variables. Consider a for-loop in its directly enclosing scope sx :
8
..
>
>
.
>
>
<
for $v˘
x·y in ex·y return
sx
sx·y e0x·y
>
>
>
>
..
:
.

According to the XQuery semantics, ex·y is evaluated in
scope sx . Variable $vx·y is then successively bound to each
single item in the resulting sequence; these bindings are used
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in the evaluation of e0x·y in scope sx·y . A suitable representation for $vx·y in scope sx·y may thus be computed if we
retain the values of qx (ex·y ) (to which $vx·y will be bound
consecutively) , but assign a new iter property with consecutive numbers and a constant pos value of 1:
`
´
pos
qx·y ($vx·y ) = 1 × πiter :inner ,item %inner :hiter ,posi (qx (ex·y ))

This is exactly how we obtained the representation of variable $v0 in query Q1 (see Figure 3(c)):
`
´
pos
q0 ($v0 ) = 1 × πiter :inner ,item %inner :hiter ,posi q((1,2,3))

where q((1,2,3)) simply is the relational encoding of the
sequence (1,2,3) as introduced in Section 2.2.

Maintaining loop. The concept of loop-lifting requires the
maintenance of a loop relation of independent iterations.
The body of a for-loop in scope sx·y needs to be evaluated
once for each binding of the for-bound variable $vx·y . To
compile the subexpressions comprising this body, we thus
define a new loop relation based on qx·y ($vx·y ):
loopx·y = πiter (qx·y ($vx·y )) .
Constants. The compilation of an atomic constant c is now
achieved through loop lifting as motivated in Section 3.1.
The associated inference (or compilation) rule Const reads

” .
“
item , ∆
Γ; loop; ∆ ` c Z⇒ loop × pos
1
c

(Const)

Note how atomic constants do not affect the set of transient nodes ∆.
Free variables. In XQuery, an expression e may refer to
variables which have been bound in an enclosing scope: a
variable bound in scope sx is also visible in any scope sx·x0 ,
x0 ∈ {0, 1, . . . }+ . If scope sx·x0 is viewed in isolation, such
variables appear to be free.
The compiled representation qx·y ($vx ) of a free variable
vx in scope sx·y depends on the value of the loop relation in
sx·y , and we will now derive qx·y ($vx ) from the representation in the directly enclosing scope sx . To understand the
derivation, consider the evaluation of two nested for-loops
(note the reference to $v0 in the inner scope s0·0 ):
8
for $v
>
80 in (1,2) return
>
>
>
>
<
> ( $v0 ,
<
for $v0·0 in (10,20) return
s
(Q2 )
s0
>
>
s0·0 { ($v0 ,$v0·0 )
>
>
>
>
:)
:

iter pos item
1 1 "1"
2 1 "2"

iter pos item
1 1 "1"
2 1 "1"
3 1 "2"
4 1 "2"

iter pos item
1 1 "10"
2 1 "20"
3 1 "10"
4 1 "20"

(a) q0 ($v0 )

(b) q0·0 ($v0 )

(c) q0·0 ($v0·0 )

iter pos item
1 1 "1"
1 2 "10"
2 1 "1"
2 2 "20"
3 1 "2"
3 2 "10"
4 1 "2"
4 2 "20"

Figure 6: Q2 : Scope-dependent representation of
variables.
In the first outer iteration, $v0 is bound to 1. With this
binding, two evaluations of the innermost loop body occur,
each with a new binding for $v0·0 . Then, during the next
outer iteration, two further evaluations of the innermost loop
body occur with $v0 bound to 2 (Figure 6).
The semantics of this nested iteration may
be captured by a relation map(0,0·0) shown
outer inner
1
1
in Figure 7 (map(x,x·y) will be used to map
1
2
representations between scopes sx and sx·y ).
2
3
2
4
A tuple (o, i) in this relation indicates that,
during the ith iteration of the inner loop
Fig.
7:
body in scope s0·0 , the outer loop body in
map(0,0·0) .
scope s0 is in its oth iteration. This is the
connection we need to derive the representation of a free variable $vx in scope sx·y via the following
equi-join:
”
“
qx·y ($vx ) = πiter :inner ,pos,item qx ($vx ) 1iter =outer map(x,x·y)

If we insert the binding $v 7→ qx·y ($v) into the variable
environment Γ, a reference to variable $v simply compiles
to a lookup in Γ:

{. . . , $v 7→ qv , . . . } ; loop; ∆ ` $v Z⇒ (qv , ∆)

.

(Var)

Note that relation map(x,x·y) is easily derived from the
representation of the domain ex·y of variable $vx·y (much
like the representation of $vx·y itself):
`
´
map(x,x·y) = πouter :iter ,inner %inner :hiter ,posi (qx (ex·y )) .
Figure 6 contains a line-up of the relational variable representations involved in evaluating query Q2 . Note how the
relations in Figures 6(b) and 6(c) represent the fact that,
for example, in iteration 3 of the inner loop body variable
$v0 is bound to 2 while $v0·0 is bound to 10, as desired.

Mapping back. The intermediate result computed by the
inner loop of Q2 is shown in Figure 9(a). To use this result
in scope s0 (as is required due to the sequence construction
in line 2 of Q2 ), we need to map its representation back
into s0 . This back-mapping from scope sx·y into the parent scope sx may, again, be achieved via an equi-join with
map(x,x·y) . The required join forms the compilation result
of compilation rule For (Figure 8). The rule also ensures
that the correct loop relation and variable expressions are
available when an expression is compiled.
Figure 9(b) depicts the inner loop body result after it
has been mapped back into scope s0 . Sequence construction (Rule Seq, Section 5.1) and a second back-mapping
step (from scope s0 into the top-level scope s via map( ,0) )
produces the final result of Q2 (Figure 9(c)).

5. OTHER EXPRESSION TYPES
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(a) Intermediate
result in s0·0 .

iter pos item
1 1 "1"
1 2 "10"
1 3 "1"
1 4 "20"
2 1 "2"
2 2 "10"
2 3 "2"
2 4 "20"

iter pos item
1 1 "1"
1 2 "1"
1 3 "10"
1 4 "1"
1 5 "20"
1 6 "2"
1 7 "2"
1 8 "10"
1 9 "2"
1 10 "20"

(b) Intermediate (c) Final result in
result in s0 .
top-level scope.

Figure 9: Q2 : Intermediate and final results.
iter pos item
1 1 "1"
2 1 "10"
2 2 "20"

iter pos item
1 1 "2"
2 1 "30"

iter pos item
1 1 "1"
1 2 "2"
2 1 "10"
2 2 "20"
2 3 "30"

(a) Encoding
q1 of e1 .

(b) Encoding
q2 of e2 .

(c) Encoded result
of (e1 ,e2 ).

Figure 10: Sequence construction. The dashed lines
separate the represented iterations (iter partitions).

5.1

Sequence Construction

Essentially, Rule Seq (Figure 8) compiles the sequence
construction (e1 ,e2 ) into a disjoint union of the relational
encodings q1 and q2 of e1 and e2 . Correct ordering is ensured by temporarily adding a column ord to q1 and q2 and
a subsequent renumbering of the result via %. Note that
this evaluates the sequence construction for all iterations encoded in q1 , q2 at once. Figure 10 exemplifies the operation
of the compiled algebraic expression. Relation q1 encodes
two sequences: (1) in iteration 1 and (10,20) in iteration
2, while q2 encodes (2) in iteration 1 and (30) in iteration 2.
The algebraic expression generated by Rule Seq computes
the result in Figure 10(c): the sequence construction evaluates to (1,2) in iteration 1 and (10,20,30) in iteration 2,
as expected.

5.2

Variable Binding/Usage

Variables are handled in a standard fashion: to compile
let $v := e1 return e2 , translate e1 in environment Γ to
yield the expression q1 , then compile e2 in the enriched environment Γ + {$v 7→ q1 }:
Γ; loop; ∆ ` e1 Z⇒ (q1 , ∆1 )
Γ + {$v 7→ q1 } ; loop; ∆1 ` e2 Z⇒ (q2 , ∆2 )
.
Γ; loop; ∆ ` let $v := e1 return e2 Z⇒ (q2 , ∆2 )

(Let)

A reference to $v in e2 then yields q1 via Rule Var.

5.3

Element Construction

The relation ∆ of transient nodes is populated by the
XQuery element construction operator element t { e }, in
which subexpression e is required to evaluate to a sequence
of nodes (v1 ,v2 ,. . . ,vk ). To comply with XQuery semantics, the k subtrees rooted at the nodes vi are copied to
the relation ∆ of transient nodes. A new node r with tag
name t is then added to ∆ and made the common root of
the subtree copies; r is then returned as the overall query
result.

`
´
pos
qv ≡ 1 × πiter :inner ,item %inner :hiter ,posi q1
`
´
map ≡ πouter :iter ,inner %inner :hiter ,posi q1

{. . . , $vi 7→ qvi , . . . }; loop; ∆ ` e1 Z⇒ (q1 , ∆1 )

loopv ≡ πiter qv

{. . . , $vi 7→ πiter :inner ,pos,item (qvi 1iter =outer map) , . . . } + {$v 7→ qv } ; loopv ; ∆1 ` e2 Z⇒ (q2 , ∆2 )
{. . . , $vi 7→ qvi , . `. . }; loop; ∆ ` for $v in e1 return e2 Z⇒
`
´
´
πiter :outer ,pos:pos1 ,item %pos1 :hiter ,posi/outer (q2 1iter =inner map) , ∆2

Γ; loop; ∆ ` e1 Z⇒ (q1 , ∆1 )
Γ; loop; ∆1 ` e2 Z⇒ (q2 , ∆2 )
”
”””
” “
““
“
“
ord × q1 ∪. ord × q2
,
∆
Γ; loop; ∆ ` (e1 ,e2 ) Z⇒ πiter ,pos:pos1 ,item %pos1 :hord,posi/iter
2
2
1

Γ; loop; ∆ ` e Z⇒ (qe , ∆1 )
“
“
Γ; loop; ∆ ` e/α::n Z⇒ %pos:hitemi/iter (πiter ,item qe )

α,n

”
”
.
(doc ∪ ∆1 ) , ∆1

(For)

(Seq)

(Step)

.

Γ; loop; ∆ ` e1 Z⇒ (q1 , ∆1 )

Γ; loop; ∆1 ` e2 Z⇒ (q2 , ∆2 )
n ≡ ε(doc ∪ ∆2 , q1 , q2 )
”
“
.
pos
Γ; loop; ∆ ` element e1 { e2 } Z⇒ πiter ,item:pre (roots(n)) × 1 , ∆2 ∪ πsch(doc) n

Γ; loop; ∆ ` e1 Z⇒ (q1 , ∆1 )
Γ; loop; ∆1 ` e2 Z⇒ (q2 , ∆2 )
´
`
´
`
Γ; loop; ∆ ` e1 + e2 ⇒
Z
πiter ,pos,item:res ⊕res:hitem,item 0 i (q1 1iter =iter 0 (πiter 0 :iter ,item 0 :item q2 ) ), ∆2

(Elem)

(Plus)

Figure 8: Compilation rules For, Seq, Step, Elem, and Plus.
Element construction naturally depends on the XML document representation. These specifics are encapsulated
in
.
the operator ε. Given the three arguments doc ∪ ∆ (the set
of live nodes), qt (the set of tag names), and qe (the content
of the new element), ε returns a relation with newly constructed nodes, along with their originating iteration iter .
Note how Rule Elem (Figure 8) adds the resulting nodes to
∆ to reflect the construction of the new transient nodes.
Figure 11 exemplifies the usage of the ε operator if the
XML encoding scheme of Section 2.1 is used to evaluate the
XQuery expression
let $v := e//b return element r { $v }
in which we assume that e evaluates to the singleton sequence containing the root element node a of the tree depicted in Figure 11(a). After XPath step evaluation, $v will
be bound to the sequence containing the two element nodes
with tag b (preorder ranks 1, 4). Figure 11(b) shows the
newly constructed tree fragment: the copies of the subtrees
rooted at the two b nodes now share the newly constructed
root node r.
Figure 11(c) illustrates how ε constructs the new tree fragment:
(1) the new root node r is assigned the next available preorder rank (6 in our case),
(2) the nodes in the affected subtrees are appended with
their size, kind , and prop properties unchanged, and
their level property updated.
(3) Each entry in the resulting relation n is labeled with the
originating iteration iter from qt .
The result n of ε contains two pieces of information: The
projection on the schema of the document representation
sch(doc) represents the set of new transient nodes to be
appended to ∆, while the root nodes in n constitute the
result of the overall expression. Rule Elem determines the
latter via the auxiliary function roots(n) which may be im-
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plemented as

”
“
= res:hlevel,zeroi (n × zero
roots(n) = πsch(doc)++iter σres (°
0 ))
for a pre/size/level encoding scheme.

5.4

XPath Evaluation

Our work is complementary to techniques for efficient
XPath evaluation. We encapsulate document encoding and
the access to XML tree nodes in the algebra operator .
Given an unordered set of context nodes c (represented as
.
as a relation iter item ) and the live nodes , c α,n (doc ∪ ∆)
returns all nodes reachable from c via XPath step α::n,
where duplicate elimination is performed for each iter value
in separation. The compiled algebraic expression obeys the
XPath semantics: the resulting nodes are assembled into a
sequence whose order is given by the nodes’ preorder ranks
(which reflect document order) using the % operator.

Disjointness of fragments. To evaluate α,n , the full set
of live nodes has to be queried, a disjoint union of persistently stored nodes (doc), and transient nodes constructed
at runtime (∆). Our compilation rules take care to keep
these two parts separate during compilation which opens
the door for interesting optimizations.
Since the evaluation of an XPath step never escapes the
fragment of its context node, the step may safely be evaluated on doc and ∆ in separation:
“
”
.
.
c α,n doc ∪ ∆ = (c α,n doc) ∪ (c α,n ∆)

Although more complex at first sight, the latter variant
performs the bulk of the work3 on the persistent doc table
and thus can fully benefit from the presence of indexes. The
former variant, on the other hand,
has to evaluate the axis
.
step on the derived table doc ∪ ∆ which lacks index support.
3

Typically, |∆| ¿ |doc|.

0 a5
1 b1

3 d1

2 c0

4 b0

5 e0

6 r3
7 b1

iter pos item
1 1
1
1 2
4

(a) Content
expression.

9 b0

pre size level kind prop frag
0 5
0 "elem" "a" 0
1 1
1 "elem" "b" 0
2 0
2 "elem" "c" 0
3 1
1 "elem" "d" 0
4 0
2 "elem" "b" 0
5 0
1 "elem" "e" 0

8 c0

9
pre size level kind prop frag >
>
0 5
0 "elem" "a" 0 >
>
>
old
1 1
1 "elem" "b" 0 >
>
>
2 0
2 "elem" "c" 0 >
live
>
>
3 1
1 "elem" "d" 0 >
>
>nodes
4 0
2 "elem" "b" 0 >
>
;
5 0
1 "elem" "e" 0
9
pre size level kind prop frag iter >
result
>
6 3
0 "elem" "r" 1
1 >
> of ε
>
7 1
1 "elem" "b" 1
1 >
>
>(new live
8 0
2 "elem" "c" 1
1 >
>
>
9 0
1 "elem" "b" 1
1 ; nodes)

(c) Live nodes before (left) and after element construction. The ε operator
returns the relation n containing new life nodes, labeled with their originating
iter value.
Figure 11: Element construction and the resulting extension for table doc.
(b) New tree
fragment.

Bundling XPath steps. Even if a query addresses nodes
in only moderately complex XML documents, XPath path
expressions are usually comprised of multiple, say k > 1,
location steps (let c denote a sequence of context nodes):
c/α1 ::n1 /α2 ::n2 / · · · /αk ::nk .

XMark Query

XMark
XMark
XMark
XMark

(Q3 )

Operator / associates to the left such that the above is seen
by the compiler as
`
´
· · · ((c/α1 ::n1 )/α2 ::n2 )/ · · · /αk ::nk

which also suggests the evaluation mode of such a multi-step
path. Proceeding from left to right, the ith location step
computes the context node sequence (in document order and
with duplicates removed) for step i + 1. For each of the k
steps, the system
(1) joins the current context node sequence with doc to retrieve the necessary context node properties (only the
preorder rank property pre is available in the sequence
encoding),
(2) performs the doc self-join to evaluate the XPath axis
and node test, and finally
(3) removes duplicate nodes generated in step (2).
Especially the latter proves to be quite expensive [11].
may
With the definition of operator —the output of
serve as the input to a subsequent step—we can do better:
if we extend Rule Step to translate multi-step paths as a
whole, queries of the general
form Q3 can be compiled into
.
a k-way self-join on doc ∪ ∆ (let qc denote the compilation
result for expression c):
”
”
““
.
.
(πiter ,item (qc )) α1 ,n1 (doc ∪ ∆)
α2 ,n2 (doc ∪ ∆) · · ·

This, in turn, enables the RDBMS to choose and optimize
join order, or—if suitable support is available (e.g., [3])—
compute the entire XPath step as a whole. If the XML
encoding supports the efficient exploitation of fragment disjointness, whole XPath expressions may be evaluated on doc
and ∆ in separation, before merging the overall result. Furthermore, sorting and duplicate removal is now required only
once. If the RDBMS kernel includes a tree-aware join operator, e.g., staircase join [10], duplicate removal may even
become obsolete.

5.5 Arithmetic Expressions
Our set-oriented execution model requires a means to evaluate operations on atomic values, such as arithmetics, in a
bulk fashion. Given the relational representations q1 and q2
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1
2
6
7

execution time [s]
1.1 MB 110 MB 1.1 GB

0.003
0.036
0.007
0.009

0.003
3.277
0.175
0.523

0.002
136.286
1.794
5.261

Table 2: Execution times for the XMark benchmark
set run on documents of various sizes.

of two XQuery values e1 and e2 in multiple iterations, the
expression e1 + e2 can be compiled as follows (Rule Plus):
(1) join q1 and q2 over their iterations iter ,
(2) for each tuple, compute the sum of both item values,
and
(3) project to form the final result:
`
πiter ,pos,item:res
´
⊕res:hitem,item 0 i (q1 1iter =iter 0 (πiter 0 :iter ,item 0 :item (q2 )))

This evaluation strategy is in line with XQuery semantics
which demands the result of an arithmetic expression to be
the empty sequence if either operand is the empty sequence
(i.e., one or more iter values are completely missing in q1 or
q2 ).

6.

EXPERIMENTS: DB2 RUNS XQUERY

An RDBMS can be an efficient host to XQuery. In [9],
we implemented the set of algebraic operators of Figure 5 in
SQL. This resulted in a purely relational SQL-based XQuery
processor. We then compiled and ran a number of queries
from the XMark benchmark set [16] to support our claim.
We recorded timings on a dual 2.2 GHz Pentium 4 Xeon
host, running the IBM DB2 UDB V8.1 database system.
Execution times for XML document sizes from 1.1 MB to
1.1 GB are listed in Table 2, for detailed experiments we
refer to [9].
The results confirm that our approach can indeed turn relational databases into efficient XQuery processors, scaling
well up to and probably beyond document sizes of 1 GB. The
database takes advantage of efficient indexing techniques,
best visible in the millisecond range timings for XMark 1
that essentially measures XPath performance. We have observed similar figures in earlier work [8, 10].

7. RELATED RESEARCH AND SYSTEMS
As of today, we are not aware of any other published work
which succeeded in hosting XQuery efficiently on a relational
DBMS. A recent survey paper suggests the same [12]. The
compilation procedure described here (1) is compositional,
(2) does not depend on the presence of XML Schema or DTD
knowledge (the compiler is schema-oblivious unlike [14,17]),
and, (3) is purely relational. There is no need to invade or
extend the database kernel to make the approach perform
well (although we may benefit from such extensions [10]).
The work described in [5] comes closest to what we have
developed here. Based on a dynamic interval encoding for
XML instances, the authors present a compositional translation from a subset of XQuery Core into a set of SQL view
definitions. The translation scheme falls short, however, of
preserving fundamental semantic properties of XQuery: the
omission of a back-mapping step in the translation of forexpressions prevents arbitrary expression nesting and, lacking an explicit encoding of sequence positions, the encoding
cannot distinguish between sequence and document order.
We feel that the most important drawback, however, is the
complexity and execution cost of the SQL view definitions
generated in [5]. The compilation of path expressions, for
example, leads to nested correlated queries—the RDBMS
falls back to nested-loops plans, which renders the relational
backend a poor XQuery runtime environment.

8. CONCLUSIONS AND CURRENT WORK
The XQuery compiler described in this paper targets relational database backends and thus extends the relational
XML processing stack, which was already known to be capable of providing XML mass storage as well as efficient XPath
support. The compilation procedure is largely based on a
specific encoding of sequences (the principal data structure
in the XQuery data model apart from trees) which allows for
the set-oriented evaluation of nested for-loops (the principal query building block in XQuery). The compiler relies
on the presence of the numbering operator %, which can be
efficiently implemented using widely available OLAP functionality in the SQL:1999 standard.
Our XQuery compiler offers a variety of interesting hooks
for extension and optimization, many of which we were not
able to present here. Current work in flux is related to a
considerable generalization of the disjoint fragments observation of Section 5.4. Since the early days of the development of XQuery Core, it has been observed that certain
language constructs, in particular FLWOR expressions, enjoy
homomorphic properties—in [6] this was shown by reducing FLWOR expressions to list (or sequence) comprehensions.
This may open the door for compiler optimizations [7] that
minimize those parts of a query which need to operate on
transient live nodes.
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ABSTRACT
This paper examines the use of XML for modern extractionbased question answering (QA). We feel that the XML community has taken too narrow a view of structured retrieval,
and that examining specific applications such as QA can
give the XML retrieval community a broader view of the
problems and challenges that structured retrieval faces. In
our examination of QA, we argue that the next steps for
retrieval supporting QA should be the use of a structured
database for retrieval of passages. We believe retrieving passages could provide higher precision result lists without sacrificing the recall. This could greatly reduce the processing time for question extraction or allow the examination of
more passages. The application of XML search technologies
to QA is a realistic scenario and presents several interesting
challenges to XML database systems. These challenges come
in many forms: representation of structured documents in
XML, indexing documents for efficient querying, and representation of queries. This paper explores these issues by
considering techniques for question answering and also considers future directions for QA. Specific queries are provided
as motivating examples.

1.

INTRODUCTION

Much of the existing research on XML retrieval systems
has focused on designing expressive query languages and
developing efficient structures for the support of retrieval.
Many of the examples in literature are motivated through
use cases. Use cases are a good way to examine the requirements for some specific problems, and through their
examination useful generalizations may be found. Work in
this area has produced powerful query languages for XML
such as XPath [1], XQuery [2], and NEXI [18]. However,
this research has provided little guidance on knowing which
tasks are more important to the users of an XML retrieval
system. Other works have adapted existing database query
languages such as SQL to XML [3][5]. There are no guarantees that the questions asked of traditional database systems
will be the same as those of XML retrieval systems. These

TDM’04, the first Twente Data Management Workshop on XML Databases
and Information Retrieval, Enschede, The Netherlands
c 2004 the author/owner
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issues imply the query languages may not be able to express
typical user needs and the structures may not be optimized
for the most common search tasks.
The work in the INEX community has helped to provide
some guidance by establishing a forum for the creation of
real information needs [7]. The topics created for evaluation
use either flat text queries or structured queries. All of the
information needs evaluated in INEX require some notion of
looking for text relevant to the information need. Systems
are evaluated based on how well they produce rankings of
document components that satisfy the user’s information
need.
One important recognition of INEX is the need to express
the notion of what text is about in queries. Recognizing the
role of approximate matching in XML search presents the
need for ranking results by degree of match or relevance to
the user’s information need. Another important recognition
of the INEX community is that the user may not know what
types of document components may contain information relevant to their need.
However, INEX has its limitations. Many researchers have
found it difficult to create realistic information needs that require structured queries. This may be a limitation of the nature of the corpus: a collection of journal articles about computer science with some document structure markup. The
narrow domain may limit the kinds of information needs.
Alternatively, the simple structural markup of the document
may be the limiting factor. Regardless, we feel that it is useful to look beyond INEX to find additional realistic scenarios
for XML retrieval.
Asking the “how” question of how XML can be useful for
a broader range of users and problems raises interesting research questions that will advance the state of the art within
XML. These users need not be human users - they may be
systems that process XML data. Not only will this activity
advance the start of the art for XML, but it will make XML
research applicable to a wider audience.
With that in mind, this paper explores the use of structured retrieval for question answering (QA) systems. There
are two general approaches to QA: knowledge-based and
extraction-based. Knowledge-based QA uses a database of
typically domain specific knowledge. Natural language questions are analyzed and converted into database queries that

return the answers. More recent QA has been extractionbased. Questions are asked on a open-domain text corpus and answers are extracted from the text. This process
roughly consists of three steps: question analysis, passage
retrieval, and answer extraction. This paper will focus on
extraction-based QA approaches, but with the goal of moving some of the processing usually done by the extraction
component into the retrieval component. We view this as
taking a small step from open domain extraction-based QA
toward open domain knowledge-based QA (which many systems are currently working toward).
The process of examining what XML can and cannot do for
QA will in turn point out challenges and issues for XML
retrieval. These issues come in three forms: representation
of queries, representation of structured text, and indexing of
structured text for efficient retrieval. We argue that ranking
is important, that query term weighting and proximity operations are needed, and that the structures of real documents
may be overlapping. Overlapping structure will require new
mechanisms for indexing and retrieval.
The next section reviews QA and the role of search in QA.
Section 3 provides specific motivating examples of how XML
search could be used by QA systems. Section 4 draws on the
examples to elaborate some of the challenges and limitations
for XML. Section 5 describes some potential solutions to
these problems, and Section 6 concludes the paper.

2.

OVERVIEW OF
QUESTION ANSWERING

In this section we describe approaches to QA. Techniques
generally fall into two classes: knowledge-based QA and
extraction-based QA. However, the distinction between the
two is sometimes unclear, as some extraction-based QA approaches use knowledge bases and some knowledge-based
QA systems use extraction technologies.

2.1

Knowledge-Based QA

Knowledge-based QA has a longer history than extractionbased QA. We will only briefly discuss the use of knowledge bases here as our focus is extraction-based methods.
In this setting, knowledge or facts are represented within
a database. The knowledge represented by these systems is
typically domain specific, as construction of these knowledge
bases is typically manual labor intensive. Natural language
questions are analyzed and converted into database queries
that will return the answer.
One early example of a knowledge-based QA system is Lunar [20]. Lunar parsed natural language questions into a
formal query language using syntactic and semantic rules.
The knowledge base contained chemical data about moon
that was gathered on Apollo missions.
A more modern example of a QA system that uses knowledge bases is Start [9]. Start used natural language annotations to represent knowledge. Queries were compared to
the annotations and matching annotations were returned.
These annotations took the form of triples representing a
relationship between a subject and an object. The annotations were extracted automatically from text. The knowl-
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edge represented by the simple annotations was limited, but
could answer a surprising variety of questions.

2.2

Extraction-Based QA

Much of modern research in QA is extraction-based. Answers are sought in a large, open-domain text corpus and
extracted from the text. The typical phases of an extraction
question answering system are question analysis, document
retrieval, passage extraction, and answer extraction.
The question analysis phase examines the question and often classifies it into a set of categories based on the expected answer type for the question. For example, “Where
is the Taj Mahal” would be classified as a location question.
Techniques for question analysis range from simple pattern
matching of hand-written rules [19] to classification using
parse trees [17].
There are a few basic approaches to document retrieval for
QA and passage extraction. Some systems perform both
steps at once by doing passage retrieval. Passages are typically taken as overlapping windows of terms or bytes or a
sequence of sentences. Ranking algorithms for documents or
passages are either based on traditional information retrieval
scores or measures of term proximity [4]. It is also common
to index text identifiers of text matching answer types so
that they can be included as important components of the
query [16]. Queries to the retrieval engine tend to be simple
text queries [4] or Boolean queries [14]. Passage extraction is
usually based around the tightest cluster of query terms [4].
Answer extraction takes passages and the output of the
question analysis as input and produces a ranking of answers (or one single best answer). Answer extraction tends
to be the most knowledge intensive component of QA systems. The level of knowledge encoded may vary from system
to system; some systems use extract answers using simple
templates, while others attempt to prove the answer is correct using a knowledge base and linguistic analysis of the
passage [14].

2.3

Modern Hybrid QA

Among the more knowledge intensive extraction-based techniques the works of LCC, Keselj, and van Durme. LCC [14]
uses a theorem prover that leverages linguistic knowledge
to verify extracted answers. Keselj demonstrated the use
of unification of head-driven phrase structure grammars of
processed text and queries [10]. Van Durme [19] proposed
the use of light semantic processing, fuzzy unification, and
the computation similarity score for the quality of the unification.
State-of-the art QA systems use a hybrid of extraction-based
and knowledge-based methods. Multiple techniques are used
with varying levels of knowledge and then the extracted answers from the different approaches are combined to give a
single ranking. These approaches may use existing knowledge bases or build them using information extraction techniques. For example, Jijkoun et al. [8] combine a knowledge
base with extracted factual information with template based
approaches, n-gram matches, and a full question answering
system. The knowledge base consists of tables of factual information extracted from the corpus targeted to answering

specific question types. Lin and Katz [11] provide access to
knowledge bases on the web by providing wrappers so that
object-property-value database queries can be issued. Echihabi et al. [6] combine knowledge-based approaches with
pattern-based and statistical methods.
Of particular note is the work of Litkowski [13][12]. Litkowski has been developing an XML-based QA system. The
markup employed is both syntactic and semantic in nature. Litkowski first parses passages to produce parse trees
which are then processed to annotate them with semantic role and relationship information. Question answering
is performed by creating an appropriate XPath query to
search the passages. The XPath queries are created using
a rule-based mechanism, which can be manually intensive.
In Litkowski’s evaluations, it is observed that while many
answers are found for questions, they are not always ranked
highly. This stresses the need for structured retrieval systems to rank results and gracefully back off when all desired
structural constraints are not satisfied. We argue that this
is a marked contrast to the query-relaxation approach which
provide sets of unranked (or poorly ranked) results, which
is typical for the retrieval component of many QA systems.
While this paper’s focus is on extraction-based question answering tasks, it is important to note that modern QA research is moving beyond this task. Current research in QA
also includes work on definition questions which require selection of valuable snippets. This work is more complex
as it may require novelty detection and summarization approaches to produce good answers. This work is beyond the
scope of this paper, and would have further additional requirements of a structured retrieval system. This paper’s
purpose is to start the process of examining additional requirements of structured retrieval systems, and is by no
means exhaustive.

3.

RICHER QUERIES FOR
RICHER DOCUMENTS

In most current extraction-based QA, there is little interaction between answer extraction components and retrieval
components. With a richer index that stores the output of
some system preprocessing, a greater degree of interaction
between extraction and retrieval would be enabled. We view
this as trying to treat the text retrieval system more like a
knowledge base, even though it may be a small step in that
direction. However, the goal is still extraction-based QA.
In order to enable a greater interaction between answer extraction and retrieval, we may need to index syntactic and
semantic structure contained within the documents. Typically, knowledge bases are assumed perfect, but the automatic document markup used in a QA system cannot be
assumed perfect. Knowledge encoded in text may not be
accurate, and the natural language processing methods used
will not provide perfect results. This has two primary implications to this approach:
• It is appropriate to provide rankings of results, rather
than a set. The order of the ranking should reflect
confidence of the passage matching the query. Effective retrieval should rank the most exactly matching
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results highest, but gracefully back off to approximate
matches.
• Additional processing or reasoning over text or using
external knowledge bases will still be appropriate. A
system may use an external resource containing knowledge about the world or language to verify answers. It
may also be too computationally expensive to do all
desired forms of annotation of the text prior to indexing and retrieval.

The main idea is that by increasing interaction between the
extraction and retrieval components, more specific result
lists can be passed to the extraction component. Returning
passages that are more likely to satisfy the answer extraction
component can enable some benefits:
• The extraction component then has fewer results to
process, therefore decreasing processing time during
the extraction phase.
• The extraction component can process more results,
possibly resulting in higher recall.
In order to gain these benefits, the retrieval system must
index documents with structure. Some of the options for
structural markup include:
• document structure markup - paragraphs, sections, etc.
These forms of structure are common in XML documents and can be added at low cost to flat text documents using machine learning algorithms.
• named entities. Named entities such as people names,
companies, locations, and dates are extensively used in
QA and there are established approaches for extracting
them.
• part-of-speech. Part-of-speech taggers are somewhat
expensive to run but are also commonly used by answer extraction components.
• parse trees. Parse trees are very expensive, but provide
rich information about the relationships of words in a
sentence. Parse trees are used by some QA systems.
• semantic role labels. Semantic roles are arguably more
useful than parse trees, as they can concisely represent
the relationship between objects in sentences. This
means semantic roles can apply to more general situations than parse trees.
• extracted knowledge. This knowledge is similar to semantic role labels in that it represents knowledge about
the semantics of the sentence. However, it is much
more specific to specific kinds of knowledge and may
be tailored to answering specific question types.
The structure indexed in the retrieval system can have large
effects on the types of queries that may be appropriate, as
we will see in the example below.

3.1

Example Query

In this section we examine the different types of queries that
could be asked of an XML search system for the question:

Q5:
sentence(event(kill[POS=VBD])
patient(person=‘Abraham Lincoln’)
agent(person=?))

Who killed Abraham Lincoln?
In this example we will start with simple queries typical for
retrieval components of QA systems and build up to more
complex queries that could be issued to more structured
retrieval systems. The example queries presented here do
not conform to any specific query language in order to keep
the notation simple. Later in the paper we will examine how
these queries may be represented in an XML retrieval system
and how corresponding text in documents that match the
queries could be represented. Note that we never assume the
system must match the structural requirements in the query
exactly, but should instead rank highly those that match the
query best.
Most basic information retrieval systems for QA would search
for a simple query such as:
Q1:
kill Abraham Lincoln
In the above query, “killed” has had its suffix removed, a
common practice in Information Retrieval. Question answering systems may or may not remove suffixes; this distinction is not important here. A simple marked-up document may have sentence boundaries:
Q2:
sentence(kill Abraham Lincoln)
With the annotation of named entities in the corpus, a
search may look like:
Q3:
sentence(kill person=‘Abraham Lincoln’ person=?)
This search would look for the word kill in sentences that
have a component of the person type that matched ‘Abraham Lincoln’ and contained another person component. The
second person component in the query is there to indicate
that another person should be present in the results, but
we do not know who the person is. It is likely that the extraction component would extract that component matching
“person=?” as the answer.
Adding part of speech information allows a simple constraint
on the verb:
Q4:
sentence(kill[POS=VBD] person=‘abraham lincoln’
person=?)
The notation “kill[POS=VBD]” may confuse some readers
familiar with XPath, as this would match an XML component “<kill POS=‘VBD’/>”. We do not wish to imply the
XML document is marked up in this manner, we just borrowed the XPath notation here and applied it to attributes
of terms. We will discuss in the next section queries and
document structures that more closely match XPath and
XML notations.
Using a semantic tagger on the corpus would allow even
richer queries:
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The usefulness of semantic role labeling should be very apparent with this query. Enforcing that Abraham Lincoln be
the person that is killed in the sentence and ensuring that
there also be a person that did the killing would give us
high confidence that the sentence contains a good candidate
answer. Even without the named entity tagging and partof-speech tagging, semantic role labeling would be powerful.
Consider:
Q6:
sentence(event(kill) patient(Abraham Lincoln)
agent=?)
Document components satisfying this query would still provide good candidate answers.
Despite all of the nice aspects of query Q5, it still requires
that the verb be ‘kill’ and that the named entity match
“Abraham Lincoln”. It would be nice to represent a set of
words or a concept within a query. For example, the kill
concept could be represented as a multinomial probability
distribution:
Q7:
sentence(
event(#model(0.4 kill 0.3 assassinate
0.2 murder 0.1 shoot)[POS=VBD])
patient(person=‘Abraham Lincoln’)
agent(person=?))
We use ] here to denote a query operator rather than an element type. Note that it is not uncommon for information
retrieval systems to provide some form of query term weighting. Query weighting is very useful for automatic term expansion. The probability distribution for ‘kill’ in query Q7
could be constructed from outside resources such as WordNet or a thesaurus. We may additionally wish to expand on
variants of ‘Abraham Lincoln’ using some outside resource.
Q8:
sentence(
event(#model(0.4 kill 0.3 assassinate
0.2 murder 0.1 shoot)[POS=VBD])
patient(person=#model(0.4 ‘Abraham Lincoln’
0.4 ‘President Lincoln’
0.1 ‘honest Abe’
0.1 ‘Lincoln’))
agent(person=?))
Representation of queries as in Q8 has several strengths.
Flexibility on terms matching is allowed through the use
of weighted query components. The term weighting allows
the use of outside resources to incorporate world or domain
knowledge to improve recall. The semantic role labels ensure that the sentence will have a good candidate answer,
which the answer extraction component may verify using
external resources. The use of part-of-speech and namedentities provides redundancy over the semantic role labels
and may allow the system to still find a good candidate answer where the semantic role labeler failed to process the
sentence properly.

On the other hand query Q8 is not likely a realistic query
with today’s technologies. Performing all of this processing
prior to indexing would be very costly and probably impractical. Queries Q1 - Q3 all are realistic examples as many QA
systems already index features of this kind. The use of term
weighting in queries Q7 and Q8 is also practical, as this does
not require additional processing for indexing. This processing would be done at query analysis time. Perhaps the most
sophisticated realistic query would look like:

representations would be quite useful. Queries could be created and issued for specific templates, and the highly ranked
components in the returned component lists should match
the templates well.

4.

CHALLENGES FOR REPRESENTING
RICHER DOCUMENTS

Q9:
sentence(#model(0.4 kill 0.3 assassinate
0.2 murder 0.1 shoot)
person=#model(0.4 ‘Abraham Lincoln’
0.4 ‘President Lincoln’
0.1 ‘honest Abe’
0.1 ‘Lincoln’)
person=?)

The rich variety of queries presented in the previous section should make the usefulness of structured documents and
structured queries for QA clear. However, we left out many
details in the previous section and did not discuss how these
structures could be represented in XML documents. In this
section, we reanalyze the queries with respect to document
components. We provide example document components in
XML that would match the queries where possible, and discuss problems arising from alternative query and document
representations.

This query has many of the benefits of Q8, but additional
text processing would still be required to ensure that the
other person in the sentence did the action of killing Abraham Lincoln.

Query Q1 is a standard flat text query, so any document
component containing all three query terms would be ranked
highly. Some examples of text that would match query Q2
are:

The addition of extracted knowledge in the index may take
several forms. Consider the extraction of (object, property,
value) triples were extracted as in [9][11]. The role of the
retrieval engine would then be to match the “assassinated”
property and the “Abraham Lincoln” value and returning
the object:

S1:
<sentence>
John Wilkes Booth killed Abraham Lincoln.
</sentence>

Q10:
opv-triple(object=?
property=#model(0.4 kill 0.3 assassinate
0.2 murder 0.1 shoot)
value=#model(0.4 ‘Abraham Lincoln’
0.4 ‘President Lincoln’
0.1 ‘honest Abe’
0.1 ‘Lincoln’))
Many QA systems use template based methods. One template that may be generated for the query would be:
killed Abraham Lincoln.
where the blank indicates the answer to be extracted. To
effectively support these queries, the queries issued to the retrieval component would need to support sequences of terms.
Some queries for the above template might look like:
Q11:
sentence(#sequence(kill Abraham Lincoln))

S2:
<sentence>
During the Black Hawk War, Captain Abraham
Lincoln was forced to kill Native Americans.
</sentence>
Sentence S1 contains the desired answer, while S2, which
also matches the query well, does not. The use of named
entities in Q3 would eliminate this problem, as S2 only contains one person. Some text matching Q3 is:
S3:
<sentence>
<person> John Wilkes Booth </person>
killed
<person> Abraham Lincoln </person> .
</sentence>
While the part-of-speech attribute in Q4 may be simple to
represent in a manner similar constraints in XPath, this
complicates how the text must be represented in the document. As individual terms cannot have attributes, kill must
be represented as a document component. For instance:
S4:
<sentence>
<person> John Wilkes Booth </person>
<term POS=‘VBD’> killed </term>
<person> Abraham Lincoln </person> .
</sentence>

Q12:
sentence(‘kill Abraham Lincoln’)
Q13:
sentence(#sequence(person=? kill
person=‘Abraham Lincoln’))
Query Q11 and Q12 represent a queries for a system that
has only sentence boundaries marked, while Q13 represents
a query for a system with both sentence boundaries and
named entities. For QA systems that use templates for candidate answer extraction, the inclusion of sequences in query
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In turn, a more accurate query would be:
Q14:
sentence(term[POS=‘VBD’]=‘kill’
person=‘abraham lincoln’
person=?)

However, it is likely that part-of-speech tagging would be
performed on every term, yielding a structure more like:
S5:
<sentence>
<person>
<term POS=‘NNP’> John </term>
<term POS=‘NNP’> Wilkes </term>
<term POS=‘NNP’> Booth </term>
</person>
<term POS=‘VBD’> killed </term>
<person>
<term POS=‘NNP’> Abraham </term>
<term POS=‘NNP’> Lincoln </term>
</person> .
</sentence>

<sentence>
<person> John Wilkes Booth </person>
killed
<person> Abraham Lincoln </person>
</sentence>
When merging the results of the role labeler in S7 and the
results of the named-entity tagger in S8, we are faced with a
problem. We may decide that the agent is contained within
the person, yielding:

Which then raises questions about how to represent person=‘abraham lincoln’ in the query:
Q15:
sentence(term[POS=‘VBD’]=‘kill’
person(term=‘abraham’ term=‘lincoln’)
person=?)
Already with just three types of simple markup we see complications arising in the document and query representations. However, the following structure appears at the first
examination to be adequate for text matching queries Q6Q13:
S6:
<sentence>
<agent>
<person>
<term POS=‘NNP’> John </term>
<term POS=‘NNP’> Wilkes </term>
<term POS=‘NNP’> Booth </term>
</person>
</agent>
<event>
<term POS=‘VBD’> killed </term>
</event>
<patient>
<person>
<term POS=‘NNP’> Abraham </term>
<term POS=‘NNP’> Lincoln </term>
</person>
</patient> .
</sentence>

S9:
<sentence>
<person>
<agent> John Wilkes </agent>
Booth
</person>
<event> killed </event>
<person> Abraham Lincoln </person>
</sentence>
This will no longer match the query Q6 as well, due to the
reversed order of the structure. The could also lead to an
inconsistency of ordering component types in the hierarchy,
and possibly violate a DTD. These are not the only problems
that could arise in this situation. Suppose the named-entity
tagger also produces errors:
S10:
<sentence>
John <person> Wilkes Booth </person>
killed
<person> Abraham Lincoln </person>
</sentence>
Any attempts to merge S7 and S10 will have the problem
that this can no longer be represented in XML using the
simple hierarchical structure we have been using. One approach to deal with this problem would be to try to enforce a DTD when merging the output of different processing components. This would be effectively second-guessing
the output of natural-language processors that have been
optimized for their task, and any attempt to do this is likely
to be heuristic at best.
Another approach would be to index the output of the processors separately at some level where there is likely to be
no conflicts of this type, such as at the sentence level. This
has the problem that we no longer can ask questions about
the relationships between the different natural-language processes. A query on these documents might be:

Unfortunately, this structure is not adequate. The namedentity tagging and the semantic role labeling may be done
by separate components and may give incompatible results.
Consider the case where there may be errors in the semantic
role labeler:
S7:
<sentence>
<agent> John Wilkes </agent> Booth
<event> killed </event>
<patient> Abraham Lincoln </patient>
</sentence>

Q16:
sentence(patient(Abraham Lincoln)
person=‘Abraham Lincoln’
event(kill)
kill[POS=‘VBD’]
person=?
agent=?)
Due to the loss of being able to identify that the person
‘Abraham Lincoln’ is the same as the patient ‘Abraham
Lincoln’ is very limiting and we have no guarantees that
the relationships we desire are preserved. This also would
have the text duplicated by every processing component,
increasing the collection size dramatically.

S8:
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The problem of representing different hierarchies of markup
can also be highlighted by considering different parses of a
sentence. Ambiguous sentences may have multiple correct
parses, and it is desirable to have the capability to index
them. These parse trees will have overlapping components,
and a single hierarchy no longer makes sense for a document.
A parser may output multiple parses of sentences with a confidence value associated with each. Ideally, a system would
be capable of indexing these alternatives and weighting them
accordingly during retrieval.

4.1

Summary of Challenges

Before we present an alternative XML representation, we
first summarize the previous discussion of using XML for
QA. This section and the previous section has highlighted
several challenges for XML systems:
1. Queries represent information needs and results should
be ranked according to relevance.
2. There is a need to represent term weighting in XML
queries.
3. Order and proximity are important for QA and this
should be reflected in queries and indexing.
4. There are multiple overlapping hierarchies of structure
for text that we would like to index.
5. It is important to be able to express relationships between components in these hierarchies.
6. The relationships between hierarchies may not be exact due to errors in language processing so approximate matching on structure and terms is important
and should be reflected in the result rankings.

5.

POTENTIAL SOLUTIONS

The challenges presented by trying to apply XML to QA
are not insurmountable. However, they do require a different view of how to represent structure in XML documents.
The single hierarchy solution is not appropriate for all tasks.
Additionally, it is important to recognize the role of proximity, order, weighted query terms, and approximate matching
of structure.
The first challenge of approximate matching and ranking
according to relevance is a very important challenge. This
has already been recognized by many XML researchers, and
INEX is providing an evaluation forum for the understanding of this problem. They have also developed a query language called NEXI based on XPath for XML retrieval.
Challenges 2 and 3 are perhaps the easiest to accommodate
within XML databases. Existing query languages can be
expanded to include term weighting. Some query languages
support only strict matches, and the incorporation of query
term weighting is one way to provide feedback to the system
about relative importance in rankings. Order and proximity can also be added to existing query languages. It is
important to note here that XPath does have the ability to
place some constraints on order. Order does have an impact
on the indexing of XML documents. Term and document
component locations are not indexed by all XML systems,
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but they are important for some retrieval tasks. Queries
with phrases, sequential constraints, and proximity weights
in the ranking all require term locations to be indexed.
The last three challenges are all related and there is at
least one solution that addresses these concerns in a unified manner. Offset annotation can be used to represent
the alternative and perhaps overlapping structures for text.
In offset annotation, an index of structure separate from
the original text of the document is created that contains
cross-references to the original text. The cross-references
are called offsets, and may be in terms of byte locations or
token positions. To keep our example simple, we will use
token positions and assume the original text has been tokenized in a uniform manner for all processing components.
In this case, we will place each token on a separate line, with
the term location in parentheses:
(1)
(2)
(3)
(4)
(5)
(6)

John
Wilkes
Booth
killed
Abraham
Lincoln

In practice it is much more likely to use byte offset annotation for a QA system and preserve the original text, as
many pattern based techniques leverage punctuation. An
example of an annotation for this text is:
<named-entities>
<person begin=‘1’ length=‘3’/>
<person begin=‘5’ length=‘2’/>
</named-entities>
<parse-trees>
<sentence begin=‘1’ length=‘6’>
<noun-phrase begin=‘1’ length=‘3’/>
<verb-phrase begin=‘4’ length=‘6’>
<noun-phrase begin=‘5’ length=‘2’/>
</verb-phrase>
</sentence>
</parse-trees>
<semantic-roles>
<predicate begin=‘1’ end=‘6’>
<event begin=‘4’ length=‘1’/>
<agent begin=‘1’ length=‘3’/>
<patient begin=‘5’ length=‘2’/>
</predicate>
</semantic-roles>
<pos-labels>
<NNP begin=‘1’ length=‘1’/>
<NNP begin=‘2’ length=‘1’/>
<NNP begin=‘3’ length=‘1’/>
<VBD begin=‘4’ length=‘1’/>
<NNP begin=‘5’ length=‘1’/>
<NNP begin=‘6’ length=‘1’/>
</pos-labels>
<opv-triples>
<opv-triple>
<object begin=‘1’ length=‘3’/>
<property begin=‘4’ length=‘1’/>
<value begin=‘5’ length=‘6’/>
</opv-triple>
</opv-triples>

The example above is somewhat more verbose than it would
need to be in practice. This annotation structure allows
for natural representation of the different hierarchies of the
sentence. It also allows for overlapping structures and alternative structures. For example, a sentence with multiple
parse trees could simply have two sentence entries in the
parse-trees component.
The importance of multiple annotations cannot be stressed
enough. In order for a structured retrieval system to be flexible for a number of tasks, it must be capable of supporting
arbitrary structures. In limited natural language tasks, it
may be possible to impose a single strict hierarchy on the
structure and embed it into the text. Even in these simple
cases, this modifies the original text which may be undesirable. We saw in the examples above some complications of
this in a very simple sentence. Language is ambiguous and
multiple correct parses are not uncommon. Even if a sentence is not ambiguous, natural language processing tools
are not perfect. It is not desirable to lose the structures represented in an alternative parse, as the alternative may be
the correct parse. In other cases, one may wish to work with
the output of multiple parsers and index these structures.
Offset annotation is a viable way to represent these structures. It can cleanly accommodate multiple parses of a sentence. It can also cleanly represent and separate different
kinds of structure, such as extracted knowledge, syntactic
structures, semantic role labels, and named entities.
Representing structure using offset annotation would have
implications on the query language. XPath and NEXI would
not satisfy the needs for querying this document and its
structure in a simple manner. In particular, a useful query
language would still look similar those in the example queries
given above. The query language should have the power to
suggest relationships between document components across
types. That is, it should be able to simply express that a
person named-entity should be contained within an agent.
It should also be easy to refer to the text of the original
document in a simple manner. We don’t want to have to
look up the begin and length of a component, then crossreference that with the text of the document. This should
be a simple and intuitive mechanism, as it will be performed
often.
While query languages that resemble XPath and NEXI do
not allow the desired simple expression discussed above,
query languages that resemble these languages are not out
of the question. The semantics of some of the underlying
notations may be changed to refer to their natural analogs
in this setting. Hierarchical relationships expressed between
components in the query should be treated as suggestions.
Explicit nestings found in the structural annotations should
be preferred, and other hierarchical relationships should be
given a score based on how much of the ‘child’ is contained
by the ‘parent’.
The ‘contains’ and ‘about’ operators used in XPath and
NEXI should automatically look up the contents of the original text. Additionally, a ‘weight’ operator could be included
as a term weighting strategy. For example, a realistic rewrite
of Q8 might be:
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Q15:
//sentence[
.//event//VBD[weight(0.4 kill 0.3 assassinate
0.2 murder 0.1 shoot)]
AND
.//patient//person[weight(0.4 ‘Abraham Lincoln’
0.4 ‘President Lincoln’
0.1 ‘honest Abe’
0.1 Lincoln)]
AND
.//agent//person]
Loose interpretation of the structural requirements and the
‘AND’ clauses would allow for reasonable rankings of document components in such an XML retrieval system supporting QA. In this case, we could even have the system
extract the desired answer by moving the ‘agent//person’
component out of the conjunction:
Q16:
//sentence[
.//event//VBD[weight(0.4 kill 0.3 assassinate
0.2 murder 0.1 shoot)]
AND
.//patient//person[weight(0.4 ‘Abraham Lincoln’
0.4 ‘President Lincoln’
0.1 ‘honest Abe’
0.1 Lincoln)]
]//agent//person
The above example illustrates how queries and documents
could be represented within XML for the assistance of extraction-based QA. These representations will impact the index
structures used within databases to optimize for retrieval,
but we will not go into details here, as optimizing indexing
structures is an area of ongoing research.
Returning to the first challenge, ranking components according to how well they match the queries could be done
in many ways. For example, language modeling and generative probability distributions [15] could be easily adapted
to this context. Matching the ‘weight’ and ‘about’ clauses
could be done with a simple language model comparison,
and the loose structural requirements for the containment
relationships could be ranked by estimating probabilities using observation of the document structure.

6.

CONCLUSIONS

This paper examined the use of XML databases for assisting extraction-based QA systems. We argued that XML
retrieval could allow for a tighter integration of the answer
extraction and passage retrieval components of typical QA
systems. We also looked forward beyond what is currently
done most QA systems and presented a vision of QA that
is closer to treating an open-domain corpus as a knowledge
base. While everything we proposed is not practical now,
there are clear steps that could be taken toward that goal.
The process of examining XML databases and QA together
presented some challenges for XML systems. Ranking is
important for XML retrieval, as information needs may be
approximate and vague. It is important to have mechanisms
for term weighting and proximity operations in queries. Finally, the structures of real documents may be overlapping

and messy, so mechanisms for indexing and retrieval should
be adapted to work with these idiosyncrasies. We feel that
this process was informative, and should be carried out with
other applications in mind.
We also proposed alternative representations for the documents and queries in order to neatly support and represent them for QA related tasks. These different representations will require adaptations to the indexing techniques
and query processing techniques. We believe that the use of
generative probability distributions is one effective way to
rank document components for structured queries.
We feel the it is important to examine a wide variety of problems that can be addressed by structured retrieval systems.
In order to best understand the needs of structured retrieval,
it is necessary to look beyond simple ad-hoc retrieval tasks.
This paper examined the application of structured databases
to QA, and it resulted in some challenges for XML retrieval.
This process should be carried out for additional retrieval
tasks, as they will highlight additional challenges.
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ABSTRACT
Three approaches to content-and-structure XML retrieval
are analysed in this paper: first by using Zettair, a fulltext information retrieval system; second by using eXist, a
native XML database, and third by using a hybrid XML retrieval system that uses eXist to produce the final answers
from likely relevant articles retrieved by Zettair. INEX 2003
content-and-structure topics can be classified in two categories: the first retrieving full articles as final answers, and
the second retrieving more specific elements within articles
as final answers. We show that for both topic categories
our initial hybrid system improves the retrieval effectiveness
of a native XML database. For ranking the final answer
elements, we propose and evaluate a novel retrieval model
that utilises the structural relationships between the answer
elements of a native XML database and retrieves Coherent
Retrieval Elements. The final results of our experiments
show that when the XML retrieval task focusses on highly
relevant elements our hybrid XML retrieval system with the
Coherent Retrieval Elements module is 1.8 times more effective than Zettair and 3 times more effective than eXist, and
yields an effective content-and-structure XML retrieval.

Keywords
XML Information Retrieval, native XML Database, eXist,
Zettair, INEX

1.

INTRODUCTION

This paper explores an effective hybrid XML retrieval approach that combines full-text information retrieval features
with XML-specific retrieval features found in a native XML
database. We focus on improving XML retrieval for contentand-structure (CAS) retrieval topics, which represent topics
that enforce constraints on the existing document structure
and explicitly specify the type of the unit of retrieval (such
as section or paragraph). A retrieval challenge for a CAS
topic is providing relevant answers to a user information
need. In our previous work [6] we investigated the impact

of different XML retrieval approaches on content-only (CO)
retrieval topics, and also proposed a hybrid system as an
effective retrieval solution. Both CAS and CO topics are
part of INEX1 , the INitiative for the Evaluation of XML
Retrieval.
The INEX 2003 CAS retrieval topics can be classified in
two categories: the first category of topics where full articles rather than more specific elements are required to be
retrieved as final answers, and the second category of topics where more specific elements rather than full articles are
required to be retrieved as final answers.
For topics in the first category, we investigate whether a fulltext information retrieval system is capable of retrieving full
article elements as highly relevant answers. We use Zettair2
(formerly known as Lucy) as our choice for a full-text information retrieval system. Zettair is a compact and fast
full-text search engine designed and written by the Search
Engine Group at RMIT University. Although Zettair implements an efficient inverted index structure [11], the unit of
retrieval is a full article, and currently it is neither capable of
indexing and retrieving more specific elements within articles nor capable of specifying constraints on elements within
articles.
For topics in the second category, we investigate whether an
XML-specific retrieval system is capable of retrieving more
specific elements as highly relevant answers. We use eXist3 , an open source native XML database, as our choice for
an XML-specific retrieval system. eXist implements many
XML retrieval features found in most native XML databases,
such as full and partial keyword text searches and proximity functions. Two of eXist’s advanced features are efficient
index-based query processing and XPath extensions for fulltext search [3]. However, most native XML databases follow
Boolean retrieval approaches and are not capable of ranking
the final answer elements according to their estimated likelihood of relevance to the information need in a CAS retrieval
topic.
Our initial experiments using a native XML database approach show a poor retrieval performance for CAS retrieval
1

http://www.is.informatik.uniduisburg.de/projects/inex/index.html.en
2
http://www.seg.rmit.edu.au/lucy/
3
http://exist-db.org/

TDM’04, the first Twente Data Management Workshop on XML Databases
and Information Retrieval, Enschede, The Netherlands
c 2004 the author/owner
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topics. We also observe a similar retrieval behaviour for CO
retrieval topics [5, 6]. In an effort to enhance its XML retrieval effectiveness, we implement a retrieval system that
follows a hybrid XML retrieval approach. The native XML
database in our hybrid system effectively utilises the information about articles likely to be considered relevant to an
XML retrieval topic. In order to address the issue of ranking the final answer elements, we develop and evaluate a
retrieval module that for a CAS topic utilises the structural relationships found in the answer list of a native XML
database and retrieves a ranked list of Coherent Retrieval Elements (CREs). Section 3.4 provides the definition of CREs
and highlights their importance in the XML retrieval process. Our module can equally be applied to both cases when
the logical query constraints in a CAS topic are treated as
either strict or vague, since it is capable of identifying highly
relevant answer elements at different levels of retrieval granularity.
The hybrid system and the CRE retrieval module we use in
this paper extend the system and the module we previously
proposed and evaluated for the INEX 2003 CO retrieval topics [6].

2.

ANALYSIS OF INEX 2003 TOPICS

INEX provides a means, in the form of a test collection and
corresponding scoring methods, to evaluate the effectiveness
of different XML retrieval systems. INEX uses an XML
document collection that comprises 12107 IEEE Computer
Society articles published in the period 1997-2002 with approximately 500MB of data. Each year (starting in 2002)
a new set of XML retrieval topics are introduced in INEX
which are then usually assessed by participating groups that
originally proposed the topics.
The XML retrieval task performed by the groups participating in INEX is defined as ad-hoc retrieval of XML documents. In information retrieval literature this type of retrieval involves searching a static set of documents using a
new set of topics, which represents an activity commonly
used in digital library systems.
Within the ad-hoc retrieval task, INEX defines two additional retrieval tasks: a content-only (CO) task involving
CO topics, and a content-and-structure (CAS) task involving CAS topics. A CAS topic enforces restrictions with respect to the underlying document structure by explicitly
specifying the type of the unit of retrieval, whereas a CO
topic has no such restriction on the elements retrieved. In
INEX 2003, the CAS retrieval task furthermore comprises
a SCAS sub-task and a VCAS sub-task. A SCAS sub-task
considers the structural constraints in a query to be strictly
matched, while a VCAS sub-task allows the structural constraints in a query to be treated as vague conditions.
In this paper we focus on improving XML retrieval for CAS
topics, in particular using the SCAS retrieval sub-task.

2.1 INEX CAS Topic Example
Table 1 shows the CAS topic 86 proposed by our participating group in INEX 2003. This topic searches for elements within articles (sections) focusing on electronic payment technologies implemented in mobile computing de-
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<?xml version=”1.0” encoding=”ISO-8859-1”? >
<!DOCTYPE inex topic SYSTEM ”topic.dtd”>
<inex topic topic id=”86” query type=”CAS” ct no=”107”>
<title>
//sec[about(., ’mobile electronic payment system’)]
</title>
<description>
Find sections that describe technologies for
wireless mobile electronic payment systems
at consumer level.
</description>
<narrative>
To be relevant, a section must describe securityrelated technologies that exist in electronic
payment systems that can be implemented in
hardware devices. A section should be considered
irrelevant if it describes systems that are
designed to be used in a PC or laptop.
</narrative>
<keywords>
mobile, electronic payment system,
electronic wallets, e-payment, e-cash,
wireless, m-commerce, security
</keywords>
</inex topic>
Table 1: INEX 2003 CAS Topic 86
vices, such as mobile phones or handheld devices. A section
element is considered relevant if it describes technologies
that can be used to securely process electronic payments in
mobile computing devices.
Thus for a section element to be considered marginally, fairly
or highly relevant, it is very likely that it will at least contain
a combination of some important words or phrases, such as
mobile, security, electronic payment system or e-payment.
Furthermore, for the INEX XML document collection the
sec, ss1 and ss2 elements are considered equivalent and
interchangeable for a CAS topic. In that sense, an XML
retrieval system should follow an effective extraction strategy
capable of producing coherent answers with the appropriate
level of retrieval granularity (such as retrieving sec rather
than ss2 elements).

2.2 INEX CAS Topic Categories
INEX 2003 introduces 30 CAS topics in total, with topic
numbers between 61 and 90. Out of the CAS topic titles,
we distinguish two categories of topics.
• The first category of topics seek to retrieve full articles
rather than more specific elements within articles as
final answers. There are 12 such topics, their numbers
being 61, 62, 63, 65, 70, 73, 75, 79, 81, 82, 87, 88. We
refer to such topics as Article topics.

• The second category of topics seek to retrieve more
specific elements within articles rather than full articles as final answers. There are 18 topics that belong
to this category. We refer to such topics as Specific
topics.

3.

XML RETRIEVAL APPROACHES

Most full-text information retrieval systems ignore the information about the document structure and consider whole
documents as units of retrieval. Such retrieval systems take
queries that often represent a bag of words, where phrases or
logical query operators could also be included. The final list
of answer elements usually comprises ranked list of whole
documents sorted in a descending order according to their
estimated likelihood of relevance to the information need in
the query. Accordingly, it is expected that for CAS retrieval
topics in the first category a full-text information retrieval
system would be able to successfully retrieve highly relevant
articles.
Most native XML databases support XML-specific retrieval
technologies, such as found in XPath and XQuery. The information about the structure of the XML documents is
usually incorporated in the document index, allowing users
to query both by document content and by document structure. This allows an easy identification of elements that belong to the XML documents, either by the path they appear
in the document or by certain keywords they contain. Accordingly, it is expected that a native XML database would
be suitable for CAS retrieval topics that belong in the second
category.
In an effort to support a content-and-structure XML retrieval that combines both CAS topic categories, we develop
a hybrid XML retrieval system that uses a native XML
database to produce final answers from those documents
that are estimated as likely to be relevant by a full-text information retrieval system.
The following sections describe the XML retrieval approaches
implemented in the respective systems, together with some
open issues that arise when a particular retrieval approach
is applied.

3.1 Full-Text Information Retrieval Approach
The efficient inverted index structure is first used with Zettair
to index the INEX XML document collection. The term
postings file is stored in a compressed form on disk, so the
size of the Zettair index takes roughly 26% of the total
collection size. The time taken to index the entire INEX
collection on a system with a Pentium4 2.66GHz processor
and a 512MB RAM memory running Mandrake Linux 9.1
is around 70 seconds.
A topic translation module is used to automatically translate an INEX CAS topic into a Zettair query. For INEX
CAS topics, terms that appear in the <Title> part of the
topic are used to formulate the query. Up to 100 <article>
elements are then returned in the descending order according to their estimated likelihood of relevance to the CAS
topic. One retrieval issue when using Zettair, which is in
particular related to the XML retrieval process, is that it is
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not currently capable of indexing and retrieving more specific elements within articles.
When the information retrieval task involves retrieval of
whole documents with varying lengths, the pivoted cosine
document length normalisation scheme is shown to be an
effective retrieval scheme [8]. For the INEX XML document
collection, we calculated the optimal slope parameter in the
pivoted cosine ranking formula by using a different set of
retrieval topics (those from the previous year, INEX 2002).
When using terms from <Title> part of INEX topics while
formulating Zettair queries, we found that a slope parameter with a value of 0.25 yields highest system effectiveness
(although when longer queries are used, such as queries that
contain terms from the <Keywords> part of INEX topics, a
different value of 0.55 would be better [6]). Consequently,
for INEX 2003 CAS topics we use the value of 0.25 for the
slope parameter in the pivoted cosine ranking formula in
Zettair.

3.2 Native XML Database Approach
With eXist, the INEX XML document collection is first indexed by using its efficient indexing scheme. This index
stores the information about the parsed elements within articles together with the information about the attributes
and all word occurrences; its size is roughly twice as big as
the total collection size. The time taken to index the entire INEX collection on a system with a Pentium 4 2.6GHz
processor and a 512MB RAM memory running Mandrake
Linux 9.1 is around 2050 seconds.
A topic translation module is used to automatically translate
an INEX CAS topic into two eXist queries: AND and OR.
For INEX CAS topics, the terms and structural constraints
that appear in the <Title> part of the CAS topic are used
to formulate eXist queries. The &= and |= query operators
are used with eXist while formulating the above queries,
respectively. The AND and OR eXist queries are depicted
in solid boxes in Figure 1 where the elements to be retrieved
are specified explicitly.
For an INEX CAS topic, our choice for the final list of answer elements comprises matching elements from the AND
answer list followed by the matching elements from the OR
answer list that do not belong to the AND answer list. If
an AND answer list is empty, the final answer list is the
same as the OR answer list. In both cases it contains (up
to) 100 matching articles or elements within articles. The
equivalent matching elements are also considered during the
retrieval process.
We observed two retrieval issues while using eXist, which
are in particular related to the XML retrieval process.
1. For an INEX CAS topic that retrieves full articles
rather than more specific elements within articles, the
list of answer elements comprises full articles that satisfy the logical query constraints. These articles are
sorted by their internal identifiers that correspond to
the order in which each article is stored in the database.
However, there is no information about the estimated
likelihood of relevance of a particular matching article
to the information need expressed in the CAS topic.

Topic translation
Zettair query
Query

’mobile electronic payment system’

Zettair

Index

eXist AND query
collection(’/db/INEX’)
//(sec|ss1|ss2)[. &=’mobile electronic payment system’]

INEX Topic 86

Answers

collection(’/db/INEX’)
//*[. &=’mobile electronic payment system’]

eXist OR query
collection(’/db/INEX’)
//(sec|ss1|ss2)[. |=’mobile electronic payment system’]

Up to 100
collection(’/db/INEX’)
//*[. |=’mobile electronic payment system’]

Highly Ranked
Articles from Zettair

AND Query
CRE module Hybrid list
AND

FINAL ANSWERS

Coherent

Up to 100 Coherent
<sec> or equivalent tags

Coherent

OR

AND
list
OR
list

INEX XML
document collection
(12107 IEEE articles)

OR Query

AND
Answers

Article Query

eXist
Index

OR
Answers

FINAL ANSWERS
Up to 100 Matching
<sec> or equivalent tags

INEX XML
document collection
(12107 IEEE articles)

Figure 1: A hybrid XML retrieval approach to INEX CAS topics.
2. For an INEX CAS topic that retrieves more specific
elements within articles rather than full articles, the
list of answer elements comprises most specific elements that satisfy both the content and the granularity constraints in the query. eXist orders the matching elements in the answer list by the article where
they belong, according to the XQuery specification4 .
However, there is no information whether a particular
matching element in the above list is likely to be more
relevant than other matching elements that belong to
the same article. Accordingly, ranking of matching elements within articles is also not supported.
The following sections describe our approaches that address
both of these issues.

3.3 Hybrid XML Retrieval Approach
Our hybrid system incorporates the best retrieval features
from Zettair and eXist. Figure 1 shows the hybrid XML retrieval approach as implemented in the hybrid system. We
use the CAS topic 86 throughout the example. Zettair is
first used to obtain (up to) 100 articles likely to be considered relevant to the information need expressed in the CAS
topic as into a Zettair query. For each article in the answer
list produced by Zettair, both AND and OR queries are then
applied by eXist, which produce matching elements in two
corresponding answer lists. The answer list for an INEX
CAS topic and a particular article thus comprises the article’s matching elements from the AND answer list followed
by the article’s matching elements from the OR answer list
that do not belong to the AND answer list.
The final answer list for an INEX CAS topic comprises (up
to) 100 matching elements and equivalent element tags that
4

http://www.w3.org/TR/xquery/#N10895
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belong to highly ranked articles as estimated by Zettair. The
final answer list is shown as Hybrid list in Figure 1.
Figure 1 also shows queries and other parts of our hybrid system depicted in dashed boxes, where we also explore whether
using CO-type queries could improve the CAS retrieval task.
This can equally be applied to the hybrid approach as well
as to the native XML database approach, since they both
use eXist to produce the final list of matching elements. The
next section explores this retrieval process in detail.
The hybrid XML retrieval approach addresses the first retrieval issue observed in a native XML database approach.
However, because of its modular nature we observe a loss
in efficiency. For a particular CAS topic, up to 100 articles
firstly need to be retrieved by Zettair. This article list is
then queried by eXist, one article at a time. In order to
retrieve (up to) 100 matching elements, eXist may need to
query each article in the list before it reaches this number.
Obviously, having an equally effective system that produces
its final list of answer elements much faster would be more
efficient solution. The second retrieval issue observed in a
native XML database approach still remains open, since for
a particular article our hybrid XML retrieval system also
uses eXist to produce its final list of answer elements.
The following section describes one possible approach that
addresses this issue.

3.4 Rank the Native XML Database Output
This section describes our novel retrieval module that utilises
the structural relationships between elements in the eXist’s
answer list and identifies, ranks and retrieves Coherent Retrieval Elements. Our definition of a Coherent Retrieval
Element is as follows.

Article
ic/2000/w6074
ic/2000/w6074
ic/2000/w6074
ic/2000/w6074
ic/2000/w6074
ic/2000/w6074
ic/2000/w6074
ic/2000/w6074
ic/2000/w6074

Answer element
/article[1]/bdy[1]/sec[1]/ip1[1]
/article[1]/bdy[1]/sec[1]/p[2]
/article[1]/bdy[1]/sec[2]/ip1[1]
/article[1]/bdy[1]/sec[2]/p[2]
/article[1]/bdy[1]/sec[2]/p[5]
/article[1]/bdy[1]/sec[2]/p[6]
/article[1]/bdy[1]/sec[3]/ip1[1]
/article[1]/bdy[1]/sec[3]/p[2]
/article[1]/bdy[1]/sec[4]/p[3]

Article
ic/2000/w6074
ic/2000/w6074
ic/2000/w6074

to the CAS topic. However, in order to enhance the effectiveness of our retrieval module we still need to rank these
elements according to their estimated likelihood of relevance
to the information need expressed in the topic. The following XML-specific heuristics are used to calculate the ranking
values of the CREs (in a descending order of importance):

COHERENT Retrieval Elements

article[1]

1. The number of times a CRE appears in the absolute
path of each matching element in the answer list (the
more often it appears, the better);

bdy[1]

sec[1]

ip1[1]

sec[2]

p[2]

ip1[1]

p[2]

p[5]

ip1[1]

2. The length of the absolute path of a CRE (the shorter
it is, the better);

sec[4]

sec[3]

p[6]

Rank
1
2
3

Table 3: Ranked list of Coherent Retrieval Elements

Table 2: eXist OR answer list example

MATCHING Elements

Answer element
/article[1]/bdy[1]/sec[2]
/article[1]/bdy[1]/sec[1]
/article[1]/bdy[1]/sec[3]

p[2]

3. The ordering of the XPath sequence in the absolute
path of a CRE (nearer to beginning is better); and

p[3]

Figure 2: MATCHING Elements versus COHERENT RETRIEVAL Elements: a tree-view example.
“For a particular article in the final answer list, a Coherent Retrieval Element (CRE) is an element that contains
at least two matching elements, [or at least] two other Coherent Retrieval Elements, or a combination of a matching element and a Coherent Retrieval Element. In all three
cases, the containing elements of a Coherent Retrieval Element should constitute either its different children or each
different child’s descendants” [6].
Consider the eXist answer list shown in Table 2. The list
is a result of using the CAS topic 86 and the OR eXist
query depicted as dashed box in Figure 1. Each matching
element in the list therefore contains any combination of
query keywords. Although this example shows a retrieval
case when an OR list is used with eXist, our CRE algorithm
equally applies in the case when an AND list is used. Table 2
also shows that the matching elements in the answer list are
presented in article order.
Figure 2 shows a tree representation of the above eXist answer list. The eXist matching elements are shown in triangle boxes, while the CREs are shown in square boxes. The
figure also shows elements that represent neither matching
elements nor CREs.
We identify one specific case, however. If an answer list contains only one matching element, the above CRE algorithm
produces the same result: the matching element. This is
due to the lack of supporting information that would justify
the choice for the ancestors of the matching element to be
regarded as CREs.
So far we have managed to identify the Coherent Retrieval
Elements from the eXist’s answer list of matching elements
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4. Since we are dealing with CAS retrieval task, only
CREs that satisfy the granularity constraints in a CAS
topic will be considered as answers.
In accordance to the above heuristics, if two Coherent Retrieval Elements appear the same number of times in the
answer list, the shorter one will be ranked higher. Moreover, if they have the same length, the ordering sequence
where they appear in the article will determine their final
ranks. In our example, article[1]/bdy[1]/sec[1] will be
ranked higher than article[1]/bdy[1]/sec[3].
The order of importance for the XML-specific heuristics outlined above is based on the following observation. As it is
currently implemented, less specific (or more general) CREs
are likely to be ranked higher than more specific (or less
general) CREs. However, depending on the retrieval task,
the retrieval module could easily be switched the other way
around. When dealing with the INEX test collection, the
latter functionality proved to be less effective than the one
currently implemented.
Table 3 shows the final ranked list of Coherent Retrieval
Elements for the particular article. (the OR list is shown
in the CRE module in Figure 1). The bdy[1] element does
not satisfy the last heuristic above, thus it is not included
in the final list of CREs. This means that our CRE module could easily be applied without any modifications with
the VCAS retrieval task, where the query constraints are
treated as vague conditions. Moreover, the sec[4] element
will be included in the eXist’s list of matching elements when
the strict OR query is used (the OR list is shown in the
Hybrid list in Figure 1) whereas this element does not appear in the final list of CREs, which on the basis of the
above heuristics makes it not likely to be a highly relevant
element. In that regard, we identify the Coherent Retrieval
Elements as preferable units of retrieval for the INEX CAS
retrieval topics.

Quantisation
function
(in inex eval)
strict
generalised

Maximum
retrieved
elements
(per article)
100
100

eXist
matching
elements

eXist-CRE
Coherent
elements

Hybrid
matching
elements

Hybrid-CRE
Coherent
elements

Zettair
full article
elements

0.0682
0.0625

0.0757
0.0588

0.1926
0.1525

0.2304
0.1465

0.1264
0.0939

Table 4: Average Precision values for different XML retrieval approaches. The values are generated by using
different quantisation function in the inex eval evaluation metric.
We show the positive impact on the XML retrieval effectiveness for the systems that implement our CRE module in the
next section.

4.

INEX SCAS Retrieval Approaches
metrics: inex_eval; quantization: strict
Hybrid-CRE run (Coherent elements) - AvP: 0.2304
Zettair run (full article elements) - AvP: 0.1264
eXist-CRE run (Coherent elements) - AvP: 0.0757

EXPERIMENTS AND RESULTS

0.8

This section shows the experimental results for the above
XML retrieval approaches when different quantisation functions and different categories of CAS retrieval topics apply.
Our aim is to determine the most effective XML retrieval
approach among the following:

• a native XML database approach, using eXist only;
• a hybrid approach to XML retrieval, using our initial
hybrid system;

0.6

0.5

Precision

• a full-text information retrieval approach, using Zettair
only;

0.7

Hybrid-CRE run
Zettair run
eXist-CRE run

0.4

0.3

0.2

• a native XML database approach with the CRE module applied on the answer list; and

0.1

• a hybrid XML retrieval approach with the CRE module applied on the answer list.

0

0

For each of the retrieval approaches above, the final answer
list for an INEX CAS topic comprises (up to) 100 articles
or elements within articles. An average precision value over
100 recall points is firstly calculated. These values are then
averaged over all CAS topics, which produces the final average precision value for a particular retrieval run. A retrieval
run for each XML retrieval approach therefore comprises
answer lists for all CAS topics.

4.1 Comparison of XML Retrieval Approaches
The strict quantisation function in the inex_eval evaluation metric [1] is used to evaluate whether an XML retrieval
approach is capable of retrieving highly relevant elements.
Table 4 shows that in this case our hybrid system that uses
the CRE retrieval module is the most effective. On the other
hand, the plain eXist database is the least effective XML retrieval system. The two previously observed retrieval issues
in the native XML database approach are very likely to influence the latter behaviour. We also observe an 11% relative
improvement for the retrieval effectiveness when our CRE
module is applied with eXist. Moreover, our initial hybrid
system (without the CRE module) improves the retrieval
effectiveness of the plain eXist database by 2.8 times. The
latter behaviour is strongly influenced by the presence of a
full-text information retrieval system in our hybrid system.
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Figure 3: Evaluation of the XML retrieval approaches by using strict quantisation function in
inex eval.
Similar improvement for the retrieval effectiveness is exhibited when both eXist and the hybrid system use the CRE
module.
The generalised quantisation function is used to evaluate
the XML retrieval approaches when retrieving elements with
different degrees of relevance [1]. Table 4 shows that in this
case the plain hybrid system (without the CRE module applied) performs best. We furthermore observe that the effectiveness of retrieval systems that use the CRE module is
lower than the effectiveness of the same systems without the
CRE module applied. It is very likely that some marginally
relevant elements are omitted from the list of the resulting
CREs, which, as shown before, is not the case when the
XML retrieval task focusses on highly relevant elements.
Although Zettair alone can not be applied to the CAS retrieval topics in the second category, Table 4 shows that
overall it still performs better than eXist, regardless of which
quantisation function applies. This is rather surprising, and

XML retrieval
approach
Hybrid − CRE
Zettair
eXist − CRE

INEX
All
0.2304
0.1264
0.0757

2003 CAS
Article
0.2636
0.3144
0.0736

Topics
Specif ic
0.2083
0.0000
0.0771

ever, in our INEX 2003 approach we have investigated various extraction strategies with eXist that produced effective
results for CAS topics. The hybrid system with our CRE
module (which we developed since INEX 2003) furthermore
increases the retrieval effectiveness of the initial hybrid XML
retrieval system.

Table 5: Average precision values for the XML retrieval approaches over different CAS topic categories. The values are generated by using strict
quantisation function in inex eval.
reflects our previous expectation that for the CAS topics
in the first category Zettair is indeed capable of retrieving
highly relevant articles, whereas the first retrieval issue observed in eXist has a negative impact on its overall effectiveness. On the other hand, both the plain hybrid system
and the hybrid system with the CRE module furthermore
improve Zettair’s retrieval effectiveness in either case when
strict or generalised quantisation function applies.
The graph in Figure 3 outlines a detailed summary of the
evaluation results for the XML retrieval approaches when
the standard inex_eval evaluation metric using strict quantisation function applies. It shows runs that produce the
best results for each XML retrieval approach, which (except plain Zettair) represent the approaches that apply the
CRE retrieval module. As previously observed, the hybridCRE run performs best, followed by the Zettair run, and
the eXist-CRE run is worst.

4.2 Analysis based on CAS Topic Categories
Our last experiment is based upon the INEX 2003 CAS
topic categories described in Section 2.2. The retrieval effectiveness of the XML retrieval approaches is evaluated
across three CAS topic categories: All topics, Article topics and Specific topics. The strict quantisation function in
inex_eval evaluation metric is used to calculate the average
precision values for each run.
Table 5 shows final results for each XML retrieval approach
evaluated across the three topic categories. For Article topics the Zettair run performs best, outperforming the hybridCRE run and the eXist-CRE run. This is very surprising,
and shows that there are cases where a highly relevant article does not necessarily represent a matching article satisfying logical query constraints. For Specific topics where
Zettair run does not apply, the hybrid-CRE run is roughly
2.7 times more effective than eXist-CRE run. As shown previously, when both CAS topic categories are considered (the
case of All topics), the hybrid-CRE run performs best.

5.

RELATED WORK

Various XML retrieval approaches were used by the participating groups in INEX 2003. These approaches were generally classified as model-oriented and system-oriented [4].
Our group followed the latter approach by using the initial
hybrid XML retrieval system [5]. In an earlier work regarding retrieval from semi-structured documents, Wilkinson [10] shows that simply extracting components from documents likely considered to be relevant to the information
need in a query leads to poor system effectiveness. How-

33

The CSIRO group participating in INEX 2002 proposed a
similar XML retrieval approach where PADRE, the core of
CSIRO’s Panoptic Enterprise Search Engine5 is used to rank
full articles and elements within articles [9]. Unlike many
full-text information retrieval systems, PADRE combines
full-text and metadata indexing and retrieval and is also
capable of indexing and retrieving more specific elements
within articles. A post processing module is then used to
extract and re-rank the full articles and elements within articles returned by PADRE. However, unlike our CRE retrieval
module, the above approach ignores the structural elements
within articles that contain the indexed element. Less specific and more general elements are therefore not likely to
appear in the final answer list.
For the purpose of ranking the resulting answers of XML
retrieval topics, Wolff et al [12] extend the probabilistic
ranking model by incorporating the notion of “structural
roles”, which can be determined manually from the document schema. However, the term frequencies are measured only for the structural elements belonging to a particular role, without taking into account the entire context
where all these elements belong in the document hierarchy.
XRank [2] and XSearch [7] furthermore aim at producing
effective ranked results for XML queries. XRank generally
focuses on hyperlinked XML documents, while XSearch retrieves answers comprising semantically related nodes. However, since the structure of IEEE XML documents in the
INEX document collection does not typically meet the above
requirements, neither of them (without some modifications)
could be used in a straightforward fashion with the CAS
retrieval task.

6. CONCLUSION AND FUTURE WORK
This paper investigates the impact when three systems with
different XML retrieval approaches are used in the XML
content-and-structure (CAS) retrieval task: Zettair, a fulltext information retrieval system; eXist, a native XML database, and a hybrid XML retrieval system that combines the
best retrieval features from Zettair and eXist.
Two categories of CAS retrieval topics can be identified in
INEX 2003: the first category of topics where full article
elements are retrieved, and the second category of topics
where more specific elements within articles are retrieved.
We have shown that a full-text information retrieval system
yields effective retrieval for CAS topics in the first category.
For CAS topics in the second category we have used a native
XML database and have observed two issues particularly
related to the XML retrieval process that have a negative
impact on its retrieval effectiveness.
In order to address the first issue as well as support a CAS
XML retrieval that combines both topic categories, we have
5

http://www.panopticsearch.com

developed and evaluated a hybrid XML retrieval system that
uses eXist to produce final answers from the likely relevant
articles retrieved by Zettair. For addressing the second issue we have developed a retrieval module that ranks and
retrieves Coherent Retrieval Elements (CREs) from the answer list of a native XML database. We have shown that our
CRE module is capable of retrieving answer elements with
appropriate levels of retrieval granularity, which means it
could equally be applied with the VCAS retrieval task as it
applies with the SCAS retrieval task. Moreover, the CRE
retrieval module can easily be used by other native XML
databases, since most of them output their answer lists in
article order.
We have shown through the final results of our experiments
that our hybrid XML retrieval system with the CRE retrieval module improves the effectiveness of both retrieval
systems and yields an effective content-and-structure XML
retrieval. However, this improvement is not as apparent as it
is for content-only (CO) retrieval topics where no indication
for the granularity of the answer elements is provided [6].
The latter reflects the previous observation that the XML
retrieval task should focus more on providing answer elements relevant to an information need instead of focusing
on retrieving the elements that only satisfy the logical query
constraints.
We plan to undertake the following extensions of this work
in the future.
• Our CRE module is currently not capable of comparing the ranking values of CREs coming out of answer
lists that belong to different articles. We therefore
aim at investigating whether or not additionally using
Zettair as a means to rank the CREs coming out of
different answer lists would be an effective solution.
• For further improvement of the effectiveness of our hybrid XML retrieval system, we also aim at investigating the optimal combination of Coherent Retrieval and
matching elements in the final answer list, which could
equally be applied to CAS as well as to CO retrieval
topics.
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ABSTRACT
Document-centric XML collections contain text-rich documents, marked up with XML tags. The tags add lightweight
semantics to the text. Querying such collections calls for a
hybrid query language: the text-rich nature of the documents suggest a content-oriented (IR) approach, while the
mark-up allows users to add structural constraints to their
IR queries. We propose an approach to such hybrid contentand-structure queries that decomposes a query into multiple content-only queries whose results are then combined in
ways determined by the structural constraints of the original
query. We report on ongoing work and present preliminary
evaluation results, based on the INEX 2003 test set.

1.

INTRODUCTION

Document-centric XML documents contain text, marked
up with XML tags, enriching the text with lightweight semantics. The markup can be exploited in several ways.
Retrieval engines can use specific tags to try to boost retrieval effectiveness, as illustrated by the effectiveness of using anchor text in web retrieval [1]. Alternatively, if users
are aware of the structure they can query the collection
by means of so-called content-and-structure (CAS) queries.
CAS queries allow users to express their information need
very precisely, through constraints on both the content and
the structure of desired XML elements. The queries provide
constraints both on the granularity of results (i.e., the requested unit of retrieval), and on the content of the results.
Furthermore, they constrain the environment in which the
results appear.
The Initiative for the Evaluation of XML Retrieval (INEX)
provides a test-bed for evaluating XML retrieval using contentand-structure queries. Whereas currently emerging standards for querying XML, such as XPath and XQuery, can be
very effective for querying structure, another approach may
∗Currently at Archives and Information Studies, Faculty of
Humanities, University of Amsterdam.

TDM’04, the first Twente Data Management Workshop on XML Databases
and Information Retrieval, Enschede, The Netherlands
c 2004 the author/owner
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be needed for querying content. At INEX, a free text search
functionality is added to XPath. Unlike XPath, queries in
the INEX query language do not have a definite semantics.
Evaluating the quality of a system’s response to such queries
follows standard information retrieval methodology and is
based on human made assessments of relevance.
In this paper we focus only on elements fulfilling the granularity constraint, and investigate ways of ranking them
w.r.t. how well they answer the information need expressed
in the query. To answer content-and-structure queries we
use existing information retrieval technology. However, existing retrieval systems are not directly applicable since they
are usually not equipped with tools for handling structural
constraints. We will outline how we are working on extending our information retrieval system to handle content and
structure queries. We break the process up into three steps.
• We decompose a content and structure query into a
number of IR queries, each of which constrains different parts of the document. We look at these document
parts as different sources of evidence.
• We use our information retrieval system to process the
IR queries independently. Here we are collecting evidence from different parts of the document.
• We mix the evidence from the multiple sources.
This paper describes work in progress. Partly based on our
top scoring runs at INEX 2003 [11], we decided to investigate
in detail all the sources of evidence that we can obtain from
hybrid content-and-structure queries. In this paper we will
report on some preliminary results of using our system to
answer such CAS queries.
The paper is organised as follows. Section 2 introduces
document-centric XML collections and the information retrieval challenges for such collections. Furthermore, we discuss content-oriented XPath, the query format used at INEX
to formulate content-and-structure queries. We will also
sketch how a retrieval engine could answer such queries. In
Section 3 we explain in more detail how we have extended
our own retrieval engine to handle content-oriented XPath
queries. Section 4 describes a set of preliminary experiments
where we compare several retrieval strategies. The results
of those experiments are also discussed. We discuss future
work in Section 5. In Section 6 we conclude..

2.

CONTENT AND STRUCTURE

Example. Suppose a user is interested in information about

XML can be used to mark up content in various ways.
Based on the content, XML documents are often broken
down into two categories: data-centric and document-centric.
Document-centric documents are loosely structured documents (often text), marked-up with XML. An example of
document-centric XML is an electronic journal in XML.
Document-centric XML is sometimes referred to as narrative XML, reflecting the importance of the order in which
XML elements occur.
For our experiments we use the document-centric XML
collection that comes with the INEX test-suite [7]. It contains over 12,000 computer science articles from 21 IEEE
Computer Society journals. The documents are marked up
with XML tags. On average a document contains 1532 elements and the average element depth is 6.9. The markup
has around 170 tag names, such as articles harticlei, sections
hseci, author names haui, affiliations haffi, etc. Figure 1
shows an example of the structure of an XML document,
similar to those present in the INEX collection. The tagnames mostly explain the layout of the articles but give little
information about their content.
To query document-centric XML documents we can use
a hybrid query language, in which content and structural
requirements can be expressed and mixed. At INEX, an
XPath-like query language has been introduced which is
appropriate for XML information retrieval. The syntax of
the language looks like XPath, but does not have the same
strict semantics. It can be seen as an extension of a subset
of XPath. The subset used at INEX 2003 was simple, yet
INEX participants had great difficulty in formulating correct
queries in this language (see [10] for details). Only the childand descendant-axis were used and the maximum number of
predicates allowed was two. Based on user studies, a smaller
subset has been chosen for INEX 2004 [12].
At INEX, XPath is extended with the about function,
aimed at facilitating free-text search. Although about function has the same syntax as the XPath function contains,
their semantics are radically different. Because of its strict,
boolean character, the contains function is not suitable for
querying text rich documents. The semantics of the about
function is meant to be very liberal. It is meant to be used
to rank elements according to their relevance for a given
content requirement. Consider the XML element
<affiliation>Stanford University</affiliation>.

the safety of collision detection algorithms of flight traffic
control systems. She formulates her information need in a
mixture of structural and content constraints:
//article[about(.//abstract, flight traffic control
system)]//section[about(., collision detection
algorithm) and about(.//theorem, safety)]
She believes that articles that are really focused on “flight
traffic control systems” do say so in their abstract. Note
that the abstract itself is not supposed to be returned as an
answer to this query. This is a constraint on the environment
of the answer. Since she is interested in a certain aspect
of traffic control systems, namely the “collision detection
algorithm”, she specifies that she wants to zoom in on a
section about that particular aspect. Finally, she assumes
that a good collision detection algorithm should be proved
to be safe. Hence she adds the last about function, which
says that it is desirable that the sections returned contain a
theorem about safety.
From a user perspective the query above should not be
taken literally, but interpreted using vague semantics. A
user is likely to judge a section relevant, even if it is in an
article which has no abstract, as long as it addresses the
information need of the user. Since the retrieval engine is
made to serve the user, it should try to approach the problem
from a user perspective. The search engine should thus look
at the query as a hint about the content and environment
of desired results.
We will now sketch how we extended an information retrieval engine to handle the example content-oriented XPath
query above. A more detailed description of the extension
is in Section 3. The task of the retrieval engine is to rank
elements, in this case sections, according to their relevance
for the query. We divide this process up into three steps:
• decomposition, where we break the query into a number of IR queries, together with sources against which
these queries need to asked;
• retrieval, where we collect evidence about relevant elements from each source; and
• mixture, where we mix the evidence from the multiple
sources to provide a ranked list of elements to return
to the user.

A human assessor is likely to decide that the function

Decomposition. We start by decomposing the query into

about(.//affiliation,’California’)
should return true on this string; in contrast, an XPath processor equipped only with contains would have difficulties
trying to do the same.
The content-and-structure query language allows users to
describe their desired results more precisely. The structural
requirements used in queries are of course limited by the
structural properties of the collection. The query format
working group at INEX 2003 expressed some concerns that
the structure of the INEX collection did not give many natural opportunities to exploit structure [12]. The working
group did however identify some natural structural requirements, such as the co-occurrence of concepts in an element,
and references to author names or affiliations.
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a set of about functions. Each about function is further
split into a pair (location path, content description),
which consists of, indeed, a location path and a content
description. For our running example, we get
• (//article//abstract, flight traffic control system)
• (//article//section, collision detection algorithm)
• (//article//section//theorem, safety)

Each pair represents a potential source of evidence, where
the location path is used to locate the source and the content
description is used to collect evidence from the source.

article

front_matter

...

abstract

body

...

...

...

section

theorem

...

...

theorem

...

Figure 1: Example XML document

Retrieval. For each about function, we use an information retrieval engine to assign scores to elements, that are
in the node-set of the location path, reflecting how relevant
they are to the content description. Let’s take the first of
the about functions listed above as an example. We first
look at the node-set returned by the XPath location path
//article//abstract, which returns all abstracts of all articles in the collection. We use a retrieval engine to assign
a retrieval score to each of the abstracts, reflecting how relevant they are to the query “flight traffic control system”.
We do the same for the other about functions. Hence we
have a ranked list of abstracts, a ranked list of sections, and
a ranked list of theorems.

Mixture. Now we must decide which elements to return to
the user, and in which order to return them. First, we need
to locate the appropriate elements that can be returned. We
use the XPath location path //article//section to this
end; its node-set contains all sections of all articles in the
collection. We refer to those elements as target elements.
Next, we assign a score to each of the sections. This is
done based on the three about functions. Let’s start with
the middle about. The sections get a score reflecting to
which extent they themselves are relevant to the query “collision detection algorithm”. Now let’s look at the first about
function. The score of the sections is increased if they are
contained in articles that have an abstract which is relevant
to the query “flight traffic control system”. The increase in
score depends on how relevant the abstract was to the query.
Finally, we look at the third about function. The score of a
section is increased if it contains a theorem which is relevant
to the query “safety”.
Although the retrieval approach has been sketched, there
are still some technical issues to be resolved. Should we
normalise scores from the different sources? If so, how? We
seem to have three different types of sources of evidence:
from the target itself, from “above”, and from “below”.
Should those sources have equal weight in the combination?
What if there are multiple relevant theorems inside a section? Should they all contribute? While we don’t have final
answers, we will address those issues in the next section.
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3.
3.1

PROCESSING CONTENT AND STRUCTURE QUERIES
Decomposition

We will now describe, in a more formal manner, how we
decompose a given content and structure query into a number of pairs consisting of a location path and content-only
query.
For each XPath query qxpath we define a set of about functions A(qxpath ). Each about function, a, is a pair consisting
of a location path pa and a natural language query qa . We
denote by E(pa ) the node-set that can be located via the
location path. We think of this node-set as our source of
relevance for that particular about function. We will then
use the natural language query qa to collect actual evidence
of relevance from that source. More precisely, we will use a
traditional IR system to rank the elements of the node-set,
w.r.t. how well they fulfill the information need expressed
in the natural language query.

3.2

Retrieval

Each of the pairs defined above can be used to locate
sources of relevancy and to collect evidence from those sources,
using an information retrieval system. In this paragraph we
describe the retrieval system used in the latter step and discuss which parameters might influence our results.

Indexing. Since we are interested in information needs that
combine structural and content aspects, we index both the
text and the XML structure of the full INEX collection.
Inverted indexes are efficient for testing whether a term
occurs in a document or element [14]. We build an inverted
element index, a mapping from words to the elements containing the word. Each XML element is indexed separately.
That is, for each element, all text nested inside it is indexed. Hence, the indexing units overlap. Text appearing
in a nested XML element is not only indexed as part of
that element, but also as part of all its ancestor elements.
To index the XML trees we use pre-order and post-order
information of the nodes in the XML trees [4].

Retrieval model. For the ranking of elements, our retrieval

3.3

engine uses a multinomial language model with Jelinek-Mercer smoothing [5]. We estimate a language model for each
of the elements. The elements are then ranked according
to the likelihood of the query, given the estimated language
model for the element. That is, we want to estimate the
probability

At this stage, we have decomposed the query and identified potential sources of relevance. We have used an information retrieval engine to collect evidence from those sources.
Now it is time to put things together.
We look at the target elements, i.e., the elements returned
by the target location path. For each target element e, we
need to estimate how relevant it is to the content-oriented
XPath query qxpath .
We have a set of about functions, A(qxpath ), from Section 3.1. In Section 3.2, we calculate scores for each about
function separately. First, we take an about function a ∈
A(qxpath ) and a target element e and we need to calculate
the score of e for that particular about function. Let us now
define E(pa ) to be the node-set of the location path of a.
We now define a function χa which connects the elements e0
of node set E(a) to our target elements e:

1 if e and e0 are connected by qxpath
(6) χ(e, e0 ) =
0 otherwise

P (e, q) = P (e) · P (q|e).

(1)

The two main tasks are thus to estimate the probability of
the query, given the element, P (q|e), and the prior probability of the element, P (e). Note that since we use our retrieval
engine to rank each about function separately, our queries
are natural language strings or a list of query terms.

Probability of the query. Elements contain a relatively
small amount of text, too small to be the sole basis of our
element language model estimation. To account for this data
sparseness we estimate the element language model by a linear interpolation of two language models, one based on the
element data and another based on collection data. Furthermore, we assume that query terms are independent. That is,
we estimate the probability of the query, given the element
language model, using the equation
(2)

P (q|e) =

k
Y

(λ · Pmle (ti |e) + (1 − λ) · Pmle (ti |c)) ,

i=1

where q is a query made out of the terms t1 , . . . , tk ; e is an
element; and c represents the collection. The parameter λ
is the interpolation factor (often called the smoothing parameter ). We estimate the language models, Pmle (·|·) using
maximum likelihood estimation. For the collection model
we use element frequencies (i.e., in how many elements does
a given term occur). The estimation of this probability can
be reduced to the scoring function, s(q, e), for an element e
and a query Q = (t1 , . . . , tk ) ,
 !
P
k
X
λ · tf(ti , e) ·
t df(t)
 .
P
log 1 +
(3) s(e, q) =
(1 − λ) · df(ti ) ·
t tf(t, e)
i=1
Here, tf(t, e) is the frequency of term t in element e. The
df(t) is the element frequency of term t, that is, the number
of indexed elements in which t occurs. The λ is the smoothing parameter. In the experiments in this paper we keep the
smoothing parameter fixed at a value 0.2.

Prior probabilities. The second major task is to estimate
the prior probability of an element. Basing the prior probability of a retrieval component on its length, has proved
useful for several retrieval tasks [6, 13]. It is most common
to have the prior probability of a component proportional
to its length. That is, we calculate a so-called length prior:
!
X
(4)
lp(e) = log
tf(t, e) .
t

With this length prior, the actual scoring formula becomes
the sum of the length prior (Equation 4) and the score for
the query probability (Equation 3),
(5)

slp (e, q) = lp(e) + s(e, q).
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Mixture

The notion of connection between two elements will not be
explained further here but we refer to the W3C XPath semantics [15]. In our running query example we would say
that for the about function for theorems, a target section element is only connected to its descendant theorem elements.
Similarly, for the about function for abstracts, a target section is connected to all abstracts that are contained within
the same article. Finally, for the remaining about function,
a target section is only connected to itself.
Now we can use the function χa to define the score of a
target element e w.r.t. an about function a:
(7)

sabout (e, a) = 0max χa (e, e0 ) · sabout (e0 , qa )
e ∈E(a)

where qa is the content description of a. We can calculate s(e0 , qa ) using Equation 3 since qa is a natural language
query. Alternatively, we could incorporate a length prior in
the score by using Equation 5. Perhaps some other prior is
more helpful.
When there are multiple elements e0 that are related to the
target element e we choose to let only the highest ranking
element e0 contribute to the score of e (the max function).
In terms of the example before, if a section has multiple
relevant theorems, only the most relevant one contributes
to the scoring of the section. Alternatively, we could have
used an average or a sum instead of the maximum.
Now that we have for each target element, a score for each
about function, we need to combine it into one final score
which measures the relevance of the target element to the
XPath query qxpath . We simply assign a score to an element
by summing up its scores for each about function:
X
αa · s(e, a),
(8)
sxpath (e, qxpath ) =
a∈A(qxpath )

where αa is a parameter for fixing the weight that the about
function a has in the total score of target element e. In its
simplest form the scoring formula would use the value 1 for
all about functions.
What this means in terms of the example topic and the
Figure 1 is that the section is assigned a score according to
its own relevancy, according to the relevancy of the article
abstract, and the relevancy of its most relevant theorem.

In the actual queries, about functions could in principle be
connected in a predicate using the logical operators ‘AND’
and ‘OR’. We do not use these additional requirements in
our computation. Our approach works with a set of about
functions. We are liberal in the sense that we score elements
even if only one of the functions returns a score. We can thus
say that we treat all the queries as if they only used ‘OR’.
However, we do sum scores over all functions. Thus, the
more functions that return a positive score, the higher the
total score. Thus, we can say that we have a bias toward
treating the queries as if they only used ‘AND’. This will,
however, not result in coordination level matching for the
set of about functions.

4.

EXPERIMENTS AND RESULTS

The extension of our information retrieval system, as suggested in Section 3, is quite involved. If we want to convince
ourselves that this extension is worth the effort, a minimal
requirement is that it outperforms some simpler extensions.
We create runs using the 30 INEX 2003 CAS queries. We
evaluate our runs against version 2.5 of the INEX assessments. We will only look at a strict interpretation of the
assessments. That is, an element in relevant if, and only if,
it is highly exhaustive and highly specific (see [3, page 204]).
We will discuss our results w.r.t. two evaluation measures.
We will look at mean average precision (MAP), which measures how well systems return only relevant elements. We
also look at recall, which measures how many of the relevant
elements are found by systems. The measures are applied
on the top 1000 elements returned by our system.

4.1

Baseline runs

The minimal requirement for a system that claims to use
structural requirements effectively, is that it outperforms a
system that does not use the structural requirements at all.
We will compare our extended system to two simple baselines, both created using the non-extended version of our
system and content-only queries. As queries we use the concatenation of terms appearing in the about-functions of the
content and structure queries. For our running example we
would use the query:
flight traffic control system collision detection
algorithm safety
The only structural requirement we use is the granularity
constraint. That is, for our running example we would only
rank elements appearing in the node-set of the XPath expression //article//section.
Here we take into account the sets of equivalent tag names
as defined in [3, page 197]. These sets define, for example,
the set of tagnames used to mark up sections in the INEX
collection. In earlier work, such as the related set of runs
reported in [9], we did not consider these tag name equivalences, resulting in lower scores than those reported here.

Document-based run. For our first baseline run, we use
a document retrieval system to rank the elements. That
is, from the top ranking documents, we collect all elements
that match the granularity constraint. One can view this as
answering the query
//article[about(., query)]//section
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Run
Document-based run
Element-based run

MAP
0.2465
0.3209

+30.2%*

Recall
0.7268
0.7153

Table 1: Results for the baseline runs. The improvement of the element-based run is calculated relative
to the document-based run.
Run
Environment-based run
combSUM-doc-ele-env

MAP
0.3219
0.3627

+0.3%
+13.0%

Recall
0.7067
0.7854

Table 2: Results when using structure, improvement
is measured over the element-based run
This is probably the simplest extension of a traditional retrieval system to answer content and structure queries.

Element-based run. Our second baseline run uses our element based retrieval system. We rank the elements using
the score they get when retrieving from the element index.
One can view this as answering the query
//article//section[about(., query)]
This is probably the simplest element-based extension of an
information retrieval system.
The results of our baseline runs can be seen in Table 1.
Not surprisingly, the element-based run has higher mean
average precision than the document based one. It is interesting to note, however, that the two runs have similar
recall scores. A first glance at these results suggests that
the baselines perform quite well and will be hard to beat.

4.2

Using structure

In our baseline runs, the granularity constraint was the
only structural constraint we considered. We will now look
at how well our extended system works.

Environment-based run. We now create a run using the
system we described in Section 3. That is, we do consider
the structural constraints expressed by the users. Through
the structural constraints the user implicitly adds content
constraints both on the target element itself, and on the surrounding elements (the environment in which the target elements reside). We will refer to this run as the environmentbased run since it scores elements not only by looking at
their own content but also the content of their environment
(surrounding elements) as far as these are spelled out in the
query. The result can be seen in the first row of Table 2. In
terms of the mean average precision, there is only a slight
improvement over the element-based run. If we look at the
precision-recall plots (Figure 2) we see that the environmentbased run does result in better initial precision.

combSUM-doc-el-env. The environment-based run does
not improve significantly over the element-based run, in
terms of mean average precision. It does, however, improve
initial precision, indicating that considering the structure
has some positive effect. Earlier, it was shown that the combination of element score and article score can lead to improved retrieval performance [11], both for content-only and
for content-and-structure queries. This prompts us to combine the three runs: the document-based run, the element-
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should only use terms that appear in about functions which
are applied on a descendant-or-self node-set. In our running example we would then have used the query “collision
detection algorithm safety” for our element-based run.

Document based run
Element based run
Environment based run
combSUM−doc−ele−env

0.9
0.8

Precision

0.7

Retrieval. Our overlapping textual element index contains

0.6
0.5
0.4
0.3
0.2
0.1
0

0

0.1

0.2

0.3

0.4

0.5

Recall

0.6

0.7

0.8

0.9

1

Figure 2: Precision-recall graphs for the baseline
and structure runs
based run and the environment-based run. For the combination we use the combSUM algorithm [2]. Results can be seen
in the second row of Table 2. There is quite an improvement
over the underlying runs.

4.3

Discussion

Figure 2 plots the precision-recall graph for the two baseline runs, and the two structure runs.
The fact that our environment-based run has higher initial
precision than the baselines, seems to indicate that users can
indeed express their information need more precisely using
a mixture of content and structural requirements.
The improved initial precision of the environment-based
run and the success of the three-way combination of runs
seem to indicate that the mixing of evidence from multiple
sources can improve retrieval effectiveness. Further investigation is needed to discover the importance of the contribution of the individual runs.
We need a larger set of topics to be able to properly test
our method. The 30 INEX 2003 topics are not sufficiently
many to get a reliable comparison of methods. The structural requirements add a new dimension to the topics. There
is thus a possibility of more diversity in topics and hence it
will be more difficult to find one silver bullet that works for
all topics. We look forward to expanding our test set with
the queries of INEX 2004. We believe that both users and
systems need time to understand the possibilities that can
be exploited using this query language.

5.

FUTURE WORK

Since we have only recently started experimenting with
our method, we have quite a bit of future work to do. In
this section we will list a few questions we would like to
answer for each of our three steps.

Decomposition. We have seen that it is useful to calculate
scores of articles and elements using queries which consist
of all terms in all about functions. We would like to investigate how useful this is precisely. Furthermore, we would
like to investigate whether, instead of using all terms, we
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large amounts of redundant information. This data redundancy was extremely useful in our initial extensions of our
content-based retrieval system. Now, when we have extended our system with support for both content and structure, we can, and plan to, move to a non-overlapping element index for content. This move will reduce the disk
usage and disk access, but will increase the on-line computation needed. We believe that the savings in disk access
can outweigh the additional cost of run-time computation.
We plan to play with the parameters in our language
model. The value for the smoothing parameter is known
to affect initial precision, and also the size of the returned
elements [16, 8]. Both effects are usually measured w.r.t.
the quality of the retrieved elements. We are, however, using language models to rank answers to each about function
separately. It is not clear whether all about functions should
use the same value for the smoothing parameter. It is plausible that about functions used to rank target elements need
different values than about functions used to rank other related elements. While it is probably useful to go for recall
when scoring target elements, it might be useful to go for
high precision when scoring other elements.
A similar argument might hold for the length prior. Length
priors, and extreme values for them, have been shown to be
particularly important for XML retrieval [8]. The main contribution of the length prior has been for the content-only
XML retrieval task, where the granularity of the result elements is unknown. For that task the main challenge is to
bridge the length gap between an average element and an
average relevant element. For the task we are evaluating in
this paper, the granularity of the result elements is usually
specified in the query. We are thus not faced with the same
length problem as for the content-only task. Hence, we did
not apply any extreme length priors for the CAS task, but
use the normal length prior described in Equation 4. We
conjecture that the length prior is more useful when scoring target elements than when scoring other elements. It is
also plausible that the application of length priors depends
on the granularity constraint: retrieval of articles might depend less on length prior settings than, for example, retrieval
of paragraphs.

Mixture. The mixture is sensitive to the actual retrieval
status values calculated, be it proper probabilities, logs of
probabilities, or other scores. The normalization of similarity scores may be essential if the different probability estimations are incompatible. We plan to experiment with various
rank-equivalent estimates, and specific normalization procedures. This will also allow us to narrow down how different
about functions contribute to a successful retrieval result.
There are several methods we could use to choose between
multiple relevant elements. Currently we have only used
the max function, but we could also use all the elements by
averaging or summing over max functions.

Vague content-and-structure. INEX 2003 offered evaluation of retrieval using content-and-structure queries without

strict interpretation of the granularity constraint. We have
yet to investigate how our methods perform on that task.
[9]

6.

CONCLUSIONS

Document-centric XML collections contain text-rich documents, marked up with XML tags. Querying such collections calls for a hybrid query language: the text-rich nature of the documents suggests a content-oriented (IR) approach, while the mark-up allows users to add structural
constraints to their IR queries. This paper introduced an
architecture for dealing with hybrid content-and-structure
queries on top of an existing retrieval engine. We propose
a three-way strategy that (i) decomposes a query into multiple content-only queries, (ii) which are issued against a
retrieval engine treating each XML element as a document,
and (iii) the results are then combined in ways determined
by the structural constraints of the original query.
We have shown that ignoring the structure is suprizingly
effective; for example, the element-based run outperforms
our official runs at INEX 2003 (which ranked 1 and 2). As
a result, the baseline for using structure is set quite high.
Still, our initial experiments using the extension showed
some promising results. Taking structure into account results in higher initial precision for the environment-based
run. Moreover, in combination with the document-based
and element-based runs, it leads to further improvements of
retrieval effectiveness.
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ABSTRACT
The paper offers an algebraic point of view to the approximate tree embedding problem. Our approach is based on
exponential posets. The paper does not introduce an effective algorithm - it is still the subject of further research.
The main contribution of suggested method is the natural
ordering of the result set of matches.
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1.

INTRODUCTION

The expressive power of XML query languages grows rapidly
during last two years. Note that, for example XQuery [1],
which nowadays seems to be the most serious candidate for
a standard or referential query language, incorporates such
features as the possibility to express the query as a tree or
returning a tree as an answer. From this point of view,
actual XML query languages have already incorporated approximate tree embedding problem as it was stated in [7].
Generally, the decision of existence of an approximate tree
embedding have already been proved NP-complete in 1992
by Kelpeläinen [4]. Schlieder and Naumann in [7] introduced
an algorithm which, in practical cases, works in sublinear
time (with respect to the database size).
We have implemented one revision of this algorithm ([9])
and we also have tested it on the INEX data set [3]. See [5]
for details. It works properly, but the matter of our critique
of Schlieder’s algorithm consist in the result ranking and
∗Paper is partially supported by a research grant GAČR
201/03/0912 of Czech Science Foundation

ordering. Only the best ranked match from a group with
the same root embedding is taken into the result set. We
believe that there exists applications where the whole set of
matches is expected as an answer. In this case ordering of
individual matches become very important.
Our approach is based on the notion of exponential posets
(partial ordered sets). In this paper we do not offer an
algorithm whose effectiveness would be comparable with
Schlieder’s one (such algorithm is the subject of further research). But our approach produces result sets in a natural
ordering. This is the main contribution of thepaper.

2. APPROXIMATE TREE EMBEDDING
SPECIFICATION
Our understanding of approximate tree embedding problem
is identical to one stated in [7] in the subsection ”The Unordered Tree Inclusion Problem”. An informal explanation
of the problem is shown in Figure 1.
In Schlieder’s algorithm only one match with minimal cost
from the group of matches with the same root embedding is
accepted into the result set. Minimal cost is measured by the
number of nodes in the data tree which have to be skipped.
In Figure 1 the cost-minimal embedding of the tree on the
left-hand side (the query-tree) into the data-tree (right-hand
side) is depicted by dashed arrows. Its embedding cost is
influenced only by skipped node (name). However, there is
another embedding in our example. The next one preserves
the mapping of the author subtree, while the chapter subtree
is mapped on another branch of the data-tree (depicted by
doted arrows). The embedding cost is calculated by skipping
two nodes in this case.
Certainly, there are applications where all approximate embeddings are expected. Ordering of the results is then very
important. Schlieder’s measurement by the number of skipped
nodes is only one possibility (we will define a similar measurement called local similarity in section 3). Another natural measurement – global similarity (see section 3) – expresses the distance of the root embedding from the root of
the data-tree.
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Figure 1: Approximate tree embedding

We suggest to treat the query-tree and the data-tree as
posets. Then the exponential poset is the total space of
all possible embeddings of the query-tree into the data-tree.
The exponential poset is yet another poset. Ordering in this
new poset reflects the ordering of individual embeddings, in
particular it reflects both the local and global embedding
similarities mentioned above. See the next section for necessary definitions.

3.

POWER OF POSETS AND OTHERS
DEFINITIONS

Treating trees as posets is relatively straightforward, especially when we use the appropriate method of poset representation. Hasse diagrams provide an ideal notation. Let
us treat a node as a poset member. Then the parent-child
relation between two members is modeled by the poset’s
ordering relation.
Let ρ be a binary relation on set A. The pair (A, ρ) we
shall name a graph. If ρ is a reflexive, antisymmetric and
transitive relation, we shall speak about a partially ordered
set, e.g., a poset. See the definition in [2] page 2.

Figure 2:
Several examples of Hasse diagrams of Partially Ordered Sets:
1) S :=
{(a, a), (b, b), (c, c), (d, d), (a, b), (b, c), (b, d), (a, c), (a, d)}
2)Antichain, 3) Chain, 4) Letter N poset, 5)
X := {1, 2, 3, 4, 5, 6, 12} and let ∀x, y : x ≤ y mean x is a
divisor of y.

3.1 Hasse Diagram
We can represent (finite) partially ordered set informatively
with Hasse diagram. Let ordered pair (X, ≤) be a poset, X
is a set and ≤ is an order on the set X. We draw a Hasse
diagram for this poset by representing each element of X by
a distinct point and: if x < y, the point representing y is
higher then point representing x, it is not true in general.
If x ≺ y, we say y covers x, then we connect the points
representing x and y by a straight linesegment. Examples of
several Hasse diagrams are shown in Figure 2. The definition
is in [2] page 7.

3.2 Labeling with a Hasse Diagram
For a given set X we can produce many partial order relations, which differ only in labeling. An example of a natural
labeled poset letter N and a not natural labeled poset N is
shown in Figure 3.

44

Figure 3: Poset letter N naturally labeled (a), not
naturally labeled (b).

Definition 1. (labeling) A labeling L is a bijection L :
{1, 2, ..., n} → V (X), where V (X) is the set of all points
of the poset (X, ≤) with cardinality n. We shall denote a
labeled poset by a triple (X; ≤, L), where L is the labeling.

3

Definition 2. (natural labeled poset) A finite labeled poset
(X; ≤, L) is natural labeled poset, if x < y in V (X) implies
L−1 (x) < L−1 (y) in {1, 2, ..., n}, which is the domain of L.
See [6] page 12.
Lemma 1. Every finite poset has a natural labeling. Proof
is in [6] page 153.
Definition 3. (linear extension) Given a poset (X, ≤), a
linear extension is a poset (X, ≤∗ ) : x ≤ y implies x ≤∗ y
and(X, ≤∗ ) is a chain, ∀x, y ∈ X.

3.3 Poset Morphisms
Definition 4. (order preserving mapping) Let (X, ≤) and
(Y, ≤) be two partially ordered sets. A mapping f : X → Y
is called order preserving if ∀x, y ∈ X : x ≤ y ⇒ f (x) ≤
f (y).
The image f (X) of a chain X under order preserving mapping f is also a chain contained in the codomain of f .
Definition 5. (isomorphism) A one-to-one order preserv0
ing mapping f from a poset (X, ≤) onto a poset (Y, ≤ ) is
called isomorphism if the inverse f −1 is also an order preserving mapping.
We say that the poset (X, ≤) is isomorphic with the poset
0
(Y, ≤ ), and denoted by notation X ∼
= Y or X = Y .
Isomorphism is an equivalence relation in any class of posets.
An isomorphism from aposet to itself is called an automorphism. We denote the number of all automorphism of a
poset (X, ≤) by X!.
Definition 6. (dual isomorphism) A bijection f from a
0
poset(X, ≤) onto a poset (Y, ≤ ) is called a dual isomor0
phism if ∀x, y ∈ X : x ≤ y iff f (y) ≤ f (x).

bcc
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bdd
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ddd
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c
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bbd
bbc

aaa

bbb

Figure 4: Posets C3 , letter N poset, and N C3 .

3.5 Cardinality of Exponential Posets
For any posets X and Y every order preserving mappings f :
X → Y can be factored uniquely as a composition f = f1 ◦
f2 , where f2 : X → Imf is an onto order preserving mapping
and f1 : Imf → Y is a one-to-one order preserving mapping.
Using this concept we obtain the following formulae:
X e(X, Imf ).i(Imf, Y )
|Y X | =
(1)
Imf !
where e(X, Imf ) denotes the number of distinct onto order
preserving mappings g : X → Imf and, i(Imf, Y ) denotes
the number of distinct one-to-one order preserving mappings
g : Imf → Y . And where Imf ! is the number of all automorphism.
Possible images of X are of the form: C1 , C2 , C3 , 2⊕1, where
⊕ is ordinal sum. We can calculate the cardinality of N C3
see Figure 4 with the formula above |N C3 | = 1.4 + 2.3 = 10

3.6 The result structure
If we want to find the query-tree in a data-tree (see Figure
1), we can informally say that it is some query ’applying’ to
data document.
Formally ’applying’ is represented by a morphism. All possibly ’applying’ are all morphisms. The set of all morphisms
we describe as Hom(A, B). Hom(A, B) is not only a set,
but it has some structure which corresponds to A and B,
denoted as B A . Additional information can be found in [6,
10].
Definition 8. (morphism) Let (A, ρ) and (B, τ ) be graphs.
Then map f : A → B is a morphism iff ∀x, y ∈ A, (x, y) ∈
ρ : (f (x), f (y)) ∈ τ .
Exponential Graph is defined next:

3.4 Exponential Posets
Definition 7. (exponential poset) Let X and Y be two
posets. Consider the set Y X of all order preserving mappings from the poset X to Y . We define a binary relation
on Y X by setting f ≤ g provided f (x) ≤ g(x), ∀x ∈ X,
where f, g ∈ Y X . Then (Y X , ≤) becomes a poset, called the
exponential poset of Y with respect to X.
An example of a N C3 poset is shown in Figure 4. The labeling of Y X nodes expresses the mapping of X onto Y . For
instance: the left upper corner of N C3 is labeled ccc. It is
a shortness for the mapping 123 → ccc (i.e. node 1 from
X is mapped to node c in Y etc.). Similarly, acc means
123 → acc and so on.
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Definition 9. (exponential graph) Let (A, ρ) and (B, τ ) be
graphs. Then the set of all nodes of exponential graphs GH
is the set of all morphisms from (A, ρ) into (B, τ ). Two morphisms f, g ∈ V (GH ) are called adjacent, if [f (x), g(x)] ∈
τ, ∀x ∈ A.
It is an important point, that the exponential of two graphs
again is a graph, and that the exponential of two posets
again is a poset.
Definition 10. (global similarity) Global similarity of mapping f from a result set Y X is defined as the distance from

X

345

Y

c

435

5
gs(325)=0 gs(135)=0
ls(325)=1 ls(135)=1

a

4
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135
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gs(125)=0
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1
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Figure 5: Hasse diagrams of query-tree X and datatree Y
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245
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215

gs(123)=1
ls(123)=0

123

213

Figure 7: Hasse diagrams of one-to-one mappings in
YX

possible (without order preserving) mappings are 125. The
number of one-to-one order preserving mappings is 14 see
Figure 7.
For approximate tree embedding only one-to-one order preserving mappings are important2 . They are represented by
the four Hasse diagrams (fragments of Y X ) shown in Figure
7.
Now, let us comment on the ordering of mappings in Figure
7:
• Mappings, whose labels have the same last digit, have
the same global similarity. For instance mappings 425,
435, and 415 set the root of query-tree onto the root
of data-tree and hence their global similarity is 0.

Figure 6: Hasse diagram of exponential poset Y X

the root of query-tree (f (X)) to the root of data-tree Y . We
will write gs(f ) for global similarity of mapping f .
Definition 11. (local similarity) Local similarity of a mapping f from the result set Y X is defined as the number of
nodes from the data-tree (Y ) which belong to the convex
envelope of f (X). We will denote local similarity for a mapping f as ls(f ).

4.

APPROXIMATE TREE EMBEDDING –
EXAMPLE

We are going to provide a simple but, we hope, illustrative
enough example in this section. The example should demonstrate the application of exponential posets for approximate
tree embedding.
Let us consider two simple XML documents X and Y , whose
labeled Hasse diagramsare shown in Figure 5. X is a querytree, while Y is adata-tree1 .

• Each individual Hasse diagram whose nodes have the
same global similarity (the same root-embedding) reflects ordering on local similarities on the set of mappings. For instance the most left-hand Hasse diagram
in Figure 7 states that mappings 325 and 135 are of
the same local similarity, while mapping 125 has local
similarity greater by one.
• Local similarity of mapping 123 from the left-most
Hasse diagram in Figure 7 has not grater local similarity than 125, but its global similarity is greater.
• Global and local similarity measurements for the leftmost Hasse diagram in Figure 7 are shown in the figure.

5. DISCUSSION AND CONCLUSIONS
We have introduced an algebraic approach to the approximate tree embedding problem. The main advantage of
the presented method is that it allows a natural ordering
of the result set. The efficiency of our method is still not
comparable with other approaches – namely with SchliederNauman’s algorithm [7] nor with the pattern based approach
implemented in GraphGrep software package [8].

The exponential poset Y X is shown in Figure 6. It defines
the total space of all possible order preserving mappings
(matches) X onto Y . The cardinality of Y X = 1.5 + 3.6 +
2.2 + 2.10/2 = 5 + 18 + 4 + 10 = 37. The number of all

The example given in section 4 provides a clear indication
of the potential benefits of the presented method. Our approach is based on the theory of exponential of posets. Efficient algorithms for the method are still the subject of our
research.

1
In order to easy explanation we have used different node
labeling in the trees (letters for X and numbers for Y ).

2
We do not consider mappings of two different nodes from
X onto one node from Y .
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ABSTRACT

query language is defined precisely in [6].

This paper presents the advantages of combining multiple
document representation schemes for query processing of
XML queries on content and structure. We show how extending the Text Region approach [2] with the main features
of the Binary Relation approach developed in [8] leads to a
considerable speed-up in the processing of the XPath location steps. We detail how, by using the combined scheme,
we reduce the number of structural joins used to process
the XPath steps, while simultaneously limiting the amount
of memory usage. We discuss optimisation strategies enabled by the new ‘combined representation scheme’. Experiments comparing the efficiency of alternative query processing strategies on a subset of the queries used at INEX
2003 (the Initiative for the Evaluation of XML Retrieval
[4]) demonstrate a favourable performance for the combined
indexing scheme.

1.

INTRODUCTION

Different approaches have been developed for the storage,
processing and retrieval of XML documents. This paper investigates the suitability of such approaches in the design
of document-centric XML retrieval systems, where queries
specify constraints on both the XML structure (a data retrieval problem) and the document content (an information
retrieval problem). Examples of such queries have been
defined for the ‘content-and-structure’ task (CAS) at the
Initiative for the Evaluation of XML Retrieval (INEX) [4].
CAS queries define the structural constraints in the queries
using (a subset of) XPath, and the content part of the query
with a special-purpose about-clause, which expresses that
the elements should be ranked by the expected relevance of
their textual content to the user’s information need. The experiments on this paper are centered on the Strict CAS task,
meaning that the structural constraints of the query must
be exactly satisfied by the retrieved components. INEX’s
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The Text Region approach for processing such content-andstructure queries [2] views the XML document as an ordered
sequence of tokens (including the document text itself), representing the documents using a preorder-postorder tree encoding scheme, as an extension of [9, 5]. The main advantages of this approach are the efficiency of processing descendant axis steps (using structural joins on the representation
of the XML tree in the ‘pre-post plane’), and the low cost
of reconstructing the XML document when returning an answer to the user.
The Binary Relation approach described in [8] views the
XML document as a rooted (syntax) tree and stores the document in binary associations representing the edges of the
syntax tree (i.e., parent-child and node-attribute relations).
In addition, it stores a path summary table containing all
unique paths in the tree, used as an index to restrict access
to only those tables that could contain answers. The main
advantages of this approach are the efficent processing of
consecutive child axis steps, and the use of smaller tables to
do the processing. The main drawbacks are the inefficient
way of processing descendant steps, the high cost of reconstructing XML answers, and, the impossibility to directly
access the text nodes when, for instance, term frequency
statistics should be determined for ranked retrieval.
This paper shows how a redundant representation that combines properties of both schemes reduces the number of
structural joins needed in the query plan and limits the
memory used in the processing of the XPath steps, leading to an improved runtime performance. Also, we point
out how several optimization techniques can be applied to
further improve the performance on this combined scheme.
The paper is organized as follows. Section 2 details the document model and indexing schemes of the two approaches
used in this paper. Section 3 proposes a new document representation by combining these schemes. Section 4 presents
a procedure for processing queries on the new indexing scheme,
and several optimization aspects are discussed. Section 5
presents experiments on the INEX collection and shows the
performance obtained. The paper ends with conclusions and
ideas for future work.

2.

DOCUMENT INDEXING SCHEMES

When indexing XML documents using a relational database
management system, we should take the following two aspects into account. First, from an effectiveness point of
view, one should decide which type of information to store
(data and metadata), depending upon the kind of operations
to be performed on the data; e.g., order of the elements, level
of the nodes in the tree, parent/child relationship, etc. Second, from an efficiency point of view, one has to choose how
to store the information, in order to execute these operations
in the fastest possible way; e.g., the level of fragmentation,
the definition of indices, replication.
This paper focuses on decisions to be taken in the efficiency
viewpoint, under the assumption that the choices to be made
from the effectiveness viewpoint have been determined fully
by the retrieval model. The retrieval model influences our
paper in so-far, that satisfying queries with about-clauses
may require term frequency statistics in context of any node
in the XML tree (usually identified by tagname). Given this
requirement, we are interested in finding a balance between
the system resources consumed by the indexing scheme and
the response times for user requests. More specifically, the
paper investigates design choices that replicate data to improve the runtime efficiency of the resulting XML retrieval
system.

2.1

Text Region approach

The Text Region approach used in this paper is the one described in [2]. It extends the well-known preorder-postorder
tree encoding scheme of [9, 5] for the ranked retrieval on
textual content (the about-clauses). The XML document is
viewed as a sequence of tokens. Where tokens are opening
and closing tags as well as the pre-processed text content.
The pre-processing consists of word form normalizations,
stemming, and stopword removal. Each component is a
text region, i.e., a contiguous subsequence of the document.
XML text regions are represented by triplets { ti , si , ei },
where:
• ti is the (XML) tag of region i, and,
• si and ei represent the start and end positions of XML
region i.
The storage scheme (the physical representation) consists of
two large tables:
• The node-index N stores the set of all XML region
tuples;

To illustrate the storage scheme and the resulting query
plans for processing queries on content and structure, consider the example document given in Figure 1. Figure 2
shows the document as a sequence of tokens with start and
end positions assigned. The document information is then
stored in the node-index and word-index as shown in Figure 3. XPath location steps are executed through structural
joins over the node-index.
Figure 1: XML document example
<bibliography>
<article>
<author>Ben Bit</author>
<title>How to Hack</title>
</article>
<article>
<author>Ben Byte</author>
<author>Ken Key</author>
<title>Hacking and RSI</title>
</article>
</bibliography>

Figure 2: The XML example document as a sequence of tokens. Start and end positions assignment. Note that the document from Figure 1 has
already been pre-processed, stop-words have been
removed and terms have been stemmed
< bibliography >0 < article >1 < author >2 ben3 bit4
< /author >5 < title >6 how7 hack8 < /title >9 < /article >10
< article >11 < author >12 ben13 byte14 < /author >15
< author >16 ken17 key 18 < /author >19 < title >20
hacking 21 rsi22 < /title >23 < /article >24 < /bibliography >25

Figure 3: Text Region storage scheme for the example document
N

W

< bibliography, 0, 25 >
< article, 1, 10 >
< author, 2, 5 >
< title, 6, 9 >
< article, 11, 24 >
< author, 12, 15 >
< author, 16, 19 >
< title, 20, 23 >

< “ben”, 3 >
< “bit”, 4 >
< “how”, 7 >
< “hack”, 8 >
< “ben”, 13 >
< “byte”, 14 >
< “ken”, 17 >
< “key”, 18 >
< “hacking”, 21 >
< “rsi”, 22 >

Consider for example the following query, requesting a ranked
list of articles written by an author named “Ben” where the
title is about hacking:

• the word-index W stores all the index terms.
Notice that the index terms are stored in a different table,
even though they are also considered as text regions. The
reason is that the regions corresponding to the index terms
consist of a single token each, so the start position always
equals the end position. By separating the word-index from
the node-index, we may store these word positions only once,
reducing the memory requirements of the text region representation scheme considerably.
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• /bibliography/article[contains(.//author, “Ben”) AND
about(.//title, “Hack”)]
The physical query plan for this example query is shown
in Figure 4. XPath name tests correspond to selections on
the node-index, and location steps translate into structural

joins. For example, R5 results from a structural join performed to correlate all the pairs article-author, from the
article nodes and the author nodes previously selected, that
satisfy the descendant condition. In other words, this table
contains all the pairs of starting positions of articles and authors where author is descendant of article. The processing
of the about-clause is not detailed in this paper (refer to
[2] for more information). The implementation of the AND
operator (last line) combines the ranked results for each of
the articles.
Figure 4: Text Region approach physical query plan
for the example query. The relations Ri represent
the intermediate results
R1 := select(NodeIndex , name = ‘bibliography’)
R2 := select(NodeIndex , name = ‘article’)
R3 := R1 1⊃ R2
R4 := select(NodeIndex , name = ‘author’)
R5 := R3 1⊃ R4
R6 := select(NodeIndex , name = ‘title’)
R7 := R3 1⊃ R6
R8 := contains(R5 , “ben”)
R9 := about(R7 , “hack”)
R10 := R9 ∩ R8

2.2

Binary Relation approach

The Binary Relation approach views the XML document as
a rooted syntax tree. The information stored represents the
edges of the tree as parent-child and node-attribute relations. Schmidt defines the storage scheme as follows [8]:
Given an XML document d, the ‘Monet transform’ (the
mapping of the document into a tabular representation in
the MonetDB) is a quadruple Mt (d ) = (r , E, A, T ), where:
• E is the set of binary relations that contain all associations between nodes (parent-child relations);
• A is the set of binary relations that contain all associations between nodes and their attribute values,
including character data (node-attribute relations);
• T is the set of binary relations that contain all associations between nodes and their position with respect
to their siblings (node-postion relations);
• r is the root of the document.
To improve the efficiency during query processing, this approach creates a so-called path-summary that contains the
table name corresponding to each unique path in the document. The binary relations for each such path are stored
separately. So, the path-summary provides direct access to
the corresponding edges in the document syntax tree that
share the same path. Notice that the binary relations can
be viewed as the ‘join indices’ used in relational query processing (introduced by Valduriez in [10]).
As an example, consider again the example document (Figure 1). Figure 5 shows the tree view of the XML example
document and the oid assignments. The Binary Relation
approach stores the information of E and the path-summary
as depicted in Figure 6. Query processing first retrieves the
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Figure 7: Binary Relation approach physical query
plan for the example query. The relations Ri represent the intermediate results and T i represent the
names of the binary relations shown in Figure 6
path := /bibliography/article
R1 := ∅
foreach Ti ∈ MatchingPaths(path . //author) do
R2 := select(PathSummary, name = Ti)
R2 := contains(R2 , “Ben”)
R1 := R1 ∪ JoinUp(R2 , Ti, “article 00 )
R3 := ∅
foreach Ti ∈ MatchingPaths(path . //title) do
R4 := select(PathSummary, name = Ti)
R4 := about(R4 , “Hack”)
R3 := R3 ∪ JoinUp(R4 , Ti, “article 00 )
R5 := R1 ∩ R3

filter elements from the path-summary, selects the nodes
according to the predicates and then proceeds to ‘join up’
against the other relations until it reaches the target element. The physical query plan for the example query of
Subsection 2.1 is given in Figure 7. Here, M atchingP aths
is a shorthand notation for identifying the unique paths in
the document (i.e., table names in the path-summary) that
satisfy the XPath expression. The JoinU p procedure starts
with a join between two relations, e.g., R2 1 T 3 in the example, and proceeds to compute the transitive closure over
the parent relationship; i.e., the first JoinU p corresponds to
expression R2 1 T 3 1 T 2.
In the example, only one path matches each of the descendant steps in the query example. Because the query is selective, query processing accesses only a small proportion of
the collection, and is very efficient. Indeed, Florescu and
Kossmann found a similar mapping to be most efficient for
XML query processing in their experiments [3]. In cases
where multiple paths match however, each of these must
be ‘joined up’ individually, and the results unioned. This
procedure may become expensive on large collections with
a ‘lenient’ DTD, when many paths need to be followed to
determine the query results.

3.

THE COMBINED INDEXING SCHEME

This paper proposes to combine the ideas from both approaches discussed before. This combined scheme views the
document as both a syntax tree for which we store the edge
information, and, a set of regions, for which we store the
triplets defined in Subsection 2.1. While the type of information we store is just a direct combination of both approaches, the way the information is stored in the resulting
data representation differs from just storing all the defined
tables.
We define the combined indexing scheme formally as follows:
Given an XML document instance, the indexing scheme consists of a 5-tuple: Mt 0 (d ) = (N , W, E, A, P), where
• N is the set of all XML region tuples;
• W is the set of all index terms in the document;

Figure 5: Binary Relation tree view of the example document and oid assignments
o1
bibliography
(X

(
((((
((((

XXX
XXX
o7
article
XXX


XXX




X

articleo2

bb
b

authoro3

titleo5

authoro8

authoro10

titleo12

“ben bit“o4 “how hack“o6 “ben byte“o9 “ken key“o11 “hacking rsi“o13
Figure 6: Binary Relation storage scheme for the example document
Relation Content
Path Summary
T1
T2
T3
T4

< T 1, /bibliography/article >,
< T 2, /bibliography/article/author >,
< T 3, /bibliography/article/author/cdata >,
< T 4, /bibliography/article/author/cdata/string >,
< T 5, /bibliography/article/title >,
< T 6, /bibliography/article/title/cdata >,
< T 7, /bibliography/article/title/cdata/string >

T5
T6
T7

• E is the set of binary relations that contain all associations between nodes;

scheme, and discusses its advantages regarding memory usage and the number of structural join operations needed.

• A is the set of binary relations that contain all associations between nodes and their attribute values;

The retrieval model considered is described in detail in [7],
which assumes the text region based approach for document representation. Queries are classified into three different patterns and split into one or more subqueries. After
processing each of the subqueries, their scores are combined
for a final ranking. Table 1 reviews the patterns and summarises the processing involved. We refer the reader to [7]
for more detailed information on the Patterns approach.

• P is the set of all unique paths linked to the binary
relations.
Notice that the set of binary relations E differs from the
one defined in the Binary Relation approach. First, we do
not store the node-text relations. Word-index W is needed
for computing the ranking (specified by the probabilistic retrieval model) and storing this data redundantly would incur
a huge cost without benefits for query processing. Similarly,
we can also remove the set of relations T , as this information
can be extracted directly from the start and end positions
from the regions in the node-index N . We have not stored
the root element at this time, because we indexed one collection only; so, it is already stored in the node-index table
with a start position equal to zero.
The proposed combined indexing scheme trades storage cost
for increased query processing performance. This seems a
reasonable trade-off, as disk capacity is not a main problem nowadays, especially when compared to memory size.
We consciously duplicate information in order to reduce the
amount of irrelevant data accessed during query processing,
by limiting the size of the tables that are loaded to memory. As an additional advantage of replicated information,
we may speed up the processing of different types of user
requests by taking optimization decisions at run-time, dependent on the properties of the specific user request being
executed.

4.

{< o1 , o2 >, < o1 , o7 >}
{< o2 , o3 >, < o7 , o8 >, < o7 , o10 >}
{< o3 , o4 >, < o8 , o9 >, < o10 , o11 >}
{< o4 , “ben bit” >, < o9 , “ben byte” >,
< o11 , “ken key” >}
{< o2 , o5 >, < o7 , o12 >}
{< o5 , o6 >, < o12 , o13 >}
{< o6 , “how hack” >, < o13 , “hacking rsi” >}

QUERY PROCESSING

This Section presents a procedure for processing contentand-structure queries on the proposed combined indexing
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Extending this pattern approach for the combined indexing
scheme, processing content-and-structure queries follows a
4-step procedure:
1. Split the query into different subqueries following the
Pattern approach detailed in [7] and summarized in
Figure 1.
2. Split each of the XPath location steps into canonical
paths.
3. Process the subpaths and subqueries according to the
algorithm described in Figure 8.
4. Combine the results of the subqueries for a final score
according to the Pattern approach.
This paper focuses on steps 2 and 3 in this process. We show
how we can make use of the combined scheme to accelerate
the processing of the XPath steps (xp and axp). Step 2
follows a straightforward algorithm that splits the location
paths that occur in the query into series of canonical location paths. A canonical path is a path that either contains
child axis steps only, or, when starting with a descendant
axis step, is followed by child axis steps only.

Table 1: Pattern approach. Splitting queries and combining their results. Note that xp, xp2, axp, axp1
and axp2 are location steps, and ’t/p’ denotes any set of terms or phrases to search for. Patterns 2 and 3
are split into two or more instances of pattern 1 and queried with all the keywords (t12/p12). After the
processing of the pattern 1 instances, their results (Pn) are combined as indicated in the last column. P () is
the probability/score of a node and size() is the text length of the region determined by a node
Pattern Definition
Subqueries
Combining results
P1
xp[about(axp, ’t/p’)]
xp[about(axp, ’t/p’)]
if multiple axpPin xp node then
P (xpnode ) =

P2
P3

xp[about(axp1, ’t1/p1’) AND/OR
about(axp2, ’t2/p2’)]
xp[about(axp1, ’t1/p1’)]//xp2[about(axp2, ’t2/p2’)]

As an example, consider the following path used to query
the INEX data:
/books/journal//article/bdy//sec/p/it
This path is split into the following three canonical paths:
• /books/journal
• //article/bdy
• //sec/p/it

Because the document representation stores its data redundantly, the resulting subpaths can be processed in a number
of ways. The goal is to make the best use of the multiple
representations available. Figure 8 presents our algorithm
for generating an efficient query plan for the processing of
the XPath location steps.

Figure 8: Algorithm to process the XPath location
steps
NP := 3; NC := 3;
for each of the subpaths p do
if StartsChild(p) then ConcatenateToPrevious(p);
else
if NumberPathsMatching(p) <= NP then
FlattenStep(p);
ConcatenateToPreviousPath();
else
if NumberConsecChildren(p) >= NC then
SelectEndingPaths(p);
UseStructuralJoinToJoinFigures(p);
else ContinueWithStructuralJoin();
endif ;
endif ;
endif ;
endfor;
The general idea underlying the algorithm is twofold. On
the one hand, it decides (based on constant NP) whether
to execute the descendant axis step with a structural join,
or, alternatively, to flatten it. Flattening the descendant
step means to find all matching paths in the path-summary
table, and unioning the obtained relations. On the other
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xp[about(axp1, ’t12/p12’)]
xp[about(axp2, ’t12/p12’)]
xp[about(axp1, ’t12/p12’)]
xp//xp2[about(axp2, ’t12/p12’)]

i

size(axpi )∗P (axpi )
P
i (size(axpi ))

AND: product Pn(1) * Pn(2)
OR: average (Pn(1) + Pn(2)) / 2
Propagation scores:
Pn(xp) * Pn(xp2)

hand, it decides (based on constant NC1 ) how to proceed
after a structural join is used for processing a descendant
step. A canonical path starting with a descendant step can
be followed by one or more child axis steps. The ‘standard’
solution is to apply an additional structural join for each
remaining child step. The alternative solution retrieves from
the path-summary all paths that end in the same sequence
of child steps as the canonical path. The resulting tables
are unioned, and then a single structural join correlates this
unioned table with the intermediate results of the previously
processed canonical path.
Consider for example the XPath expression introduced before with its three canonical subpaths, the result from step
2 in the query processing procedure. The algorithm then
proceeds as follows. The path-summary table gives only
one path ending with ‘article’. So, the descendant step of
the second canonical path is flattened and concatenated to
the first one, obtaining the concatenated XPath expression
/books/journal/article/bdy.
When processing the third canonical path (//sec/p/it), the
algorithm chooses a structural join to identify the ‘sec’ elements, as more than NP=3 unique matching paths exist in
the path-summary. Because the number of remaining child
axis steps (two) is smaller than NC=3, we process these
steps using structural joins. So, the final query plan selects from the path-summary the relation that corresponds
to the concatenated subpaths (/books/journal/article/bdy),
performs the structural join to identify the contained ‘sec’
elements, and then executes two more structural joins to
process child axis steps ‘/p’ and ‘/it’.
Finally, for comparison to the query plans of the other two
document indexing approaches, let us return to the example
introduced in Subsection 2.1. The physical query plan using
the combined scheme is shown in Figure 9.
Generation of the query plan using our algorithm allows for
a variety of further optimisation techniques. First, when
processing a descendants query that leads to many differ1

The best values for constants NP and NC are still an open
issue for further research. We decided to first set them to
three because, given the INEX topics in section 5 and the
algorithm in Figure 8, we would be able to see some differences in the processing. Note that, for this set of queries, to
set NC to any number different than 1 would produce the
same effect.

Figure 9: Physical query plan for the example query
using the combined scheme. The relations Ri represent the intermediate results
path := /bibliography/article
R1 := select(PathSummary, name = path . /author )
R2 := contains(R1 , “Ben”)
R3 := select(PathSummary, name = path . /title)
R4 := about(R3 , “Hack”)
R5 := R4 ∩ R2

ent canonical paths, each involving many child axis steps,
then performing a single structural join over the node-index
might be a more efficient alternative. In some cases however,
flattening a descendant step over the path-summary could
access much less data than executing the location step using the node-index. These optimisation decisions require
statistics about the data, possibly precomputed, such as the
number of elements of each kind, the number of matching
paths, and table sizes. The next Section investigates the impact of such optimisation opportunities experimentally. A
query optimiser should also consider how the static typing
information from a DTD or XML Schema may improve the
generation of query plans. This topic is however postponed
to future research.

5.

EXPERIMENTS

We have investigated experimentally the run-time performance and cost of the new approach on a subset2 of the
INEX 2003 topics (Table 2). The Text Region’s physical
representation of the INEX collection as node-index and
word-index accumulates to 877MB (this excludes a small
number of auxiliary tables needed for processing the aboutclauses). The combined storage scheme increases the memory usage by 76MB (i.e., the parent-child relations and the
path-summary). The speed-up observed clearly outweights
the relatively small additional cost for the redundancy in
the storage scheme.
Three runs have been performed, characterised in Table 3,
to observe the behaviour and performance of our combined
approach in comparison to the processing on the Text Region approach. We have not performed runs on the ‘pure’
Binary Relation indexing scheme, because this document
representation is not suitable for handling the about-clauses
that rank elements by their content; the query plans resulting from the INEX topics using this mapping are very
inefficient (and do not give any insights). Table 5 shows the
wall-clock times for each of the queries in each of the runs.
The different runs were performed on an AMD Opteron
1.4Ghz machine with 2GB of main memory. MonetDB [1]
was used as the database kernel.
Using our algorithm with the combined indexing scheme performs usually better than the equivalent query plan using
the Text Region approach used at INEX 2003. It is interesting however that using the combined scheme does not
2
For clarity and comparison, we selected only the topics with
different structural constraints that could be ”affected” by
the new algorithm and therefore, could give some insights
into the performance
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necessarily imply a performance gain. Comparing the results between runs TR and C1 shows for example that a
strategy that always flattens the first descendant step leads
to performance differences between the various topics. Take
for instance topics 78, 80, and 84. The ‘flattening always’
strategy works well for topic 80, because only a single path
in the collection leads to ‘article’ nodes. In the case of topic
78 however, following this strategy results in a run-time efficiency that is worse than the times obtained with the Text
Regions approach. Here, the number of paths in the INEX
collection that lead to ‘vt’ elements is 11. Looking at topic
84, we can clearly see that the use of a structural join performs much better than flattening the descendant step. In
this case, 637 different paths in the collection end in ‘p’ elements. Summarising, we conclude from these experiments
that it is important to decide upon the best query processing strategy given the query at hand, providing support for
following the ‘database approach’ using a layered design of
XML retrieval systems, as proposed in e.g. [2] and [7].
To analyse in more detail the performance gain obtained for
most topics, let us look closer into the execution of INEX
topic 69:
/article/bdy/sec[about(.//st,’”information retrieval”’)]
Processing this query with the Text Region approach first
correlates the ‘article’ nodeset with the ‘bdy’ nodeset, and
correlates the result with the ‘sec’ nodeset. Each of these
structural correlations is performed by a structural join. We
proceed with another structural join, to retrieve the ‘st’
nodes that are descendants of the nodes in the result so
far. To summarize, the query plan consists of three structural joins. The physical query plan and the sizes of the
corresponding intermediate result relations are detailed in
Figure 10.
The combined storage scheme allows to perform some of the
correlations between nodesets with ‘normal’ relational joins,
using the parent/child relationships. Processing the same
INEX topic with the previously described algorithm on the
new combined scheme accesses the path summary to obtain
the result table for XPath expression /article/bdy/sec. We
correlate the result to the descendant ‘st’ nodes with a structural join. So, the query plan consists of a selection on the
path-summary followed by one structural join.
Notice that, obviously, the observed run-time performance
improvement is not an immediate consequence of the number of structural join operators in the query plan. Instead,
it results from the reduced sizes of tables accessed during
processing, in combination with the number of intermediate
results and their sizes. The physical query plan and the sizes
of the relations produced are detailed in Figure 10.

6.

CONCLUSIONS AND FUTURE WORK

We presented the possible advantages for query processing
when the XML storage scheme represents a document collection redundantly, corresponding to a trade-off often made
in database management systems between storage requirements and run-time efficiency. Specifically, we augment our
previously developed Text Region indexing scheme (used in
our participation in INEX) with join indices on path expressions, as applied previously to XML data collections in

Table 2: Queries used on the experiments. Subset of the INEX03 topics.
Topic number Query title
61
//article[about(., ’clustering +distributed’) a nd about(.//sec, ’java’)]
64
//article[about(.,’hollerith’)]//sec[about(.,’DEHOMAG’)]
69
/article/bdy/sec[about(.//st,’”information retrieval”’)]
70
/article[about(./fm/abs, ’”information retrieval” ”digital libraries”’)]
72
//article[about(./fm/au/aff,’United States of America’)]/bdy//*[about(.,’weather forecasting systems’)]
73
//article[about(.//st,’+comparison’) and about (.//bib,’”machine learning”’)]
78
//vt[about(.,’”Information Retrieval” student’)]
79
//article[about(.,’XML’) AND about(.,’database’)]
80
//article/bdy/sec[about(.,’”clock synchronization” ”distributed systems”’)]
82
//article[about(.,’handwriting recognition’) AND about(./fm/au,’kim’)]
83
/article/fm/abs[about(.,’”data mining” ”frequent itemset”’)]
84
//p[about(.,’overview ”distributed query processing” join’)]

Table 5: Run times.
runs, after removing
Run
TR
C1
C2

Text Region approach vs. Combined scheme. Time in seconds. Average result for 10
the best and worst results (for each topic in each of the runs separately).
t61 t64
t69 t70 t72
t73
t78 t79 t80
t82 t83
t84
3
10.88 13
9.88 16.5
11.13 5.5
6.13 14.63 17
10.25 4.5
3
7.88
5
6.13 13.38 11.5
6
3.75 3
6.63 1
9.5
3
7.75
4.88 6.38 13.75 12.13 6.75 3
3.38
3.63 1
6

Figure 10: Physical query plan and tables’ sizes (in #tuples/1000) using the Text Region approach (left) and
the Combined scheme (right). The relations Ri represent the intermediate results
Operation
R1 := select(N , name = ‘article’)
R2 := select(N , name = ‘bdy’)
R3 := R1 1⊃ R2
R4 := select(N , name = ‘sec’)
R5 := R3 1⊃ R4
R6 := select(N , name = ‘st’)
R7 := R5 1⊃ R6
R8 := about(R7 , “qw”)
R9 := avg(R8 )

|Input|
8240
8240
12, 12
8240
12, 70
8240
65, 146
140
140

|Result|
12
12
12
70
65
146
140
140
58

Operation
R1 := select(PathSummary,
name = /article/bdy/sec)
R2 := select(N , name = ‘st’)
R3 := R1 1⊃ R2
R4 := about(R3 , “qw”)
R5 := avg(R4 )

|Input|

|Result|

10
8240
65, 146
140
140

65
146
140
140
58

Schmidt’s PhD thesis [8].
Run
TR
C1

C2

Table 3: Experimental runs
Description
Text Region approach. Use of Structural
Joins to process XPath steps.
Combined Scheme. Flattening only
the first descendant step when the path starts
with a descendant axis step.
Combined Scheme. Using algorithm of
Figure 8 with N P = 3 and N C = 3.

Our experiments with INEX topics demonstrate how a minor increase in storage requirements can lead to a considerable acceleration of query processing. The number of structural joins required to produce the results of the contentand-structure queries has been reduced, and the memory
requirements during query processing diminished.

Table 4: Run times statistics. Text region approach
vs. Combined scheme. Time in seconds
Run Total Average Max Min
TR
122.4
10.2
16.5
4.5
C1
76.77
6.4
13.38 1
C2
71.65
5.97
13.75 1
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The most interesting contribution of this paper is that it
demonstrates how document-centric XML query processing should benefit from a layered system design similar to
the architecture of relational database management systems,
where the query is declarative, and the query optimiser determines the actual query execution plan. We have shown
how the most appropriate query processing strategy can only
be chosen at run-time, based on statistics about the data
collection indexed.
Our main plans for future research in this area consist of a
deeper investigation of optimisation techniques enabled by
the redundant representation of XML documents. Also, no-

tice that the collection we used in this paper exhibits a fairly
regular structure. While the combined scheme could be similarly efficient for selective queries in a heterogeneous collection, the path-summary would grow significantly, increasing
the cost of identifying the relations to be used. Another
future direction is therefore to investigate whether this cost
can be reduced by maintaining only a selection of the join
indices, rather than simply defining them for all possible
location paths occurring in the document.
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ABSTRACT
To be able to handle the ever growing volumes of XML documents, effective and efficient data management solutions
are needed. Managing XML data in a relational DBMS
has great potential. Recently, effective relational storage
schemes and index structures have been proposed as well as
special-purpose join operators to speed up querying of XML
data using XPath/XQuery. In this paper, we address the
topic of query plan construction and logical query optimization. The claim of this paper is that standard relational
algebra extended with special-purpose join operators suffices for logical query optimization. We focus on the XPath
accelerator storage scheme and associated staircase join operators, but the approach can be generalized easily.

General Terms
XML, relational algebra, query optimization

1.

INTRODUCTION

With the gaining popularity of XML, ever growing volumes
of XML-documents need to be managed. Existing relational
database technology has great potential for being able to
manage these volumes of data. Much research is currently
directed at relational storage schemes and efficient evaluation of XPath [2] and XQuery [3] inside an RDBMS reusing
the heritage of decades of relational technology.
There are effectively two classes of approaches to storage
schemes for XML. First, shredding-based approaches which
store XML data in many relations based on tag names of elements. For example, data on elements <employee> is stored
in a relation called Employee. A representative of this approach is [12]. The disadvantage of these approaches is that
they only work well for data-centric XML, i.e., highly structured XML with schema, a relatively low number of different
tag names, and no mixed content nodes. The other class of
approaches to storage schemes views an XML document as
a tree and is centered around one relation storing data on a

per-node basis. Representatives of this class are [8, 4]. These
approaches also work for document-centric XML, but generally have difficulty managing updates and the huge number
of tuples in the one relation.
It has been observed by many (e.g., [4]) that in some cases,
performance of queries is far from optimal. Causes can be
found in the fact that the RDBMS ordinarily can only deploy
generic index structures and join algorithms, and, secondly,
sometimes makes bad choices in constructing a query plan.
The many index structures and numbering schemes that
have been proposed to speed up XML queries in relational
backends, often come with associated special-purpose joins.
Some examples: the multi-predicate merge join (MPMGJN)
[15] avoids row comparisons compared to a standard merge
join when using an information retrieval-style inverted index. [1] generalizes this work by proposing two families
of structural joins, tree-merge and stack-tree, of which the
MPMGJN is a member of the tree-merge family. Li and
Moon suggest three path joins to be used in a numbering
scheme based on preorder ranks and subtree sizes [8]. The
staircase join speeds up location steps in the presence of a
preorder/postorder numbering scheme, called XPath accelerator [4, 6]. It fully uses the properties of the numbering
scheme to minimize comparisons and avoids sorting and duplicate removal operations [5]. It has been shown that the
join can easily be integrated in an ordinary RDBMS [9]. Experiments have proven that the performance benefit can be
significant if these special-purpose joins can be effectively
utilized.
This brings us to the second cause of suboptimal performance, namely bad query plan construction, which has not
received as much attention yet, but is gaining in attention
quickly. For example, [14] investigates choosing join order
for structural joins of the stack-tree family. The choice is
based on the cost model of [13]. In the context of mainmemory RDBMSs, [11] investigates a cost model for the
XPath accelerator.
This paper focuses on query plan construction and logical
query optimization of XPath queries. One can do logical
query optimization on XPath level (e.g., using the equivalences of [10]) or in other XPath-specific manners such
as [7], but it is our aim to avoid XML-specific techniques
and exploit as much existing relational techniques as possible. Although index structures, numbering schemes, and

TDM’04, the first Twente Data Management Workshop on XML Databases
and Information Retrieval, Enschede, The Netherlands
c 2004 the author/owner
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special-purpose joins are XML-specific, we claim that standard relational algebra extended with these special-purpose
join operators suffices for effectively describing query plans
and optimizing them.
The observation underlying the work is that many of the
proposed joins are only valid or efficient in certain situations, but that choices can often be made on a logical level,
i.e., without a cost model. Furthermore, [11] showed that for
certain axes, it is hard to estimate intermediate result sizes
rendering a cost model sometimes rather inexact. Therefore, we envision an approach of generating an initial query
plan, then rewriting it according to equivalence rules using
a strategy that focusses on selection of efficient join operators first. Final judgement should obviously be left to a
cost estimation. This paper, however, addresses the first
two steps.
More concretely, we define a standard relational algebra and
extend it with several join operators. The paper specifically
uses the XPath accelerator [4, 6] with variants of the staircase join [5]. The approach, however, is generic enough to be
adaptable to include more join variants or even to using another relational storage scheme with other join operators. [5]
proposed only one staircase join operator. We will show that
this is a good choice for one class of XPath expressions (i.e.,
path expressions without predicates). For a larger class,
other variants of the staircase join are beneficial. For this
larger class, we will show how an initial query plan can be
generated, and subsequently, how it can be rewritten into
more efficient plans.
This work is part of a larger effort under the project name
Pathfinder 1 to construct an XQuery engine on top of relational backends. Among the aims are efficiency, bulkoriented query processing, and strict adherence to XQuery
semantics.
The paper is structured as follows. Section 2 gives a short
introduction to the XPath accelerator. Section 3 then describes classes of XPath expressions and defines several staircase join variants beneficial in these classes. Section 4 defines a relational algebra extended with these variants. A
typing relation is defined to be able to precisely specify in
Section 5, conditions under which certain equivalences hold.
Section 6 defines how to generate an initial query plan and
Section 7 describes how the equivalence rules can be used to
optimize it.

2.

XPATH ACCELERATOR

The XPath accelerator [4, 6] is based on a numbering scheme
where each node v is assigned a preorder pre(v) and a postorder rank post (v). As many have noted, these numbers
efficiently characterize location steps as document regions,
also called query windows, e.g., v 0 is a descendant of v ⇔
pre(v) < pre(v 0 ) ∧ post (v 0 ) < post (v). Other properties of
the numbering scheme can be more easily seen, when the
nodes are placed in a pre/post plane according to their preorder (x-axis) and postorder (y-axis) ranks (see Figure 1).
XPath expressions can be translated to SQL-queries by simply using the query window associated with the axis step in
1

see http://www.inf.uni-konstanz.de/dbis/research/pathfinder/
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Figure 1: Pre/post plane and node encoding table
doc. Lines indicate document regions as seen from
context nodes f (” − −”) and g (”..”), respectively.
SELECT
FROM
WHERE
AND
AND
AND
AND
ORDER BY

DISTINCT v2 .*
context c, accel v1 , accel v2
c.pre 6 v1 .pre AND v1 .post 6 c.post
v1 .name = n
v2 .pre < v1 .pre AND v2 .post < v1 .post
v2 .par = v1 .par
v2 .kind = text
v2 .pre ASC

Figure 2: SQL-query for the XPath expression
/descendant-or-self::n/preceding-sibling::text()
(context is a table containing the root node).

the WHERE-clause (see Figure 2).
The examples in this paper use the storage scheme of [6]
in which each node is represented in a table doc with the
following attributes: (1) pre (preorder rank), (2) post (postorder rank), (3) par (preorder rank of parent), (4) kind
(node kind), and (5) name (tag name of an element or attribute). Other information, such as the text/value of text
and attribute nodes, is stored in other tables (not used in
this paper). For example, the tuple hpre = 1, post = 1, par =
0, kind = elem, name = ‘b’i describes an element with tag
name ‘b’, which is a child of the root node.
We refer to [6, 4] for more details.

3. STAIRCASE JOIN VARIANTS
Query plans made by an RDBMS for SQL-queries like the
one in Figure 2, often use a nested loop join with index
scans as operands. Since the RDBMS has no knowledge of
properties of pre/postorder ranks, it treats them as ordinary
numbers. A special-purpose join, the staircase join, is introduced in [5], which uses rank properties to avoid many tuple
accesses, duplicate production, order changes, hence, avoids
post-processing needed to conform to XPath semantics.

Given the storage scheme of Section 2, the semantics of the
staircase join for ancestor is as follows (other major axes
analogous):
context

→
−
anc

doc =

{n ∈ doc | ∃c ∈ context • c·pre > n·pre ∧ c·post < n·post }
In words, it retrieves all nodes from the doc table which are
an ancestor of some node in context. Since it only produces
tuples from its right operand, we call it the right staircase
join to distinguish it from other variants introduced below.
The right staircase join is meant for a specific class of XPath
expressions: path expressions without predicates, more exactly, path expressions of the form s1 /s2 / · · · /sn where si =
α :: τ is an axis step along axis α and node test τ . The node
sequence output for step si is used as context node sequence
for step si+1 . An ordinary join would concatenate matching
tuples c and n, but attributes of c are irrelevant for step
si+1 , hence are discarded.
The next larger class of XPath expressions includes path
expressions in predicates, i.e., a step si is of the form α :: τ [p]
where p is a relative path expression ./s01 /s02 / · · · /s0m . An
example of an expression of this class is /s1 [./s2 ] where s1 =
descendant::a and s2 = ancestor::b. The output of a join for
s2 between the result of s1 and doc should output ‘a’ nodes,
i.e., context nodes of s2 . This gives rise to the conception
of a different staircase join variant, the left staircase join:
context

←
−
anc

doc =

{c ∈ context | ∃n ∈ doc • c·pre > n·pre ∧ c·post < n·post }
In more complex expressions, such as s1 [./s2 /s3 ], the left
and right staircase join do not suffice, because it is desirable to have a join that outputs information of both joined
tuples like a typical join. We, therefore, also introduce the
generalized staircase join (a ++ b is record concatenation):
context

anc

expressions. A particularly interesting class is one where
functions like position and last play a role. Preliminary examinations have revealed that algorithms for staircase join
variants producing a position attribute are possible, but
they are expected to be less efficient than the ones described
above. The three given staircase join variants can be seen
as special cases of these where also the position attribute
is projected out. Consequently, the approach taken here of
projection driven join selection will most certainly work for
this larger class of XPath expressions as well.
For simplicity of presentation, we concentrate in the sequel
on XPath expressions with predicates containing only relative path expressions. The approach is generic enough to be
adaptable to the larger classes.

4. EXTENDING RELATIONAL ALGEBRA
In this section, we define a standard relational algebra and
extend it with the aforementioned staircase join variants.
We first define some relational concepts and record manipulation functions. We have simplified the presentation by, for
example, defining record types solely by their attribute labels, excluding the attribute’s domains. We then define the
extended relational algebra in terms of the set of possible
expressions Expr and an associated typing relation ‘::’.
Definition 1. Let L be the set of attribute labels. We vary
l over L. Let Rec ∈ P L be the set of record types. We
vary r over Rec using notation r = hl1 , . . . , ln i. A label of a
record type is called an attribute. A relation is defined by its
record type, so we do not define it separately. Record concatenation ‘++’ ∈ Rec × Rec ; Rec is defined by r1 ++ r2 =
r1 ∪ r2 if and only if r1 ∩ r2 = ∅. The function prefix ∈
L × Rec → Rec prefixes the attribute labels of a record type:
prefix(l0 , hl1 , . . . , ln i) = hl0·l1 , . . . , l0·ln i. Its dual unprefix ∈
L×Rec ; Rec removes prefixes: unprefix(l0 , hl0·l1 , . . . , l0·ln i) =
hl1 , . . . , ln i, which is only defined for record types where all
labels are prefixed with l0 .

doc =

{c ++ n | ∃c ∈ context ∃n ∈ doc•
c·pre > n·pre ∧ c·post < n·post }

→
−
←
−
can apply more
and
From an algorithmic point of view,
optimizations, hence are more efficient, than . Staircase
joins are similar to merge joins. They sequentially scan both
tables simultaneously while skipping parts of the document
table that are guaranteed not to match context tuples. In
←
−
case of , it suffices to find just one ancestor node for each
context node to output the tuple. Therefore, compared to
→
−
, larger portions of the document table can be skipped.
←
−
←
−
is probably the most efficient of the three.
Hence,
→
−
where some of
can be seen as special cases of
and
the attributes are projected out and resulting duplicates are
not generated. It is exactly this observation that drives the
logical optimization presented in the sequel.

There are larger classes of XPath expressions that allow
more features in the predicates besides relative path expressions. For example, allowing path expressions originating
from the root or comparisons with constants or other path
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We continue by defining our algebra as a set of expressions.
The kernel of the algebra consists of the standard projection
πr , selection σp , and join 1p . To improve readability of the
query plans, there is also a negative projection operator π̃r ,
which ‘projects out’ certain attributes. Moreover, prefixing
and unprefixing operators / and . are added to allow for
r

r

explicit treatment of attribute renaming. Finally and most
importantly, we extend the algebra with the three staircase
join variants explained in Section 3.
Definition 2. Let Expr be the set of expressions inductively
defined as in Figure 3. We vary e over Expr. Although we
do not specify what a predicate2 is, we define labels(p) to
return the labels used in p. For readability, we sometimes
write the join operators in a prefix way, e.g., (e1 , e2 ).
α

2
We will not further define a predicate, but the intention is
that it is a boolean expression using connectives and simple
comparisons on attributes. A typical predicate would be
pre ≤ ctx·pre ∧ post ≥ ctx·post .

e ∈ Expr l ∈ L
/ (e), .(e) ∈ Expr

e ∈ Expr r ∈ Rec
πr (e), π̃r (e) ∈ Expr
r ∈ Rec
r ∈ Expr

e :: r
πr (e) ≡ e

l

l

e ∈ Expr ‘p is a predicate2 ’
σp (e) ∈ Expr

e :: r
/ (e) :: prefix(l, r)
l

e1 :: r1

e1

α

πr (.(e)) ≡ .(πprefix(l,r) (e))

l

σp (e1

0

e :: r ∀l ∈ r • l = l·l
. (e) :: unprefix(l, r)

σp (e1

e1 :: r {ctx·pre, ctx·post } ⊆ r
e2 :: r0 {pre, post } ⊆ r 0
→
−
←
−
e2 :: r0
e2 :: r, e1
e2 :: r ++ r0 , e1

α

e2 ) :: r

labels(p) ⊆ r1

e1 :: r1

e2 ) ≡ σp (e1 )

α

e2

labels(p) ⊆ r2

e2 :: r2

α

α

α

e2 ) :: r

α

e1 :: r1

r ⊆ r1

L = {ctx·pre, ctx·post }

α

πr (e1

πr (e1
Figure 4: Typing rules

α

Definition 3. We inductively define a typing relation ‘::’∈
Expr ↔ Rec as in Figure 4. e :: r indicates that e is a valid
expression and has type r.

Example 4. Below, a simple example is shown of an algebra
expression that can occur as query plan.

α

e2 ) :: r
πr (e1

Although XPath is an algebra on node sequences, our orderless set-based algebra suffices to capture it. Note that
the XPath 2.0 specification [2] states that the result of a
location step should be duplicate-free and sorted in document order. As long as the pre attribute is not projected
out, it captures document order fully. Combined with the
duplicate-free restriction, a set-based algebra is sufficient.

desc

α

πr (e1

where α ∈ {anc, desc, prec, foll}

ctx

l

e2 ) ≡ e1 σp (e2 )
α
←
−
e2 ) :: r
σp (e1
α
←
−
←
−
e2 ) ≡ σp (e1 ) e2
σp (e1
α
α
→
−
e2 ) :: r
σp (e1
α
→
−
→
−
σp (e2 )
e2 ) ≡ e 1
σp (e1

l

α

e2 ) :: r

σp (e1

00

e2 :: r2 labels(p) ⊆ r1 ∪ r2
e1 1p e2 :: r1 ++ r2

πpre (σname=a ( / (root)

α

σp (e1

labels(p) ⊆ r
σp (e) :: r
0

l

e1 :: r1 e2 :: r2 Q = labels(p) Q ⊆ r1 ∪ r2
πr (e1 1p e2 ) ≡ π̃Q\r (πQ∪(r∩r1) (e1 ) 1p πQ∪(r∩r2 ) (e2 )

r ⊆ r0 r00 = r0 \ r
π̃r (e) :: r00
e :: r

l

πr (σp (e)) :: r Q = labels(p)
πr (σp (e)) ≡ π̃Q\r (σp (πQ∪r (e)))

Figure 3: Expressions

e :: r0 r ⊆ r0
πr (e) :: r

πr (/(e)) ≡ /(πunprefix(l,r) (e))

α

α

e :: r0

πr (.(e)) :: r

l

α ∈ {anc, desc, prec, foll}
→
−
←
−
e2 ∈ Expr
e2 , e1
e2 , e1

r ∈ Rec
r :: r

πr (/(e)) :: r
l

e1 , e2 ∈ Expr
α

πr (πr0 (e)) :: r
πr (πr0 (e)) ≡ πr (e)

π̃r (πr0 (e)) :: r0 \ r
π̃r (πr0 (e)) ≡ πr0 \r (e)

πr (π̃r0 (e)) :: r
πr (π̃r0 (e)) ≡ πr (e)

e1 , e2 ∈ Expr ‘p is a predicate’
e1 1p e2 ∈ Expr
e1

e :: r
π̃∅ (e) ≡ e

α

e2 ) ≡ π̃L\r (πL∪r (e1 )

←
−
α

e2 )

r ⊆ r2 L = {pre, post }
→
−
πL∪r (e2 ))
e2 ) ≡ π̃L\r (e1
e2 :: r2

α

Figure 5: Some equivalence rules
projects on the pre attribute obtaining the preorder ranks
of the descendant nodes with tag name ‘a’.

5. EQUIVALENCE RULES
Definition 5. The most important equivalence rules for our
extended relational algebra are given in Figure 5.

The top five equivalence rules of Figure 5 eliminate projections. The given cases often occur as the result of applying other equivalences. For example, the third equivalence
states that πctx·pre (πctx·∗ (e)) is equivalent with πctx·pre (e).
The typing rules enforce that {ctx·pre} ⊆ {ctx·∗} or generically in the equivalence rule that r ⊆ r 0 .

doc))

In words, the expression prefixes the labels of the root relation with ctx . The result is joined with the doc relation
using the (generalized) staircase join. This results in a relation with tuples representing the descendants of the root
including attributes of the root itself (ctx·∗). The expression
then selects all tuples with name ‘a’. Since we are only interested in identifiers of the resulting nodes, the expression
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The next four rules specify how a projection can be pushed
through the (un)prefixing, selection and join operators. Pushing a projection through an (un)prefixing operator means
adapting attribute labeling. Since a selection or join condition may refer to attributes that are projected out, they
should be retained in the operand and need to be projected

e0
e
/ (e) 1ctx·pre=parent doc

out from the result. For example, πpre (σname=a (e)) is equivalent with π̃name (σname=a (πpre,name (e))).

axis
self
child

The final six rules show how selection and projection can be
pushed through the staircase join variants. If a selection only
refers to attributes of the left or right operand of a staircase
join, it can be pushed to that operand. Pushing a projection
through the staircase join should in a similar way retain the
attributes referred to by the staircase join (i.e., pre, post ,
ctx ·pre, and ctx ·post ). The last two rules are of special
importance. Notice how pushing the projection through the
generalized staircase join, replaces it with the more efficient
e2 ) is
left or right staircase join. For example, πpre (e1
desc
→
−
πpre,post (e2 )).
equivalent with π̃post (e1

descendant

ctx

/ (e)

ctx

desc

doc

/ (e) 1ctx·parent=pre doc

parent

ctx

/ (e)

ancestor

ctx

/ (e)

preceding

ctx

preceding-sibling

anc

doc

prec

doc

π̃par 1·∗,par 2·∗ (
σpar 1·parent =par 2·parent (
1ctx·pre=par 2·pre (
1pre =par 1·pre (
/ (e)
doc
prec

ctx

, / (doc))

desc

par 1

For space reasons, we omit correctness proofs of the equivalence rules. Observe that types of equivalent expressions
are the same. A standard (set theoretic) semantics of relational algebra suffices for a complete proof. This completes
our definition of the extended relational algebra. We now
turn our attention to translating XPath expressions to query
plans and optimizing them.

, / (doc)
par 2

)))
/ (e)

following

ctx

following-sibling

[step1 ]

foll

doc

analogous to
preceding-sibling

X [[ /axis :: nodetest[./pathexpr]]](e) =
. (πctx·∗ (pe))
ctx

6.

where ax = X [[ /axis]](e)
nt = X [[ :: nodetest]](ax )
pe = X [[ /pathexpr]](nt )

INITIAL QUERY PLAN CONSTRUCTION

Definition 6. The class of XPath expressions we support,
is defined by the grammar below:
xpath
pathexpr
step
axis

::=
::=
::=
::=

‘/’, pathexpr
step | step, ‘/’, pathexpr
axis, ‘::’, nodetest [ ‘[’, predicate, ‘]’ ]
self | parent | ancestor | ancestor-or-self
| child | descendant | descendant-or-self
| preceding | preceding-sibling
| following | following-sibling
nodetest ::= node() | element() | text() | name | @name
predicate ::= ‘./’, pathexpr

[step2 ]

[pathexpr]

Below, we define how to obtain an initial query plan. The
function X [[xp]](e) constructs a plan for (sub)expression xp.
xp may contain a hole ‘ ’ to indicate where partial query
plan e should be inserted in the resulting query plan.
Definition 7.
[nodetest]
nodetest
node()
element()
text()
name
@name

X [[

This rule is based on the XPath symmetry p[p1 /p2 ] ≡
p[p1 [p2 ]] for any path expressions p, p1 , and p2 [10].
X [[ /axis :: nodetest]](e) = nt
where ax = X [[ /axis]](e)
nt = X [[ :: nodetest]](ax )
X [[ /step/pathexpr]](e) =
X [[ /pathexpr]](X [[ /step]](e))

[xpath] X [[/pathexpr]]() =
πpre (X [[ /pathexpr]](root ))
where root is an algebra expression
returning a relation with one tuple: the
root of the document.

Example 8. Example 4 is actually the initial query plan for
the simple XPath expression /descendent :: a. It is obtained
through the translation scheme above in the following way.
X [[/descendent :: a]]() =
= πpre (X [[ /descendent :: a]](root ))
= πpre (X [[ :: a]](X [[ /descendent]](root )))
doc))
= πpre (σname=a ( / (root )

:: nodetest]](e) = σp (e)

p
true
kind = elem
kind = text
name = “name”
name = “name” ∧ kind = attr

ctx

desc

7. QUERY PLAN OPTIMIZATION
[axis]

We show how the generated plans can be logically optimized
by looking at two examples, a simple and a more complex

X [[ /axis]](e) = e0
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one. For the latter, two candidate plans are given for which
only a cost model-based decision can determine which one
is to be preferred.
Example 9. Using the equivalence rules of Figure 5, the
initial query plan of /descendent :: a (see Example 8) can be
optimized as follows.
X [[/descendent :: a]]() =
= πpre (σname=a ( / (root )
ctx

8. CONCLUSIONS
desc

In this paper, we claim that for query plan construction and
logical optimization for XPath querying on top of an ordinary RDBMS, there is no need for a special algebra, but that
a rather standard relational algebra extended with specialpurpose XML join operators suffices. The paper shows how,
for example, rather standard logical relational optimization
techniques can drive join selection for the special-purpose
joins. The paper specifically focuses on the XPath accelerator storage scheme and associated staircase join operators to
benefit the Pathfinder project, but the approach is adaptable to other relational storage schemes and join operators.

doc))

Push the projection through the selection
doc)))
≡ π̃name (σname=a (πpre,name ( / (root )
ctx

desc

Push the projection through the staircase join. This
selects the more efficient right staircase join variant.
≡ π̃name (σname=a (π̃post (
→
−
/ (root )
πpre,post ,name (doc))))
ctx

desc

Example 10. For the still considered simple XPath expression /child :: a[./descendant :: b], many semantically equivalent query plans are possible. First, the initial query plan
generated by X (derivation omitted).
πpre ( . (πctx·∗ (σname=b (
ctx

desc

(σname=a ( / (root ) 1p doc), doc)))))
ctx

where p = (ctx·pre = par )
A good strategy for optimization is to push the outer projection inwards as far as possible. The resulting query plan:
. (π̃name (σname=b (πctx·pre,name (

ctx

desc

(σname=a ( / (root ) 1p doc), doc)))))

The paper includes an extension of a rather standard relational algebra with several staircase join variants. A typing
relation has been defined to be able to precisely define the
conditions under which certain equivalences hold in the algebra. A translation scheme is given that generates a query
plan for a class of XPath expressions that includes predicates
with relative path expressions. The equivalence rules are
then used to logically optimize the plan. Common strategies
are to push projections and selections inwards through the
join operators. For several examples, it has been shown how
this can drive the application of more efficient join operators. Larger classes of XPath expressions have been sketched
for to which the approach can be easily extended. Although
this shows that the optimization approach is useful and realistic, full treatment involves, among others, a complete set
of equivalence rules and a definition of a rewriting strategy
that pursues a normal form.

ctx

Observe that this plan still uses the generalized staircase
join, hence is probably rather inefficient. The problem is
that the projection πctx·pre,name (. . .) involves attributes from
both operands of the staircase join. In this case, it is probably better to push the selection σname=b (. . .) inwards first.
This results in the query plan
. (π̃ctx·post (
←
−
(πctx·pre,ctx·post (σname=a ( / (root ) 1p doc))

ctx

desc

the level of XPath using the XPath symmetries of [10]. For
example, /descendent :: a[./ancestor :: b] is equivalent with
/descendent::b/descendent::a. We believe, however, that future research will show that such XML-specific optimization
is largely unnecessary, since both expressions will produce
equivalent query plans that can probably more effectively
be optimized on the level of relational algebra.

ctx

, σname=b (doc))))

This query plan can obviously be optimized further by pushing πctx·pre,ctx·post (. . .) further inwards, but important is that
the more efficient left staircase join can be used at the expense of σname=b (. . .) being evaluated on a possibly much
larger operand. Only a cost model-based evaluation of the
query plan can judge whether or not this pays off.

Note that we only addressed logical optimization on the level
of the algebra. Logical optimization can also be done on
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Other logical next steps in this research are to include cost
estimation of query plans, e.g., based on [11], supported
by experimental validation. Furthermore, it is interesting
to investigate how the rather simple relational equivalence
rules compare to the XPath-specific equivalence rules of [10].
We expect that XPath-specific optimization based on these
rules is largely unnecessary, because equivalent XPath expressions will map to equivalent relational query plans that
can (possibly more effectively) be optimized on the level of
the relational algebra. The use of schema information (in
a DTD or XML schema) for query optimization is an interesting direction as well. A possible first step here is to
investigate how schema information can be used for more
accurate cost modelling. Finally, in the context of XQuery,
perhaps one or two additional extensions are needed to the
otherwise standard relational algebra, but we expect that it
is straightforward to construct a few new equivalence rules
that include those extensions.
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ABSTRACT
In this paper, we describe a new algebra for XML retrieval.
We first describe how to transform an XPath-like query in
our algebra. The latter contains a vague predicate, about,
which defines a set of document parts within an XML document that fullfill a query expressed as in “flat” Information
Retrieval – a query that contains only constraints on content but not on structure. This predicate is evaluated in a
probabilistic way: we thus need a probabilistic interpretation of our algebra. Answers to query needs expressed with
vague content and vague structure constraints can then be
evaluated.

1.

INTRODUCTION

With the expansion of the Web and of large textual resources
like electronic libraries, appeared the need for new textual
representations allowing interoperability and providing rich
document descriptions. Several structured document representations and formats were then proposed during the last
few years together with description languages like XML.
This allows for richer descriptions with the incorporation of
metadata, annotations and multimedia information. Document structure is an important source of evidence, and
should be considered together with textual content for information access tasks. Information retrieval engines should
be able to cope with the complexity of new document standards so as to fully exploit the potential of these representations and to provide new functionalities for information
access. For example, users may need to access some specific document part, navigate through complex documents
or structured collections; queries may address both metadata and textual content.
In INEX (Initiative for the Evaluation of XML retrieval),
queries are expressed in a query language (NEXI) which is
very similar to XPath. A vague operator (about) is introduced in order to allow for queries in a similar fashion than
in information retrieval, that is queries that only contain
contraints on what the retrieved element should be about,

TDM’04, the first Twente Data Management Workshop on XML Databases
and Information Retrieval, Enschede, The Netherlands
c 2004 B. Piwowarski
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but which do not contain any contraint on structural relationship constraints an element must fullfill. Such languages can be used to express query needs that mix possibly vague content and structure constraints. XPath is for
XML documents what SQL for databases is: a language that
describes which information should be retrieved from XML
documents. In traditional databases, this request is usually
mapped into an algebra which in turn is used as a query
plan. This query plan is closely related to physical operations that will give the answers to the query. In databases,
the result of a formula of the algebra is a set of tuples. In
XML databases, the result is a set of elements.
Defining or choosing an algebra is a very important issue if
one wants to answer complex query needs. This is proven
in many papers of the semi-structured database field [4, 1].
Such approaches are also used in INEX [3]. As in classical
IR, XML IR aims at retrieving the set of document elements
that fullfill a given query need. This query need is by definition imprecise. The algebra we define in this paper can be
used to answers vague queries that have constraints on both
content and structure and fits into our Bayesian Networks
framework [5] we are using for “Content Only” queries –
queries that have no constraint on structure.
Our algebra is closely related to the algebra defined by Fuhr
and Grossjohan [2] which we considered before defining our
own algebra for XML retrieval. However, their algebra has
some drawbacks. Firstly, it is too much closely related to
XPath and to the datalog approach they use. Secondly,
the algebra they define is somewhat complex and cannot be
easily extended to cope with new task like vague constraints
on structure. However, we kept their idea of defining the
relevance of a document element1 as an event: the probability that a doxel is an answer is the probability of the event.
This probability can be computed by a probabilistic model.
The interest is more explicit when one consider an example. Let us suppose that we are searching doxels that are
(1) about cats. This query need can also be expressed as
the set of doxels that are (2) the parents of children about
cats. Let R(cat) denote the set of doxels that are about
cats. Then the answers to the original query need (1) is the
set R(cat) while the answers to the modified query need
(2) is the set pa(child(R(cat)))2 , the parent of children of
1
we will use the word “doxel” in the remainder of the paper
in place of “document element”
2
See the table 2 for a description of notations.

elements which are about cats. When the set R(cat) is defined by a distribution of probability, we must not evaluate
too quickly the probability that an XML element belongs
to the set (2). Let us suppose that a doxel x has two children y1 and y2 , and that the probability of a belonging to
R(cat) is pa . Then, we can assume that the probability
that y1 (or y2 ) belongs to child(R(cat)) is also pa . The
probability that x is the parent of a doxel in child(R(cat))
is P (y1 ∈ R(cat) ∨ y2 ∈ R(cat)). if we use the classical
“noisy-or” to compute the probability that either y1 or y2
is such a children, then the probability that a is an answer
to our query need is 1 − P (y1 6∈ R(cat))P (y2 6∈ R(cat)) =
1 − (1 − pa )2 6= pa . We thus need to keep the information
that pa “comes from” the relevance of a to the query about
cats.
The paper is organised as follows. In section 2 we briefly
define the subset of XPath which is the basis of our query
language. We then show how we transform a query need
expressed in an XPath-like language into our algebra in
section 3. As queries are vague, we define how to compute a
probability that a doxel is an answer - that is, that a doxel is
in the set defined by a formula of our algebra - in section 4.

2.

QUERY LANGUAGE

In this section, we define briefly the part of XPath we use.
We also define notations that will be used in the remainder
of the paper.

Components of an XPath
An XPath is read from left to right. The different components are separated by a slash / which is not within brackets.
For example, we decompose
/A1::A2[B1::B2/C1::C2 and F1::F2]/D1::D2/E1::E2 in three
parts,
/A1::A2[B1::B2/C1::C2 and F1::F2], /D1::D2 and /E1::E2.
Each component is itself composed of three parts:
1. The axis (before ::). The axis can take the following
values and define a set for a doxel x:
/child (the set of the children of x),
/descendant (the set of all descendants of x),
/attribute (the set of the attributes of x),
/self (x itself),
/descendant-or-self (x itself and its descendants),
/following-sibling (the next siblings of x),
/following (the next doxels with respect to the document order),
/parent (its parent),
/ancestor (its ancestors),
/preceding-sibling (its preceding siblings),
/preceding (the previous doxels with respect to the
document order),
/ancestor-or-self (x or its ancestors) ;

viated syntaxes is shown in table 1. In the remainder of the
paper, we use this abbreviated syntax as often as possible
so as to shorten the query needs expressed in XPath.
Usual syntax
child::a
/child::a
child::a
/child::*
child::*
/attribute::a
self::a
/attribute::*
attribute::a
/parent::*
parent::*
/self::*
self::*
/descendant-or-self::a
/descendant-or-self::*

Abbreviated syntax
a
/a
a
/*
*
/@a
a
/@*
/@a
/..
..
/.
.
//a
//*

Table 1: Abbreviated syntax of XPath. In the table,
a is a label (XML tag name).
As we use a restricted XPath, we will suppose that each
component of our query language is defined as follows:
The axis selects a set of doxels. For the first component
of the XPath, this set is defined with respect to the
document d. For the first component of an XPath
within a filter, the set of selected doxels is evaluated
with respect to the document d or to the filtered doxel.
For any another component, the selection is made with
respect to the set of doxels selected by the previous
component.
The label a filters the set of doxels selected by the axis
and keep only those which have the label a. When the
label is *, the “axis” set is not filtered. Then,
the filter returns the subset of those doxels which fullfill
the boolean conditions expressed in the filter.
The filter is a boolean expression which defines the conditions that a doxel must fullfill. An XPath can be used in
the filter: it is defined with respect to the doxel for which
the condition is evaluated (if the path does not begin with
/) or with respect to the document root d (if the path begins with /). In our subset of XPath, a filter is a condition
which can be true or false for one doxel. For a given doxel
x, we define recursively the following filters:
• f1 and f2 which is true if f1 are f2 true ;
• f1 or f2 which is true f1 or f2 are true ;

2. The label (after ::).

• not f which is true if f is not true ;

3. The filter (between brackets) that express a boolean
condition on doxels.

• x, where x is an XPath, which is true if the set of
elements defined by x is not empty.

The axis and the label are very often grouped together in
order to shorten the XPath expression. The list of abbre-

• about(x, q) which is true if the set of elements defined
by x answer the query need q. It is possible to define
other predicates (for other medias for example).
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• x = A (where x is an XPath and A is a constant (text,
number, etc.) which is true if one of the doxels of the
set defined by x has a content which is equal to A.
The operators (6=, >, <, ...) are also defined for some
specific datatypes like number, strings, etc.
An XPath-like language can be used to define a query need
with constraints on both structure and content in XML documents. In the next section, we show how we transform an
XPath into our algebra. The result will be a function that
returns the set of doxels in a given document that are the
answers to the query need. In the remainder of the paper,
we will refer to the three examples defined in figure 1.

3.

THE ALGEBRA

In this section, we give an explicit way to transform any
query need expressed in an XPath-like language into an
algebra which is defined on the parts of the set of doxels.
Besides classical operators of the set theory like the intersection, the union and the complement, we use structural
operators which are defined in table 2. We denote X the set
of all doxels.
Parent
Ancestors
Children
Descendants
Siblings
Precedinga
Followingb
a
b

Notation
pa? (x)
anc? (x)
child? (x)
desc? (x)
siblings? (x)
preceding? (x)
following? (x)

Relation
Parent and self
... and self
... and self
... and self
... and self
... and self
... and self

Notation
pa? (x)
anc? (x)
child? (x)
desc? (x)
siblings? (x)
preceding? (x)
following? (x)

wrt the document order
wrt the document order

Table 2: Relationships in an XML document. When
the operator have a subscript, the result set is restricted to the subscript set: “?” is either / (for
XML elements) or @ (for XML attributes). These
operators are defined on the power set P(X ) of doxels X and take their values in the same set: for example, pa(A) is the set of all the doxels which have
a child in A.
In the remainder of the paper, we will restrict the evaluation
of an XPath to a given document d. We need to introduce
three new functions:
1. R(q) which returns the set of doxels which are answers
to the query need q. We first consider that this set is
“strict” (an element is in the set or not), but latter we
will consider this set as vague. That is, a doxel is in
the set with a given probability.
2. terms (x) which returns the textual content of a doxel
and the function. The terms−1 (t) then returns the
set of doxels that have the content t.
3. label (x) which returns the label of the doxel (the tag
name). The function label−1 (l) returns the set of doxels which have a label l.

the different functions defined on P(X ) which take values
in P(X ). We also use the intersection, the union and the
complement. A constant in the algebra is thus a subset of
the set of doxels X . For example, the formula pa(R(cat) ∩
R(black)) is the composition of two intersection functions
of two constants (R(...)) with the function pa that returns
the parents of a set of doxels.
An XPath x is composed of n components:
x = (x1 , . . . , xn ) where xi = (ai , li , fi )
where ai is the axis, li the label and fi the filter of the ith
component. For example, I3 is defined by the sequence:
(/child, document,@year = 2002 and
.//image and about(title,"cat")),
(descendant-or-self,p,about(.,black)).
Each part is a component that can be processed separately
and is transformed into a function f : P(X ) → P(X ):
• The axis ai is transformed into a structural operator:
for example, /child is transformed into child.
• The label (or a set of labels) li is transformed into a
function that selects a subset of doxels which have a
label in the set li .
• The transformation fi of the filter is more complex
and is described latter. Briefly, we process the filter by
defining the set of doxels that fullfill the condition(s)
expressed in the filter. The filter is then defined as the
intersection of the latter with the set of doxels we have
to filter (that is, which have been selected by the axis
and filtered by the label).
We now define more formally how to transform a component in a function which maps a set of doxels to another set
of doxels. This transformation is based on three transfor(0)
mations that all return (except ΨA ) functions f : P(X ) →
P(X ):
• The transformation of the axis is denoted ΨA ;
• The transformation of the label ΨL ;
• The transformation of the filter ΨF .
With these notations, the XPath x can be defined as the
result of the evaluation of the following algebraic expression:
Ψ(d, x)

=

ΨF (fn ) ◦ ΨL (ln ) ◦ ΨA (an )
◦···
◦ΨF (f2 ) ◦ ΨL (l2 ) ◦ ΨA (a2 )
(0)

◦ΨF (f1 ) ◦ ΨL (l1 ) ◦ ΨA (d, a1 )
(0)

(0)

For XPath within filters, ΨA (a1 ) is replaced by ΨAF in the
last line. In the remainder of this section, we focus on the
transformation of each component separately.

The axis
The algebra is defined on the set P(X ) (the set of all the
part of the set of doxels). We use the operator ◦ to compose
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Let us begin with the axis transformation of the first component of an XPath, which associate a function from P(X )

I1 Doxels that are about cats
//*[about(.,"cat")]
I2 Images in paragraphs about about cat pictures
//image[../p[about(.,"cat pictures")]]
or
//p[about(.,"cat pictures")]/image
I3 Paragraphs about black in a document written in 2002 which title is about cat and that contains a picture
/document[@year = 2002 and .//image and about(title,"cat")]//p[about(.,"black")]
Figure 1: Original queries
(0)

to P(X ) to an axis. The simplest (constant) is ΨA which
selects doxels in the document (table 3, top). Within a fil(0)
ter, this function is ΨAF , which selects a set of doxels with
respect to the evaluated doxel. When the axis is not a part
of the first component, then the table 4 gives the transformation.

(0)

Axis
/child
/descendant
/attribute
/self
/descendant-or-self
/following-sibling
/following
/parent
/ancestor
/preceding-sibling
/preceding
/ancestor-or-self

(0)

Axis
Transformation ΨA and ΨAF
/child
d
/descendant
desc/ (d)
desc/ (d)
/descendant-or-self
(0)
Only within a filter ΨAF
child
child/
descendant
desc/
attribute
desc/ ∩ X@
self
Id
desc/
descendant-or-self
following-sibling
following/ ∩ siblings
following
following/
parent
pa/
ancestor
anc/
preceding-sibling
preceding/ ∩ siblings
preceding
preceding/
ancestor-or-self
anc/

Transformation ΨA
child/
desc/
desc@
x/
desc/
following/ ∩ siblings
following/
pa/
anc/
preceding/ ∩ siblings
preceding/
anc/

Table 4: Set and XPath (axes). The transformation
of an axis (left part) is given by the right column of
the table.

The label
The transformation of a label l is simple, as it is reduced to
the evaluation of the intersection of the set of doxels which
have a label l and the set of evaluated doxels:

Table 3: Sets and XPath (initialisation and axis).
The transformation of an axis (left part) is given
by the right column of the table. The functions are
either constants (for example, x or desc(x)) or structural operators. An intersection I = ϕ1 ∩ϕ2 is defined
in the function set X 7→ P(X ) in the following manner: I : x ∈ X 7→ ϕ1 (x) ∩ ϕ2 (x).

ΨL (l) : P(X ) 7→ P(X )
7→ X ∩ label−1 (l)

X

where we handle the special case of * by defining label−1 (∗) =
X.

The filter
Finally, we have to define how to transform a filter. As
stated before, we first have to define the set of all doxels
that fullfill the filter, and then we only have to take the
intersection between that set and the set of doxels for which
we have to evaluate the condition within the filter. The
function which transforms a filter in the set of of doxels that
fullfill the filter is denoted Ψ0F . Then:
ΨF (f ) : P(X ) 7→ P(X )
X

7→ X ∩ Ψ0F (f )

To define Ψ0F , we have to introduce first what we call a
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“pseudo inverse” of a function ϕ : P(X) 7→ P(X). It is
defined as follows:
ϕ∗ : P(X ) 7→ P(X )
X

7→ {x/x ∈ X , ϕ(x) ∩ X 6= ∅}

It can be shown easily that the pseudo inverse of a constant
function is the same constant. For the other structural operators, the pseudo inverse is given in table 5: the pseudo
inverse of a structural operator is itself a structural operator.
Function
pa
anc
child
desc

In figure 2, we show how the queries of figure 1 are transformed into our algebra. Please note that our algebra may
be optimised: formulas can be transformed like in all algebras in order to be more efficiently evaluated by the search
engine. This case is illustrated by the case I2bis in figure 2:
the formula reduces to the formula of I2, despite of a more
complex XPath used to express the query need. However,
our main concern is to define an algebra for XML vague
retrieval and we did not design with efficiency in mind.

4.

Pseudo inverse
child
desc
pa
anc

Table 5: Pseudo inverse of structural operators
We now have to demonstrate that it behaves like the inverse
with respect to the composition operator
(ϕ1 ◦ ϕ2 )∗ = ϕ∗2 ◦ ϕ∗1
For all X ⊆ X ,
x ∈ ϕ∗2 ◦ ϕ∗1 (X) = {x/x ∈ X , ϕ2 (x) ∩ ϕ∗1 (X) 6= ∅}
⇔ ∃x0 ∈ X , x0 ∈ ϕ2 (x) ∩ ϕ∗1 (X)
⇔ ∃x0 ∈ X , x0 ∈ ϕ2 (x) ∩ {x/x ∈ X , ϕ1 (X) ∩ X 6= ∅}
⇔ ∃x0 ∈ X, ∃x00 ∈ ϕ2 (x), x0 ∈ ϕ1 (x00 ) ∩ X
⇔ ∃x0 ∈ X , x0 ∈ ϕ1 ◦ ϕ2 (x0 ) ∩ X
⇔ x ∈ (ϕ1 ◦ ϕ2 )∗ (X)

PROBABILISTIC INTERPRETATION

In the previous section, we used a predicate about which
is transformed into the function R(q) that returns the set
of doxels that are answers to the query q. In Information
Retrieval (IR), the answers to a query are not well defined:
the query is expressed in vague terms, and the real query
need cannot be easily defined. We thus have to define R(q)
as a “vague” set in order to compute the answer to a query
that contains predicates like about.
In our approach, as in the probabilistic interpretation of
fuzzy sets [6], a set A ⊂ X is not anymore defined strictly.
We denote such a set by Av (v for vague). Av is defined by
a probability distribution on subsets of X. The case where
probability P (Av = A) = 1 means that the set Av is strict
and not vague (the concept of fuzzy set is thus more general
than the concept classical set). An element a belongs to Av
with a probability P (a ∈ Av ) which is formally defined by:
X
P (a ∈ Av ) =
P (Av = A)
A⊂X,a∈A

We can also remark that if ϕ1 = X 0 ∩ ϕ2 , then

Most approaches like ours does only consider the event a ∈
Av and make a series of assumptions on the independence
of those events. Our own assumptions are linked to the
structure of the Bayesian Networks we use to compute the
probability that an element belongs to the set of answers
to a given query need. We do not discuss this point in this
paper.

ϕ∗1 (X) = ϕ2 (X ∩ X 0 )
Filter f
x
about(x,q)
x=A
f1 and f2
f1 or f2

Function Ψ0F
Ψ(x)∗ (X )
Ψ(x)∗ (R(q))
Ψ(x)∗ (terms−1 (A))
Ψ0F (f1 ) ∩ Ψ0F (f2 )
Ψ0F (f1 ) ∪ Ψ0F (f2 )

Table 6: Filter transformation
The table 6 shows how to use the pseudo inverse in order to
transform the filter:
• For the filter x which is reduced to an XPath expression, an element a is in the filtered set if and only if
there exists an element defined by x relatively to a,
that is if Ψ(x)(a) 6= ∅ ⇔ a ∈ Ψ(x)∗ (X ).
• For the filter about(x,q), an element a is in the filtered
set iff there exists an element defined by x relatively
to a which is also in R(q), that is if a ∈ Ψ(x)∗ (X ) ∩
R(q) ⇔ a ∈ Ψ(x)∗ (R(q)).
• The filter x = A is similar to the previous filter.
• The operator and (resp. or ) is simply defined as the
intersection (resp. the union) of elements that fullfill
the first and the second filters.
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Fuzzy sets are not sufficient for our problem which is to
evaluate if an element belongs to transformations of fuzzy
sets. Furthermore, the independence of elementary events
(as defined in the previous paragraph) does not hold in our
case. We now describe how to define vague sets that are
answers to a given XPath-like expression.
We want to define the probability that a doxel a belongs to
the set ϕ(Av ) where ϕ is a set function (P(X ) → P(X )).
For a classical set,
a ∈ ϕ(A) ⇔ ∃b ∈ A, a ∈ ϕ({b})
which is associated to the logical formula:
_
b∈A
b∈X ,a∈ϕ({b})

The pseudo inverse ϕ∗ can be used in this formula, as ϕ∗ (b) =
{a ∈ X /a ∈ ϕ(b)}. The previous formula can be rewritten
as:
_
b∈A
b∈ϕ∗ ({a})

I1 Doxels that are about cats
I1

=

//*[about(.,"cat")]

Ψ(I1)(d)

=

ΨF (about(.,"cat")) ◦ ΨL (*) ◦ ΨA (/descendant-or-self)(d)

(0)

= Ψ0 (.)∗ (R("cat")) ∩ X ∩ desc(d)
= R(cat) ∩ desc(d)
I2 Images in paragraphs about about cat pictures
q1

=

I2

=

//p[about(.,q1 )]/image

Ψ(I2)(d)

=

ΨL (image) ◦ ΨA (/child) ◦ ΨF (about(.,q1 )) ◦ ΨL (p) ◦ ΨA (/desc-or-self)

=

(label−1 (image) ∩ child) ◦ (R(q1 ) ∩ label−1 (p) ∩ desc(d))

=

label−1 (image) ∩ child(R(q1 ) ∩ label−1 (p) ∩ desc(d))

"Cat pictures"
(0)

I2bis Images in paragraphs about about cat pictures
q1

=

"Cat pictures"

I20

=

//image[../self::p[about(.,q1 )]]

Ψ(I20 )(d)

=

ΨF (../self::p[about(.,q1 )]) ◦ ΨL (image) ◦ ΨA (desc-or-self)

=

Ψ0 (../self::p[about(.,q1 )])∗ (X ) ∩ (label−1 (image) ∩ desc(d))

(0)

and
ΨF (../p[about(.,q1 )])

=

(ΨF (about(.,q1 )) ◦ ΨL (p) ◦ ΨA (/child) ◦ ΨAF (parent))∗ (X )

=

(R(q1 ) ∩ label−1 (p) ∩ Id ◦ pa)∗ (X )

=

child(R(q1 ) ∩ label−1 (p))

(0)

Then,
Ψ(I20 )(d) = child(R(q1 ) ∩ label−1 (p)) ∩ label−1 (image) ∩ desc(d)
We find the same algebraic expression than for I2, despite of a different XPath expression.
I3 Paragraphs about black in a document written in 2002 which title is about cat and that contains a picture
F

=

@year = 2002 and .//image and about(title,"cat")

I3

=

/document[F]//p[about(.,"black")]

Ψ(I3)(d)

=

ΨF (about(.,"black")) ◦ ΨL (p) ◦ ΨA (/desc-or-self)
(0)

◦ΨF (F ) ◦ ΨL (document) ◦ ΨA (/child)
Ψ0F (F )

−1

(p) ∩ desc ◦ ΨF (F ) ◦ (label−1 (document) ∩ d)

=

R(”black”) ∩ label

=

pa@ (terms−1 (2002) ∩ label−1 (year))
∩anc(label−1 (image))
∩pa(R(”cat”) ∩ label−1 (title))

Then,
´
`
Ψ(I3)(d) = R(”black”) ∩ label−1 (p) ∩ desc Ψ0F (F ) ∩ label−1 (document) ∩ d
Figure 2: The transformation of our example queries into our algebra
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I1 Doxels that are about cats
a ∈ I1v ≡ a ∈ R(cat) ∧ a ∈ desc(d)
I2 Images in paragraphs about about cat pictures
a ∈ I2v ≡ a ∈ label−1 (image) ∧

_

`

´
b ∈ R(q1 ) ∧ b ∈ label−1 (p) ∧ b ∈ desc(d)

b∈pa(a)

I3 Paragraphs about black in a document written in 2002 which title is about cat and that contains a picture
_

≡ a ∈ R(”black”) ∧ a ∈ label−1 (p) ∧

a ∈ I3v

b∈anc(a)

00
_

`

@@

´
c ∈ terms−1 (2002) ∧ c ∈ label−1 (year) ∧

c∈child@ (b)

_

`

´
c ∈ label−1 (image)

c∈desc(b)

1

∧

_

`

c ∈ R(”cat”) ∧ c ∈ label

−1

1
´
−1
(title) A ∧ b ∈ label (document) ∧ b = dA

c∈child(b)

Figure 3: Logical formulas with which we can compute the probability that a doxel is an answer to an
information need
and we can then define the recursively the probability that
a ∈ ϕ(Av ) :
_
b ∈ Av )
P (a ∈ ϕ(Av )) = P (
b∈ϕ∗ ({a})

As Fuhr and Grossjohan [2], we define the certain event
(denoted >) and the events that are not certain (denoted
⊥). For a classical set A:

> if x ∈ A
x∈A=
⊥ else

probabilistic models like the Bayesian Networks we use to
answer “content only” queries [5]. We intend to use such an
algebra for the next INEX campaign.
Our algebra is closely related to existing algebras which address the problem of vague content and structure retrieval
like [2]. However, our algebra relies only on simple operators:
• Usual set operators (intersection, union, complement)
• Structural operators (parent, child, etc.)

We can then define recursively the fact that a doxel belongs
to a vague set transformed by ϕ:
_
x0 ∈ Av
x ∈ ϕ(Av ) ≡
x0 ∈ϕ∗ (x)

Finally, for intersection and union operators, we have:
x ∈ Av ∩ Bv

≡

(x ∈ Av ) ∧ (x ∈ Bv )

x ∈ Av ∪ Bv

≡

(x ∈ Av ) ∨ (x ∈ Bv )

In figure 3, logical formulas associated to the three queries
of our initial example are shown. These formulas can be
automatically derived from the figure 2. The formula can
thus be automatically derived from a query expressed in
a XPath-like language (figure 2) that contains an about
predicate.

5.

CONCLUSIONS AND OUTLOOK

In this paper, we presented a new algebra for XML retrieval
and described how a query expressed in an XPath-like language can be transformed into an algebra and then into a
logical formula. This logical formula can be evaluated by

71

• Selection operators (doxels with a given label, doxels
that answers a query)
In our framework, an XPath-like query is processed in three
steps: (1) syntaxic parse of the query, (2) transformation of
the query into our algebra and (3) transforming the algebraic
expression into an event. The score of an element is then
given by its degree of belonging to the set of answers. The
only vague set is the “relevant to a query” set. But it is
easy in our algebra to define new vague sets and even vague
operators. This can be useful for vague content and vague
structure query needs. For example,
• the label−1 (paragraph) function can be defined as a
fuzzy set. In this case, a doxel which has the label
section can belong to this set with a (possibly low)
probability;
• The structural operators (parent, children, etc.) can
be defined less strictly, in order to allow some vagueness in the expression of axis.

However, we still need to implement this algebra and to evaluate the results returned to a given query. Another problem
is the evaluation of the logical formulas. In simple cases (like
in the query language NEXI), we can use our BN without
any problem as they encode a number of independence assumptions which make the evaluation of the probability possible. But for complex XPath queries, this is not the case.
If complex queries have really an interest in the context of
information retrieval in XML documents, this issue should
be addressed.

6.
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ABSTRACT
We give semantic characterizations of the expressive power
of navigational XPath (also called Core XPath) in terms of
first order logic. XPath can be used to specify sets of nodes
and to specify sets of paths in a document tree. We consider both uses. For sets of nodes, we show that first order
logic in two variables is equally expressive as XPath. For
paths, we show that XPath can be defined using four simple connectives, which together yield the class of first order
definable relations which are safe for bisimulation. Furthermore, we give a characterization of the XPath expressible
paths in terms of conjunctive queries.

1.

INTRODUCTION

XPath 1.0 [6] is a variable free language used for selecting
nodes from XML documents. XPath plays a crucial role in
other XML technologies such as XSLT [10], XQuery [9] and
XML schema constraints, e.g., [8]. The recently proposed
XPath 2.0 language [7] is much more expressive and is close
to being a full fledged tree query language. It contains variables which are used in if-then-else, for, and quantified expressions. The available axis relations are the same in both
versions of XPath. What is missing at present is a clear characterization of the expressive power of XPath, be it either
semantical or with reference to some well established existing (logical) formalism. As far as we know, Benedikt, Fan
and Kuper were the first and only to give characterizations,
but only for positive fragments of XPath, and without considering the sibling axis relations. Their analysis can rather
simply be expanded with the sibling axis, but adding negation asks for a different approach. This paper aims at filling
this gap.

tive and given in terms of translations. An important issue
in such comparisons is the succinctness of one language with
respect to another. We only touch on this briefly.
We use the abstraction to the logical core of XPath 1.0
(called Core XPath) developed in [12, 14]. From now on
we will simply speak of XPath instead of Core XPath. Core
XPath is interpreted on XML document tree models. The
central expression in XPath is the location path
axis :: node label [filter],
which, when evaluated at node n, yields an answer set consisting of nodes n0 such that the axis relation goes from n to
n0 , the node tag of n0 is node label , and the expression filter
evaluates to true at n0 . Alternatively, axis :: node label [filter]
can be viewed as denoting a binary relation, consisting of all
nodes (n, n0 ) which stand in the above relation.
XPath serves two purposes. First and formost it is used to
select nodes from a document. This use is formalized by
the notion of answer set. We study the expressive power
of XPath with respect to defining answer sets in Section 3.
Our main result is that Core XPath is as expressive as first
order logic restricted to two variables in the signature with
three binary relations corresponding to the child, descand
following sibling axis relations and unary predicates corresponding to the node tags.
The second use of XPath is as a set of binary atoms in more
expressive languages with variables such as XQuery. For
instance, we might want to select all nodes x satisfying
(1)

Characterizations of the kind we are after are useful in understanding and further designing the language. They are
also useful because they allow us to transfer already known
results and techniques to the world of XPath. Vianu [21]
provides several examples to this effect. All characterizations we give with respect to other languages are construc-

∃y(x desc :: A y ∧
¬ x desc :: B::desc :: ∗ y).

That is, the set of all points from which there starts a path
without B nodes ending in an A node. We study this use
in Sections 4 and 5. With respect to the expressive power
of the relations expressed by Core XPath we establish the
following:
1. The set of relations expressible in Core XPath is closed
under intersection but not under complementation.

TDM’04, the first Twente Data Management Workshop on XML Databases
and Information Retrieval, Enschede, The Netherlands
c 2004 the author/owner
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2. The Core XPath definable relations are exactly those
that are definable as unions of conjunctive queries whose
atoms correspond to the XPath axis relations and to
XPath’s filter expressions.

3. The Core XPath definable relations coincide with the
first order definable relations which are safe for bisimulations respecting the Core XPath axis relations.1

obey the standard W3C unabbreviated XPath 1.0 syntax.
The semantics is as in [2, 13], which is in line with the
standard XPath semantics [22].

4. All Core XPath relations can be defined from its axis
and node-tag tests by composition, union, and taking
the counterdomain2 of a relation.

Definition 1. The syntax of the Core XPath language
is defined by the grammar
locpath ::= axis ‘::’ntst | axis ‘::’ ntst ‘[’fexpr‘]’ |
‘/’ locpath | locpath ‘/’ locpath |
locpath ‘|’ locpath
fexpr ::= locpath | not fexpr | fexpr and fexpr |
fexpr or fexpr
axis ::= self | child | parent |
desc | descendant or self |
ancestor | ancestor or self |
following sibling | preceding sibling |
following | preceding,

The paper is organized as follows. We finish this introduction by recalling related work. The next section defines Core
XPath. Sections 3 and 4 are about the expressive power of
XPath for selecting sets of nodes, and selecting sets of paths,
respectively. Section 5 establishes a minimal set of connectives for XPath.

Related work
The paper most closely related to this work is the already
mentioned [2], which characterizes positive XPath without
sibling axis as existential positive first order logic. Characterizations in terms of automata models have been given in
[3, 19, 17, 18].
Connections with temporal logic have been observed by [12,
16] which sketch an embedding of the forward looking fragment of XPath into CTL. [1] exploits embeddings of subsets
of XPath into computation tree logic to enable the use of
model checking for query evaluation. [15] discusses an extension of XPath in which every first order definable set of
nodes can be expressed. Several authors have considered
extensions far beyond XPath 1.0, trying to capture all of
monadic second order logic.

2.

CORE XPATH

[14] proposes a fragment of XPath 1.0 which can be seen
as its logical core, but lacks much of the functionality that
accounts for little expressive power. In effect, it supports all
XPath’s axis relations, except for the attribute and namespace axis relations,3 it allows sequencing and taking unions
of path expressions and full booleans in the filter expressions. It is called Core XPath, also referred to as navigational XPath. A similar logical abstraction is made in [2].
As the focus of this paper is expressive power, we focus also
XPath restricted to its logical core.
For the definition of the XPath language and its semantics,
we follow the presentation of XPath in [14]. The expressions
1

Informally, the notion of “safety” means the following. A
bisimulation relation is always defined with respect to a
certain signature consisting of unary predicates and binary
transition relations. A relation between the domains of two
models (e.g., transition systems, or in our case trees) is a
bisimulation if (1) bisimilar elements satisfy the same unary
predicates and (2) moves along the transition relations in
the signature in one model are matched by a corresponding
move in the other model. We say that a binary relation α is
safe for bisimulations if this second clause also holds for α.
For instance, if the signature contains R and S, then R ◦ S,
R∗ and even (R ◦ S)∗ are all safe for bisimulations.
2
The counterdomain of a binary relation R (notation: ∼R)
is the set {(x, y) | x = y ∧ ¬∃z xRz}.
3
This is without loss of generality, as instead of modeling
attributes as distinct axes, as in the standard XML model,
we may assign multiple labels to each node, representing
whether a certain attribute-value pair is true at that node.
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where “locpath” (pronounced as location path) is the start
production, “axis” denotes axis relations and “ntst” denotes
tags labeling document nodes or the star ‘*’ that matches all
tags (these are called node tests). The “fexpr” will be called
filter expressions after their use as filters in location paths.
By an XPath expression we always mean a “locpath.”

The semantics of XPath expressions is given with respect to
an XML document modeled as a finite node labeled sibling
ordered tree 4 (tree for short). Each node in the tree is labeled
with a set of primitive symbols from some alphabet. Sibling ordered trees come with two binary relations, the child
relation, denoted by R⇓ , and the immediate right sibling relation, denoted by R⇒ . Together with their inverses R⇑ and
R⇐ they are used to interpret the axis relations. We denote
such trees as first order structures (N, R⇓ , R⇒ , Pi )i∈Λ .
Each location path denotes a binary relation (a set of paths).
The meaning of the filter expressions is given by the predicate E(n, fexpr) which assigns a boolean value. Thus a filter
expression fexpr is most naturally viewed as denoting a set of
nodes: all n such that E(n, fexpr) is true. For examples, we
refer to [14]. Given a tree M and an expression R, the denotation or meaning of R in M is written as [[R]]M . Table 1
contains the definition of [[ · ]]M .
As discussed, one of the purposes of XPath is to select sets
of nodes. For this purpose the notion of an answer set
is defined. For R an XPath expression, and M a model,
answer M (R) = {n | ∃n0 (n0 , n) ∈ [[R]]M }. Thus the answer
set of R consists of all nodes which are reachable by the path
R from some point in the tree.

3.

THE ANSWER SETS OF CORE XPATH

We show that on ordered trees, Core XPath is equally expressive as first order logic in two variables over the signature
with predicates corresponding to the child, descendant,
4

A sibling ordered tree is a structure isomorphic to
(N, R⇓ , R⇒ ) where N is a set of finite sequences of natural
numbers closed under taking initial segments, and for any
sequence s, if s · k ∈ N , then either k = 0 or s · k − 1 ∈ N .
For n, n0 ∈ N , nR⇓ n0 holds iff n0 = n · k for k a natural
number; nR⇒ n0 holds iff n = s · k and n0 = s · k + 1.

[[axis :: Pi ]]M
[[axis :: Pi [e]]]M
[[/locpath]]M
[[locpath/locpath]]M
[[locpath | locpath]]M

=
=
=
=
=

{(n, n0 ) | n[[axis]]M n0 and Pi (n0 )}
{(n, n0 ) | n[[axis]]M n0 and Pi (n0 ) and EM (n0 , e)}
{(n, n0 ) | (root, n0 ) ∈ [[locpath]]M }
[[locpath]]M ◦ [[locpath]]M
[[locpath]]M ∪ [[locpath]]M

[[self]]M
[[child]]M
[[parent]]M
[[desc]]M
[[descendant or self]]M
[[ancestor]]M
[[ancestor or self]]M
[[following sibling]]M
[[preceding sibling]]M
[[following]]M

:=
:=
:=
:=
:=
:=
:=
:=
:=
:=

[[preceding]]M

:=

{(x, y) | x = y}
R⇓
[[child]]M −1
[[child]]M +
[[child]]M ∗
[[desc]]M −1
[[descendant or self]]M −1
+
R⇒
[[following sibling]]M −1
[[ancestor or self]]M ◦ [[following sibling]]M ◦
[[descendant or self]]M
[[ancestor or self]]M ◦ [[preceding sibling]]M ◦
[[descendant or self]]M

EM (n, locpath) = true
EM (n, fexpr1 and fexpr2 ) = true
EM (n, fexpr1 or fexpr2 ) = true
EM (n, not fexpr) = true

⇐⇒
⇐⇒
⇐⇒
⇐⇒

∃n0 : (n, n0 ) ∈ [[locpath]]M
EM (n, fexpr1 ) = true and EM (n, fexpr2 ) = true
EM (n, fexpr1 ) = true or EM (n, fexpr2 ) = true
EM (n, fexpr) = f alse.

Table 1: The semantics of Core Xpath.

and following sibling axis relations. More precisely, we
show that for every XPath expression R, there exists an
XPath filter expression A such that, on every model M,
(2)

answer M (R) = {n | EM (n, A) = true}.

Then, we show that every first order formula φ(x) in the
signature just mentioned is equivalent to an XPath filter
expression A in the sense that for every model M, and for
every node n,

More precisely, for every formula φ(x) in FO2 [descendant,
child, following sibling] with unary predicates from Λ,
there exists a Core XPath expression R written with node
tags Λ, such that on every tree M, answer M (R) = {n |
M |= φ(n)}, and conversely.

First, though, we fix our terminology.

The equivalence can be proved by translations, given in Lemmas 3–5 below. The hard direction follows more or less directly from the argument used to show a similar statement
made for linear orders, characterizing temporal logic with
only unary temporal connectives by Etessami, Vardi and
Wilke [11].

We work with first order logic over node labeled ordered
trees in a signature with unary predicates from Λ = {P1 ,
P2 , . . .} and with a number of binary predicates corresponding to “moves” in a tree. We use the predicates child,
descendant and following sibling. For moves a subset
of these three moves, we use FO2 [moves] to denote the set
of first order formulas φ(x) in which at most x occurs free,
and which contain at most two variables in all of φ. Moreover, φ(x) is written in the signature consisting of Λ and
moves. When interpreted on a tree, a FO2 [moves] formula
φ(x) denotes a set of nodes.

Lemma 3 below shows that Core XPath is equally expressive as its filter expressions. Interestingly, Core XPath’s
filter expressions were introduced already in [5] for exactly
the same purpose as the XPath language: specifying sets
of nodes in finite ordered trees. The only difference is that
the language of [5] does not have the asymmetry between
the vertical and the horizontal axis relations: the immediate left and right sibling relations are also present. They
provide a complete axiomatization, in a logic called LOFT
(Logic Of Finite Trees), which might be of interest for query
rewriting.

Theorem 2. For X a set of nodes in an ordered tree, the
following are equivalent:

Lemma 3. For any Core XPath expression R there exists
a Core XPath filter expression A without following and
preceding axis and without absolute expressions such that
for each model M,

(3)

M |= φ(n) if and only if EM (n, A) = true.

• X is the answer set of some Core XPath expression;
• X is definable by a formula in FO2 [descendant, child,
following sibling] in one free variable.
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answer M (R) = {n | EM (n, A) = true}.
The size of A is linear in the size of R.

Proof. Consider an arbitrary XPath expression. First perform the following substitutions, from left to right:
(4)

following :: Pi [A] ≡ ancestor or self :: ∗
::following sibling :: ∗

(5)

preceding :: Pi [A] ≡ ancestor or self :: ∗

::descendant or self :: Pi [A]
/preceding sibling :: ∗
/descendant or self :: Pi [A]
(6)

/R ≡

expression. The proof is a copy of the one for linear temporal
logic in Theorem 1 in [11]. The only real change needed is in
the set of order types: they are given in the right hand side
of Table 2, together with the needed translations (A0 denotes
the translation of A). The other change is rather cosmetic.
For A an atom, A(x) needs to be translated using the self
axis as self :: A. Thus, for instance, ∃y(y child x ∧ A(x))
translates to parent :: ∗ [self :: A]. Translating φ(x),
the result of this process is a filter expression A for which
in any model, for every node n, M, E(n, A) equals true iff
M |= φ(n).
qed

ancestor or self :: ∗[not parent :: ∗]::R
The result is an equivalent formula without following and
preceding axis and without absolute expressions. Let R be
the result. Now obtain A by applying the converse operator
(·)−1 as follows:
(S | T )−1
(S::T )−1
(axis :: Pi [B])−1

≡
≡
≡

S −1 | T −1
T −1 ::S −1
self :: Pi [B]::axis−1 :: ∗,

with axis−1 having the obvious meaning. Note that it is
crucial that the Core XPath axis relations are closed under
taking converses. Then, for each node n, n ∈ answer M (R)
iff5 E(n, A) equals true. Whence the lemma.
qed
Lemma 4. The answer set of any Core XPath expression can be defined by a formula of FO2 [descendant, child,
following sibling] in one free variable.
Proof. Let R be a Core XPath expression. Let A be the
filter expression obtained in Lemma 3. Apply the standard
translation well known from modal logic to A to obtain the
desired first order formula (cf., Vardi [20] which takes care to
use only two variables). The translation is just the definition
of E from Table 1 written in first order logic.
qed

Remark 6. Just as in [11], it is straightforward to apply
the argument to XPath fragments with less or more axis relations, as long as the axis are closed under taking converses.
The argumentation in Table 2 is modular in the operators.
Care has to be taken with the axis used in defining away the
following and preceding axis and the absolute expressions.
In some cases, the signature of the first order language has
to be expanded.

4.

THE PATHS OF CORE XPATH

In the previous section we characterized the answer sets of
XPath. We now turn to the sets of paths that can be defined
in XPath; they too admit an elegant characterization which
we provide here. First, we define the appropriate first order
language.
A conjunctive path query is a conjunctive query of the form
Q(x, y) :− R1 ∧ . . . ∧ Rn ∧ φ1 ∧ . . . ∧ φm ,
in which the Ri are relations from the signature {desc,
child, following sibling} and all of the φi are formulas
in FO2 [descendant, child, following sibling] in one free
variable. An example is provided by
Q(x, y)

:−

z desc x, z following sibling z 0 ,
z 0 desc y, P1 (z), P2 (y),

which is equivalent to the XPath expression
With this we have shown the easy side of Theorem 2. Now
we discuss the other side, following [11].

Lemma 5. Every set of nodes defined by a formula in
F O2 [descendant, child, following sibling] with one free
variable can be defined as the answer set of an absolute Core
XPath expression.

ancestor :: P1 ::following sibling :: ∗::desc :: P2 .
With a union of conjunctive path queries we mean a disjunction of such queries with all of them the same two free
variables x and y. For example,
desc :: P2 | parent :: ∗::ancestor :: P1
is equivalent to the union of the two queries
Q(x, y) : −x desc y, P2 (y)

We note that, as in [11], the size of the filter expression is
exponential in the size of the first order formula. [11] show
that on finite linear structures already this is unavoidable,
so also on trees this bound is tight.

and
Q(x, y) : −z child x, z ancestor y, p1 (y).
From Lemma 4 and some simple syntactic manipulation we
immediately obtain

Proof. Let φ(x) be the first order formula. We will provide
an XPath filter expression A such that (3) holds. Whence
descendant or self :: ∗[A] is the desired absolute XPath

Proposition 7. Every XPath expression is equivalent to
a union of conjunctive path queries.

Because n ∈ answer M (R) iff by definition there exists n0
such that n0 Rn iff there exists n0 such that nR−1 n0 iff, by
definition, E(n, A) equals true.

The converse also holds, which gives us a characterization
of the XPath definable sets of paths.

5

76

τ (x, y)
∃y(τ (x, y) ∧ A(y))
x=y
self :: ∗ [A0 ]
x child y
child :: ∗ [A0 ]
y child x
parent :: ∗ [A0 ]
x following sibling y
following sibling :: ∗ [A0 ]
y following sibling x
preceding sibling :: ∗ [A0 ]
x desc y ∧ ¬x child y child :: ∗::descendant :: ∗ [A0 ]
y desc x ∧ ¬y child x parent :: ∗::ancestor :: ∗ [A0 ].
Table 2: Order types and their translation
Theorem 8. For every union of conjunctive path queries
Q(x, y) there exists a Core XPath expression R such that for
every model M, {(n, n0 ) | M |= Q(n, n0 )} = [[R]]M .
For lack of space we can only give a sketch of the proof.
The theorem can be shown using (3) and an extension of the
argument as used in [2], where Benedikt, Fan, and Kuper
show that positive XPath without sibling axis is equivalent
to positive existential first order logic.

4.1

Structural properties of XPath

and preceding axis relations as well as absolute expressions
(those are expressions starting with a /) as they are definable anyway (cf. Lemma 3 above). What are the connectives of XPath? This question is not trivial. Clearly, there
is composition (‘::’) and union (‘|’) of paths. Then there
is composition with a filter expression (‘[F ]’). And inside
the filter expressions all boolean connectives are allowed. It
turns out that this rather messy set can be streamlined.
Consider the following definition of path formulas:
(8)

Benedikt, Fan and Kuper [2] have given an in depth analysis
of a number of structural properties of fragments of XPath.
Their fragments are all positive (no negations inside the filters) and restricted to the “vertical” axis relations defined
along the tree order. All their fragments allowing filter expressions are closed under intersection, while none is closed
under complementation. Here, we show that this is also true
for full XPath.

R ::= axis | ?Pi | R::R | R|R | ∼R,

for axis one of Core XPath’s axis relations, for Pi a tagname, and the following meaning for the two new connectives:
[[?Pi ]]M
[[∼R]]M

=
=

{(x, x) | the tag of x is Pi }
{(x, y) | x = y and ¬∃z x[[R]]M z}.

Theorem 9. Core XPath is closed under intersections.
That is, for every two Core XPath expressions A, B, there
exists a Core XPath expression C such that on every model
M, [[A]]M ∩ [[B]]M = [[C]]M .

We call this language SCX (short for short core xpath). ?Pi
simply tests whether a node has tag Pi . Thus child :: Pi
can be written as child::?Pi . The unary operator ∼ is
sometimes called counterdomain. For instance ∼child defines the set of all pairs (x, x) for x a leaf, and ∼parent the
singleton {(root, root)}.

Proof. This follows immediately from Theorem 8 and
Proposition 7.
qed

Below we explain why this set of connectives is so nice. First
we show that this definition is equivalent in a very strong
sense to that of Core XPath.

Theorem 10. Core XPath is not closed under complementation.
Proof. Suppose it was. We will derive a contradiction.
Then (1) would be expressible. (1) is equivalent to the firstorder formula
(7) ∃y(x descendant y ∧ A(y) ∧

• for every XPath expression R, [[R]]M = [[t1 (R)]]M ,
• for every SCX expression R, [[R]]M = [[t2 (R)]]M .

∀z((x descendant z ∧ z descendant y) → ¬B(z))).
A standard argument shows that this set cannot be specified
using less then three variables. This contradicts Theorem 2
which states that the answer set of every XPath expression
is equivalent to a first order formula in two variables. qed

5.

Theorem 11. There exist linear translations t1 , t2 with
t1 : Core XPath −→ SCX and t2 : SCX −→ Core XPath
such that for all models M, the following hold:

THE CONNECTIVES OF XPATH

In this section we look at the connectives of XPath and argue
that they are very well chosen. We disregard the following
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Proof. Because the counterdomain of a relation R is definable in XPath as self :: ∗[not R], every relation defined in
(8) can be expressed as a Core XPath formula. For the other
side, first observe that axis :: Pi and axis::?Pi are equivalent. As both languages are closed under composition and
union, we only have to show that all filter expressions are
expressible. With the following equivalences we can extend

? to all filter expressions (cf. Lemma 2.82 in [4]):
?(axis :: Pi )
?(axis :: ∗)
?(axis :: Pi [A])
?(not A)
?(A and B)
?(A or B)

argued that they are nicely chosen. We can conclude that
the navigational part of XPath is a very well designed language. On ordered trees it corresponds to a natural fragment
of first order logic. This holds both for the sets of nodes and
the sets of paths definable in XPath. The characterization in
terms of conjunctive queries seems especially useful, as this
is a very natural and user-friendly way to specify relations.

≡ ∼∼(axis::?Pi )
≡ ∼∼(axis::(?Pi ∪ ∼?Pi )
≡ ∼∼(axis::?Pi ::?A)
≡ ∼?A
≡ ?A::?B
≡ ?A |?B.

A simple semantic argument shows the correctness of these
equations.
qed

The only negative aspect we discovered concerning XPath
is that it is not closed under complementation. We turn
to that now, by considering two obvious points we did not
address here yet:

So we can conclude that the “true” set of XPath connectives
consists of testing a node tag, composition, union and counterdomain. This set of connectives between binary relations
is closely connected to the notion of bisimulation, as exemplified in Theorem 12 below. Before we state it we need a
couple of definitions.
For P a set of tag names, and R a set of relation names,
let BP,R denote the P, R bisimulation relation. Let D, D0
be XML tree models and BP,R a non-empty binary relation
between the nodes of D and D0 . We call BP,R a P R bisimulation if, whenever xBP,R y, then the following conditions
hold, for all relations S ∈ R,
tag x and y have the same tag names, for all tag names in
P;
forth if there exists an x0 ∈ D such that xSx0 , then there
exists a y 0 ∈ D0 such that ySy 0 and x0 By 0 ;

• Is every first order definable set of nodes definable in
XPath?
• Is every first order definable set of paths definable in
XPath?
By Theorem 10, both questions are answered negatively. [15]
showed that expanding XPath with conditional axis relations6 yields expressive completeness for answer sets. In an
unpublihed manuscript we have also shown that the same
language is complete for expressing every first order definable set of paths.
Further investigations are needed for fragments not containing all the Booleans and we are working on that.

7.
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Let α(x, y) be a first order formula in the signature with
unary predicates P and binary relations R. We say that
α(x, y) is safe for P, R bisimulations if the back and forth
clauses of the bisimulation definition hold for α(x, y), for all
P, R bisimulations. In words, if α(x, y) is safe for bisimulations, it acts lack a morphism with respect to bisimulations.
It is easy to see that all relations defined in (8) are safe for
bisimulations respecting the node tags and the atomic axis
relations. The other direction is known as van Benthem’s
safety theorem (see [4] Theorem 2.83):
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Theorem 12 (van Benthem). Let α(x, y) be as above.
If α(x, y) is safe for P, R bisimulations it can be defined by
the grammar in (8).

[2] M. Benedikt, W. Fan, and G. Kuper. Structural
properties of XPath fragments. In Proceedings. ICDT
2003, 2003.

0

0

Why is this result so important? XPath is a language in
which we can specify relations between nodes, and in several applications (like XQuery) it is used in this way. Theorems 12 and 11 together guarantee that XPath is in a well defined sense complete: every relation which is safe for bisimulations respecting node tags and XPath’s axis relations can
be defined in XPath.

6.

CONCLUSIONS

We have given semantic characterizations of navigational
XPath in terms of natural fragments of first order logic. Besides that, we looked at the connectives of XPath and also
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Demo

Xaver and the SearX-Engine: XML Retrieval in
Real World Applications
Holger Flörke
doctronic GmbH & Co. KG, Germany
floerke@doctronic.de

The XML based electronic publishing system Xaver has integrated a XML retrieval engine called
SearX-Engine. Xaver is mainly used by professional publishers to distribute and utilize large
collections of xml data. The XML retrieval engine can be customized to fulfill the information
need of the end user at best. The demonstration will show some real world applications with XML
retrieval used by non experienced end users.
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