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Abstract. Decision making, process control and e-science applications
process stream data, mostly produced by sensors. To control and monitor
these applications, reproducibility of result is a vital requirement. However, it requires massive amount of storage space to store ﬁne-grained
provenance data especially for those transformations with overlapping
sliding windows. In this paper, we propose a probabilistic technique to
infer ﬁne-grained provenance which can also estimate the accuracy beforehand. Our evaluation shows that the probabilistic inference technique
achieves same level of accuracy as the other approaches do, with minimal
prior knowledge.

1

Introduction

Sensors produce data tuples in form of streaming and these tuples are used by
the applications to take decisions as well as to control operations. In case of any
wrong decision, it is important to have reproducibility to validate the previous
outcome. Reproducibility refers to the ability of producing the same output after
having applied the same transformation process on the same set of input data,
irrespective of the process execution time. To be able to reproduce results, we
need to store provenance data, a kind of metadata relevant to the transformation
process and associated input and output dataset.
Data provenance refers to the derivation history of data from its original sources
[15]. It can be deﬁned either at the tuple-level or at the relation-level [6] also known
as ﬁne-grained and coarse-grained data provenance respectively. Fine-grained data
provenance can achieve reproducibility because it documents the used set of input
tuples for each output tuple and the transformation process as well. On the other
hand, coarse-grained data provenance cannot achieve reproducibility because of
the updates and delayed arrival of tuples. However, maintaining ﬁne-grained data
provenance in stream data processing is challenging. In stream data processing,
a transformation process is continuously executed on a subset of the data stream
known as a window. Executing a transformation process on a window requires to
document ﬁne-grained provenance data for this processing step to enable reproducibility. If a window is large and subsequent windows overlap signiﬁcantly, the
size of provenance data becomes a multiple of the actual sensor data. Since provenance data is ’just’ metadata and less often used by the end users, this approach
seems to be infeasible and too expensive [11].
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Fig. 1. Example workﬂow

The storage requirement can be signiﬁcantly reduced if the ﬁne-grained data
provenance is not explicitly documented, but inferred based on coarse-grained
data provenance and reproducible states of the database enabled by a temporal
data model [12], known as basic provenance inference. Since the characteristics
of a stream data processing often varies over time, the inference mechanism has
to account for this dynamics. In particular, two parameters are important:
– Processing delay or δ refers to the time required to execute the transformation process on the current window.
– Sampling time or λ refers to the time between the arrival of the current tuple
and the subsequent one.
The inference algorithm proposed in this paper uses the given processing delay, δ
and sampling time, λ distribution to improve the basic inference algorithm. In particular, the input window is shifted such that the achievable accuracy of the inferred
ﬁne-grained data provenance is optimized. The distance of the shift is determined
by the relationship among δ, λ distribution and tuples arrival within a window.
The proposed probabilistic approach has an advantage over the approach discussed in [10], which requires to observe speciﬁc distributions deduced from the
sampling time distribution at runtime. As a consequence, estimating the accuracy of the inference algorithm is not possible at the design time of the processing,
since the special distributions are not known in prior. The probabilistic method
can estimate the accuracy of the inference at design time since the method has
no requirement of observing any distribution. Inference of tuple-based windows
is independent of these special distributions, thus the results are not repeated
here and we only focus on time-based windows in this paper.

2

Motivating Scenario

RECORD1 is one of the projects in the context of the Swiss Experiment2 , which
is a platform to enable real-time environmental experiments. Several sensors have
been deployed to monitor river restoration eﬀects. Some of them measure electric
conductivity of water which indicates the number of ions in the water. Increasing
conductivity refers to higher level of salt in the water. We are interested to control
1
2

http://www.swiss-experiment.ch/index.php/Record:Home
http://www.swiss-experiment.ch/
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the operation of a nearby drinking water well by facilitating the available online
sensor data.
Fig. 1 shows the workﬂow. There are three sensors, known as: Sensor#1, Sensor#2 and Sensor#3. They are deployed in diﬀerent geographic locations in a
known region of the river. For each sensor, there is a corresponding source processing element named P E1 , P E2 and P E3 which provides data tuples in a view
S1 , S2 and S3 respectively. These views are the input for the Union processing
element which produces a view V1 as output. Each data tuple in the view V1
is attached with an explicit timestamp referring to the point in time when it is
inserted into the database (also known as transaction time). Next, the view V1 is
fed to the processing element P1 which calculates the average value per window
and then generates a new view V2 . The task of P2 is to calculate the maximum
and minimum value per input window of view V2 and store the aggregated value
in view V3 . Next, V3 is used by P3 which calculates the diﬀerence between the
maximum and minimum electric conductivity over the selected region at a particular point in time. The view V4 holds these output data tuples along with
the transaction time and gives signiﬁcant information about the ﬂuctuation of
electric conductivity. Later, Visualization processing element facilitates V4 to
produce a contour map of the ﬂuctuation of the electric conductivity in that
selected region of the river. If the map shows any abnormality, researchers may
want to reproduce results to validate their model. We consider the shaded part
in Fig. 1 to discuss and evaluate our proposed solution later in this paper.

3

Basic Provenance Inference

The basic provenance inference algorithm has been reported in [12]. Since our
proposed probabilistic provenance inference algorithm is based on the fundamental principle of the basic algorithm, we discuss this algorithm ﬁrst and then
explain its limitations and propose the probabilistic provenance inference algorithm. To explain this algorithm, we consider the processing element P1 shown
in Fig.1, that takes view V1 as input and produces view V2 . Moreover, we assume
that, sampling time is 2 time units, window size is 5 time units and the window
triggers after every 5 time units.
3.1

Document Coarse-Grained Provenance

At ﬁrst, we document coarse-grained provenance of P1 which is a one-time action, and performed during the setup of this processing element. The stored
provenance information is quite similar to process provenance reported in [16].
Inspired from this, we keep the following information of a processing element
speciﬁcation based on [17] as coarse-grained data provenance.
– Number of sources: indicates the total number of source views.
– Source names: a set of source view names.
– Window types: a set of window types; one element for each source. The value
can be either tuple or time.
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Fig. 2. Request, Reconstruction & Inference of Provenance Algorithm

– Window predicates: a set of window predicates; one element for each source.
The value actually represents the size of the window.
– Trigger type: speciﬁes how the processing element will be triggered for execution (e.g. tuple or time based)
– Trigger predicate: speciﬁes when a processing element will be triggered for
execution.
3.2

Reconstruct Processing Window

This phase will be only executed if the provenance information is requested for
a particular output tuple T generated by P1 and it returns the set of tuples
which reconstruct the processing window. Here, the tuple T is referred to as
chosen tuple for which provenance information is requested and the horizontal
dashed line indicates the time when that particular window triggers, known as
triggering point (see Fig. 2.A).
We apply a temporal data model on streaming sensor data to retrieve appropriate data tuples based on the given timestamp. The temporal attributes are:
i) valid time represents the point in time a tuple was created by a sensor and
ii) transaction time is the point in time a tuple is inserted into a database.
The valid and transaction time is also known as application and system timestamp. While valid time is anyway maintained in sensor data, transaction time
attribute requires extra storage space.
Fig. 2.B shows the reconstruction phase. The transaction time of the chosen
tuple is t10 which is the reference point to reconstruct the processing window.
Since window size is 5 time units, we retrieve the tuples having transaction time
within the boundary [t5 , t10 ) from the view V1 . This set of tuples reconstruct the
processing window which is shown by the tuples surrounded by a light shaded
rectangle in Fig. 2.B.
3.3

Provenance Inference

The last phase of the basic provenance inference establishes the relationship
among the chosen output tuple with the set of contributing input tuples.
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This mapping is done by facilitating the input-output mapping ratio of the
processing element and the tuple order in the respective views. P1 takes all the
input tuples (i.e. n number of tuples) and produces one output tuple. Therefore,
for P1 , the input-output ratio is n : 1. Therefore, we conclude that all the tuples
in the reconstructed window contribute to produce the chosen tuple. In Fig.2.C,
the dark shaded rectangle shows the original processing window which exactly
coincides with our inferred processing window. Therefore, in this case, we achieve
accurate provenance information. For processing elements with input-output ratio 1 : 1, we have to identify the contributing input tuple by facilitating the
monotonicity in tuple ordering property in both views V1 and V2 . This property ensures that input tuples of view V1 producing output tuples of view V2 in
the same order of their transaction time and this order is also preserved in the
output view V2 .
3.4

Discussion

The basic provenance inference algorithm has few requirements to be satisﬁed.
Most of the requirements are already introduced to process streaming data in
literature. In [13], authors propose to use transaction time on incoming stream
data. We assume that the windows are deﬁned and evaluated based on transaction time, i.e. system timestamp. However, our inference-based methods are
also applicable if the window is built on valid time or application timestamp.
In this case, if an input tuple arrives after the window execution, we can ignore
that tuple since it’s transaction time is greater than the transaction time of the
output tuple. Ensuring temporal ordering of data tuples is another requirement
for provenance inference.
The basic inference method performs well if the processing delay is not significant, i.e. processing is inﬁnitely fast. However, in case of a signiﬁcant processing
delay and variable sampling time it cannot infer accurate provenance. The next
section demonstrates few cases where inaccurate provenance is provided by the
basic inference method.

4

Inaccuracy in Time-Based Windows

To explain diﬀerent cases where inaccurate provenance is inferred, we introduce
few basic concepts of our inference model ﬁrst. For the processing element Pj ,
λj refers to the sampling time of the input view of Pj . The windows are deﬁned
over the input view of Pj and assuming that W be the set of processing windows
where W = {wi | wi  W } where i = 1, 2, ..., n. There might be a small time gap
between the starting of the window wi and appearance of the ﬁrst tuple in wi .
This time gap is denoted by α(wi ). Accordingly, the time between the last tuple
in wi and the triggering point is denoted by β(wi ). Then, each wi needs some
time to ﬁnish the processing, i.e. processing delay, which is denoted as δ(wi ).
Fig. 3 shows diﬀerent cases in a time-based window of 5 time units which
triggers after every 5 time units, deﬁned over the input view V1 of the processing
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Fig. 3. Inaccuracy in time-based windows

element P1 with λ1 = 2 time units. The ﬁrst case shown in Fig. 3.A, is the case
described in Section 3. The window w2 triggers at t10 shown by the dashed
line and the output tuple is also produced at t10 . Therefore, processing delay
δ(w2 ) = 0 time unit. Since the processing is inﬁnitely fast, both original and
inferred processing window have the same boundary [t5 , t10 ). Therefore, the basic
provenance inference provides accurate provenance in this case.
Fig. 3.B shows another case where the same window w2 triggers at t10 and
the output tuple is produced at t11 . Therefore, δ(w2 ) = 1 time unit. Earlier,
the window w2 began at t5 and the transaction time of the ﬁrst tuple within
w2 is also t5 . Therefore, α(w2 ) = 0 time unit. Based on the basic provenance
inference technique, the reconstructed processing window contains tuples having
transaction time within [t6 , t11 ) shown by the light shaded rectangle. However,
the original window w2 has the boundary [t5 , t10 ) shown by the dark shaded
rectangle. Therefore, the inferred provenance is inaccurate since the input tuple
with transaction time t5 is not included in the reconstructed window. This failure
of providing accurate provenance can be deﬁned as follows.
Failure 1. Exclusion of a contributing tuple from the lower end of the window wi
may occur if the processing delay δ(wi ) is longer than the diﬀerence between the
ﬁrst input tuple in wi and the time at which wi starts. If the following condition
holds, we have a failure: α(wi ) < δ(wi )
Fig. 3.C shows the last case where the window w2 triggers at the same time
as in the previous cases and the output tuple is produced at t12 . Therefore,
δ(w2 ) = 2 time units. As described in the previous case, α(w2 ) remains the same
which is 0 time unit. The transaction time of the last tuple within w2 is t9 .
Therefore, β(w2 ) = 1 time unit. The basic algorithm returns the reconstructed
window with the boundary [t7 , t12 ). However, the original window w2 has the
boundary [t5 , t10 ). Therefore, the inferred provenance is inaccurate and one of
the reasons for that is the input tuple with transaction time t11 is included in the
reconstructed window which was not contributing to produce the chosen tuple
during the original processing. This failure can be deﬁned as follows.
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Failure 2. Inclusion of a newly arrived non-contributing input tuple may occur
due to arrival of the new input tuple before the processing of the window wi is
ﬁnished. If the following holds, we have a failure: λj − β(wi ) < δ(wi )

5
5.1

Probabilistic Provenance Inference
Overview of the Algorithm

Probabilistic provenance inference allows us to use the given δ and λ distributions
only to decide the shifting of the window so that we can achieve optimal accuracy
of inferred provenance information. The former approach discussed in [10] needs
to observe both distributions along with α and β distributions. The probabilistic
approach facilitates Markov chain modeling on the arrival of data tuples within
a window to calculate both α and β distributions which are then used in the
process of adapting the window size. A Markov chain is a mathematical system
that represents the undergoing transitions from one state to another in a chainlike manner [4].
The major advantage of using the probabilistic method is that it can estimate
the accuracy at the design time since it depends on the given distributions.
This accuracy estimation provides users useful hint about the applicability of
the inference mechanism beforehand. Furthermore, our evaluation shows that
the actual accuracy achieved using probabilistic inference is comparable to the
accuracy of the adaptive approach [10] although less prior knowledge is required
for the probabilistic approach to achieve this level of accuracy.
5.2

Required Parameters

We propose a novel tuple-state graph based on the principle of a Markov chain
to calculate both α and β distributions which eventually help us to infer ﬁnegrained data provenance. To do so, diﬀerent parameters are required. The number of vertices in the tuple-state graph depends on the given window size of the
processing element. The transitions from one vertex to another depend on the
λ distribution and the trigger rate. We use the example described in Section 3
where a time-based window is deﬁned over the input view of P1 with window
size = 5 time units and trigger rate = 5 time units.
Furthermore, to build the tuple-state graph, the given λ and δ distributions are
used. The λ distribution of the input view V1 , i.e. λ1 , follows poisson distribution
with the following values: P (λ1 = 1) = 0.37, P (λ1 = 2) = 0.39 and P (λ1 = 3) =
0.24 where mean = 2. The δ distribution of P1 also follows poisson distribution
with mean = 1. The values of the δ distribution are: P (δ(wi ) = 1) = 0.68,
P (δ(wi ) = 2) = 0.32.
5.3

Building Tuple-State Graph to Calculate α Distribution

Based on the given λ1 distribution, it is possible to construct a Markov model
for determining the α distribution, i.e., the probability for a tuple arriving with
a speciﬁc distance from the start of the window.
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Fig. 4. Tuple-state graph to calculate α distribution

For each processing element Pi , a tuple-state graph Gα has to be built to
compute the corresponding α distribution. Each vertex in the tuple-state graph
represents a state, which identiﬁes the position of a tuple within a processing
window w.r.t. the start of the window. There are two diﬀerent types of states in
a tuple-state graph. These are:
1. First states: These states represent that the current tuple is the ﬁrst tuple
of a particular window. These are denoted as the arrival timestamp of the
tuple in the window w.r.t the start of the window followed by a letter ’F’
(e.g. OF, 1F, 2F).
2. Intermediate states: These states represent the arrival of tuples within a
window without being the ﬁrst tuple. The states are represented by the
arrival timestamp of the new tuple in the window w.r.t the start of the
window followed by a letter ’I’ (1I, 2I, 3I, 4I).
The construction of the tuple-state graph for processing element P1 mentioned in
Fig. 3 is described below. First, a set of ﬁrst and intermediate states as vertices
are added to Gα (V, E). The number of vertices in both states is bounded by
W S
the window size. It can be expressed as: V = j=01 {jF, jI} where W S1 be the
window size of V1 which is the input view of P1 .
Next, we add edges from all vertices based on the value of the tuple arrival
distribution λ1 . An edge is deﬁned via the start vertex (from vertex ), the end
vertex (to vertex ), and the probability of this edge occurring (weight ).
A directed edge can be deﬁned from every point in the window to a later point
in the window without crossing the window boundary. The start vertex could
be a ﬁrst or intermediate state, while the end vertex is an intermediate state.
Assume that, T R1 be the trigger rate of P1 , the formula below represents these
edges, where the weight associated to an edge corresponds to the probability of
two subsequent tuples arriving with a distance of k − j time units.
E1 =

W
S1 −1 j+max(λ
 1)

{ { ( jF, kI, P (λ1 = k − j) ),

j=0

k=j+1

( jI, kI, P (λ1 = k − j) ) } | k < T R1 }
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Furthermore, directed edges can be deﬁned which are crossing window boundaries. In this case, the start vertex is either a ﬁrst or an intermediate state, while
the end vertex is a ﬁrst state. The formula below represent these edges.
E2 =

W
S1 −1 j+max(λ
 1)
j=0

{ { ( jF, k  F, P (λ1 = k − j) ),

k=j+1

( jI, k  F, P (λ1 = k − j))}|k ≥ T R1 ∧ k  = k

mod T R1 }

The complete set of edges in the tuple-state graph is the union of E1 and E2.
E = E1 ∪ E2
Fig. 4 depicts a tuple-state graph to calculate α distribution for the processing
element P1 . Given, P (λ1 = 1) = 0.37, P (λ1 = 2) = 0.39 and P (λ1 = 3) = 0.24.
Starting from the vertex 0F , edges are added to 1I, 2I and 3I with weight 0.37,
0.39 and 0.24 respectively. These edges are the elements of set E1 . As another
example, consider starting from vertex 4I, we add edges to 0F , 1F and 2F with
weight 0.37, 0.39 and 0.24 respectively. These edges are elements of set E2 . This
process will be continued for all the veritces to get a complete Gα .
5.4

Steady-State Distribution Vector

The long-term behavior of a Markov chain enters a steady state, i.e. the probability of being in a state will not change with time [9]. In the steady state,
the vector s represents the average probability of being in a particular state.
To optimize the steady state calculation, vertices with no incoming edges can
be ignored. Since the steady state analysis of the Markov model considers these
states irrelevant those vertices and associated edges are removed.
Assuming uniformly distributed initial probabilities, the steady state of
the Markov model can be derived. The probabilities of states with suﬃx ’F’
form the α distribution for processing element P1 , i.e., the probabilities of
the ﬁrst tuple in a window arrives after a speciﬁc number of time units. The
steadystate distribution vector sα for the
 tuple-state graph, Gα (see Fig. 4) is:
0F 1F 2F 1I 2I 3I 4I
sα =
0.20 0.13 0.05 0.07 0.15 0.20 0.20
The components of the states 0F, 1F, 2F represent the probability of the value
of α = 0, 1 and 2 respectively. After normalizing the probability of these values,
we get the model-given distribution of α. Table 1.a shows that the α distribution
achieved facilitating the tuple-state graph Gα is comparable with the observed
α distribution.
5.5

Calculating β Distribution

Along the lines of the previous two subsections, also the β distribution indicating
the probability distribution on the distance between the last tuple in a window
and the end of the window can be calculated. Due to a lack of space we do not
describe this construction in detail.
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Table 1. Comparison of α distributions and Joint prob. distribution of α & δ

5.6

(a) Observed vs. modelgiven α distribution

(b) Joint probability distribution of model-given α and δ

α observed model-given
0
0.532
0.535
1
0.347
0.337
2
0.121
0.128

α = x δ = y P(α = x, δ = y)
0
1
0.364 (a)
0
2
0.171 (b)
1
1
0.229 (c)
1
2
0.108 (d)
2
1
0.087 (e)
2
2
0.041 (f)

Accuracy Estimation and Shifting of the Window

The proposed probabilistic technique shifts the window based on the model-given
α and the given δ distribution. The original window should be shifted in such a way
that we can avoid both failures described in Section 4. Before shifting the window,
the transaction time of the chosen tuple is referred to as the current reference point
which also indicates the upper end of the window beyond which no more tuples
would be considered. At ﬁrst, the upper end of the window is adjusted and the
point in time after the adjustment is known as the new reference point. The time
gap between current and new reference point is called as oﬀset. Therefore, the
formula to calculate the upper end is: UpperEnd = TransactionTime - oﬀset. To
calculate the lower end of the window, we subtract the window size from the upper
end, i.e. LowerEnd = TransactionTime - windowSize - oﬀset. The value of oﬀset is
determined using the joint probability distribution of model-given α and the given
δ distribution. Both of these distributions are related to the processing element P1
which is mentioned in Fig. 3.
Since α and δ are two independent variables, the joint probability distribution of these two variables can be calculated and is shown in Table 1.b. The δ
distribution given in Section 5.2 is used for the calculation. If the oﬀset is set to
0, the value of δ remains the same. Based on the deﬁnitions of failures in Section
4 and from Table 1.b, it is clear that if the oﬀset = 0, only about 36% (c+e+f)
accurate provenance could be achieved. However, if the oﬀset is set to 1, δ is
also subtracted by 1 which greatly reduces the chance of inaccuracy. According
to our failure conditions discussed in Section 4 and from Table 1.b, the chance of
inaccuracy is 17% (b). Therefore, setting the oﬀset value 1 would achieve around
83% accuracy. If the oﬀset is 2 then the percentage of inaccuracy again increases
mainly due to the inclusion of non-contributing tuples from the lower end of the
window. Therefore, based on the joint probability distribution, we choose oﬀset
= 1 which gives the optimal estimated accuracy of 83%.
In Fig. 3, we discuss three diﬀerent cases by altering the δ value. Since δ = 0
in the ﬁrst case, it falls outside the scope of our proposed algorithm because
the proposed probabilistic approach assumes that there exists some processing
delay. Applying our probabilistic inference algorithm with oﬀset = 1 for the other
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two cases, case B would return the inferred window w2 = [t5 , t10 ) which exactly
coincides with the actual window w2 . Thus, we infer accurate provenance. For
case C, the inferred window w2 contains tuples within the range [t6 , t11 ) which
diﬀers from the actual window w2 . This is one of the examples where probabilistic
inference provides inaccurate provenance due to the bigger processing delay.

6

Evaluation

6.1

Evaluating Criteria, Test Cases and Datasets

We evaluate our proposed probabilistic provenance inference algorithm using
i) accuracy and ii) storage consumption. To compare accuracy, the traditional
ﬁne-grained provenance information, also known as explicit method, is used as
a ground truth. We compare the accuracy among basic [12], adaptive [10] and
probabilistic approach proposed in this paper through a simulation.
The simulation is executed for 10000 time units for the processing element P1
mentioned in Section 2. Based on queuing theory, we assume that both sampling
time λ and processing delay δ distribution follows poisson distribution. The 6
test cases shown in Table 2 are chosen carefully. Test case 1 is used through
out this paper to explain our method. Test case 2 and 3 is almost similar to
each other except the trigger rate. Test case 4 and 5 are the example of nonoverlapping, tumbling windows with the only diﬀerence in the processing delay.
Test case 6 is similar to test case 4 except the deviation in the sampling time.
Furthermore, we compare the storage requirement of inference-based
approaches with explicit method of maintaining provenance. A real dataset3 reporting electric conductivity of the water, collected by the RECORD project is
used for this purpose. The input dataset contains 3000 tuples consuming 720kB.
6.2

Accuracy

Table 2 shows the accuracy achieved using the diﬀerent algorithms for the aforesaid test cases. Test case 1 is the one which is used as the example through
Table 2. Diﬀerent test cases used for evaluation and Evaluation result
Test Cases
Accuracy
Test Window Trigger avg(λ) max(λ) avg(δ) max(δ) Basic Adaptive
Probabilistic
case
size
rate
Estimated Achieved
1
5
5
2
3
1
2 36%
83%
84%
83%
2
10
5
2
3
1
2 40%
83%
82%
83%
3
10
10
2
3
1
2 39%
85%
82%
83%
4
10
10
3
5
1
2 53%
87%
87%
87%
5
10
10
3
5
2
3 41%
75%
75%
74%
6
10
10
4
6
1
2 61%
92%
91%
92%

3

http://data.permasense.ch/topology.html\#topology
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Fig. 5. Inﬂuence of Sampling Time over the accuracy

out this paper. In test case 1 & 2, only the window size is changed with other
parameters remain unchanged. In both cases, we achieve almost the same level
of accuracy for all algorithms. Therefore, it seems that window size does not
inﬂuence the accuracy.
Next, we discuss the accuracy achieved comparing test case 2 and 3. These two
cases have the same parameters except the trigger rate. Nevertheless, the result
is again almost identical for all algorithms. This might indicate that trigger rate
has very little inﬂuence to the accuracy.
The diﬀerence in parameters between test case 3 and 4 is avg(λ) and max(λ).
The accuracy achieved in test case 4 for all the approaches is higher than those
of case 3. The reason is that increasing the sampling time of tuples and keeping
the processing delay the same, may lower the chance of inaccuracy.
Test case 4 and 5 diﬀer in avg(λ) and max(δ) parameters. The processing
takes longer in test case 5 which inﬂuences the level of accuracy. The accuracy
achieved in test case 5 is around 74% for our probabilistic approach where as it
is 87% in test case 4. Therefore, keeping the sampling time equal and increasing
the processing delay might cause to achieve lower accuracy.
Lastly, we introduce another test case for better understanding of the inﬂuence
of sampling time on the accuracy. Test case 6 has the same parameters like test
case 3 and 4 except avg(λ) and max(λ). The value of avg(λ) is 4 and max(λ)
is 6 time units. Figure 5 shows the accuracy achieved for test case 3, 4 and 6
for the diﬀerent approaches. From Fig. 5, we observe that increasing sampling
time with other parameters unchanged, might provide more accurate inferred
provenance information. Therefore, it might give a useful hint that the higher
the sampling time, the higher the accuracy.
Our probabilistic algorithm uses minimal prior knowledge to infer ﬁne-grained
provenance data. However, the proposed probabilistic algorithm provides the
same level of accuracy compared to the adaptive approach. The reason is that
the α-distribution given by our tuple-state graph is very similar to the observed
α-distribution produced for all test cases (see Table 1.a for test case 1).
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Furthermore, the estimated accuracy provided by the probabilistic algorithm
is almost identical to the achieved accuracy of the algorithm. Since, the estimated
accuracy can be calculated before the actual experiment, it is a useful indicator
for the applicability of the algorithm for a given set of distributions.
6.3

Storage Requirement

We measure the storage overhead to maintain ﬁne-grained data provenance for
the same processing element P1 . The result is reported in Table 3 for test case 1
and 2 which are the examples of non-overlapping and overlapping windows respectively. All three inference based approaches: basic, adaptive and probabilistic
method have the same storage cost and they are referred to as inference-based
methods.
Table 3. Provenance data storage consumption (in KB)
Method

Non-Overlapping
Overlapping
(Test Case 1)
(Test Case 2)
Space consumed Ratio Space consumed Ratio
Explicit method
950
5.5:1
1925
11:1
Inference-based methods
175
175

Table 3 shows the storage cost to maintain ﬁne-grained provenance data for
diﬀerent methods. In case of test case 1, inference-based methods take almost
6 times less space than the explicit method. Since the trigger rate is the same,
test case 2 also produces as many output tuples as produced in test case 1.
The storage cost of inference-based methods only depends on the number of
input and output tuples. Therefore, the storage consumed in test case 2 by the
inference-based methods remains the same. However, the consumed storage space
for the explicit method gets bigger due to the larger window size and overlapping
windows. Therefore, in test case 2, the inference-based methods take 11 times
less space than the explicit method. This ratio of course will vary based on the
window size, overlapping between windows and number of output tuples. The
bigger the window and overlapping between windows, the higher the ratio of space
consumption between explicit and inference-based approaches.

7

Related Work

The work reported in [2] and [1] discuss the projects which facilitate the execution of continuous queries and stream data processing . All these techniques
proposed optimization for storage space consumed by sensor data. However, none
of these systems oﬀer ﬁne-grained data provenance in stream data processing.
In [5], authors described a data model to compute provenance on both relation
and tuple level. This data model follows a graph pattern and shows case studies
for traditional data but it does not address how to handle streaming data and
associated overlapping windows.
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In [8], authors have presented an algorithm for lineage tracing in a data warehouse environment. They have provided data provenance on tuple level. LIVE
[14] is an oﬀshoot of this approach which supports streaming data. It is a complete DBMS which preserves explicitly the lineage of derived data items in form
of boolean algebra. However, these techniques incur extra storage overhead to
maintain ﬁne-grained data provenance.
In sensornet republishing [13], the system documents the transformation of
online sensor data to allow users to understand how processed results are derived
and support to detect and correct anomalies. They used an annotation-based
approach to represent data provenance explicitly. However, our proposed method
does not store ﬁne-grained provenance data rather infer provenance data.
In [7], authors proposed approaches to reduce the amount of storage required
for provenance data. To minimize provenance storage, they remove common
provenance records; only one copy is stored. Then, using an extra provenance
pointer, data tuples can be associated with their appropriate provenance records.
Their approach seems to have less storage consumption than traditional ﬁnegrained provenance in case of sliding overlapping windows.
A layered model to represent workﬂow provenance is introduced in [3]. The
layers presented in the model are responsible to satisfy diﬀerent types of provenance queries including queries about a speciﬁc activity in the workﬂow. A relational DBMS has been used to store captured provenance data. The authors
have not introduced any inference mechanism for provenance data.
Our earlier work described in [12] can infer ﬁne-grained provenance information for one processing step only. This technique is known as basic provenance
inference. However, it did not take system dynamics into account. Adaptive inference technique provides inferred provenance considering the changes in system characteristics [10]. However, it requires to have some additional knowledge
about diﬀerent speciﬁc distributions which must be observed during runtime.
Proposed probabilistic provenance inference can infer provenance and estimate
the accuracy without observing those speciﬁc distributions.

8

Conclusion and Future Work

The proposed probabilistic approach is capable of addressing the dynamics of a
streaming system because of it’s adaptivity based on tuple arrival patterns and
processing delay. Further, it provides highly accurate provenance. We compare
the probabilistic method with other inference-based methods and the results show
that it gives the same accuracy as the adaptive inference method. However, the
advantage of using the probabilistic method is to have a guaranteed accuracy level
based on the given distributions. Furthermore, it also reduces storage costs to
maintain provenance data like any other inference-based methods. In future, we
will extend this technique to infer provenance for a chain of processing elements.
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