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Abstract

Dependence is a universal phenomenon which can be observed everywhere.
In machine learning, probabilistic graphical models (PGMs) represent dependence relations with graphs. PGMs find wide applications in natural language
processing (NLP), speech processing, computer vision, biomedicine, information retrieval, etc. Many traditional models, such as hidden Markov models
(HMMs), Kalman filters, can be put under the umbrella of PGMs. The central
idea of PGMs is to decompose (factorize) a joint probability into a product of
local factors. Learning, inference and storage can be conducted efficiently over
the factorization representation.
Two major types of PGMs can be distinguished: (i) Bayesian networks
(directed graphs), and (ii) Markov networks (undirected graphs). Bayesian networks represent directed dependence with directed edges. Local factors of Bayesian
networks are conditional probabilities. Directed dependence, directed edges
and conditional probabilities are all asymmetric notions. In contrast, Markov
networks represent mutual dependence with undirected edges. Both of mutual
dependence and undirected edges are symmetric notions. For general Markov
networks, based on the Hammersley–Clifford theorem, local factors are positive functions over maximum cliques. These local factors are explained using
intuitive notions like ‘compatibility’ or ‘affinity’. Specially, if a graph forms
a clique tree, the joint probability can be reparameterized into a junction tree
factorization.
In this thesis, we propose a novel framework motivated by the Minimum
Shared Information Principle (MSIP):
We try to find a factorization in which the information shared between factors is
minimum. In other words, we try to make factors as independent as possible.
The benefit by doing this is that we can train factors separately without paying
a lot of efforts to guarantee consistency between them. To achieve this goal,
we develop a theoretical framework called co-occurrence rate networks (CRNs)
to obtain such a factorization. Briefly, given a joint probability, the CRN factorization is obtained as follows. We first strip off singleton probabilities from
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the joint probability. The quantity left is called co-occurrence rate (CR). CR is
a symmetric quantity which measures mutual dependence among variables
involved. Then we further decompose the joint CR into smaller and independent CRs. Finally, we obtain a CRN factorization whose factors consist of all
singleton probabilities and CR factors. There exist two kinds of independencies between these factors: (i) a singleton probability is independent (Here
independent means two factors do not share information.) of other singleton
probabilities; (ii) a CR factor is independent of other CR factors conditioned by
singleton probabilities. Based on a CRN factorization, we propose an efficient
two-step separate training method: (i) in the first step, we train a separate
model for each singleton probability; (ii) given singleton probabilities, we train
a separate model for each CR factor. Experimental results on three important
natural language processing tasks show that our separate training method is
two orders of magnitude faster than conditional random fields, while achieving
competitive quality (often better on the overall quality metric F1).
The second contribution of this thesis is applying PGMs to a real-world NLP
application: open relation extraction (ORE). In open relation extraction, two
entities in a sentence are given, and the goal is to automatically extract their
relation expression. ORE is a core technique, especially in the age of big data,
for transforming unstructured information into structured data. We propose
our model SimpleIE for this task. The basic idea is to decompose an extraction
pattern into a sequence of simplification operations (components). The benefit
by doing this is that these components can be re-combined in a new way to
generate new extraction patterns. Hence SimpleIE can represent and capture
diverse extraction patterns. This model is essentially a sequence labeling model.
Experimental results on three benchmark data sets show that SimpleIE boosts
recall and F1 by at least 15% comparing with seven ORE systems.
As tangible outputs of this thesis, we contribute open source implementations of our research results as well as a annotated data set: (i) Co-occurrence
rate networks on chain-structured graphs1 . (ii) SimpleIE for open relation
extraction.2 (iii) Annotated data for fostering the research on open relation
extraction.

1 https://github.com/zheminzhu/Co-occurrence-Rate-Networks
2 SimpleIE

and the annotated data are available upon request (zhuzhemin@gmail.com).

Samenvatting

Afhankelijkheid is een universeel fenomeen dat overal geobserveerd kan worden. In machine learning worden afhankelijkheidsrelaties gerepresenteerd door
probabilistic graphical models (PGMs). PGMs hebben een breed toepassingsgebied in natural language procession (NLP), spraakherkenning, computer vision,
biomedicine, information retrieval, etc. Veel traditionele modellen, zoals hidden
Markov models (HMMs) of Kalman filters, kunnen gevat worden onder de term
PGM. Het centrale idee is om een simultane kansverdeling te opdelen (factorizeren) naar een product van lokale factoren. Leren, inferentie en opslag kunnen
allen efficient uitgevoerd worden op de representatie van de factorisatie.
We onderscheiden twee types PGMs: (i) Bayesiaanse netwerken (gerichte
grafen), en (ii) Markov netwerken (ongerichten grafen). Bayesiaanse netwerken
representeren gerichte afhankelijkheid with gerichte zijden. Lokale factoren in een
Baresiaans netwerk zijn voorwaardelijke kansen. Gerichte afhankelijke, gerichte
zijden en voorwaardelijke kansen zijn allen asymmetrische noties. In contrast.
Markov netwerken representeren mutuele afhankelijkheid met ongerichte zijden.
Zowel mutuele afhankelijkheid als ongerichte zijden zijn symmetrische noties.
Voor Markov netwerken, gebaseerd op het Hammersley-Clifford theorema,
lokale factoren zijn positieve functies over maximum cliques. Deze lokale factoren
worden uitgelegd met intuitieve noties als ‘compatibiliteit’ of ‘affiniteit’. In
het bijzonder, als de graaf een clique tree is, kan de simultane kansverdeling
hergeparameterizeerd worden naar een junction tree factorization.
In deze proefschrift stellen we een nieuw framework voor dat gemotiveerd
is met het Minimum Shared Information Principle (MSIP):
We proberen een factorisatie te vinden waarvoor de informatie die gedeeld is tussen
factoren minimaal is. In andere woorden: we maken factoren zo onafhankelijke mogelijk.
Het voordeel van deze aanpak is dat we factoren los kunnen trainen zonder
veel aandacht te besteden aan het garanderen van consistentie tussen de factore.
Om dit doel te bereiken en een dergelijk factorisatie te verkrijgen hebben we een
theoretisch raamwerk ontwikkeled dat we co-occurence rate networks (CRNs)
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noemen. In het kort, gegeven een simultane verdeling, verkrijgen we de CRN
factorisatie als volgt: We delen de simultane verdeling op in univariate verdelingen. De overgebleven waarde noemen we de co-occurence rate (CR). CR is
een symmetrische waarde die de mutuele afhankelijkheid tussen de gemoeide
variabelen aanduidt. Daarna wordt de simultane CR verder gedecompositioneerd naar kleinere onafhankelijke CRs. Uiteindelijke komen we tot een CRN
factorisatie waarvan de factoren alleen nog maar univariate verdelingen en CR
factoren zijn. Er bestaan twee soorten onafhankelijkheid tussen deze factoren:
(i) een univariate verdeling is onafhankelijk, hier bedoeld als twee factoren die
geen informatie delen, van andere univariate verdelingen; (ii) een CR factor
is onafhankelijk van andere CR factoren gegeven door univariate verdelingen.
We stellen een efficient twee-staps gescheiden trainingsmethode voor gebaseerd
op CRN factorisatie: (i) in de eerste stap trainen we een los model voor elke
univariate verdeling; (ii) we trainen, gegeven de univariate verdelingen, een
los model voor elke CR factor. Experimentele resultaten van drie belangrijke
natural language processing taken tonen dat onze gescheidde trainingsmethode
twee orde groottes sneller is dan conditional random fields, en een competitieve
kwaliteit bereikt (en vaak betere scoort op de algemene kwaliteitsgraad F1).
De tweede bijdrage van deze proefschrift is het toepassen van PGMs op een
bestaande NLP toepassing: open relation extraction (ORE). In open relation
extraction worden twee entiteiten in een zin aangegeven, en het doel is het
automatisch de relatie tussen de twee entiteiten te bepalen. ORE is een centrale techniek, zeker in het tijdperk van big data, voor het transformeren van
ongestructureerde naar gestructureerde data. We stellen ons model SimpleIE
voor voor deze taak. Het basale idee is het opdelen van een extractiepatroon
naar een opeenvolging van simplificerende operaties (componenten). Het voordeel van deze aanpak is dat deze componenten op andere wijzen kunnen
worden gecombineerd om zo nieuwe extractiepatronen te produceren. Hierdoor
kan SimpleIE uiteenlopende extractiepatronen representeren en beschrijven. Dit
model is in essentie een sequence labelling model. Experimentele resultaten op
drie benchmark data sets tonen dat SimpleIE een recall en F1 waardes verbeterd
met minstens 15% ten opzichte van zeven ORE systemen.
Als tastbare producten van deze proefschrift dragen we zowel open source
implementaties van onze resultaten, als een geannoteerde data set: (i) Cooccurence rate networks on chain-structured graphs.3 (ii) SimpleIE voor open
relation extraction.4 (iii) Geannoteerde data voor het vooruitbrengen van onder3 https://github.com/zheminzhu/Co-occurrence-Rate-Networks
4 SimpleIE

en de geannoteerde data set zijn beschikbaar op aanvraag (zhuzhemin@gmail.com).
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zoek naar open relation extraction.
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CHAPTER 1

Introduction

1.1

Motivation

Applications A wide range of applications in natural language processing
(NLP), speech processing, computer vision, biomedicine, information retrieval
[1], and many other areas desire structured outputs [2]. For example, named
entity recognition (Section 5.1) and part-of-speech tagging (Section 5.2) assign
a sequence of labels to words in a sentence. The outputs are chain-structured
labels. A syntax parser transforms sentences to parse trees. The outputs are treestructured labels. The task of predicting structured outputs is called structured
prediction. Structured prediction is significantly different from the ordinary
classification task which normally predicts a single label. The difficulty of
structured prediction is that multiple labels need to be predicted together and
there are dependence relations between these labels.
Probabilistic graphical models Structured prediction can1 be put under the
umbrella of probabilistic graphical models (PGMs) [3, 4]. It turns out that many
traditional models, such as hidden Markov models, Kalman filters, language
models, etc., which were previously developed in different areas, can be put
under the general framework of PGMs. PGMs ground on systematic and solid
theories. The central idea of PGMs is to decompose a joint probability into
a product of local factors based on (conditional) independence relations. A
local factor reflects dependence relations among the variables involved in the
local factor. Two major types of PGMs can be distinguished:2 directed graphs
1 There are exceptions. For example, structural SVMs [25] are also popular models for structured
prediction, which essentially apply decomposition to kernels. But due to their lack of an obvious
probabilistic interpretation, they cannot be easily put under PGMs.
2 Another type of PGMs are factor graphs. Factor graphs can be used to represent the factorization
of a Bayesian network or a Markov network. Variables involved in the same factor are grouped
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(Bayesian networks) and undirected graphs (Markov networks).
Bayesian Networks The graphical representation of Bayesian networks is a directed acyclic graph (DAG). Directed edges are naturally asymmetric, i.e., the edge
A → B is distinguished from the edge B → A. Directed edges are suitable to
model directed dependence, e.g., causality3 . Directed dependence is an asymmetric concept. Hence, directed edges fits the asymmetry of directed dependence.
For Bayesian networks, the local factors are conditional probabilities4 , which
are also asymmetric. We summarize the model aspects of Bayesian networks in
Table 1.1.
Table 1.1: Model Aspects of Bayesian Networks
Relation
Directed dependence

Representation
Directed edges

Factors
Conditional probabilities

Symmetry
Asymmetric

Markov Networks In contrast, Markov networks are represented with undirected graphs. Undirected edges are suitable to model mutual dependence. For
mutual dependence, we cannot specify a direction. For example, in named
entity recognition, two adjacent labels affect each other mutually. They are at
equal position. Mutual dependence is a symmetric notion. Generally, based
on the Hammersley–Clifford theorem [5], a joint probability over a Markov
network can be decomposed into a product of positive functions over maximum
cliques. Unfortunately, unlike conditional probabilities which are used within
Bayesian networks, these positive functions do not have a direct probabilistic
interpretation. They are related but not sufficient to specify marginals over
maximum cliques. Because we still need information from adjacent factors to
obtain marginals from these positive functions. Normally they are explained
using intuitive notions like ‘compatibility’ or ‘affinity’. Specially, for a graph
which forms (or is triangulated into) a clique tree, its joint probability has an
together. Factor graphs are suitable for inference and learning, but not for modeling independence
because they do not directly encode conditional independencies between variables. In this sense,
factor graphs are significantly different from Bayesian networks and Markov networks. Therefore,
we do not put factor graphs together with Bayesian networks and Markov networks.
3 For a causal relation, the effect depends on the cause. But the cause does not necessarily
depend on the effect. Note that a causal relation is a directed dependence relation. But a directed
dependence relation is not necessarily a causal relation.
4 For a node without any parents, the local factor is a singleton probability.
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alternative representation which is called junction tree factorization (reparameterization) [6, 7, 8, 9] in which a product of marginals over cliques is divided by
a product of marginals over overlapped parts (called separator sets) between
cliques5 . We summarize the model aspects of general Markov networks and
clique trees in Table 1.2 and Table 1.3, respectively.
Table 1.2: Model Aspects of General Markov Networks

Relation
Mutual dependence

Representation
Undirected edges

Factors
Positive functions

Symmetry
Symmetric

Table 1.3: Model Aspects of Clique Trees

Relation
Mutual dependence

Representation
Undirected edges

Factors
Marginals

Symmetry
Symmetric

Co-occurrence Rate Networks In this thesis, we propose a novel framework
motivated by the Minimum Shared Information Principle (MSIP):
Given a joint probability, we try to find a factorization in which the information shared
between factors is minimum. In other words, we try to make factors as independent as
possible.
The benefit by doing this is that we can train factors separately without
paying a lot of efforts to guarantee consistency between them. The shared
information between two factors can be intuitively defined as the information
which needs to be calibrated between two factors to achieve consistency. For
example, between two factors P (X, Y ) and P (Y, Z), the shared information
is P (Y ). Towards this goal, we develop a theoretical framework called cooccurrence rate networks (CRNs) to obtain such a factorization. Briefly, given
a joint probability, its CRN factorization is obtained as follows. We first strip
off singleton probabilities from the joint probability. The quantity left is called
co-occurrence rate (CR). CR is a symmetric quantity which measures mutual
dependence among variables involved. Then we further decompose the joint
CR into smaller and independent CRs if it is possible. Finally, we obtain a CRN
factorization whose factors consist of all singleton probabilities and CR factors.
5 Here

we consider the collection of separator sets as a multiset (bag).
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The important properties of a CRN factorization are described as follows. There
exist two kinds of independencies between the factors in a CRN factorization: (i)
a singleton probability is independent6 of other singleton probabilities; (ii) a CR
factor is independent of other CR factors conditioned by singleton probabilities
involved. We summarize the model aspects of co-occurrence rate networks in
Table 1.4.
Table 1.4: Model Aspects of Co-occurrence Rate Networks

Relation

Representation

Mutual dependence

Undirected edges

Factors
Co-occurrence rates &
singleton probabilities

Symmetry
Symmetric

Benefits The benefit of minimizing the shared information between factors
is that we can train independent factors separately. This leads to a more efficient training algorithm. The strategy of separate training is not a new one.
Piecewise training [10] which follows tree re-weighted parameterization [6] is
just based on this strategy. Based on the properties of a CRN factorization, we
propose a two-step separate training algorithm: (i) In the first step, we train
a singleton (univariate) probability separately. Comparing with multi-variate
marginals, singleton probabilities are relatively easier to train. (ii) In the second
step, we fix the learned singleton probabilities and train CR factors separately.
This is allowed because conditioned by singleton probabilities, CR factors are
independent of each other. In the decoding step, we assemble these separate
models together for prediction. Experimental results on three important natural
language processing tasks, i.e., named entity recognition, part-of-speech tagging
and open relation extraction, show that our separate training method is almost
two orders of magnitudes faster than conditional random fields while achieving
competitive quality.
The main model aspects of Bayesian networks, Markov networks, clique
trees and co-occurrence rate networks described above are summarized in Table
1.5.
6 Here

independent means two factors do not share information.
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Table 1.5: Bayesian Networks, (general) Markov Networks, Clique Trees and
Co-occurrence Rate Networks

Dependence
Representation
Factors
Symmetry
Normalization
Closed-form MLE

1.2

BN
directed
directed
(conditional)
probabilities
asymmetric
local
yes

MN
mutual
undirected
positive
functions
symmetric
global
no

CT
mutual
undirected
marginals
symmetric
local
yes

CRN
mutual
undirected
co-occurrence rates &
singleton probabilities
symmetric
local
yes

Research Questions

This thesis aims at two research goals: (i) On the theoretical side, we propose a
systematic framework for obtaining a factorization in which factors share minimum information; (ii) On the application side, we are interested in applying
graphical models to open relation extraction. In open relation extraction, given
two entities in a sentence, the goal is to automatically extract their relation expression. ORE is a core technique, especially in the age of big data, to transform
unstructured information into structured data. We may manually compile a
set of rules (extraction patterns) for extracting relation expressions. But due
to the diversity of extraction patterns, manually compiled extraction patterns
normally cannot achieve a high recall (see experiments in Chapter 7), and also
manually compiling is labor intensive. To achieve these two research goals, we
need to explore the following specific research questions.

1.2.1

Part I: Co-occurrence Rate Networks

Q1 How to obtain a factorization in which factors share minimum information? More
specifically, what independence semantics should be endowed? Is the
factorization equivalent to the given independencies?
Q2 How to prove the theory of co-occurrence rate networks is sound? Soundness can
be verified by proofs or experiments.
Q3 What are the advantages of co-occurrence rate networks? Do CRNs bring any
added value?
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1.2.2

1 Introduction

Part II: Open Relation Extraction

Q4 How to model diverse extraction patterns with graphical models? Considering
the diversity of extraction patterns, the model should be general enough
to represent diverse patterns. Also the model is expected to be able to
automatically learn extraction patterns from training data.
Q5 How to evaluate the system? To evaluate our system, we need to compare it
with other systems on benchmark datasets.
Q6 How well do CRNs perform on the task of open relation extraction comparing with
Markov networks? Are the results consistent with our expectations.

1.3

Contributions

Our major contributions in this thesis can be concluded as follows:
C1 Motivated by the Minimum Shared Information Principle (MSIP), we propose co-occurrence rate networks (CRNs) to obtain a factorization in
which factors share minimum information between each other. And based
on CRNs we propose a separate training method which is efficient and
achieves good quality. This is supported by real-world experiments. A
CRN factorization can be considered a special case of the hypertree factorization proposed by Wainwright et al. [6]. The specificity of CRNs stems
from the emphasis on MSIP.
C2 We propose a general model called SimpleIE for open relation extraction.
This model can represent and capture diverse extraction patterns in training data.
C3 We implement chain-structured co-occurrence rate networks, and make this
software open source, which can be downloaded at https://github.
com/zheminzhu/Co-occurrence-Rate-Networks.
C4 We implement SimpleIE for open relation extraction, and make the software
open source. This software is available upon request by sending a message
to zhuzhemin@gmail.com.
C5 We annotate a Wikipedia dataset for fostering research on open relation
extraction. This data set is available upon request by sending a message
to zhuzhemin@gmail.com.

1.4 Thesis Structure

1.4
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Thesis Structure

This thesis consists of two parts. Part I presents the framework of co-occurrence
rate networks and the two-step separate training method. Part II describes
our open relation extraction system SimpleIE. The remainder of this thesis is
organized as follows.

1.4.1

Part I: Co-occurrence Rate Networks

– Chapter 2. Probabilistic Graphical Models. In this chapter, we review fundamental results in PGMs. This chapter provides the general background
for reading Part I.
– Chapter 3. Co-occurrence Rate Networks. In this chapter, we develop the
quantity co-occurrence rate for modeling mutual dependence, and give
its nice properties. Upon co-occurrence rate, we build co-occurrence rate
networks.
– Chapter 4. Two-step Separate Training for CRNs. In this chapter we propose
a two-step separate training method for CRNs.
– Chapter 5. Experiments. We apply CRNs to two important natural language processing tasks: named entity recognition and part-of-speech
tagging, and compare CRNs with Markov networks.

1.4.2

Part II: Open Relation Extraction

– Chapter 6. A Review of Open Relation Extraction. This chapter introduces
the task of open relation extraction and reviews related work.
– Chapter 7. SimpleIE: a Simplification Model for Open Relation Extraction. In
this chapter, we develop our model SimpleIE for open relation extraction.
We also compare our model with 7 state-of-the-art systems on 3 benchmark
data sets.

1.4.3

Part III: Conclusion

– Chapter 8. Conclusions and Future Work.

Part I

Co-occurrence Rate Networks

To see a world in a grain of sand, and a heaven in a wild flower.
Hold infinity in the palm of your hand, and eternity in an hour.
- William Blake

CHAPTER 2

Probabilistic Graphical Models

Outline
In this chapter, we review fundamental results in probabilistic graphical models
(PGMs). This chapter provides the general background for reading the following
chapters in Part I. Koller and Friedman [3], Bishop [4] and other references
provide the main results described in this chapter. This chapter also explains a
bit of my perception on this topic.
This chapter is organized as follows. We first introduce the motivation and
basic ideas of PGMs in Section 2.1. Then following the traditional presentation
structure in this area, we discuss the representation, inference and learning
aspects of directed graphs (Bayesian networks) and undirected graphs (Markov
networks). In this thesis, we focus on categorical random variables. Data are
assumed fully observed, and structures of graphs are assumed known.

2.1

Motivation: the Decomposition Strategy

PGMs represent (in)dependence relations with graphs. PGMs ground on two
basic ideas:
1. Decomposition. A joint probability is decomposed into a product of local
factors.
2. Visualization. Independence relations and the equivalent factorization can
be read from graph structures.
Decomposition is the most fundamental idea of PGMs. Visualization provides a
WYSIWYG (what you see is what you get) representation of abstract concepts.
A vivid description of PGMs is “Graphical models are a marriage between
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probability theory and graph theory.” given by Michael I. Jordan, UC Berkeley,
1998.

2.1.1

Decomposition

One general and powerful strategy to attack a complex object is to decompose
it into simple components which we can handle. Decomposition is just the most
fundamental idea of PGMs. In fact, we widely use this strategy in everyday life
as well as in mathematics and science, both explicitly or implicitly. The complex
object can be a bed in our bedroom, a matrix in linear algebra, a function in
harmonic analysis, a compact set in topology, a joint probability in PGMs, etc.
Bed Suppose we relocate to another city, and need to move a large bed with
us. The bed as a whole is too big to be put in our car. The idea everyone can
think of is to decompose the bed into smaller components, such as legs, frames,
slats, etc. Then we load these components to our car and deliver them to the
destination. Hopefully, if nothing is lost in decomposition and delivery, we can
get the original bed back by assembling its components. Note that we should
decompose the bed following its structure rather than chopping it into pieces
brutally.
Readers may skip the following three mathematical examples (Function, Matrix
and Compact Set) if they have never heard of them. These examples are given
to convince readers that the decomposition strategy is one1 fundamental idea in
mathematics. These three examples are not related to other parts of this thesis.
Function To understand a function, we can decompose it into a sum of simple
functions which we know well. In Fourier transformation, a wave-like function is
decomposed as a sum of sines and cosines. Sines and cosines are simple and
well known functions to us. Hence, instead of treating the original difficult
function, we can manipulate its Fourier series. Another kind of simple functions
are polynomials. The famous Stone–Weierstrass theorem (see 11.15 in the textbook by Apostol [11]) states any continuous function on a closed interval can be
uniformly approximated as closely as desired by polynomials. This theorem
allows us to (approximately) decompose a function into a sum of polynomials. This is very useful in practice, e.g., linear regression using polynomials as
1 Beside

decomposing, there are other powerful strategies, such as mapping, limiting (extremely
approximating), constraining, disturbing, etc. But decomposition is the focus of this thesis.
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basis functions. Also note that we prefer to use orthogonal basis functions in
decomposing a function. Because in this way the components are completely independent of each other (the projection is zero). In other words, the components
do not share information between each other. This simplifies the representation.
In spirit, our Minimum Shared Information Principle (MSIP) proposed in this
thesis, i.e., finding a factorization in which factors share minimum information,
also follows this principle.
Matrix Similarly, the decomposition strategy plays a critical role in linear algebra [12]. A fundamental result in linear algebra is that: given an ordered basis,
there exists an isomorphism (one to one, onto and linear mapping) between
linear transformations and matrix representations.2 This result allows us to
represent a linear transformation by a matrix. Hence, to understand a linear
transformation we can study its matrix representation which is more tangible.
But a matrix can still be difficult to understand. In such cases, we can decompose the matrix into a product of several simple matrices. This is called matrix
factorization. This corresponds to decomposing a linear transformation into a
composition of several simple linear transformations. For different purposes,
there are different ways to factorize a matrix. This is because ‘simple’ has different meaning for different purposes. But they share the common motivation:
simplifying by decomposition. We give two examples of them:
1. Solving linear systems To solve a system of linear equations: AX = Y ,
where A is a matrix which transforms a vector X into a vector Y by
applying the left multiplication to X, we decompose A = E1 E2 ...En G,
where {Ei : i = 1, ..., n} are elementary matrices which are matrix representations of Gaussian elimination operations, and G is a matrix in
reduced row echelon form. Elementary and echelon matrices are simple
matrices for this task. As elementary matrices are invertible, we obtain
GX = En−1 ...E1−1 Y = Y 0 . GX = Y 0 is simple enough because G is
in reduced row echelon form. We can obtain the solution directly by
back-substitution. As we see, in solving linear systems, the key step is
to decompose A into a product of elementary matrices and a matrix in
reduced row echelon form.
2. Diagnolization Another example is diagnolization A = P DP −1 , where A
is the matrix that we want to understand, D is a diagonal matrix, P is the
2 In

other words, the action of a linear transformation on a vector space (with a finite dimension)
is uniquely determined by its action on an ordered basis of the vector space.
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change of basis matrix which consists of eigenvectors of A. A diagonal
matrix is simple because its behavior in left multiplication is well known
to us: just scaling by its diagonal elements which are eigenvalues. P is
also simple which changes the basis. The behavior of A is decomposed
into three steps: (1) P −1 changes coordinates to the eigenvector basis; (2)
D scales by its diagonal elements; (3) finally, P changes coordinates back
to the original basis. Each of these three steps is simple. Hence, we well
understand A.

Compact set Compactness plays an extremely important role in mathematical
analysis. This concept is derived from the Heine–Borel theorem (see 3.11 in the
textbook by Apostol [11]), and was introduced into mathematics by Maurice
Fréchet3 in his PhD dissertation. For a set (of points), we can use a collection
of small open sets to cover the set. In other words, a set can be decomposed
into a collection of open sets in the sense of covering. For a compact set, any
infinite open cover (an infinite collection of open sets) can be reduced to a finite
sub-cover, which is a finite subset of the infinite collection of open sets. It turns
out that on a compact set, the local information contained in these small open
sets can be passed to the global information contained in the whole compact
set. Compactness is a bridge from local to global. For example, the continuity
of a function, which is a local property considered within a small open set
surrounding a point, can be passed to the uniform continuity of the function,
which is a global property considered over the whole set, on a compact set. That
is a continuous function on compact set is uniformly continuous. Here we see
the basic idea is to decompose a set into a collection of small open sets.
Practical models We use decomposition everywhere. Many widely used
practical models happen to follow this strategy:
1. Language models [13] decompose the probability of a sequence of tokens
into a product of conditional probabilities over adjacent words in the
segment.
2. Statistical machine translation models [14] decompose the translation function into a composition of a segmentation function, a re-ordering function
and a substitution function.
3 Maurice Fréchet also introduced the statistical framework Copula. The continuous cooccurrence rate proposed in this thesis happens to be the density function of Copula. See Chapter 3
for details.

2.2 Conditional Independence and Probability Factorization
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3. Mixture models [4] decompose a target distribution into a sum of simple
distributions, e.g., Gaussians.
4. Deep learning models [15] decompose a target function into a composition
of multiple levels of non-linear functions.
5. In the MapReduce framework [16], a complex task is first decomposed into
independent sub-tasks. Then the Map procedure processes these independent sub-tasks separately. Finally, the Reduce procedure assembles
outputs from the Map procedure to form the final result for the original
task.
Probability Probability is the target object of PGMs. High-dimensional joint
probability is not easy to handle. Learning, inference and storage can be inefficient for a high-dimensional joint probability. PGMs decompose a joint
probability into a product of local factors. This is called probability factorization.
It turns out that learning, inference and storage can be conducted much more
efficiently4 over the factorization representation than over the original joint
probability. Recall that in decomposing a bed, we follow the structure of the
bed rather than chopping it into pieces. Similarly, to decompose a joint probability we also need to follow the structure of the joint probability. Naturally,
independence relations serve as the structure of the joint probability.

2.1.2

Visualization

Visualization is the second basic idea of PGMs. PGMs use graphs to encode
a set of independencies as well as an equivalent factorization, which makes
these abstract concepts more tangible. The benefit by doing this is that we can
read the independencies and the factorization from the graph structure in a
predefined way. Moreover the independencies and the factorization read are
guaranteed to be equivalent.

2.2

Conditional Independence and Probability Factorization

Conditional independence is an important concept in PGMs. They serve as the
structure of a joint probability. Given this structure, we can decompose a joint
4 when

the graph is sparse
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probability into a product of local factors. We first introduce notations which
will be used throughout this thesis.
Notation A set or a vector of random variables is denoted by calligraphy
symbols, such as X and Y. Xi is the ith component of X if it is a vector. x is
an assignment to X . Correspondingly, xi is an assignment to Xi . Val(X ) is the
set of all possible values that can be assigned to X . We also use X and Y to
represent single random variables, and their assignments are denoted by x and
y, respectively. Let S be a set, then |S| is the cardinality of S which indicates the
number of elements in S. Also we sometimes use ‘variable’ as an abbreviation
for ‘random variable’.
Definition 1 (Conditional Independence).
(X ⊥
⊥ Y | Z) ⇔ P (X , Y | Z) = P (X | Z)P (Y | Z)

(2.1)

In this definition, (X ⊥
⊥ Y | Z) is a conditional independency which means X
is independent of Y given Z. A special case is unconditioned independence:5
(X ⊥
⊥ Y) ⇔ P (X , Y) = P (X )P (Y). In this thesis we use unconditioned independence and conditional independence interchangeably. (X ⊥⊥ Y | Z) in
Equation 2.1 is called an independency, and P (X , Y | Z) = P (X | Z)P (Y | Z) is
called a factorization. They are defined to be equivalent (⇔).
Equivalence Note the bi-direction of the equivalence between the independency (X ⊥
⊥ Y | Z) and the factorization P (X , Y | Z) = P (X | Z)P (Y | Z) in
Equation 2.1. This not only means the independency implies the factorization,
but also means the factorization implies the independency. A more complex
factorization can imply a set of sub-factorizations, and hence it can imply a set
of independencies. For example,
P (X, Y, Z) = P (X)P (Y )P (Z)
⇒ {P (X, Y ) = P (X)P (Y ) , P (Y, Z) = P (Y )P (X) , P (X, Z) = P (X)P (Z)}
⇒ {(X ⊥
⊥ Y ) , (Y ⊥
⊥ Z) , (Z ⊥
⊥ X)},
where the first step can be obtained by marginalization, and the second step
follows directly from Definition 1.
Therefore, given a set of independencies I and a factorization F , a question
naturally arising is: are they equivalent? Or using symbols, I ⇔ F ? If I ⇔ F ,
we say I is an equivalent independency set of F .
5 In

other words, the assignment of Z is just the whole sample space.
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Completeness Let F be a factorization. The set of all independencies implied
by F is denoted by I(F ). We say I(F ) is complete to F . Any true subset of
I(F ), denoted by I ⊂ I(F ), is not complete to F .
Theorem 1. If there exists I such that I ⇔ F , then I(F ) ⇔ F .
This theorem can be proved as follows.
Proof. Suppose there is a set of independencies I satisfying I ⇔ F . Hence F ⇒
I, we have I ⊆ I(F ), thus I(F ) ⇒ I. Because F ⇒ I(F ) and I(F ) ⇒ I ⇒ F ,
we have I(F ) ⇔ F .
This theorem implies that I(F ) ⇔ F if we can find any I that is equivalent
to F . Hence we can say I(F ) is the maximum equivalent independency set of
F . The following example shows that even though a set of independencies I
is not complete to F , I can be equivalent to F . In other words, an equivalent
independency set of F is not necessarily complete to F .
Example Given I = {(X ⊥
⊥ Y, Z)}, we have:
I = {(X ⊥
⊥ Y, Z)}
⇒ F : P (X, Y, Z) = P (X)P (Y, Z)
⇒ {P (X, Y, Z) = P (X)P (Y, Z) , P (X, Y ) = P (X)P (Y ) , P (X, Z) = P (X)P (Z)}
⇒ I(F ) = {(X ⊥
⊥ Y, Z) , (X ⊥
⊥ Y ) , (X ⊥
⊥ Z)}
⇒I
The first step follows directly from Definition 1, and the second step can be
obtained by marginalization. In this example, we have I ⇔ F , because I ⇒ F
and F ⇒ I. But I is not complete to F , because I ⊂ I(F ). This example shows
that there exist equivalent independency set of F that are not the maximum
equivalent independency set of F .
Hence, given a factorization F , and an equivalent independency set of F ,
denoted by I, it is interesting to check if I is the maximum (complete) equivalent
independency set of F .
Remark Naturally, there is another interesting independency set: minimum
equivalent independency set of F . In contrast to the maximum (complete)
equivalent independency set of F discussed above, minimum equivalent independency set of F is equivalent to F but contains minimum number of
independencies.
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Equivalence and completeness are two important considerations in the representation of PGMs. In PGMs, we endow a set of independencies I and an
equivalent factorization F to a graph. I and F are encoded by a graph structure.
Hence, we can decode (read) I and F from the graph. Furthermore, if I is
complete to F , we can read all independencies implied by F from the graph
structure.

2.3

Bayesian Networks

The graphical representation of a Bayesian network is a directed acyclic graph
(DAG), denoted by G. Each node in G represents a random variable. A directed
edge between two nodes indicates there is a directed dependency between them.
Section 2.3.1 gives an example of Bayesian networks.
We first endow a set of independencies Il and a factorization FBN to a graph
G. Then we show: (i) Il and FBN are equivalent; but normally (ii) Il is not
complete to FBN .
Definition 2 (Local Independencies Il ). Let G be a directed acyclic graph, and X
be nodes of G. We endow the following set of independencies to G:
Il = {(Xi ⊥
⊥ NDi − Pai | Pai ) : ∀Xi ∈ X },

(2.2)

where Pai is the set of all parents of Xi , and NDi is the set of all non-descendants of Xi .
That is for each node in the graph, it is independent of its non-descendants
(see Section 2.3.1 for an example) given its parents.
Definition 3 (Bayesian Network Factorization FBN ). Let G be a directed acyclic
graph, and X be nodes of G, we endow the following factorization to G:
Y
FBN : P (X ) =
P (Xi | Pai )
(2.3)
Xi ∈X

where Pai is the set of all parents of Xi in G.
Given a graph G, Il and FBN can be read from the graph structure according
to the Definition 2 and Definition 3.
Theorem 2 (Relationship Between Il and FBN ).
Il ⇔ FBN
Il ⊆ I(FBN )

2.3 Bayesian Networks
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The proof of this theorem is given in Appendix A.2. The first equation means
Il is equivalent to FBN . And the second equation means Il is generally not
complete to FBN . In other words, Il is not the maximum equivalent independency set of FBN . Hence, we continue to find the complete independency set of
FBN . Id (Definition 6) which is defined based on the notion of d-separation is
complete to FBN .
Definition 4 (Active Path). Let G be a directed acyclic graph, and X be the nodes of
G. [Xi , ..., Xj ] is a path (both directions are allowed for edges in the path) from node Xi
to Xj . We say the path [Xi , ..., Xj ] is active given Z ⊂ X if it satisfies both of
1. ∀(Xk−1 → Xk ← Xk+1 ) in [Xi , ..., Xj ], Xk or one of its descendants are in Z.
2. No other node of the path is in Z.
(Xk−1 → Xk ) means the edge is from Xk−1 to Xk , and (Xk ← Xk+1 ) is the
edge from Xk+1 to Xk . (Xk−1 → Xk ← Xk+1 ) forms a V structure. See Section
2.3.1 for an example.
Definition 5 (D-separation). Let G be a directed acyclic graph, and X be the nodes of
G. And V, W and U are subsets of X . We say V and W are d-separated by U, denoted
by d-sep(V; W | U), if ∀Vi ∈ V, Wj ∈ W, there is no active path between V and W
given U.
D-separation stands for ‘directed separation’. We further define the set of
independencies judged by the d-separation criterion as follows.
Definition 6 (D-separation Independencies Id ). Let G be a directed acyclic graph,
and X be the nodes of G. And V, W and U are subsets of X .
Id = {(V ⊥
⊥ W | U) : ∀d-sep(V; W | U)}
Theorem 3. Id is the complete equivalent independency set of FBN . That is
Id ⇔ FBN

and Id = I(FBN )

The proof is too technical to be included in this thesis. A rough sketch of the
proof is given in Theorem 3.4 in the textbook by Koller and Friedman [3]. We
summarize the relationship between Il , FBN , and Id as follows:
Equivalence: Il ⇔ FBN ⇔ Id
Completeness: Il ⊆ I(FBN ) = Id
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2.3.1

An Example of Bayesian Networks

In this section, we give an example to explain the concepts described above.
Figure 2.1 depicts a Bayesian network.

Figure 2.1: A Bayesian Net

The dependence assumptions in this Bayesian network are described as
follows. Incidence of Earthquake (E) or Burglary (B) depends on the City (C).
An earthquake or burglary can be detected by sensors and causes an Alarm (A)
in the police office. Also earthquake will cause a Radio (R) report. There is no
direct dependence between earthquake and burglary.
In this Bayesian network, the node E has one parent PaE = {C}. Its nondescendants are NDE = {C, B}. Hence NDE − PaE = {B}. The local independencies Il are given as follows:
Il = {(E ⊥
⊥ B | C), (B ⊥
⊥ E, R | C), (A ⊥⊥ C, R | E, B), (R ⊥⊥ C, B, A | E)}
The factorization endowed to this Bayesian network is:
FBN :

P (C, E, B, A, R) = P (C)P (E | C)P (B | C)P (A | E, B)P (R | E)

The path [E, A, B] forms a V structure. [E, A, B] is an active path given {A}.
In other words, if we focus on {E, A, B} and omitting C temporally, we have
(E 6⊥
⊥ B | A), but (E ⊥
⊥ B) without the condition A. In contrast, [E, C, B] does
not form a V structure, and [E, C, B] is not active given {C}. In other words,
in this path, (E ⊥
⊥ B | C). The d-separation indepdencies Id of this Bayesian
network are given as follows:
Id = {(E ⊥
⊥ B | C), (B ⊥
⊥ E, R | C), (A ⊥⊥ C, R | E, B), (R ⊥⊥ C, B, A | E),
(B ⊥
⊥ R | E, A), (B ⊥
⊥ R | C), ...}

2.4 Markov Networks
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There are many more independencies in Id . We do not list all of them here. But
this is already enough to show that Il ⊂ Id in this example. In other words, in
this example Il is equivalent but not complete to F .

2.4

Markov Networks

The representation of Markov networks is based on undirected graphs. An
example of Markov networks is illustrated in Section 2.4.1.
We first endow a set of independencies IMN and a factorization FMN to the
graph. They can be proved equivalent. The independencies are judged by the
u-separation (undirected separation) criterion.
Definition 7 (U-separation). Let G be an undirected graph, and X be all nodes of
G. V, W and U are disjoint subsets of X . We say U separates V and W, denoted by
sep(V; W | U), if ∀Vi ∈ V, Wj ∈ W, if for any path between V and U, at least one node
of the path is in U.
Remark The definition of u-separation just formalizes our intuition of separation.
Definition 8 (Markov Network Independencies IMN ). Let G be an undirected
graph, and X be all nodes of G. V, W and U are subsets of X .
IMN = {(V ⊥
⊥ W | U) : ∀sep(V; W | U)}.

(2.4)

Then we endow the following factorization to the graph.
Definition 9 (Markov Network Factorization FMN ). Let G be an undirected graph,
and X be all nodes of G. C are all (maximum) cliques of G:
FMN : P (X ) =

1 Y
φc (c)
Z

(2.5)

c∈C

where the factors φc are positive functions defined over c, and Z is a normalizing
constant.
Cliques are complete sub-graphs. In other words, in a clique any pair of
nodes are connected by an edge.
Theorem 4 (Hammersley-Clifford Theorem [5]).
IMN ⇔ FMN
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We give an elegant proof of this theorem based on the theory of co-occurrence
rate in Section 3.2.5. And it is obvious that IMN = I(FMN ). Hence IMN is
equivalent and complete to FMN . There are other two sets of independencies
which are equivalent but not complete to FMN . These incomplete equivalent
independency sets could be useful in drawing the graph structure.
Definition 10 (Pairwise Independencies Ip ). Let G be an undirected graph, X be
all nodes of G, and E be all edges of G. We define the following set of independencies:
Ip = {(X ⊥
⊥ Y | X − {X, Y }) : ∀X, Y ∈ X ; (X, Y ) ∈
/ E}
Definition 11 (Local Independencies Il ). Let G be an undirected graph, and X be
all nodes of G. We define the following set of independencies:
Il = {(X ⊥
⊥ X − {X} − NX | NX ) : ∀X ∈ X }
where NX are neighbours of X in G.
It is easy to prove Ip ⇐ IMN , Il ⇐ IMN , and Ip ⇐ Il . Hence, we have
Ip ⇐ Il ⇐ IM N
If we prove Ip ⇒ IMN , we obtain a complete cycle which implies Ip ⇔ Il ⇔
IMN . The proof can be found in Theorem 4.4 in the textbook by Koller and
Friedman [3] which shows Ip ⇒ IMN on positive distributions. The relationship
between them can be summarized as follows:
Equivalence: Ip ⇔ Il ⇔ IMN ⇔ FMN
Completeness: Il ⊆ IMN = I(FMN ), Ip ⊆ IMN

2.4.1

An Example of Markov Networks

In this section, we borrow the Example 3.8 in the text book by Koller and
Friedman [3] to explain the concepts described above. Figure 2.2 depicts this
example.
Suppose four students {SA , SB , SC , SD } discuss the correctness of an explanation given by their professor. (SA , SB ) are friends and they communicate with
each other. (SB , SC ), (SC , SD ) and (SD , SA ) are also friends. But (SA , SC ) and
(SB , SD ) have bad relations. They do not talk with each other directly. The binary random variables {A, B, C, D} in the Figure 2.2 represent their judgments.
The judgment can be ‘correct’ or ‘incorrect’.
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Figure 2.2: A Markov Network

There are four mutual dependencies: (A, B), (B, C), (C, D) and (D, A) in
this graph. For example, A affects B and also B affects A. Hence, undirected
edges should be used here. A and C are separated by {B, D}, and also B and
D are separated by {A, C}. Hence, the Markov network independencies can be
written as follows:
IMN = {(A ⊥
⊥ C | B, D), (B ⊥⊥ D | A, C)}.
There are four maximum cliques (complete sub-graphs) in this graph: {A, B},
{B, C}, {C, D}, and {D, A}. Hence, the Markov network factorization can be
written as follows:6
1
FMN : P (A, B, C, D) = φ1 (A, B)φ2 (B, C)φ3 (C, D)φ4 (D, A)
Z
For this simple graph, pairwise independencies Ip and local independencies
Il happen to be equal to IMN .

2.5

Inference

Given a joint probability P (X ), inference is the process to draw sub-probabilities,
such as marginal probabilities (marginals) or conditional probabilities, from
P (X ). The joint probability P (X ) contains all information of its sub-probabilities.
To make a decision, normally we are interested in some sub-probabilities rather
than the joint probability. In this case, we need inference. Also inference is often
employed as a sub-routine in the learning process. If we consider P (X ) as a
database, basically, there can be three types of queries:
6 The

factorization representation is not unique. See the remark below the Theorem 16 in Chapter
3 for details.
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1. Marginals: P (Y), where Y ⊆ X .
2. Conditional probability: P (Y | E = e), where Y, E ⊆ X , and e is the observed
P
evidence. As P (Y | E = e) = PP(Y,e)
y∈Val(Y) P (y, e), the
(e) and P (e) =
original query P (Y | E = e) can be reduced to P (Y, e).
3. Maximum conditional probability: argmaxy∈Val(Y) P (y|E = e), where Y, E ⊆
X . That is to find an assignment of Y which maximizes a conditional
probability.

When the joint probability is of very high dimensions, inference can be
intractable. For PGMs, inference can be done much more efficiently (if the graph
is sparse) over the factorization representation, which shows the benefit of
decomposition. In the rest of this section, we summarize two important methods
for inference on PGMs: variable elimination (VE) and belief propagation (BP),
which can be applied to both Bayesian networks and Markov networks. In VE
and BP, factors are treated as positive functions. In other words, when VE or BP
is applied to a Bayesian network, the probability interpretation of the factors,
which are conditional probabilities, is ignored.

2.5.1

Variable Elimination

2.5.1.1

Marginals

The idea of variable elimination is to apply the marginalization operation to
the factorization representation of a joint probability to eliminate variables and
obtain marginals. The marginalization operation holds two important properties: commutative property and localizable property. These two properties
allow us to localize (restrict) a singleton marginalization operation to a few
of factors. Localization leads to more efficient computation. We first define
the marginalization operation. Then we show the marginalization operation is
commutative and localizable. Finally, with these two properties on hand, we
apply the marginalization operation to the factorization representation of a joint
probability to obtain the general variable elimination process.
P
Definition 12 (Marginalization Operation X ).
X
X
: F(X , Y) → G(Y) f (X , Y) 7→ g(Y) =
f (x, Y),
X

x∈Val(X )

where F(X , Y) are all functions defined on (X , Y), and G(Y) are all functions defined
on Y.
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P
That is the marginalization operation X is a function whose input is a
function f (X , Y) and output is another function g(Y). The output g(Y) is
calculated by summing f (X , Y) over all values of X .
Theorem 5 (Marginalization of Probability). Let P (X , Y) be a joint probability.
Then,
X
P (Y) =
P (X , Y),
X

where

P

X

is the marginalization operation defined in Definition 12.

The proof can be sketched as follows. The collection of events {(X = x, Y =
y) : x ∈ Val(X )} forms a partition (mutually exclusive and exhaustive) of the
event (Y = y). Then this theorem directly follows the third axiom of probability
(Appendix A.1).
Theorem 6 (Commutative Property of Marginalization). P (X , Y) is a joint probability. [X1 , X2 , ..., Xn ] is an arbitrary permutation of all variables in X . Then,
X
X

P (X , Y) =

XX
X1 X2

...

X

P (X1 , ..., Xn , Y) = P (Y),

Xn

P

Xi is a singleton marginalization operation. This theorem states that we
can arbitrarily reorder singleton marginalization operations without changing
the result. The proof is obvious.

Definition 13 (Factor Product). Let X , Y and Z be disjoint sets of variables.
φ1 (X , Y) and φ2 (Y, Z) are two real-valued functions. Their product φ(X , Y, Z)
is defined as:
φ : (Val(X ), Val(Y), Val(Z)) → R (x, y, z) 7→ φ1 (x, y)φ2 (y, z)
For convenience, φ(X , Y, Z) is also denoted by φ1 (X , Y)φ2 (Y, Z).
Note that this definition implies the factor product is only defined when
the assignments to the shared variables Y in φ1 and φ2 are identical. Otherwise, the product is undefined. According to this definition, we have that
φ1 (X )[φ2 (Y) + φ3 (Y)] = φ1 (X )φ2 (Y) + φ1 (X )φ3 (Y), no matter X and Y are disjoint or not. The following localizable property is critical to make the inference
over a factorization representation more efficient than over the original joint
probability.
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Theorem 7 (Localizable Property of Marginalization over Factor Product). Let
X , Y and Z be sets of variables, where X ∩ Z = ∅. φ1 and φ2 are real-valued functions
defined over X and Y, respectively. Then,
X
X
[φ1 (X )φ2 (Y)] = φ1 (X )
φ2 (Y).
(2.6)
Z

Z

X and P
Y can be disjoint or not. This theorem states that the marginalization
operation Z can be localized to φ2 (Y) when X ∩ Z = ∅. This theorem can be
proved as follows.
Proof. According to Definition 12, we have
X
[φ1 (X ) · φ2 (Y)]
Z

=

X

[φ1 (X ) · φ2 (z, Y − Z)]

z∈Val(Z)

= φ1 (X )

X

φ2 (z, Y − Z)

z∈Val(Z)

= φ1 (X )

X

φ2 (Z, Y − Z)

Z

= φ1 (X )

X

φ2 (Y)

Z

We note that in Equation 2.6 the computation of the right hand side is more
efficient than the left hand side. For example, a(b + c) can be calculated more
efficiently than (ab + ac). There are one addition and one multiplication in
a(b + c). But there are one addition and two multiplications in (ab + ac). The
marginalization operation is localized to b and c in a(b + c).
With the commutative and localizable properties on hand, we derive the
variable elimination process as follows. This processQis also called sum-product
algorithm. Without loss of generality, let P (X ) = Z1 i φi (Si ), where Si ⊆ X are
the variables in factor φi . P (Y), where Y ⊂ X , is the marginal probability to be
inferred, and M = X − Y = {X1 , ..., Xk }, and [X1 , X2 , ..., Xk ] is an arbitrary permutation of M. We first partition all factors into k + 1 groups [G1 , G2 , ...Gk , Gr ]
with respect to the order [X1 , X2 , ..., Xk ]. The group Gi w.r.t. Xi consists of all
factors containing Xi that have not been grouped yet. The remained factors

2.5 Inference

27

form
an additional group GQ
r . We denote the product of all factors in Gi by
Q
(Gi ). If Gi = ∅, we define (Gi ) = 1. Then the variable elimination process
can be described as follows.
X
P (Y) =
P (X )
(2.7)
M

XX 1 Y
φi (Si )]
[
Z i
Xk
X2 X1
Y
Y
Y
X XX 1 Y
(Gr ) (Gk )... (G2 ) (G1 )]
=
...
[
Z
Xk
X2 X1
XY
XY
XY
1 Y
= 0
(Gr )[
(Gk )...[
(G2 )[
(G1 )]]...],
Z

=

X

...

Xk

X2

X1

where Z 0 is the new normalizing constant which equals the sum over Y. These
equations follow directly from the commutative and the localizable properties
of the marginalization operation. In this process, the joint marginalization
operation is decomposed into an arbitrary order of singleton marginalization
operations. Then these singleton marginalization operations are localized to
groups. Each group consists of a few factors in the factorization.
Remark Besides the marginalization operation described in this section, there
are other operations holding commutative and localizable properties. The
maximization operation defined in Section 2.5.1.3 and the expectation operation
defined in Theorem 14 are two more examples. As long as an operation holds
these two properties, it can be localized to reduce computation costs.
2.5.1.2

Conditional Probability

Variable elimination can also be used to draw a conditional probability P (Y |E =
e) which can be reduced to P (Y, E = e). P (Y, E = e) can be obtained by
fixing E = e and apply the same marginalization process to P (X ) to eliminate
variables in (X − Y − E).
2.5.1.3

Maximum Conditional Probability

We find an assignment which maximizes a conditional probability: argmaxy P (Y|
E = e). This task is equivalent to: maxy P (Y, E = e). Because during the maximizing process, we can record the corresponding assignment and fix E = e.
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Similar to the marginalization operation, the maximization operation also holds
the commutative and localizable properties. Hence, a maximization operation
can also be localized to a few factors in the factorization representation to make
the computation more efficient.
In this section, we first define the maximization operation. Then we show it is
commutative and localizable. Finally, we derive the max-sum algorithm which
localizes maximization operations to a few factors. The max-sum algorithm is
very similar to the variable elimination process. This only major difference is
that in variable elimination we use marginalization operation, and max-sum
algorithm we use the maximization operation.
Definition 14 (Maximization Operation).
max : F(X , Y) → G(Y ) f (X , Y) 7→ g(Y) = max{f (x, Y) : x ∈ Val(X )}.
X

Theorem 8 (Commutative Property of Maximization). P (X ) is a joint probability.
[X1 , X2 , ..., Xn ] is an arbitrary permutation of all variables in X . Then,
max P (X ) = max max ... max P (X1 , ...Xn ).
X

X1

X2

Xn

The proof of this theorem is obvious.
Definition 15 (Factor Plus). Let X , Y and Z are disjoint sets of variables. θ1 (X , Y)
and θ2 (Y, Z) are two real-valued functions. The plus θ(X , Y, Z) is defined as follows.
θ : (Val(X ), Val(Y), Val(Z)) → R (x, y, z) 7→ θ1 (x, y) + θ2 (y, z).
For convenience, θ(X , Y, Z) is denoted by θ1 (X , Y) + θ2 (Y, Z).
Note that this definition implies that the plus of θ1 and θ2 is onle defined
when the assignments to the shared variables Y in θ1 and θ2 are identical.
Otherwise, the plus is undefined.
Theorem 9 (Localizable Property of Maximization over Factor Plus). Let X ,
Y and Z be sets of random variables, where X ∩ Z = ∅. θ1 (X ) and θ2 (Y) are two
real-valued functions. Then,
max[θ1 (X ) + θ2 (Y)] = θ1 (X ) + max θ2 (Y).
Z

Z
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Proof. According to the Definition 14, we have
max[θ1 (X ) + θ2 (Y)]
Z

= max{θ1 (X ) + θ2 (z, Y − Z) : z ∈ Z}
= θ1 (X ) + max{θ2 (z, Y − Z) : z ∈ Z}
= θ1 (X ) + max θ2 (Z, Y − Z)
Z

= θ1 (X ) + max θ2 (Y)
Z

A max-sum process which is similar to the variable elimination
P (Equation
2.7) can be derived as follows. The only difference is replacing X with maxX .
max P (X ) ∝ max ln P (X )
X

X

1 Y
φi (Si )]
X
Z i
Y
∝ max ln[ φi (Si )]
= max ln[

X

= max[
X

i

X

θi (Si )]

i

X
θi (Si )]
= max ... max max[
Xk

X2

X1

i

X
X
X
(G2 ) +
(G1 )]
= max ... max max[ (Gk ) + ... +
Xk
X2
X1
X
X
(G2 )[max
(G1 )]]...]
= max(Gk )...[max
Xk

2.5.2

X2

X1

Belief Propagation

A variable elimination (VE) process can only answer one query. The intermediate results, which can be re-used for answering other queries, are lost. Belief
propagation is a more efficient way to answer a set of queries in a dynamic
programming paradigm. Belief propagation on tree-structured graphs can result
in exact marginals. But on general graphs, beliefs may not be exact marginals.
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Belief Propagation on Clique Trees

Belief propagation on a clique tree can be considered as running multiple VE
processes asynchronously. The intermediate results are stored in nodes and
edges of the clique tree. They can be re-used between multiple VE processes.
Hence, belief propagation can answer a set of queries more efficiently than
executing multiple VE processes separately.
A clique tree is denoted by T (C, E), where C are nodes and E are edges. A
clique tree can be constructed from a VE process as follows. Suppose the VE
process eliminates variables in the order of [X1 , ..., Xk ]. Let Φ = {φ1 , φ2 , ..., φn }
be all factors in the factorization representation of a joint probability. Φ can
be partitioned into k + 1 groups [G1 , G2 , ..., Gk , Gk+1 ] as described in the last
several paragraphs in Section 2.5.1.1. For each group Gi , we set a node Ci in
the clique tree. Hence, there are k + 1 nodes C = {C1 , C2 , ..., Ck , Ck+1 } in the a
clique tree. For each node Ci , we set an undirected edge Eij between Ci and Cj .
Cj is found as follows. let M = {m : Ci ∩ Cm 6= ∅, i < m}, then j = min(M). We
label the edge Eij with Sij = Ci ∩ Cj which is called sepset (separate set).
The clique tree constructed from a VE process meets the following two
important properties.
Definition 16 (Family Preservation). Each factor φi is assigned to one and only one
node in the clique tree.
This is obvious because in the first step, all factors are partitioned into groups
(mutually exclusive and exhaustive). And then each group is mapped to one
node in the clique tree.
Definition 17 (Running Intersection Property). If Xk ∈ Ci and Xk ∈ Cj , then Xk
is in every node of the (unique) path between Ci and Cj .
First, there is a unique path between Ci and Cj . Because T is tree-structured.
Suppose CXk is the node where the variable Xk is eliminated. Then Xk must
exist between Ci and CXk , and also Xk must exist between Cj and CXk . Hence,
Xk is in every node between Ci and Cj . The belief propagation algorithm on a
clique tree can be described as follows.
Definition 18 (Initial Potential). For a node Ci in a clique tree, its initial potential is
the product of all factors assigned to this node, denoted by ΦCi .
Definition 19 (Message). The message from Ci to Cj is defined as follows.
X
Y
δi→j =
ΦCi
δk→i ,
Ci −Sij

Ck ∈NBi −Cj
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where NBi are all the neighbors of Ci , and Sij = Ci ∩ Cj .
Definition 20 (Belief). The belief of Ci is defined as:
Y
δk→i .
β(Ci ) = ΦCi
Ck ∈NBi

The belief of a sepset Sij is defined as:
µ(Sij ) = δi→j δj→i .
Definition 21 (Ready Clique). If Ci is ready to transmit message to Cj , that means
Ci got messages from all its neighbors except Cj .
for each node Ci in the clique tree do
Assign initial potential ΦCi to Ci .
end
while There exists Ci which is ready to transmit message to Cj do
Passing message δi→j .
end
for each node Ci in the clique tree do
Calculate node belief β(Ci ).
end
for each edge Eij in the clique tree do
Calculate edge belief µ(Sij ).
end
return node beliefs and edge beliefs
Algorithm 1: Belief Propagation on a Clique Tree
On clique trees, it is guaranteed that we can always find a ready clique to
continue the message passing process before all messages are calculated. This is
because clique trees are acyclic. It is obvious that the resulted beliefs are exact
marginals because belief propagation on clique trees just executes multiple VE
processes asynchronously.
2.5.2.2

Junction Tree Factorization

Traditionally, clique trees are also called junction trees (See Section 10.2.3 of [3]).
According to the Definition 9, we have:
1 Y
P (X ) =
φc (c)
Z
0
c∈C
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Note that in the inference step, all parameters of φc (c) have already been learned.
They have already been calibrated in the learning process. Let P̃ (X ) denote the
un-normalized distribution. According to Definition 18, we have:
P̃ (X ) =

Y
c∈C 0

φc (c) =

Y

ΦCi (Ci )

Ci ∈C

According to Definition 20, we have the following equation immediately by
canceling the common message terms in the numerator and denominator:
Q
βi (Ci )
P̃ (X ) = Q Ci ∈C
(2.8)
Sij ∈S µij (Sij )
If we plug in the definitions of βi (Ci ) and µij (Sij ) given in Definition 20 and
cancel common message terms in the numerator and denominator, we obtain
Equation 2.8. Note that here S is a multiset (bag) which allows multiple instances. Equation 2.8 is general to all Markov networks. This is because the
Definition 9 as well as Definition 18 are general to any Markov networks. When
we specialize to junction trees, we obtain the following result because βi (Ci ) and
µij (Sij ) converge to marginal probabilities on a tree graph:
Q
P (Ci )
P (X ) = Q Ci ∈C
(2.9)
Sij ∈S P (Sij )
Equation 2.9 is called junction tree factorization (reparameterization) [6, 7, 8, 9].
2.5.2.3

Loopy Belief Propagation on General Cluster Graphs

A more general case to clique trees are cluster graphs. The only difference
between them is that the sepset Sij ⊆ Ci ∩ Cj in cluster graphs in contrast to
Sij = Ci ∩ Cj in clique trees. Cluster graphs also hold the family preservation
property and running intersection property. But they are not necessary to be
tree-structured. In other words, they may contain loops. This leads to a problem
that there may be no ready clique existing before all marginals are calculated. In
such a case, the loopy belief propagation algorithm iteratively updates messages
until some convergence criterion is satisfied.
The convergence criterion can be ∀Eij ∈ E, δi→j = δj→i , where E are all
edges of the cluster graph. This convergence criterion implies calibration as
defined in Definition 22.
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Definition 22 (Calibrated Cluster Graph).
X
X
β(Cj ).
β(Ci ) =
∀Eij ∈ E,
Ci −Sij

Cj −Sij

for each node Ci in the clique tree do
Assign initial potential ΦCi to Ci .
end
while the convergence criterion not satisfied do
Passing message δi→j . //i → j is selected according to some strategy.
end
for each node Ci in the clique tree do
Calculate node belief β(Ci ).
end
for each edge Eij in the clique tree do
Calculate edge belief µ(Sij ).
end
return node beliefs and edge beliefs
Algorithm 2: Belief Propagation on a General Cluster Graph
Unfortunately, the convergence criterion does not necessarily imply exact
marginals. Hence, belief propagation normally results in approximate marginals
on general graphs. There are several questions arising naturally about this
algorithm. For example, can this algorithm stop (existence of fixed points)? If
this algorithm can stop, does it always stop at the same point (uniqueness of
the fixed point)? There are many developments on this topic, such as Heskes
[17, 18] and Mooij and Kappen [19].

2.6
2.6.1

Learning
The Framework of Supervised Learning

Learning of PGMs can be set in the supervised learning paradigm. Supervised
learning is to find a predicted function f˜ to approximate a true function f ∗ using
the data generated by f ∗ .7 There are three key components in the framework of
supervised learning.
7 Here

we only consider the point estimation.
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1. Hypothesis space. Hypothesis space, denoted by H, is a set of functions
consisting of candidates of f˜.
2. Distance function. Distance function8 , denoted by d(f˜, f ∗ ), measures the
distance between f˜ and f ∗ . But the problem is that in practice the true
function f ∗ is unknown. Otherwise, we do not need to predict it. Thus it
is impossible to measure the real distance d(f˜, f ∗ ). Instead we can calculate
the empirical distance using the data D generated by f ∗ to approximate the
real distance.
3. Optimization. Optimization is the process to search the best function in the
hypothesis space with respect to the distance function.

Particularly, in PGMs, the true function to be approximated is a joint distribution P ∗ (X ). Hence, the learning task is also called density estimation.
Let D = (x(1) , x(2) , ..., x(N ) ) be IID (Independent and identically distributed)
samples generated from P ∗ (X ). IID implies the following facts:
1.

P (X (i) ) = P ∗ (X ),

2.

P (X (1) , X (2) , ..., X (N ) ) =

i = 1, 2, ..., N
N
Y

P (X (i) ) =

i=1

N
Y

P ∗ (X (i) )

i=1

Relative Entropy Relative entropy is widely used for measuring distance
between P ∗ and P̃ :
d(P ∗ , P̃ ) := D(P ∗ ||P̃ )
:= EX ∼P ∗ [ln

P ∗ (X )
]
P̃ (X )

= EX ∼P ∗ [ln P ∗ (X ) − ln P̃ (X )]
= EX ∼P ∗ [ln P ∗ (X )] − EX ∼P ∗ [ln P̃ (X )]
where E is the expectation. The term EX ∼P ∗ [ln P ∗ (X )] only contains the true
function P ∗ . It is a constant with respect to P̃ . Hence we have:
d(P ∗ , P̃ ) ∝ −EX∼P ∗ [ln P̃ (X )].
8 Here the distance function is only required to be non-negative. This is different from the
mathematical definition of a distance function in metric space which requires symmetry and
triangle inequality as well.
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To minimize the distance between P̃ and P ∗ , we can maximize EX ∼P ∗ [ln P̃ (X )].
But P ∗ in EX ∼P ∗ [ln P̃ (X )] is unknown. We can use the empirical distribution
P D from data D to approximate it:
EX ∼P ∗ [ln P̃ (X )] ≈ EX ∼P D [ln P̃ (X )].
Hence, we obtain P̃RE (X ) using relative entropy as the distance function:
P̃RE = argmax EX ∼P D [ln P̄ (X )]
P̄ ∈H

= argmax
P̄ ∈H

= argmax
P̄ ∈H

X

[

x∈Val(X )

X

#(x; D)
ln P̄ (x)]
|D|

[#(x; D) ln P̄ (x)]

x∈Val(X )

where #(x; D) is the frequency of x in data D.
Maximum Likelihood Estimation Maximum likelihood estimation finds a
distribution which maximizes the probability over IID data D = (x(1) , x(2) , ..., x(N ) ):
P̃ = argmax
P̄ ∈H

N
Y

P̄ (x(i) ).

i=1

QN

P̄ (x(i) ) is called likelihood function. To avoid underflow, in practice
we use the log-likelihood function:
i=1

l(D; P̄ ) =

N
X

ln P̄ (x(i) )

i=1

Hence,
P̃MLE = argmax l(D; P̄ )
P̄ ∈H

= argmax
P̄ ∈H

N
X
i=1

ln P̄ (x(i) ).
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Remark It seems that there is no distance function defined in MLE. If this is
true, MLE is out of the supervised learning framework described above. In
fact, MLE implicitly uses the relative entropy distance. Because maximizing the
log-likelihood function is equivalent to finding a distribution which is closest to
the empirical distribution of the observed data:
P̃MLE = argmax
P̄ ∈H

N
X

ln P̄ (x(i) ) = argmax EX ∼P D [ln P̄ (X )] = P̃RE .
P̄ ∈H

i=1

The proof is simple.

2.6.2

Maximum Likelihood Estimation for Bayesian Networks

Let G be a Bayesian network with nodes X = {X1 , X2 , ..., XN }, and P ∗ (X ) be
the true distribution to be estimated. Let [X (1) , X (2) , ..., X (M ) ] be IID random
samples from P ∗ (X ). The dataset D = [x(1) , x(2) , ..., x(M ) ] is an assignment to
the random samples. According to Definition 3, the factorization representation
of a Bayesian network can be written as follows:
P (X ) =

N
Y

P (Xi | Ui ),

i=1

where Ui are all parents of Xi . Hence, the hypothesis space of P ∗ can be set as
follows:
N
Y
HP ∗ = {Q(X ) : Q(X ) =
fi (Xi , Ui )},
i=1

where {fi (Xi , Ui ):i = 1, 2, ..., N } are models of the local probabilities {P (Xi |Ui ):
i = 1, 2, ..., N }. These local models should meet the three axioms of probability
(Appendix A.1). The third axiom is about how to construct probabilities over
events with multiple elements. fi is defined over a singleton event. Hence, it
only needs to meet the first two axioms. That is for all fi :
fi (Xi , Ui ) ≥ 0,
X
fi (xi , Ui ) = 1.
xi ∈Val(Xi )

We call the first kind of constraints as non-negativity constraints, and the second
as local normalization constraints.
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The hypothesis space is also under the global normalization constraint. That
is:
X

Q(x) = 1.

x∈Val(X )

But this global normalization constraint is implied by the local normalization
constraints. In other words, these local constraints are more strict than the global
constraint. Hence, we only need to consider the local constraints henceforth.
This can be proved by using marginalization operations as follows.
Proof.
X

Q(X ) =

X

N
XY

fi (Xi , Ui )

X i=1

=

X

fN (XN , UN )...

X

XN

fN (X1 , U1 )

X1

= 1,
where [XN , ..., X1 ] are in a topological order of G.
The log-likelihood function can be written as follows:
M
Y

LQ (D) = ln[

Q(x(j) )]

j=1

= ln[

M Y
N
Y

(j)

(j)

(j)

(j)

fi (xi , ui )]

j=1 i=1

= ln[

N Y
M
Y

fi (xi , ui )]

i=1 j=1

= ln[

N
Y

[fi (xi , ui )#(xi ,ui ) ]

i=1
N
X
=
[#(xi , ui ) ln fi (xi , ui )]
i=1
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where #(xi , ui ) is the frequency of (xi , ui ) in D.
Let fi (xi , ui ) = θxi |ui . To obtain the MLE, we need to maximize the LQ (D)
under the non-negativity and local normalization constraints. If we ignore
the the non-negativity constraints, this can be formalized as a constrained
optimization problem as follows:
N
X

maximize
Θ

#(xi , ui ) ln θxi |ui

i=1

X

subject to

θxi |ui = 1, ∀i = 1, 2, ..., N

xi ∈Val(Xi )

By the Lagrange multiplier, this constrained optimization problem can be
transformed to the following un-constrained problem:
maximize
Θ

N
X

#(xj , uj ) ln θxj |uj +

j=1

N
X

λi (1 −

i=1

X

θxi |ui )

xi

For each θ and λ we calculate its partial derivative and set it to 0. We can
obtain a system of linear equations with respect to a fixed uj :

∀x0j ∈ Val(Xj ),
X

1−

#(x0j , uj )
− λj = 0
θx0j |uj

θx0j |uj = 0

x0j ∈Val(Xj )

Solving this linear system, we obtain the MLE of parameters for j = 1, 2, ..., N :
X

λj =

#(x0j , uj ) = #(uj )

x0j ∈Val(Xj )

θ̂xj |uj =

#(xj , uj )
#(xj , uj )
=
λj
#(uj )

It turns out the MLEs are just the relative frequencies in the training data
D. Hence, Bayesian networks have a closed-form MLE. Fortunately, the nonnegativity constraints ignored before are automatically satisfied. Because relative frequencies can not be negative.

2.6 Learning

39

Remark From the derivation above, we can see that the local normalization
constraints (The factors are conditional probabilities. Hence they can be normalized to 1.) is the key which leads to the closed-form MLE of Bayesian
networks.

2.6.3

Maximum Likelihood Estimation for General Markov Networks

The factors of Bayesian networks are under local normalization constraints. In
contrast, the factors of Markov networks cannot be locally normalized. Markov
networks resorts to global normalization constraints. This is the only difference
between Bayesian networks and Markov networks in learning. This difference is
significant. Local normalization leads to closed-form MLE of Bayesian networks.
But there is no closed-form MLE for Markov networks. The MLE of Markov
networks can be derived as follows.
Let G be a Markov network with nodes X = {X1 , X2 , ..., XN }, and C =
{C1 , C2 , ..., CK } be all the maximum cliques of G. P ∗ (X ) is the true distribution
to be estimated. Let [X (1) , X (2) , ..., X (M ) ] be IID random samples from P ∗ (X ).
The dataset D = [x(1) , x(2) , ..., x(M ) ] is an assignment to the random samples.
According to Definition 9, the factorization representation of a Markov
network can be written as follows:
P ∗ (X ) =

K
1 Y
φC (XCi ),
Z i=1 i

where
Z=

X

K
Y

φCi (XCi ),

x∈Val(X ) i=1

Z is the global normalization constraint. Hence, the hypothesis space of P ∗ can
be set as follows:
H

P∗

= {Q(X ) : Q(X ) =

K
Y
i=1

φCi (XCi )},
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with constraints:
φCi (XCi ) ≥ 0, i = 1, 2, ..., K
K
Y

X

φCi (XCi ) = 1.

x∈Val(X ) i=1

The log-likelihood function can be written as:
M
Y

LQ (D) = ln[

Q(x(j) )]

j=1
K
M
Y
1 Y
(j)
φCi (xCi )]
Z
i=1
j=1

= ln[

= ln[

M
K Y
Y

(j)

φCi (xCi )] − M ln Z

i=1 j=1

= ln[

K
Y

φCi (xCi )#(xCi ) ] − M ln Z

i=1

=

K
X

[#(xCi )φCi (xCi )] − M ln Z,

i=1

where M is the size of the training data.
This log-likelihood function contains the global normalization constraints
by itself. Hence, we do not use the Lagrange multiplier as we did for Bayesian
networks9 . Let φCi (xCi ) = θxCi . The partial derivative with respect to θxCi is:
∂LQ (D)
#(xCi ) M ∂Z
=
−
∂θxCi
θxCi
Z ∂θxCi

(2.10)

We denote X − XCi by XC̄i . Then,
∂Z
=
∂θxCi
9 Of

X

K
Y

θxCk .

xC̄i ∈Val(XC̄i ) k=1
k6=i

course, with the Lagrange multiplier we can obtain the same results.

(2.11)
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Plug Equation 2.11 into Equation 2.10, and set it to 0. We obtain the convergence condition for MLE of Markov networks:
θxCi
#(xCi )
=
M
Z

=

X

θxCk

xC̄i ∈Val(XC̄i ) k=1
k6=i

X

[

xC̄i ∈Val(XC̄i )

=

K
Y

X

K
θxCi Y
θxCk ]
Z
k=1
k6=i

P̃ (xCi , xC̄i )

xC̄i ∈Val(XC̄i )

= P̃ (xCi )
The left hand side is simply the empirical probability of xCi . On the right hand
side, it sums over variables in cliques except Ci . This will result in the expected
marginal probability of xCi . When the empirical probability equals the expected
marginal probability, the training process will stop.

2.6.4

Summary

From the derivation in Section 2.6.2 and Section 2.6.3, we can see that for
Bayesian networks, their factors can be locally normalized, which leads to a
closed-form MLE. In contrast, general Markov networks do not have a closedform MLE because their factors are known as positive functions which cannot
be locally normalized.

CHAPTER 3

Co-occurrence Rate Networks

Parts of this chapter have been published by Zhu et al. [20] and achieved by
Zhu et al. [21].

Outline
Motivation. Co-occurrence rate networks is motivated by the Minimum Shared
Information Principle (MSIP): for a joint probability, we try to find a factorization in
which the information shared between factors is minimum. In other words, we try to
make factors as independent as possible. The benefit by doing this is that we can
train factors separately without paying a lot of efforts to guarantee the consistency between separate models. Towards this goal, we develop a systematic
framework called co-occurrence rate networks (CRNs). Briefly, given a joint
probability, a CRN factorization can be obtained as follows. We first strip off
all singleton probabilities from the joint probability. The quantity left is called
co-occurrence rate (CR). We continue to decompose the joint CR into smaller
and independent CRs. Finally, we obtain a CRN factorization in which factors
consist of CRs and all singleton probabilities. The important properties of a
CRN factorization are given as follows. In a CRN factorization, (i) a singleton
probability is independent of other singleton probabilities; (ii) a CR factor is
independent of other CR factors conditioned by singleton probabilities.
Major related works. It turns out that a CRN factorization is a special case
of the hypertree factorization proposed by Wainwright et al. [6]. Hypertrees
provide a convenient representation for a family of factorizations which can
be reduced (by canceling common terms in numerator and denominator) to
a tree reparameterization [6, 7, 8, 9]. A CRN factorization can be reduced to
a tree reparameterization and can be represented using a hypertree. Hence, a
CRN factorization is a special hypertree factorization. But the general hypertree

44

3 Co-occurrence Rate Networks

factorization does not emphasize on MSIP, which leads to the specificity of a
CRN factorization.
The idea of separate training is not a new one. In spirit, the tree-based
reparameterization (TRP) [6] decomposes a general graph into hypertrees1 ,
and updates (trains) these hypertrees one by one in succession. The update
operation is restricted to the parameters within a hypertree. This implies that
a hypertree is updated separately from other hypertrees. Hence, TRP can be
considered as a kind of separate training. Following TRP, piecewise training
proposed by Sutton and McCallum [22] also implements the idea of separate
training.
Structure. This chapter is organized as follows. Section 3.1.1 gives definitions
of CR and related concepts. Then we show CR has some simple and nice
properties in Section 3.1.2. In Section 3.2, examples are given to illustrate the
concepts and properties of CR. In Section 3.4, we describe co-occurrence rate
networks. Random variables are assumed discrete in this thesis unless explicitly
stated otherwise.
Notation. A set or a vector of random variables is denoted by calligraphy
symbols, such as X and Y. If X is a vector, Xi is its ith component. If X is a
set, Xi is an element of X . An element of X can also be denoted by Xa or Xb .
An subset of X is represented by symbols with calligraphy subscripts, such as
XU , where U is an indexing set. x is an assignment to X . Correspondingly, xi is
the assignment to Xi . Val(X ) is the range of X . In other words, Val(X ) is the
set of all possible values that can be assigned to X . We also use X, Y and Z
to represent a singleton (univariate) random variable. Their assignments are
denoted by x, y and z, respectively. If S is a set, |S| is the cardinality of S which
indicates the number of elements in S. Also sometimes we use ‘variable’ as an
abbreviation of ‘random variable’.

3.1

Co-occurrence Rate

In this section, we first give definitions of co-occurrence rate (CR) in Section
3.1.1. Then we go on to describe some nice properties of CR in Section 3.1.2.
1 Here

we consider an ordinary tree as a special hypertree.

3.1 Co-occurrence Rate
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Definition of Co-occurrence Rate

Definition 23 (Pairwise Co-occurrence Rate). Let X and Y be random variables.
Co-occurrence rate between X and Y is defined as:
CR(X ; Y ) =

P (X, Y )
P (X)P (Y )

Co-occurrence rate has intuitive interpretation:
1. If CR(X = x ; Y = y) = 1, then events x and y occur independently.
2. If CR(X = x ; Y = y) > 1, then x and y occur attractively.
3. If 0 ≤ CR(X = x ; Y = y) < 1, then x and y occur repulsively.
Co-occurrence rate measures the strength of dependence. And in contrast
)
to conditional probability, i.e. P (X | Y ) = PP(X,Y
(Y ) , which is used by Bayesian
networks for modeling directed dependence, co-occurrence rate is a symmetric
quantity. That is we can exchange the positions of X and Y without affecting the
value of CR. In this sense, because of its symmetry, CR is suitable for measuring
the strength of mutual dependence. Also in contrast to the positive functions used
by Markov networks, CR has a probabilistic definition. CR is non-negative,
and only defined when the singleton probabilities (univariate marginals) in the
denominator are non-zero (For a probability mass function, non-zero implies
positive). Pairwise CR happens to be the exponential function of pointwise
mutual information (PMI). PMI was first introduced into computer science
by Church and Hanks [23] which instantiates mutual information (MI) [24] to
specific events.
Remark The underlying philosophy of CR is given as follows. The joint
distribution P (X, Y ) contains two kinds of information: (i) information of the
singleton probabilities P (X) and P (Y ); and (ii) information of the dependence
between X and Y . When the singleton probabilities are positive2 , these two
kinds of information are separable. In this case, we can decompose P (X, Y )
into three atomic elements: CR(X ; Y ), P (X) and P (Y ). P (X) and P (Y ) do not
share information. Hence they are independent of each other. But CR(X ; Y )
is not independent
of P (X) and P (Y ), because they are under a normalization
P
constraint (x,y)∈Val(X,Y ) CR(x ; y)P (x)P (y) = 1.
For convenience, we define the singleton and empty CR as follows.
2 Here

a positive distribution P (X) means ∀x ∈ Val(X), P (X = x) > 0.
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Definition 24 (Singleton Co-occurrence Rate).
CR(X) = 1
Definition 25 (Empty Co-occurrence Rate).
CR(∅) = 1
By these definitions, the properties of CR given in Section 3.1.2 can be
extended to the singleton or empty CR. We further extend the pairwise CR to
the multivariate CR:
Definition 26 (Co-occurrence Rate). Let X = {X1 , X2 , ..., XN } be a set of random
variables. The co-occurrence rate is defined as:
P (X1 ; X2 ; ... ; XN )
P (X1 )P (X2 )...P (XN )

CR(X1 ; X2 ; ... ; XN ) =

(3.1)

Continuous Co-occurrence Rate We define continuous CR in Definition 32
in F5 of Section 8.3. Continuous CR happens to be the density function of the
Copula. Copula is a statistical framework for describing dependence, in which
a joint cumulative distribution is constructed from singleton (univariate) cumulative distributions. Copula was started by Maurice Fréchet [25]. The Sklar’s
theorem [26] is the most fundamental result in Copula. Based on the Sklar’s
theorem, we obtain a fact that: a continuous CR contains almost all information of
the dependence relations among variables involved. This result justifies the use of
CR for modeling dependence in the continuous case. See F5 in Section 8.3 for
details.
Note that we distinguish the following two notations. Let X, Y and Z be
singleton variables. Then
CR(X ; Y ; Z) =

P (X, Y, Z)
P (X)P (Y )P (Z)

is distinguished from
CR(X ; Y, Z) =

P (X, Y, Z)
P (X)P (Y, Z)

The first CR is between three singleton variables. In contrast, the second CR is
between two variables: a singleton variable X and a joint variable (Y, Z).

3.1 Co-occurrence Rate
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Let X = {X1 , X2 , ..., XN } and Y = {Y1 , Y2 , ..., YM }. In a CR, we denote the
string X1 ; X2 ; ... ; XN by Sem X . In contrast, the string X1 , X2 , ..., XN is just
denoted by X . That is
Sem X := X1 ; X2 ; ... ; XN
X := X1 , X2 , ..., XN
For example,
P (X1 , X2 , ..., XN )
P (X1 )P (X2 )...P (XN )
P (X1 , ..., XN , Y1 , ..., YM )
CR(X ; Y) = CR(X1 , ..., XN ; Y1 , ..., YM ) =
P (X1 , ..., XN )P (Y1 , ..., YM )

CR(Sem X ) = CR(X1 ; X2 ; ... ; XN ) =

Note that Sem X will never appear in probability P . Only X can appear in
P:
P (X ) = P (X1 , X2 , ..., XN )
Definition 27 (Conditional Co-occurrence Rate). Let X and Y be sets of random
variables. The co-occurrence rate of X conditioned by Y is defined as:
CR(X1 ; X2 ; ... ; XN | Y) =

P (X1 ; X2 ; ... ; XN | Y)
P (X1 | Y)P (X2 | Y)...P (XN | Y)

Definition 28 (Co-occurrence Rate Independence). Let X , Y and Z be sets of
random variables. If
CR(X ; Y | Z) = CR(X ; Y),
we say the co-occurrence rate between X and Y is independent of Z, which is denoted
by (X ; Y ) ⊥
⊥CR Z.

3.1.2

Properties of Co-occurrence Rate

Co-occurrence rate has some simple and nice properties. That is operations on a
joint CR can be perfectly mapped to operations on the corresponding sub-graph.
We describe them as follows.
Theorem 10 (Partition Operation). Let X be a set of random variables. XA ⊆ X
and XB ⊆ X form a partition of X . That is XA ∩ XB = ∅ and XA ∪ XB = X . Then,
CR(Sem X ) = CR(Sem XA )CR(Sem XB )CR(XA ; XB )
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This theorem tells the original CR can be decomposed into three parts: part
A, part B and the cut between part A and part B. The proof follows directly
from the definition of co-occurrence rate (Definition 26).
Proof.
CR(Sem XA )CR(Sem XB )CR(XA ; XB )
P (XA )
P (XB )
P (X )
×Q
×
P
(X
P
(X
)
P
(X
)
a
b
A) P (XB )
Xa ∈XA
Xb ∈XB

=Q

P (X )
Xi ∈X P (Xi )

=Q

= CR(Sem X )

In a similar way, we can prove that this theorem also holds for conditional
CR (Definition 27):
Proof.
CR(Sem XA | Y)CR(Sem XB | Y)CR(XA ; XB | Y)
P (XB | Y)
P (X | Y)
P (XA | Y)
×Q
×
P (XA|Y) P (XB | Y)
Xa ∈XA P (Xa | Y)
Xb ∈XB P (Xb | Y)

=Q

P (X | Y)
Xi ∈X P (Xi | Y)

=Q

= CR(Sem X | Y)

This theorem also holds for singleton CR (Definition 24) and empty CR
(Definition 25):
Proof.
CR(X) = CR(X ; ∅) = CR(X)CR(∅)CR(X ; ∅) = 1
CR(∅) = CR(∅ ; ∅) = CR(∅)CR(∅)CR(∅ ; ∅) = 1

3.1 Co-occurrence Rate
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Remark The partition operation decomposes a joint CR into three factors:
CR(Sem XA ), CR(Sem XB ) and CR(XA ; XB ). But we can see the scope of the
last factor CR(XA ; XB ) is still XA ∪ XA = X . We will see later the scope can be
reduced using independence relations (Equation 3.2). The partition operation
can be applied repeatedly to further decompose CR(Sem XA ) and CR(Sem XB ).
Theorem 11 (Merge Operation). Let X be a set of variables and XA ⊆ X . Let
XU = X − XA . Then,
CR(Sem X ) = CR(Sem XU ; XA )CR(Sem XA )
In this theorem, the variables in XA are merged together to be a joint variable,
and a new factor CR(Sem XA ) is generated. The merge operation decomposes
a joint CR by merging a graph from down to top. In contrast, the partition
operation (Theorem 10) decomposes a joint CR by partitioning a graph from
top to down. This operation can be repeatedly used to further merge variables
in U. This theorem can be proved as follows.
Proof.
CR(Sem XU ; XA )CR(Sem XA )
P (X )
P (XA )
= Q
×Q
[ Xi ∈XU P (Xi )]P (XA )
Xa ∈XA P (Xa )
= CR(Sem X )

This theorem also holds for conditional CR (Definition 27), singleton CR
(Definition 24) and empty CR (Definition 25).
Theorem 12 (Duplication Operation). Let X be a non-empty set of variables and
Xa ∈ X . Then,
CR(Sem X ) = CR(Sem X ; Xa )P (Xa )
Proof.
CR(Sem X ; Xa )P (Xa )
P (X , Xa )
= Q
× P (Xa )
[ Xi ∈X P (Xi )]P (Xa )
P (X )
= Q
× P (Xa )
[ Xi ∈X P (Xi )]P (Xa )
= CR(Sem X )
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The second equation is obtained because P (X , Xa ) = P (X ), where Xa ∈ X .
This equation holds because the logic operation ‘and’ (∧) is absorptive.
Remark In this theorem, Xa is duplicated. This theorem is very useful in
dealing with overlapped sub-graphs (Section 3.2.2). This theorem also holds
for conditional CR (Definition 27) and singleton CR (Definition 24). If we
repeatedly use this operation, we can duplicate a set of variables.
Theorem 13 (Elimination Operations). Let X , Y and Z are disjoint sets of variables,
and (X ⊥
⊥ Y | Z). That is X is independent of Y given Z. Then,
CR(X ; Y, Z) = CR(X ; Z)
1
CR(X , Z ; Z, Y) = CR(Z ; Z) =
P (Z)
CR(X ; Z)CR(Y ; Z)
CR(X , Y ; Z) =
CR(X ; Y)

(3.2)
(3.3)
(3.4)

Remark These operations can be used to reduce variables in a CR. We can
prove these theorems as follows.
Proof.
(X ⊥
⊥ Y | Z) ⇒ P (X , Y | Z) = P (X | Z)P (Y | Z)
⇒ P (X , Y, Z) = P (X , Z)P (Y, Z)/P (Z)

P (X , Y, Z)
= CR(X ; Z)
P (X )P (Y, Z)
P (X , Y, Z)
1
CR(X , Z ; Y, Z) =
=
= CR(Z ; Z)
P (X , Z)P (Y, Z)
P (Z)
P (X , Y, Z)
CR(X ; Z)CR(Y ; Z)
CR(X , Y ; Z) =
=
P (X , Y)P (Z)
CR(X ; Y)

CR(X ; Y, Z) =

Theorem 14 (Expectation Operation). Let X be a set of variables, and Xa ∈ X . Let
XU = X − {Xa }. Then,
X
[CR(Sem X )P (Xa )] = CR(Sem XU )
Xa

3.1 Co-occurrence Rate
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In other words, CR(Sem XU ) = EXa [CR(Sem X )]. E is the expectation.
Proof.
X
X
P (X )
[CR(Sem X )P (Xa )] =
[Q
P (Xa )]
Xi ∈X P (Xi )
Xa

Xa

P (XU )
= CR(Sem XU )
Xj ∈XU P (Xj )

=Q

Remark Following this theorem, we can eliminate a variable Xa in CR by
applying the expectation operation EXa to the CR.
Remark This theorem can be used to check if two CR factors share information. For example, CR(Z ; X, Y ) and CR(X ; Y ) do not share information.
Because EZ [CR(Z ; X, Y )] = CR(X, Y ) = 1. CR(Z ; X, Y ) does not contain any
dependence information between X and Y .
Following this theorem, we can eliminate a variable Xa in CR by applying
the expectation operation EXa to the CR.
Theorem 15 (Decomposition of Probability Independence).
((X , Y) ⊥
⊥ Z) ⇔ ((X ; Y) ⊥
⊥CR Z) ∧ (X ⊥⊥ Z) ∧ (Y ⊥⊥ Z)
This theorem states that the probability independency ((X , Y) ⊥⊥ Z) can
be decomposed into three parts: (i) ((X ; Y) ⊥⊥CR Z), (ii) (X ⊥⊥ Z) and (iii)
(Y ⊥
⊥ Z). The first one is a co-occurrence rate independency (Definition 28).
Proof. (⇒). Because ((X , Y) ⊥
⊥ Z), we have (X ⊥⊥ Z) and (Y ⊥⊥ Z)3 . Hence,
CR(X ; Y | Z) =

P (X , Y)
P (X , Y | Z)
=
= CR(X , Y).
P (X | Z)P (Y | Z)
P (X )P (Y)

According to Definition 28, we have ((X ; Y) ⊥⊥CR Z).
(⇐). As ((X ; Y) ⊥
⊥CR Z), we have
P (X , Y | Z)
P (X , Y)
=
P (X | Z)P (Y | Z)
P (X )P (Y)
3 By

a marginalization operation, we can directly get this.
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As (X ⊥
⊥ Z) and (Y ⊥
⊥ Z), we have P (X | Z) = P (X ) and P (Y | Z) = P (Y).
Hence, P (X , Y | Z) = P (X , Y) ⇒ ((X , Y) ⊥⊥ Z).
Theorem 16 (Triangle Decomposition). If (X ; Y) ⊥⊥CR Z, then:
CR(X ; Y ; Z) = CR(X ; Y)CR(Y ; Z)CR(Z ; X )
Proof. As (X ; Y) ⊥
⊥CR Z, we have
CR(X ; Y | Z) = CR(X ; Y)
P (X , Y | Z)
P (X , Y)
=
P (X | Z)P (Y | Z)
P (X )P (Y)
P (X , Y)P (X , Z)P (Y, Z)
P (X , Y, Z)
=
⇔
P (X )P (Y)P (Z)
P 2 (X )P 2 (Y)P 2 (Z)
⇔ CR(X ; Y ; Z) = CR(X ; Y)CR(Y ; Z)CR(Z ; X )
⇔

Remark There is a common abuse of the Hammersley–Clifford theorem (HCT)
in pairwise Markov networks in which each edge is associated with a factor.
For example, in fact on a triangle graph G = {A, B, C}, we cannot obtain
P (A, B, C) = φ1 (A, B)φ2 (B, C)φ3 (C, A) by HCT. For a triangle graph, the maximum clique is the triangle. Each edge and each node forms a sub-clique. From
the proof of HCT, we can see that the factors over a sub-clique can be absorbed
into a maximum clique which contains the sub-clique, but not in the other
direction. That is following HCT a correct factorization must contain factors
over maximum cliques. Factors over sub-cliques are optional because they can
be absorbed by maximum cliques. As examples, the following factorizations
are correct according to HCT:
P (A, B, C) = φ(A, B, C)φ1 (A, B)φ2 (B, C)φ3 (C, A)φ4 (A)φ5 (B)φ6 (C)
P (A, B, C) = φ(A, B, C)
P (A, B, C) = φ(A, B, C)φ4 (A)φ5 (B)φ6 (C)
...
But not
P (A, B, C) = φ1 (A, B)φ2 (B, C)φ3 (C, A)
P (A, B, C) = φ1 (A, B)φ2 (B, C)φ3 (C, A)φ4 (A)φ5 (B)φ6 (C)
...
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Theorem 16 provides the sufficient and necessary condition, (X ; Y) ⊥⊥CR Z, to
further decompose a triangle graph into pairwise factors. Without this condition,
we cannot do pairwise decomposition to a triangle. The co-occurrence rate
independency (X ; Y) ⊥
⊥CR Z does not imply any conditional probability
independency. In other words, the triangle is still a triangle. We do not need to
change the graph structure.
Theorem 17 (Unconnected Nodes Theorem). Let X be a set of variables and x be
an assignment of X . Let Xa , Xb ∈ X , and XU ⊆ X − {Xa , Xb }. Suppose Xa and Xb
are not directly connected. In other words, (Xa ⊥⊥ Xb | XU ). Then,
CR(Xa = xa ; Xb = xb ; XU ) × CR(Xa ; Xb ; XU )
= CR(Xa = xa ; Xb ; XU ) × CR(Xa ; Xb = xb ; XU )
Proof. On the left hand side, to both terms, we apply the partition operation
(Theorem 10) to partition Xa out and then apply elimination operation (Equation
3.2). We obtain:
CR(Xa = xa ; XU ) × CR(Xb = xb ; XU ) × CR(Xa ; XU ) × CR(Xb ; XU )
On the right hand side, to both terms we also apply the partition operation
(Theorem 10) to partition Xa out and then apply elimination operation (Equation
3.2). We obtain:
CR(Xa = xa ; XU ) × CR(Xb ; XU ) × CR(Xa ; XU ) × CR(Xb = xb ; XU )
Hence, the left hand side is equal to the right hand side.
Remark This theorem is the key in the proof of Hammersley–Clifford theorem using co-occurrence rate (Appendix A.3). Using this theorem, the factors
grouped into non-cliques cancel out.

3.2

Examples

In this section, we give examples to illustrate how to obtain a CRN factorization
for different kinds of graphs. Also see Section 4.3 for a discussion of consistency
between factors.
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Figure 3.1: A Tree-structured Graph

3.2.1

Example 1: Tree-structured Graphs

Figure 3.1 is a tree-structured graph. Tree-structured graphs are the simplest
type of graphs for factorization. Co-occurrence rate networks have the same
independece semantics with Markov networks. That is if Y separates X and
Z, then (X ⊥
⊥ Z | Y). For this graph, we have the following independencies:
(X ⊥
⊥ Z | Y ), (X ⊥
⊥ U | Y ), (Z ⊥
⊥ U | Y ), (U ⊥⊥ X, Z | Y ), (X ⊥⊥ U, Z | Y )
and (Z ⊥
⊥ X, U | Y ). We can decompose the joint probability over this CRN as
follows.
First, according to Definition 26, we decouple the joint probability into a
joint CR and singleton probabilities as follows:
P (X, Y, Z, U ) = CR(X ; Y ; Z ; U )P (X)P (Y )P (Z)P (U )

(3.5)

We go on to decompose the joint CR(X ; Y ; Z ; U ) as follows:
CR(X ; Y ; Z ; U )
= CR(X)CR(Y ; Z ; U )CR(X ; Y, Z, U )

(3.6)

= CR(Y ; Z ; U )CR(X ; Y )

(3.7)

= CR(U )CR(Y ; Z)CR(U ; Y, Z)CR(X ; Y )

(3.8)

= CR(Y ; Z)CR(U ; Y )CR(X ; Y )

(3.9)

We obtain Equation 3.6 by partitioning X out (Theorem 10). Equation 3.7 is
obtained from Equation 3.6 because the singleton CR(X) = 1 (Definition 24),
and as (X ⊥
⊥ Z, U | Y ), we have CR(X ; Y, Z, U ) = CR(X ; Y ) by Equation 3.2.
Equation 3.8 is obtained by partitioning U out from CR(Y ; Z ; U ).
Finally, plug Equation 3.9 into Equation 3.5, we obtain the factorization of
the joint probability as follows:
P (X, Y, Z, U ) = CR(Y ; Z)CR(U ; Y )CR(X ; Y )P (X)P (Y )P (Z)P (U ) (3.10)
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Remark An important property of Equation 3.10 is that the CR factors, i.e.,
CR(Y ; Z), CR(U ; Y ), and CR(X ; Y ), do not share information directly. In
other words, they are independent of each other conditioned by the singleton
probabilities. For example, CR(Y ; Z) and CR(U ; Y ) do not share any information. This can be seen as follows. Suppose CR(Y ; Z) and CR(U ; Y ) share some
information, this can only happen on Y . But if we eliminate Z and U by the
expectation operation (Theorem 14), we have EZ [CR(Y ; Z)] = CR(Y ) = 1 and
EU [CR(U ; Y )] = CR(Y ) = 1. That is we do not need to calibrate information
between CR(Y ; Z) and CR(U ; Y ). The independencies between all factors can
be represented by a Bayesian network as depicted in Figure 3.2.

Figure 3.2: A Bayesian Network of Factors in Equation 3.10

This is different from the tree reparameterization which is given as follows:
P (X, Y, Z, U ) =

P (Y, Z)P (U, Y )P (X, Y )
P 2 (Y )

In this factorization, the pairwise marginals share common information. For
example, P (Y, Z) and P (U, Y ) share the common information of P (Y ). Hence
we can not train P (Y, Z) and P (U, Y ) separately models as separate training can
break consistency between them. To avoid the shared information contained in
singleton probabilities, we always strip off singleton probabilities from the joint
probability as illustrated in Equation 3.5.
Remark On tree graphs, Equation 3.10 is identical to the hypertree factorization4 described in Wainwright et al. [6] even though the underlying motivations
are different. When moving to more complex graphs, the specificity of the
CRN factorization from the hypertree factorization becomes obvious. We will
illustrate this in the following examples (Figure 3.6).
4 Here

we consider a normal tree graph as a special hypertree.
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Remark Using chain-rule of probability, we can finally obtain the same result
for tree-structured graphs [6]. But by chain-rule we use conditional probabilities,
which is a asymmetric notion, in intermediate steps. That is we need to select a
direction. By CR, we always keep the symmetry throughout and avoid to select
a direction.

3.2.2

Example 2: A Acyclic Clique Graph

Figure 3.3: A Acyclic Clique Graph

Figure 3.3 depicts a acyclic clique graph. There are three maximum cliques
(complete sub-graphs) in this graph: C1 = {X, Y, Z}, C2 = {Z, U }, and C3 =
{U, V, W }. Its clique graph is shown in Figure 3.4.

Figure 3.4: The Clique Graph of Figure 3.3

In the clique graph (Figure 3.4), nodes represent cliques in the original
graph, and edges are labeled with overlapped nodes between two cliques. The
clique graph in Figure 3.4 is acyclic. That is there is no loop in the graph. Tree
structured graphs discussed in the previous section are a special case of acyclic
clique graphs. Note that even though the original graph contains loops, it may
still be a acyclic clique graph. Acyclic or not is judged based on its clique graph
rather than the original graph.
The joint probability over this graph can be decomposed as follows. First,
we decouple the joint probability into a joint CR and singleton probabilities
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according to Definition 26:
P (X, Y, Z, U, V, W ) = CR(X ; Y ; Z ; U ; V ; W )P (X)P (Y )P (Z)P (U )P (V )P (W )
(3.11)
We go on to decompose the joint CR as follows:
CR(X ; Y ; Z ; U ; V ; W )
= CR(X ; Y ; Z ; Z ; U ; V ; W )P (Z)

(3.12)

= CR(X ; Y ; Z)CR(Z ; U ; V ; W )CR(X, Y, Z ; Z, U, V, W )P (Z)

(3.13)

= CR(X ; Y ; Z)CR(Z ; U ; V ; W )CR(Z ; Z)P (Z)

(3.14)

= CR(X ; Y ; Z)CR(Z ; U ; V ; W )

(3.15)

= CR(X ; Y ; Z)CR(Z ; U ; U ; V ; W )P (U )

(3.16)

= CR(X ; Y ; Z)CR(Z ; U )CR(U ; V ; W )CR(Z, U ; U, V, W )P (U )

(3.17)

= CR(X ; Y ; Z)CR(Z ; U )CR(U ; V ; W )

(3.18)

In Equation 3.12, we duplicate the overlapped variable Z between C1 and C2
by Theorem 12. Equation 3.13 is obtained from Equation 3.12 by partitioning
{X, Y, Z} out using Theorem 10. Equation 3.14 is obtained as follows. Since
1
(X, Y ⊥
⊥ U, V, W | Z), we have CR(X, Y, Z ; Z, U, V, W ) = CR(Z ; Z) = P (Z)
by
Equation 3.3. In Equation 3.16, we duplicate the overlapped variable U between
C2 and C3 . We go on this process to obtain the final result.
Plug Equation 3.18 into Equation 3.11, we have:
P (X, Y, Z, U, V, W ) =CR(X ; Y ; Z)CR(Z ; U )CR(U ; V ; W )

(3.19)

× P (X)P (Y )P (Z)P (U )P (V )P (W )
In this factorization, CR factors do not share information conditioned by singleton probabilities. The independencies between all factors can be represented
by a Bayesian network as depicted in Figure 3.5.

3.2.3

Example 3: Another Cyclic Clique Graph

Figure 3.6 depicts another acyclic clique graph. The difference between Figure
3.6 and Figure 3.3 is that there are more than one variables in the separator set
{X, Y } in Figure 3.6. But there is only one variable in the separator sets {Z},
{U } in Figure 3.3. This leads to a slightly different treatment to obtain the CRN
factorization as we will see in this example.
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Figure 3.5: A Bayesian Network of Factors in Equation 3.19

Figure 3.6: Another Acyclic Clique Graph

Similar to the previous example, we can obtain the following factorization.
CR(U ; X ; Y ; Z)
= CR(U ; X ; Y ; X ; Y ; Z)P (X)P (Y )

(3.20)

= CR(U ; X ; Y )CR(X ; Y ; Z)CR(U, X, Y ; X, Y, Z)P (X)P (Y )

(3.21)

= CR(U ; X ; Y )CR(X ; Y ; Z)CR(X, Y ; X, Y )P (X)P (Y )

(3.22)

P (X, Y )
P (X)P (Y )
P (X, Y )P (X, Y )
= CR(U ; X ; Y )CR(X ; Y ; Z)/CR(X ; Y )

= CR(U ; X ; Y )CR(X ; Y ; Z)

(3.23)
(3.24)

Equation 3.20 is obtained by duplicating X and Y (Theorem 12). Equation
3.21 is obtained by partitioning U, X, Y out (Theorem 10). Because (U ⊥⊥ Z |
X, Y ), following Theorem 13 (Equation 3.3) we obtain Equation 3.22. Hence, we
obtain the following factorization for the graph shown in Figure 3.6:

P (X, Y, Z, U ) =

CR(U ; X ; Y )CR(Z ; X ; Y )
P (X)P (Y )P (Z)P (U )
CR(X ; Y )

(3.25)
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Figure 3.7: The Clique Graph of Figure 3.6

In contrast to the previous example, we cannot stop here, because CR(U ; X ;
Y ) and CR(Z ; X ; Y ) share the common information of CR(X ; Y ). This can be
seen by applying the expectation operation (Theorem 14): EU [CR(U ; X ; Y )] =
EZ [CR(Z ; X ; Y )] = CR(X ; Y ). This kind of shared information can be stripped
out by the merge operation (Theorem 11) as follows:
CR(U ; X ; Y )CR(Z ; X ; Y )
P (X)P (Y )P (Z)P (U )
CR(X ; Y )
CR(U ; X, Y )CR(X ; Y )CR(Z ; X, Y )CR(X ; Y )
=
P (X)P (Y )P (Z)P (U )
CR(X ; Y )
= CR(U ; X, Y )CR(Z ; X, Y )CR(X ; Y )P (X)P (Y )P (Z)P (U )
(3.26)

P (X, Y, Z, U ) =

Remark We can see that CR(Z ; X, Y ) does not share information with CR(X ;
Y ) because by the expectation operation (Theorem 14), we have: EZ [CR(Z ;
X, Y )] = CR(X, Y ) = 1. That is we do not need to do calibration between
CR(Z ; X, Y ) and CR(X ; Y ). The independencies of factors in Equation 3.26
can be represented with the Bayesian network depicted in Figure 3.8.

Figure 3.8: A Bayesian Network of Factors in Equation 3.26
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Note that for the following constraint:
X
CR(Z ; X, Y )P (Z)P (X, Y ) = 1
XY Z

we only need to guarantee
X

CR(Z ; X, Y )P (Z) = 1

Z

because
X
XY Z

CR(Z ; X, Y )P (Z)P (X, Y ) =

X

P (XY )

XY

X

CR(Z ; X, Y )P (Z).

Z

P
P
Here XY P (XY ) = 1 has already been guaranteed by the constraint: XY CR(X;
Y )P (X)P (Y ) = 1. Hence, the factor CR(Z ; X, Y ) only depends on P (Z). This
also applies to the factors CR(U ; X, Y ) and P (U ).

3.2.4

Example 4: Cyclic Clique Graphs

Figure 3.9 shows a cyclic clique graph, whose clique graph depicted in Figure
3.10 is cyclic.

Figure 3.9: A Cyclic Clique Graph

Unfortunately, for cyclic clique graphs, the factorization process used for
acyclic clique graphs does not work. This is because the shared variables
between two cliques do not completely separate a clique from the rest part of
the graph. For example, in Figure 3.10, X can not separate {U, X} and {X, Z}.
Because there is a second path [U, Y, Z] connecting these two cliques. Hence we
cannot obtain Equation 3.14 or Equation 3.22. For a cyclic clique graph, we first
transform it into a acyclic clique graph as follow.
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Figure 3.10: The Clique Graph of Figure 3.9

Triangulation A general graph can be transformed to a junction tree by triangulation. This idea can be implemented within the framework of co-occurrence
rate networks as follows. First, we partition X out (Theorem 10), and eliminate
Y using (X ⊥
⊥ Y | U, Z) (Equation 3.2 of Theorem 13):
CR(X ; U ; Y ; Z) = CR(X ; U, Z)CR(U ; Y ; Z)

Figure 3.11: The Local Graph {U, Y, Z} of Figure 3.9

We continue to examine CR(U ; Y ; Z). {U, Y, Z} forms a local graph as
shown in Figure 3.11. In Figure 3.9, there is a second path [U, X, Z] connecting
U and Z. Hence, U is not independent of Z given Y . Therefore, we need to add
a new edge between U and Z in Figure 3.11. This makes {U, Y, Z} a triangle.
We obtain the factorization as follows:
P (X, U, Y, Z) = CR(X ; U, Z)CR(U ; Y ; Z)P (X)P (U )P (Y )P (Z)

(3.27)

Note that in this equation, CR factors are independent of each other given
singleton probabilities. This can been seen by the expectation operation (Theorem 14) as follows: EX [CR(X ; U, Z)] = CR(U, Z) = 1 and EY [CR(U ; Y ; Z)] =
CR(U ; Z).
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Remark In this example, the trianglization factorization is not unique. We can
also partition U out, and obtain the following factorization:
P (X, U, Y, Z) = CR(U ; X, Y )CR(X ; Y ; Z)P (X)P (U )P (Y )P (Z)
Remark In this example, to obtain the final factorization, we only used one
(conditional) independency (X ⊥
⊥ Y | U, Z). The other one (U ⊥⊥ Z | X, Y )
has not been used. Hence, the independencies I encoded in the graph is
not equivalent to the factorization F we obtained. Their relation is I ⇒ F ,
but I 6⇐ F . Because we did not utilize all independencies, the factorization
obtained seems not optimal in the sense that the scopes of factors, i.e., the
variables involved in a factor, are bigger than maximum cliques.

3.2.5

Example 5: Proof of Hammersley-Clifford Theorem

A more complex example of using CR theorems is to prove the HammersleyClifford theorem. In Appendix A.3, we give an elegant proof of this theorem
which is the most fundamental to Markov networks. The key of this proof is the
unconnected nodes theorem (Theorem 17), which cancels the factors grouped
into non-cliques out. See Appendix A.3 for details.

3.3

The Hypertree Representation

Wainwright et al. [6] propose the hypertree factorization which uses the hypertree as the representation. Hypertree factorization specifies a family of
factorizations which can be reduced to a junction tree factorization. As we will
see in the next section, a CRN factorization can also be reduced to a junction
tree factorization. A CRN factorization is a hypertree factorization and can be
represented as a hypertree. The specificity of our CRN factorization is derived
from the MSIP. Following MSIP, a CRN factorization always strips off singleton
probabilities and shared CR factors as illustrated by examples in the last section.
But for a general hypertree factorization, it is not necessary to always strip
off singleton probabilities. In this section, we explain the important graphical
structure hypertree, and illustrate how to represent a CRN factorization with
hypertrees with examples. The description mainly follows Wainwright et al. [6],
which is also related to region graphs [27, 28].

3.3 The Hypertree Representation

3.3.1
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Hypergraph and Hypertree

A hypergraph H = (V, E) consists of a set of nodes which is denoted by V,
and a set of hyperedges which is denoted by E. A hyperedge is a non-empty
subset of nodes. Following this perspective, an edge in an ordinary graph can
be considered as a set which consists of a pair of nodes. Hence, an ordinary
graph is a hypergraph. Based on the inclusion relation between sets, we can
say a hyperedge is contained or included by another hyperedge if its nodes
form a subset of another hyperedge’s nodes. If a hyperedge is not included
by any other hyperedge in a graph, it is a maximal hyperedge. In this sense,
the inclusion relation defines a partial order between hyperedges. Following
Wainwright et al. [6], a hypergraph is graphical represented with a diagram
in which nodes represent hyperedges and directed edges represent inclusion
relations between hyperedges. Figure 3.12 which is borrowed from Wainwright
et al. [6] illustrates a graphical representation of a hypergraph.

Figure 3.12: A Hypergraph from Wainwright et al. [6]

The nodes stand for hyperedges. In this graph, there are three maximal
hyperedges: {1, 2, 3, 4}, {2, 3, 5, 6}, and {3, 4, 6, 7}. The edges represent the
inclusion relation between hyperedges. Acyclic hypergraphs are known as
hypertrees.

3.3.2

Hypertree Factorization

A junction tree factorization can be represented with a hypergraph. The maximal
edges in a hypergraph represent maximum cliques in a junction tree, and the
intersection between two maximal hyperedges represent a separator set between
two cliques. The running intersection property of junction trees guarantees such
a hypergraph is acyclic. Hence, a junction tree factorization can be represented
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as a hypertree. The hypertree factorization defines a family of factorizations
which can be reduced to a ordinary junction tree factorization. We use the
following example to illustrate this.

Figure 3.13: A Hypertree Factorization

For this graph, the ordinary junction tree factorization is as follows:
P (1, 2, 3, 4, 5) =

P (1, 2, 5)P (1, 2, 3)P (2, 3, 4)
.
P (1, 2)P (2, 3)

(3.28)

The hypertree factorization can be described as follows. For each hyperedge
e ∈ E, we assign the following factor:
φ(e) = Q

P (V(e))
0
e0 ∈D(e) φ(e )

where V(e) are the nodes contained by e, and D(e) are all descendants of e.
For example, in Figure 3.13, the descendants of the hyperedge {1, 2, 5} are {1, 2}
and {2}. Then the joint probability of a hypertree H(V, E) can be represented
as:
P (V) =

Y

φ(e)

(3.29)

e∈E

It is easy to check that the equation above can be reduced to a ordinary junction
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tree factorization by canceling the common terms in numerators and denominators5 .
For example, for the hyperedge {1, 2, 5} in Figure 3.13, we assign the following factor:
P (1, 2, 5)
P (1, 2, 5)
= P (1,2)
(3.30)
φ(1, 2, 5) =
φ(1, 2)φ(2)
P (2)
P (2)

The complete hypertree factorization of Figure 3.13 is given as follows:
P (1, 2, 3, 4, 5)
=

P (1, 2, 5)
P (1,2)
P (2) P (2)

×

P (1, 2, 3)
P (1,2) P (2,3)
P (2) P (2) P (2)

×

P (2, 3, 4)
P (2,3)
P (2) P (2)

×

P (1, 2) P (2, 3)
×
× P (2)
P (2)
P (2)

This equation can be reduced to Equation 3.28.

3.3.3

Hypertree Representation for the CRN Factorization

The general hypertree factorization does not emphasizes on the minimum
shared information principle. The specificity of the CRN factorization stems
from this point. As illustrated by examples in Section 3.2, to obtain a CRN
factorization, we always strip off singleton probabilities and common CR factors
to form new factors. For the hypertree factorization given in Figure 3.13, we
obtain the following CRN factorization:
P (1, 2, 3, 4, 5) = CR(1, 2;5)CR(2, 3;4)CR(1;2;3)P (1)P (2)P (3)P (4)P (5). (3.31)
This CRN factorization can be represented as the hypertree depicted in
Figure 3.14. The specificity lies in that we always add singleton hyperedges
which is denoted by red numbers. If we apply the hypertree factorization to
Figure 3.14, we obtain the following factorization.
P (1, 2, 3, 4, 5)
= CR(1, 2 ; 5)CR(1, 2 ; 2, 3)CR(2, 3 ; 4)CR(1 ; 2)CR(2 ; 3)P (1)P (2)P (3)P (4)P (5).
If we merge CR(1, 2 ; 2, 3), CR(1 ; 2) and CR(2 ; 3), we obtain the CRN
factorization in Equation 3.31. It is easy to verify that CR(1 ; 2 ; 3) = CR(1, 2 ;
2, 3)CR(1 ; 2)CR(2 ; 3).
5 This

is related to the Möbius function. The same trick plays an important role in the proof of
Hammersley–Clifford theorem.
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Figure 3.14: A CRN Factorization

From this example, we see that CRN factorization is a hypertree factorization
which specially emphasizes on MSIP.

3.4

Co-occurrence Rate Networks

Co-occurrence rate networks (CRNs) are undirected graphs. Similar to Bayesian
networks and Markov networks, we first endow a set of independencies and a
factorization to a CRN, and then examine the equivalence between the independencies and the factorization endowed.
Independencies We endow CRNs with the same independence semantics as
Markov networks (Secion 2.4) which is based on the concept U-separation. For
the sake of readability, we repeat the definition as follows.
Definition 29 (U-Separation). Let G be an undirected graph, and X be all nodes of
G. V, W and U are disjoint subsets of X . We say U separates V and W, denoted by
sep(V; W | U), if ∀ Vi ∈ V, Wj ∈ W, for any path between them, at least one node of
the path is in U.
Remark

This definition just formalizes our intuition of separation.
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Definition 30 (Co-occurrence Rate Networks Independencies). Let G be an undirected graph, and X be all nodes of G.
ICRN = {(V ⊥
⊥ W | U) : ∀sep(V; W | U)}.
This definition is identical to the independencies endowed to a Markov
network (Definition 8). That is ICRN = IMN .

3.4.1

Acyclic Clique Graphs

For an acyclic clique graph, we endow a factorization as follows.
Definition 31 (CRN Factorization for Acyclic Clique Graphs). Let G be an undirected graph G, and X = {X1 , X2 , ..., XN } be all nodes (variables) of G. Let C =
{C1 , C2 , ..., CM } are all the maximum cliques (complete sub-graphs) in G. For a maximum clique Ci , all of its separator sets are given by {Sij = Ci ∩ Cj , ∀Cj ∈ C − Ci }6 .
And we define Sii = ∅. Let Si = ∪Si∗ . We define the factor over Ci as follows:
φ(Ci ) = CR(Sem Ci − Si ; Si1 ; Si2 ; ... ; SiM ).
Then the CRN factorization is given by:
FCRN :

P (X ) =

Y

φ(Ci )

Ci ∈C

Y

P (Xj )

Xj ∈X

Theorem 18 (Equivalence between Factorization and Independencies of CRNs).
For acyclic clique graphs, we have
ICRN ⇔ FCRN
Proof. (ICRN ⇐ FCRN1 ). This direction follows directly from HammersleyClifford Theorem (Theorem 4). We just need to consider CRs as non-negative
functions and absorb singleton probabilities in the factorization into some
cliques containing the singleton variable.
(ICRN ⇒ FCRN1 ). We first prove the following intermediate result.
Q
CR(Sem XCi ) Y
P (X ) = Q Ci ∈C
P (Xj )
(3.32)
Sk ∈S CR(Sem XSk )
Xj ∈X

6 For

the simplicity of presentation, here we assume separator sets are not overlapped. It can be
easily extended to overlapped separate sets as illustrated by examples in the last two sections.
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This follows the junction tree factorization immediately. We can also prove
this by CR theorems as follows. First, we decouple the joint probability into a
joint CR and singleton probabilities:
Y
P (X ) = CR(Sem X )
P (Xj ).
Xj ∈X

We continue to decompose CR(Sem X ) as follows.
Since the clique graph is acyclic, we can always find a leaf in the clique graph.
Suppose the leaf found is Ci . And it has an adjacent clique Cj . We duplicate the
variables in Ci ∩ Cj by Theorem 12, and then partition Ci out by Theorem 10
from the rest part of the clique graph. In this way, we can keep a complete Cj in
the rest part.
Y
CR(Sem X ) = CR(Sem X ; Sem(XCi ∩ XCj ))
P (Xk )
Xk ∈XCi ∩XCj

= CR(Sem XCi ) × CR(XCi ; (XCi ∩ XCj ) ∪ (X − XCi ))
Y
× CR(Sem XCj ∪ (X − XCi ))
P (Xk )
Xk ∈XCi ∩XCj

= CR(Sem XCi ) × CR(XCi ∩ XCj ; XCi ∩ XCj )
Y
× CR(Sem XCj ∪ (X − XCi ))
P (Xk )
Xk ∈XCi ∩XCj

=

CR(Sem XCi )
× CR(Sem XCj ∪ (X − XCi ))
CR(Sem XCi ∩ XCj )

We obtain the third and fourth equations by Equation 3.3, because (XCi ⊥⊥
(X − XCi ) | XCi ∩ XCj ). Then we repeat this process to factorize CR(Sem XCj ∪
(X − XCi )). If we continue this process until the last clique, we obtain Equation
3.32.
Based on Equation 3.32 we can obtain the CRN factorization (Definition 31)
by applying the merge operations (Theorem 11) to CR factors if it is necessary.
We have illustrated this in Equation 3.26.

3.4.2

Cyclic Clique Graphs

Following the triangulation of junction trees, cyclic clique graphs can be first
transformed to acyclic clique graphs. An example of the triangulation process
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has been illustrated in Section 3.2.4. And then the acyclic clique graphs can be
factorized as described in the last section.

3.5

Inference

We do not see any advantage brought by the CRN factorization for inference.
The best way for inference with a CRN factorization is going back to the junction
tree factorization. This is because the factors of a CRN factorization are smaller
than marginals used in a junction tree factorization. In inference, we normally
need to calculate some marginal. But if we use a CRN factorization, we need
to calculate marginals from smaller factors which are CR factors and singleton
probabilities. This takes some additional time comparing with an equivalent
junction tree factorization.

3.6

Learning

In the next chapter, we will discuss a two-step separate training method for
CRNs.

CHAPTER 4

Two-step Separate Training for CRNs

The contents of this chapter have been published by Zhu et al. [29].

Outline
In the previous chapters we illustrated that the factors in a CRN factorization
hold the following properties: (i) a singleton probability is independent of other
singleton probabilities; (ii) a CR factor is independent of other CR factors conditioned by singleton probabilities. Based on these properties, we propose an
efficient two-step separate training algorithm for CRNs. In the first step, we
train singleton probabilities separately. Separate training is allowed here because a singleton probability does not share information with another singleton
probability. Then we fix the learned singleton probabilities, and train CR factors
separately. This is allowed because a CR factor does not share information with
other CR factors conditioned by singleton probabilities. In each step, we train
separate log-linear models to approximate the maximum likelihood estimation
(MLE) of singleton probabilities and CR factors.
This chapter is organized as follows. We first discuss the MLE of CRNs in
Section 4.1. In Section 4.2, we describe separate models for singleton probabilities and CR factors. In Section 4.3 we discuss issues about the consistency
between separate models.

4.1

Maximum Likelihood Estimation of Co-occurrence
Rate Networks

Chow and Liu [30] show that for a tree-structured graph, the MLE of marginals
corresponds to their empirical relative frequencies. Based on this result, we
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obtain that the MLE for co-occurrence rate networks are their empirical relative frequencies. Because the MLE is independent of parametrization. More
specifically, the MLE for singleton probabilities and CR factors are given as
follows:
#(xi ; D)
|D|
#(xC ; D)/|D|
= xCj ) = Q j
Xi ∈XC P̃ (xi )

P̃ (Xi = xi ) =
˜
CR(X
Cj

(4.1)
(4.2)

j

where #(xi ; D) is the frequency of xi in the dataset D. And |D| is the number
of instances in D. Xi is a node and XCj is a maximum clique in the graph.

4.2

Separate Models

In the previous section, we obtained the MLE for CRNs, which are the empirical
relative frequencies. But empirical relative frequencies can only be counted
from the training data for seen instances. We need to train models for making
predictions for new instances. As discussed in Chapter 3, the factors in a
CRN factorization hold the following properties: (i) a singleton probability is
independent of other singleton probabilities; (ii) a CR factor is independent
of other CR factors conditioned by singleton probabilities. Based on these
properties, we propose a two-step separate training method. In the first step,
we train a separate model for each singleton probability and in the second step
we train a separate model for each CR factor. Log-linear models are used for
modeling singleton probabilities and CR factors.

4.2.1

Log-linear Models

In the area of graphical models, log-linear functions are widely used as local
models1 . In a log-linear model, a linear combination of features forms the
exponent of an exponential function:
φ(XS ) = exp{λ1 f1 (XS ) + ... + λN fN (XS )}
where XS are variables in a local factor, and {fi , i = 1, ..., N } are feature functions defined over XS . These features are local features because they are extracted from a local factor. There are several benefits of using log-linear models.
1 Local

models are used for modeling local factors in a factorization.
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Firstly, with exponential functions, multiplication and logarithm can be easily
calculated. Secondly, exponential functions are non-negative which meets the
non-negativity property of factors. In other words, we do not need to worry
about the non-negativity constraints in optimization. They are automatically
satisfied if we use a log-linear model. Also, to some degree, using log-linear
models, we can avoid numerical overflow and underflow.

4.2.2

Log-linear Models for Singleton Probabilities

We use the log-linear model for representing a singleton probability. Suppose for
P (Xj ), we extract features by a vector of feature functions G = (G1 , G2 , ..., GM ).
For each component Gi , the input is Xj and output is a real number:
Gi :

Xj → R.

And
G:

Xj → RM

xj 7→ (G1 (xj ), G2 (xj ), ..., GM (xj )).

Accordingly, we set a vector of parameters as weights of local features:
Ω = (ω1 , ω2 , ..., ωM ). Then the log-linear model can be written as follows:
P (Xj = x) ≈ exp{Ω · G(Xj = x)}.
We use this model to approximate the MLE of singleton probabilities. In
other words, we use the following pairs for training this log-linear model:
{(xj ,

#(xj ; D)
), ∀xj ∈ Val(Xj ))}
|D|

where D is the training dataset. In experiments, we use the empirical MLE of
singleton probabilities for instances have been seen in the training data. For
new instances, we use the predictions generated by the log-linear model.

4.2.3

Log-linear Models for CR Factors

As discussed in the previous chapter, in a CRN factorization, a CR factor is
independent of other CR factor conditioned by singleton probabilities. After we
trained the separate models for singleton probabilities, we can fix the singleton
probabilities and train separate models for CR factors. We do not need to
worry about the consistency between the predictions generated by separate
CR models. But we need to consider the consistency between CR model and
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corresponding models forP
singleton probabilities. Because they are under some
local constraints, such as X,Y CR(X ; Y )P (X)P (Y ) = 1. We will discuss this
issue in the next section.
We also use the log-linear models for representing CR. The consideration
here is to make the models consistent in form. That is if CR(X ; Y ), P (X) and
P (Y ) are all log-linear models, the joint probability P (X, Y ) is also a log-linear
model.
Similarly, suppose for CR(Sem XCi ), we extract N local features by a vector
of feature functions F = (F1 , F2 , ..., FN ). For each component Fi , the input is
XCi and output is a real number:
Fi :

XCi → R.

And
F:

XCi → RN

xCi 7→ (F1 (xCi ), F2 (xCi ), ..., FN (xCi )).

Accordingly, we set a vector of parameters as weights for features: Λ =
(λ1 , λ2 , ..., λN ). Hence, the log-linear model for CR(Sem XCi ) can be written as
follows:
CR(Sem XCi ) ≈ exp{Λ · F(XCi )}.
We use this model to approximate the MLE of CR factors. In other words,
we use the following pairs for training this log-linear model:
#(xC ; D)/|D|
{(xCi , Q i
), ∀(xCi ∈ Val(XCi ))}
Xi ∈XC P̃ (xi )
i

where D is the training dataset, and P̃ (xi ) is the MLE of singleton probabilities
(Equation 4.1). In experiments, we use the empirical MLE of co-occurrence rates
for instances which have been seen in the training data. For new instances, we
use the predictions generated by the log-linear model.

4.3

Consistency

The issues of consistency stem from two aspects: (i) shared information between
factors; and (ii) normalization constraints across factors.

4.3 Consistency

4.3.1
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Shared Information

As we illustrated by examples in Section 3.2, there can be two kinds of shared
information between factors. (i) The first kind of shared information is the
information contained by singleton probabilities (see Section 3.2.1 and Section
3.2.2). For example, P (X, Y ) and P (Y, Z) share the information P (Y ). To
avoid this kind of shared information, a CRN factorization always strip off
singleton probabilities from a joint probability. That is P (X, Y )P (Y, Z) = CR(X ;
Y )CR(Y ; Z)P (X)P (Y )P (Z). (ii) The second kind of shared information is
the dependence information contained by CR factors (see Section 3.2.3). For
example, CR(X ; Y ; Z) and CR(Y ; Z ; V ) share the dependence information
CR(Y ; Z). To avoid this kind of shared information, we can strip off CR(Y ; Z)
by the merge operation (Theorem 11). That is CR(X ; Y ; Z)CR(Y ; Z ; V ) =
CR(X ; Y ; Z)CR(Y, Z ; V )CR(Y ; Z). This equation is obtained by applying the
merge operation to merge Y and Z in the factor CR(Y ; Z ; V ). Hence, a CRN
factorization avoids these two kinds of shared information, and we do not need
to pay efforts to calibrate the shared information between separate models.

4.3.2

Normalization Constraints

Even though shared information is avoided in a CRN factorization, the separate
models still need to satisfy some normalization constraints. We take a linear graph
consisting of nodes {X, Y, Z} as the example to illustrate these constraints. The
CRN factorization for this example can be written as follows.
P (X, Y, Z) = CR(X ; Y )CR(Y ; Z)P (X)P (Y )P (Z).

Constraints on a singleton probability. The first constraintP
is on a singleton
probability. For example, one axiom of probability requires X P (X) = 1. A
separate model for a singleton probability may output a distribution which
violates this constraint. But this constraint is not a real problem, because this
constraint is within a separate model. This can be easily fixed by selecting a
separate model which is purposed for predicting probability distributions. For
such models, the output predictions meet probability axioms. We may also do a
post-train normalization to adjust output predictions to meet this constraint.
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Local constraints between CR(X ; Y ), P (X) and P (Y ).
definitions, there are three constraints to be satisfied:
X
CR(X ; Y )P (X) = 1

According to the
(4.3)

X

X

CR(X ; Y )P (Y ) = 1

(4.4)

CR(X ; Y )P (X)P (Y ) = 1

(4.5)

Y

X
X,Y

P
P
P
Because X CR(X ; Y )P (X) = 1 and Y P (Y ) = 1 implies X,Y CR(X ;
Y )P (X)P (Y ) = 1. Hence, these three local constraints can be reduced to the first
two. This kind of local constraints are across different separate models. Hence
we cannot guarantee the consistency between them if we insist on training
them separately. In our two-step algorithm, P (X) and P (Y ) have been trained
in the first step. We can treat them as known parameters and plug them into
the constraints. In this way, we can satisfy these constraints. Another more
efficient way is by doing post-train normalization to CR factors to meet these
constraints. In practice, we should consider a trade-off between training speed
and consistency. For a MAP task in which we try to find an assignment with
a greatest probability, only the relative quantity matters. For such a task, the
post-train normalization seems not important.
Global constraints. The global constraint is given as follows.
X
CR(X ; Y )CR(Y ; Z)P (X)P (Y )P (Z) = 1
X,Y,Z

Fortunately, we do not need to pay additional efforts to meet this constraint.
Because the three local constraints given in Equation 4.3, 4.4 and 4.5 imply this
global constraint. In this example we have the following equation:
X
CR(X ; Y )CR(Y ; Z)P (X)P (Y )P (Z)
X,Y,Z

=

X
X,Y

CR(X ; Y )P (X)P (Y )

X

CR(Y ; Z)P (Z)

Z

This results can be easily extended to acyclic clique graphs.
From the discussions above, we can see that the real problems of consistency
in CRNs are the first two local constraints. In future, we will explore how to
improve the current model to fit these constraints better.

4.4 Summary

4.3.3
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Support Vector Regression

There exist a rich set of regression models which may be used for solving
the parameters. Particularly, we adopt the support vector regression (SVR)
[33] in our experiments which will be described in the next chapter. SVR is
linear in the high dimensional transformed space and tolerant to error points
with small residuals. The tolerance to low error point seems to fit the natural
language processing applications well. Because in natural language processing
applications, the input and final output are normally categorical. A small error
will not affect the final results. For example, in the task of text classification,
large-margin methods achieve very good results [34]. Another consideration
is that there are good out-of-box implementations of SVR which can handle
very large number of instances and features efficiently. These considerations
lead us to adopt SVR. In future, we will try other regression models. To avoid
endowing unwanted metric and order structures to a single categorical variable,
we use the dummy coding2 as the representation of categorical input variables.

4.4

Summary

In this chapter, we obtained the closed-form MLE for CRNs based on the MLE
of tree-structured graphs. The MLE of CRNs are empirical relative frequencies
which can be counted from the training data. Based on the independence
properties of factors in a CRN factorization, we propose a two-step separate
training algorithm to approximate the MLE of singleton probabilities and CR
factors. We use a separate model to represent each singleton probability and
CR factor. This results in an efficient training method.

2 https://en.wikipedia.org/wiki/Categorical_variable

CHAPTER 5

Experiments on Chain-structured CRNs

The contents of this chapter have been published by Zhu et al. [35] and Zhu
et al. [36]. The software and datasets used in this chapter are available at
https://github.com/zheminzhu/Co-occurrence-Rate-Networks.

Outline
In this chapter, we apply (chain-structured) co-occurrence rate networks to
two real-world natural language processing (NLP) applications: named entity
recognition (NER) and part-of-speech (POS) tagging. We compare CRNs with
conditional random fields which are the state-of-the-art models for these two
tasks. Conditional random fields can be considered as conditional Markov
networks. This chapter is structured as follows. The two tasks, NER and
POS tagging, are briefly introduced in Section 5.1 and Section 5.2, respectively.
Then we review the related models used for these two tasks in Section 5.3.
Experimental results are reported in Section 5.6. Summary follows in the last
section.

5.1

Named Entity Recognition

Named entities, e.g. New York, are proper nouns in texts. A named entity may
contain multiple words. Multiple words in a named entity are often treated
as a whole in NLP applications, such as relation extraction. With sufficient
contextual information, a named entity in texts can be uniquely mapped to an
object in the physical world.1
1 But commonly, due to lack of contextual information, the mapping may be ambiguous. The
task of named entity disambiguation [37] is to find the most likely mapping between named entity
expressions in texts and objects in the physical world.
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Named entities are belonging to a set of predefined categories called NE
labels, such as person, organization, location, time, etc. The task of name entity
recognition is to locate and classify named entities in free texts. In information
extraction, which extracts relations between entities, named entity recognition is
normally the first step. Named entity recognition can be conducted at difference
levels, such as sentence level, article level, corpus level or web level. In this
thesis, we focus on recognizing named entities at sentence level. Given a
sentence, which is considered as a sequence of tokens2 , NER systems assign
each token a label which indicates the category of named entity, such as location
(LOC), person (PER), organization (ORG), or out of a named entity (O). Here
we give a running example to illustrate the typical scenario of named entity
recognition at sentence level.
[Victor]PER [de]PER [Graaff]PER [is]O [a]O [member]O [of]O
[the]O [Dutch]ORG [National]ORG [Research]ORG [School]ORG
[for]ORG [Knowledge]ORG [Systems]ORG [.]O
In this example, [Victor de Graaff] is a person and [Dutch National
Research School for Knowledge Systems] is an organization. Other
words and the period do not belong to any named entity. A NER system
automatically assigns labels to each token in a sentence. Thus, the output of a
NER system is a sequence of NE labels. This is a typical structured prediction
task. Structured prediction is quite different from the ordinary classification
task, in which the output is normally a single label. From this example, we can
observe the following facts. To judge whether a token belongs to a named entity
or not, there are two kinds of useful information:
1. Observation evidence The first kind of information is the observation
evidence. Tokens to be labelled in the sentence provide the observable
evidence. Obviously, some tokens are more likely to be in a named entities
than others. For example, the words starting with capital letters, such as
[Victor], [Graaff] and [Dutch], are more likely to appear in names
of people or organizations. In contrast, some tokens, such as the copula
verb [is] and the article [a], are of lower possibility to be in a named
entity.
2. Dependence between adjacent labels The second kind of information
is the dependence between adjacent labels. That is a token tends to be in
the same category of its neighbours. For example, the token [National]
2 Tokens

include both words and punctuations.

5.1 Named Entity Recognition
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is more likely to be in a named entity if its direct neighbours are in a
named entity. Note that the adjacent labels are not observable before
we output the labels. Hence, this kind of information is not observable
evidence. How to model this kind of information is the critical issue in
structured prediction.
We need to consider both kinds of information in one model. This can be
done with a conditional chain-structured CRN as depicted in Figure 5.1.

Figure 5.1: A Chain-structured CRN for Named Entity Recognition

In Figure 5.1, the node O stands for ‘Observation’, i.e. tokens in a sentence. The
nodes [NE1, NE2 , ..., NEN ] is a sequence of random variables which represent
NE labels for tokens in the sentence. In this model, we consider the observation
as a condition. The directed edges from the observation to NE labels model
the first kind of information, i.e. the observation evidence. The undirected
edges between adjacent NE labels model the second kind of information, i.e. the
dependence between adjacent labels. Here we use undirected edges, because
adjacent labels mutually depend on each other. Undirected edges are suitable for
modelling mutual dependence. Also this is a first-order model, which implies a
label only directly depends on its immediate neighbours.

Independencies According to the independence semantics of CRNs, conditioned by the observation O, we have the following independencies:
NEi ⊥
⊥ (NEi+2 , NEi+3 ..., NEN ) | NEi+1
NEi ⊥
⊥ (NE0 , NE2 ..., NEi−2 ) | NEi−1
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Factorization On a chain-structured CRN, we obtain the following factorization which is equivalent to the independencies given above:
P (NE1 , NE2 , ..., NEN | O) =

N
−1
Y

CR(NEi ; NEi+1 | O)

i=1

N
Y

P (NEi | O)

(5.1)

j=1

where {NEi , i = 1, ..., N } are discrete random variables whose sample space
consists of all NE labels.
Modelling named entity recognition Finally, the task of named entity recognition can be formalized as a task to find an assignment of a sequence of NE
labels which maximizes the following conditional joint probability:
argmaxne1 ,ne2 ,...,neN P (NE1 , NE2 , ..., NEN | O)

5.2

Part-of-speech Tagging

Part-of-speech (POS) tagging is another important natural language processing
task which can be modelled in a similar way as the task of named entity recognition. The part-of-speech of a word, such as noun, verb, etc., reflects grammatical
functions of the word. Words with similar grammatical properties are grouped
in the same part-of-speech category. The task of POS tagging is to classify each
word in a sentence to a POS category. POS tagging is normally conducted at
sentence level, and often serves as a important pre-processing step for a wide
range of advanced NLP applications. We use the running example to illustrate
this task as follows:
NNP/Victor NNP/de NNP/Graaff VBZ/is DT/a NN/member
PREP/of DT/the NNP/Dutch ADJ/National NNP/Research
NNP/School PREP/for NNP/Knowledge NNPS/Systems ./.
In this example, each word is assigned with a POS tag. There are different
part-of-speech tagsets. The Upenn tagset [38] is the most popular one. Similar
to the task of named entity recognition, from this example, we observe that
there are two kinds of information that can be used in predicting POS tags:
1. Observation evidence The evidence we can observe are just the tokens
in the sentence. For example, some tokens are more likely to be nouns,
such as [School] and [Knowledge], while others, such as [of] and
[for], are prepositions most of the time.

5.2 Part-of-speech Tagging
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2. Dependence between adjacent labels But sometimes observation evidence is not enough to make the correct prdiction. For instance, [de]
(‘the’ in English) in Dutch language is normally an article. But in our
example, [de] is a part of a noun phrase3 . In such a difficult case, we
resort to the second kind of information, i.e. the dependence between
adjacent labels. In other words, [de] is more likely to be in a noun phrase
when its neighbours are nouns.
The observation above suggests that we can use the same chain-structured CRN
to model the task of POS tagging.

Figure 5.2: A Chain-structured CRN for Part-of-speech Tagging

Independencies According to the independence semantics of CRNs, conditioned by the observation O, we have the following independencies:
POSi ⊥
⊥ (POSi+2 , POSi+3 ..., POSN ) | POSi+1 , O
POSi ⊥
⊥ (POS0 , POS2 ..., POSi−2 ) | POSi−1 , O
Factorization Similarly, on a chain-structured CRN, we obtain the following
factorization which is equivalent to the independencies given above:
P (POS1 , POS2 , ..., POSN | O) =

N
−1
Y

CR(POSi ; POSi+1 | O)

i=1

N
Y

P (POSi | O)

j=1

(5.2)
where {POSi , i = 1, ..., N } are discrete random variables whose sample space
consists of all POS tags.
3 In

Dutch, [de] used in this case is call tussenvoegsel.
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Modelling part-of-speech tagging Similar to the task of named entity recognition, part-of-speech tagging can be formalized as the task of finding an assignment a sequence of POS tags that maximizes the following conditional joint
probability:
argmaxpos1 ,pos2 ,...,posN P (POS1 , POS2 , ..., POSN | O)
In order to make the notations general, in the rest of this chapter, we use
S = (S1 , S2 , ..., SN ) to denote labels, no matter NE labels or POS tags. That is
we summarize Equation 5.1 and Equation 5.2 by a single equation as follows:
P (S1 , S2 , ..., SN | O) =

N
−1
Y

CR(Si ; Si+1 | O)

i=1

5.3

N
Y

P (Si | O)

(5.3)

j=1

Related Models

The task of predicting a sequence of labels is normally called sequence labelling.
Sequence labelling has been studied for a long history in different areas. There
exist several widely used models for sequence labelling, such as hidden Markov
models (HMMs) [39], conditional Markov models (CMMs) [40] and conditional
random fields (CRFs) [41].4 All of them can be put under the umbrella of
probabilistic graphical models even although they have been proposed in different areas and for different purposes. Hidden Markov models and conditional
Markov models are directed models. In contrast, conditional random fields are
undirected models. We give a brief review for these models as follows.

5.3.1

Hidden Markov Models

Figure 5.3 depicts a first order HMM. In this picture, S = [S1 , S2 , ..., SN ] is
a sequence of labels, and O = [O1 , O2 , ..., ON ] is a sequence of observation.
Using the task of named entity recognition as an example, [S1 , S2 , ..., SN ] is a
sequence of NE labels and [O1 , O2 , ..., ON ] is a sequence of tokens. HMMs are
directed models, and can be considered as a type of Bayesian network [43].
The independencies of a HMM can be judged by d-separation (Defintion 6).
4 Another popular model is structured (structural) SVM [42] which essentially applies factorization to kernels. Due to its lack of a obvious probabilistic interpretation, we do not include it in this
short review.

5.3 Related Models
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Figure 5.3: Hidden Markov Models

According to the definition of the factorization of Bayesian networks (Definition
3), the factorization of a HMM can be written as follows:

P (S, O) = P (S1 )

N
Y
i=1

P (Oi | Si )

N
−1
Y

P (Sj+1 | Sj ).

(5.4)

j=1

From Equation 5.4, we can see the following facts [44]: (i) HMMs are generative
models. In other words, HMMs model a joint probability P (S, O). This also
leads to a mismatch problem. In the training stage, HMMs optimize a joint
probability P (S, O). But in the decoding stage, HMMs search for a sequence
of labels which maximizes a conditional probability P (S | O). Klein et al. [45]
show that this mismatch problem can decrease accuracy; (ii) The label transition
probabilities P (Sj+1 | Sj ) in Equation 5.4 are not conditioned by observations.
This is also different from other models. For example, in CRNs, we model the
dependence between labels with a conditioned of the observation, which can be
observed from CR(Si ; Si+1 | O) in Equation 5.3. That is, HMMs use universal
label transition probabilities P (Sj+1 | Sj ) without respect to observations. Hence
it is difficult to incorporate observation evidence into HMMs to help predict
label transition probabilities. Transition features extracted from observation
evidence may contain valuable information.
To avoid the mismatch problem, we need to model the conditional probability P (S | O). And in order to utilize the transition features, we can set
observation evidence as a condition in transition factors. Conditional Markov
models discussed below implement these ideas.
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Figure 5.4: A Conditional Markov Model

5.3.2

Conditional Markov Models

Figure 5.4 illustrates a conditional Markov models (CMM) [40]. From the
graph, we can see that: (i) CMMs are directed models (Bayesian networks); (ii)
CMMs are discriminative models which factorize a conditional joint probability
P (S | O), which is different from HMMs. According to Definition 3, we obtain
the following factorization for a CMM:
P (S | O) = P (S1 | O)

N
−1
Y

P (Si+1 | Si , O)

(5.5)

i=1

CMMs avoid the mismatch problem of HMMs because they are discriminative models. And the transition probabilities P (Si+1 | Si , O) are conditioned
by previous label Si as well as the observation O. hence observation features
can be easily encoded into transition probabilities. This is the second advantage
of CMMs over HMMs. But CMMs suffer from another problem called the
label bias problem (LBP) [41]. Intuitively, this problem is caused by the label
dependence (given by Si ) and observation evidence (given by O) are mixed
together in one factor P (Si+1 | Si , O). One of them may dominate the factor
when its distribution is of low entropy, while the other is underestimated or
even ignored. An extreme case is when Si has only one possible out-going
transition Si+1 5 , then P (Si+1 | Si , O) is always equal to 1 no matter what the
observation O is. That is the observation evidence O is ignored and the label
dependence dominates the factor.
We use the following example to illustrate the label bias problem more
clearly. Suppose the training dataset consists of 21 training instances including
5 In

this extreme case, the entropy of P (Si+1 | Si ) is the lowest: 0.
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11 of (rib : XIB), 9 of (rob : YOB) and 1 of (rob : XIB), where {r, o, i, b} are
observations and {X, Y, O, I, B} are tags. At test time, we want to predict the
tags for the observation sequence (rob). Obviously, the correct tags for (rob)
should be (YOB) rather than (XIB). Because there are 9 of (rob : YOB) and only
1 of (rob : XIB). But according to Equation 5.5, P (YOB | rob) = P (Y | r)P (O |
9
9
× 1 × 1 = 21
Y, o)P (B | O, b) = 21
, which is smaller than P (XIB | rob) = P (X |
12
r)P (I | X, o)P (B | I, b) = 21 × 1 × 1 = 12
21 . So CMMs will mislabel (rob) as (XIB).
The reason is that (X) has only one outgoing transition (I). This constrains
P (I | X, o) to be 1 even though P (I | o) is very small. That is (o) is not used for
prediction its tag. The tag of (o) totally depends on the previous tag. From this
example, we can see that the local conditional probabilities P (Si+1 | Si , O) cause
the label bias problem. See Lafferty et al [41], Hong [46] and Zhu et al. [20] for
more discussions. Koller and Friedman [3] also provide examples to explain
this problem.
To avoid the label bias problem, we need to guarantee that the observation
evidence can always be used in predicting the next label6 . This can be done
by decoupling the label dependence and observation evidence into different
factors, such that none of them can dominate the other. Conditional random
fields (Section 5.3.4) and co-occurrence rate networks (Section 5.4) implement
this idea, and hence they are immune to the label bias problem.

5.3.3

Bi-directed Networks

Figure 5.5: A Bi-directed Network

Besides undirected edges, there is another idea to model mutual dependence:
bi-directed edges. As depicted in Figure 5.5, bi-directed networks (BDNs) [47]
6 HMMs

do not suffer from the label bias problem, because the factors P (Oi | Si ) in Equation 5.4
guarantee that the observation evidence is always used.
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use bi-directed edge to model mutual dependence. The factorization of BDNs
can be considered as using pseudolikelihood [48] to approximate the joint
conditional probability as follows:
P (S | O) ∝

N
Y

P (Si | Pai , O)

i=1

where Pai are all parents of Si . For example, Pa2 = {S1 , S3 } in Figure 5.5.
Even though BDNs work well in the case of using rich features in practice,
there are some difficulties to precisely define the independence semantics and
the equivalent factorization for bi-directed networks. If we assign the same
independencies of Markov networks to BDNs, the factorization of BDNs is not
equivalent to these independencies. Also we can not assign the same independencies as Bayesian networks to BDNs, because the d-separation criterion
(Definition 6) does not work for bi-directed edges. To be a well-defined model,
these fundamental issues need to be solved first.

5.3.4

Conditional Random Fields

Figure 5.6: A Conditional Random Field

Figure 5.6 shows a chain-structured conditional random field (CRFs) [41].
The graph structure is essentially the same as the graphs in Figure 5.1 and
5.2. CRFs are conditional (discriminative) Markov networks. According to the
factorization of Markov networks (Definition 9), the factorization of CRFs can
be written as follows:
P (S | O) =

N −1
N
Y
1 Y
ψi (Si , Si+1 , O)
φj (Sj , O),
ZO i=1
j=1

5.4 CRNs are Immune to the Label Bias Problem
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where ZO is a global normalization constant, which is also called partition
function. ψ and φ are non-negative factors defined over pairwise and singleton
cliques.
CRFs avoid the known problems we mentioned above. From the factorization, we can see that CRFs model conditional joint probabilities P (S | O).
Hence they avoid the mismatch problem of HMMs. Also the pairwise factors
ψ(Si , Si+1 , O) models label dependence including the observations. Hence
the observation features can be easily encoded into CRFs. Furthermore, CRFs
decouple the label dependence (modeled by ψ(Si , Si+1 , O)) and observation
evidence (modeled by φ(Sj , O)) into different factors. This guarantees that none
of them can dominate the other. Singleton factors φ(Sj , O) guarantee that O is
always used for prediction. Therefore the label bias problem is avoided.
Nevertheless, the obtaining the maximum likelihood estimation (MLE) of
CRFs can be very expensive [44, 49]. This is because CRFs have no closed-form
MLE, and we need to re-calculate the global partition function ZO for each
instance in each optimization iteration. Co-occurrence rate networks also avoid
the problems above, but they can be trained much more efficiently because
CRNs have a closed-form MLE.

5.4

CRNs are Immune to the Label Bias Problem

In this section, we use an example to illustrate that CRNs are Immune to
the label bias problem (LBP). As we discussed above, the LBP is a model
defect of conditional Markov models (CMMs) [41]. The LBP stems from the
nature of the CMMs factorization (Equation 5.5). The CMMs factorization
includes factors P (Si+1 | Si , O) which are local conditional probabilities. These
local conditional probabilities prefer the Si with fewer outgoing transitions. The
extreme case is when Si has only one possible outgoing transition Si+1 , then
P (Si+1 | Si , O) is always equal to 1 no matter what O is. This is because we need
to normalize P (Si+1 | Si , O) to make its summation equal 1. The ignorance of
the observation O may lead to low accuracy. CRNs (Equation 5.3) are immune
to this problem, because it does not include local conditional probabilities. We
use the following example to illustrate this. In Section 5.6.3, we also provide
experimental evidence.
Suppose the training dataset consists of 21 training instances including
11 of (rib : XIB), 9 of (rob : YOB) and 1 of (rob : XIB), where {r, o, i, b} are
observations and {X, Y, O, I, B} are tags. At test time, we want to predict the
tags for the observation sequence (rob). Obviously, the correct tags for (rob)
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should be (YOB) rather than (XIB). Because there are 9 of (rob : YOB) and only 1
of (rob : XIB). But according to CMM factorization,
P (YOB|rob) = P (Y|r)P (O|Y, o)P (B|O, b) =

9
9
×1×1=
,
21
21

which is smaller than
P (XIB|rob) = P (X|r)P (I|X, o)P (B|I, b) =

12
12
×1×1=
21
21

So CMMs will mislabel (rob) as (XIB). According to Equation 5.3, we have
P (YOB|rob) = CR(Y; O|ro)CR(O; B|ob)P (Y|r)P (O|o)P (B|b)
9/10
9/10
9
9
×
×
×
×1
9/21 × 9/10 9/10 × 1 21 10
9
=
10
=

which is bigger than
P (XIB | rob) = CR(X; I | ro)CR(I; B | ob)P (X | r)P (I | o)P (B | b)
1/10
12
1
1/10
×
×
×
×1
12/21 × 1/10 1/10 × 1 21 10
1
=
.
10
=

That is, CRNs make the correct prediction (YOB) for (rob) in our example.

5.5

Training and Decoding

Training for chain-structured CRNs is a special case of the general training of
CRNs on acyclic clique graphs which we have developed in Chapter 4.
We use the Viterbi algorithm [50] for finding the assignment which maximizes the joint probability of a trained models. The Viterbi algorithm can be
considered as special case of the maximization algorithm described in Section
2.5.1.3. The speciality is that the Viterbi algorithm applies the maximization
operation to chain-structured graphs rather than general graphs. Because the
maximization operation is commutative and localizable, the Viterbi algorithm
over chain-structured graphs can be very efficient, i.e. linear to the size of the
chain.

5.6 Experiments
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Experiments

In this section, we use experiments to compare our chain-structured CRN,
denoted by L-CRN7 , with CRFs8 . We adopt CRF++ version 0.58 [51] as the
implementation for CRFs and LIBLINEAR version 1.94 [52] for as the linear
regression algorithm for solving parameters in L-CRNs (Section ??). We set
the configurations of LIBLINEAR as L2 regularization L2 loss support vector
regression (solving dual). For a fair comparison, we always run software with
a single thread on the same machine9 . We apply CRFs and L-CRNs to two
important natural language processing applications: named entity recognition
(NER) and part-of-speech (POS) tagging.

5.6.1

Named Entity Recognition

The English part of the CoNLL-2003 NER dataset10 [53] is used for our NER
experiment. There are three data files in this dataset: ner.train, ner.testa and
ner.testb. The first one is designed for training and the last two are used for
testing. The size of the label space is 8. These three files include 14,987, 3,466,
3,684 sentences and 204,567, 51,578, 46,666 words respectively. We use the same
orthographic features as those used by Lafferty et al. [41]: “whether a spelling
begins with a number or upper case letter, whether it contains a hyphen, and
whether it ends in one of the following suffixes: −ing, −ogy, −ed, −s, −ly, −ion,
−tion, −ity, −ies”. Additionally, we use the chunk tags and POS tags provided
together with the CoNLL dataset.
Table 5.1: Training Time (Seconds) on NER

CRF
1,666

L-CRN
14

Table 5.1 gives the time taken for training by CRF and L-CRN. We can see
L-CRN can be trained more than 100 times faster than CRFs.
7 Here

‘L’ stands for linear.
et al. [41] and Hong [46] show superiority of CRFs over other models considered in
this chapter. Hence it is reasonable to compare with CRFs which are the state-of-the-art models.
9 Obviously, L-CRNs can be easily parallellized. Each regression model can be trained parallely
with others.
10 This dataset can be downloaded at http://www.cnts.ua.ac.be/conll2003/ner/.
8 Lafferty

92

5 Experiments on Chain-structured CRNs
Table 5.2: Metrics on ner.testa

%
CRF
L-CRN

All
97.00
97.44

Known
98.27
98.80

Unknown
85.42
85.05

Precision
84.66
84.21

Recall
82.31
84.45

F1
83.47
84.33

Recall
74.70
76.43

F1
75.15
76.10

Table 5.3: Metrics on ner.testb

%
CRF
L-CRN

All
95.00
95.55

Known
97.46
98.06

Unknown
80.32
80.62

Precision
75.61
75.78

Table 5.2 and Table 5.3 show the quality metrics achieved by CRF and L-CRN
on ner.testa and ner.testb, respectively. The first three columns show the perword accuracies (%) on all, known and unknown words.11 On all and known
words, L-CRN consistently outperforms CRF slightly on both test data sets.
On unknown words, CRF performs better on ner.testa, but L-CRN performs
slightly better on ner.testb. The last three columns give the precision, recall and
F1 metrics. These metrics were evaluated using the standard CoNLL evaluation
tool12 . CRF obtains better results in precision on ner.testa. But L-CRN obtains
better results in recall and F1 on both data sets.

5.6.2

Part-of-speech Tagging

We use the Brown Corpus [54] in our experiments of part-of-speech (POS)
tagging. Incomplete sentences not ending with a punctuation are excluded
from our experimental dataset. This results in 34,623 sentences. The size of the
tag space is 252. Following Lafferty et al. [41], we introduce parameters for
each tag-word pair and tag-tag pair. We also use the same spelling features as
those used by Lafferty et al. [41]. We split the dataset into two parts: half of
sentences, 17,312, for training, and the other half for testing. Table 5.4 reports
the experimental results.
From these results, we can see the training time taken by CRNs is more
than 100 times less than the time taken by CRFs. This is consistent with the
11 Known words are the words that appear in the training data. Unknown words are the words
that have not been seen in the training data. All words include both.
12 This tool can be downloaded at http://www.cnts.ua.ac.be/conll2000/chunking/
conlleval.txt.
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Metric
Overall
Known
Unknown
Time (s)

L-CRN
94.2
96.4
61.0
1,023

CRF
93.2
95.3
62.3
133,048

Table 5.4: POS Tagging Accuracy (%)

results obtained in the NER task. CRNs also achieve better accuracies on overall
and known words. This result is also consistent with the results obtained in
the NER task. The MLE of CRNs performs better on known words, which is
expected because our model can fit the empirical distribution better. But on
unknown words, CRFs outperform CRNs on both NER and POS tagging tasks.
Maybe this is because the global normalization brings more coherence between
factors, which makes CRFs work better on unseen words. Improving coherence
between factors of CRNs can be an interesting issue in the future.

5.6.3

Modeling Label Bias

We test LBP on simulated data which are generated following Lafferty et al.
[41]. More specifically, we generate the simulated data as follows. There are five
elements in the tag space: {R1, R2, I, O, B} and four elements in the observation
space: {r, i, o, b}. The designated symbol for both R1 and R2 is r, for I it is i,
for O it is o and for B it is b. We generate the paired sequences from two tag
sequences: [R1, I, B] and [R2, O, B]. Each tag emits the designated symbol with
probability of 29/32 and each of other three symbols with probability 1/32. For
training, we generate 1000 pairs for each tag sequence, so totally the size of
training dataset is 2000. For testing, we generate 250 pairs for each tag sequence,
so totally the size of testing dataset is 500. We run the experiment for 10 rounds
ags
and report the average accuracy on tags ( #CorrectT
#AllT ags ) in Table 5.5.
L-CRN
95.9

CRF
95.9

CMM
66.6

Table 5.5: Accuracy for Label Bias Problem

Experiment results show that both CRNs and CRFs are unaffected by the
label bias problem, but CMMs suffer from this problem. These results verify
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our discussion in Section 5.3.

5.7

Summary

In this chapter, we do experiments to test chain-structured CRNs on two important NLP applications, i.e. named entity recognition and part-of-speech
tagging. We compared CRNs with conditional random fields, which is a type
of conditional Markov network. Experimental results show that CRNs can
be trained orders of magnitudes faster than CRFs, and achieve slightly better
results on overall and known words. But on unknown words, CRFs obtains
slightly worse results than CRNs. We make a conclusion that CRNs can be
trained much faster than CRFs, while achieving better or competitive quality on
two NLP applications.

Part II

Open Relation Extraction

CHAPTER 6

A Review of Open Relation Extraction

Outline
In this chapter, we first introduce the task of open relation extraction (ORE)
in Section 6.1. Then we review ORE systems in two perspectives: (i) quality
metrics, and (ii) technical aspects. More specifically, we summarize quality
metrics used for measuring the outputs of ORE systems. Quality metrics define
the objective of ORE systems. We extract quality metrics used by different ORE
systems both implicitly or explicitly, and organize them as a hierarchy multidimensional quality model (Section 6.2). ORE systems can also be distinguished
in technical aspects (Section 6.3).

6.1

Introduction

Relation extraction plays a central role in transforming free texts to structured
data, which enables advanced NLP, IR and web applications. The usefulness of
relation extraction techniques is almost axiomatic in the age of big data. Everyday, there are tons of texts posted on the web. Relation extraction techniques can
be employed to extract use information from unstructured texts automatically.
Relation extraction systems recognize entities in texts, and extract relations
between entities. The underlying model which makes relation extraction an
important technique is that we believe most part of the world can be represented by entities and relations between entities. Such a entity-relation model is
expressive most of the time. In Part II of this thesis, we focus on this interesting
and challenging task: extracting relations from texts. The connection between
Part II and Part I of this thesis is that we formalize the task of relation extraction
with a novel sequence labeling model, which can be considered as a undirected
graphical model. In other words, in Part II we provide a application case for the
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theory developed in Part I.
There are two paradigms developed for relation extraction: (i) closed relation
extraction (CRE), and (ii) open relation extraction (ORE). The difference between
them can be concluded as follows. A CRE system extracts relations limited to
a pre-specified set of relation types. That is given a type of relation, such as
[Married] or [BirthPlace], CRE recognizes, i.e. matches or classifies, pairs
of entities which hold the given relation. For example, if we input [Married] to
a CRE system, it will return a set of pairs of entities, such as ([Bill Clinton],
[Hillary Clinton]). A brief review of CRE systems can be found in Section
6.3.9.
In contrast, open relation extraction, which was firstly introduced by [55],
does not require a pre-specified set of relation types. It discovers relations, i.e.,
extracts relation expressions, between two entities in free texts. We will give an
example in Example 1. [56] argues that when the number of relation types are
massive or cannot be specified in advance, open relation extraction is needed
for exploring unknown relations. For example, in Wikipedia, massive relations
exist and they are updated everyday. It is impossible to pre-specify all relation
types. In such cases, automatically extracting relation expressions between
entities is the key step in exploring unknown relations. ORE systems have
become prevalent due to their ability to explore relations of unknown types.
This is quite effective if we shift to a new domain. Hence, ORE systems are
expected be applied to massive and heterogeneous corpora.
In this thesis, we focus on open relation extraction. Generally, there are two
sub-tasks in open relation extraction: (i) entity recognition, and (ii) relation
expression extraction. We use the following example to illustrate what a typical
ORE system does:
Example 1 [[Lenovo ]] completes acquisition of [[Motorola Mobility]] from Google.
1. Entity recognition. [Lenovo], [Motorola Mobility] and [Google]
are labeled as entities.
2. Relation expression extraction. Relation expressions are also called relation
phrases, relation descriptors, or surface form relations. In this example, we may extract [completes acquisition of], [acquisition
of], or just [acquisition] as the relation expression between the entities [Lenovo] and [Motorola Mobility]. Here we can see the difference between CRE and ORE systems. For an ORE system, we do not
need to input [acquisition] as a pre-specified relation type. Instead,
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[acquisition] is automatically extracted from texts as a relation expression. Unfortunately, there is no standard answer to which one should
be extracted. This is because different ORE systems use different quality metrics which will be described in the next section. According to
[56], relation expressions are “salient textual cues that indicate the relation among them”. Salience means relation expressions extracted are
informative and simple (concise). In this sense, the relation expression
[acquisition] is the best choice. But if we want to build a question
answering system or summarization system based on outputs of an ORE
system, the coherence is an important metric. With respect to coherence,
[completes acquisition of] is the best choice. Hence, the choice
of relation expressions is based on the target application.
Most of ORE systems first recognize entities, then extract relation expressions
between the recognized entities. The only exception is ReVerb [57], which first
detects relation expressions that meet some syntactic constraints, then identifies
entities which are close to the relation expression. The entities involved in
an extraction are called arguments. According to the number of arguments,
extractions can be classified to binary relations, which contain 2 arguments,
or n-ary relations which contain more than 2 arguments. In Example 1, we
can also extract a n-ary relation: (Lenovo; acquire; Motorola Mobility;
from Google), where [acquire] is the relation expression and the others, i.e.
[Lenovo], [Motorola Mobility] and [Google], are three arguments of
[acquire].

6.2

Quality Metrics

There are two basic questions to be answered for any ORE system: (i) What
are good relation expressions? and (ii) How to extract relation expressions?
The answer to the first question is related to the quality metrics for measuring
outputs of ORE systems, and the answer to the second question is related to
technical aspects of ORE systems. As the first question is more fundamental than
the second one, before diving into technical details, which will be described in
the next section, we summarize the quality metrics which are used in different
ORE systems both explicitly or implicitly. ORE systems may implicitly put
multiple dimensions under a general dimension called correctness. This leads to
confusions in many cases. An extraction which is deemed correct in one system
may be considered incorrect for another system. This is because correctness has

100

6 A Review of Open Relation Extraction

different meanings for different systems. In order to reduce confusions, we need
to make metrics more specific. We summarize quality metrics used in difference
ORE systems, and put them together to form a hierarchical multi-dimensional
quality model as depicted in Figure 6.1 for measuring extractions. We explain
each metric as follows.

Figure 6.1: A Hierarchical Multi-dimensional Quality Model for ORE

Faithfulness Extractions should be faithful to facts. This metric applies to
all ORE systems because unfaithful extractions are not useful, and may lead
to a wrong conclusion. There are two methods to ensure faithfulness: (i) context analysis, and (ii) redundancy-based assessor. OLL-IE [58] proposes context analysis to improve faithfulness of extractions. We borrow the following example to show the importance of context analysis. For the sentence,
“Early astronomers believed that the earth is the center of the universe.”, ORE
systems, which only focus on local analysis may obtain such an extraction:
(the earth, be the center of, the universe), which is not a fact. To
alleviate this problem, OLL-IE adds contextual information to its extraction:
((the earth, be the center of, the universe) AttributedTo believe;
Early astronomers). CSD-IE [59] is another context aware system. It add
contextual information to extractions using references:
#1: (Early astronomers) (believe) (#2)
#2: (the earth, be the center of, the universe)
The reason that CSD-IE uses references to represent context information is that
it also considers the minimality metric of extractions, which will be described
later. TextRunner [55] assumes that if a tuple is extracted many times from
different sentences, it is more likely to be faithful to facts. Hence it adds a
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redundancy-based assessor as a post-processing step to filter out extractions of
a low frequency.
Informativeness Banko and Etzioni [56] consider relation expressions as “salient
textual cues that indicate the relation among them”. We understand ‘salient’ as
‘informative’ and ‘simple’ (or concise). ReVerb [57] further points out the problem that extractions by ORE systems may be uninformative (under-specified).
Especially, they consider the phenomenon of light verb construction (LVC). A
LVC structure is a compound of a verb and a noun, with the noun carrying
the main semantic content. That is the verb is too general (under-specific) to
convey useful information. For example, for the sentence, “His hobby gave
birth to a successful business”, the extraction (His hobby; gave; birth) is
not informative. To alleviate this problem, ReVerb applies a simple syntactic
constraint to exclude uninformative extractions. This constraint roughly states
that: every multi-word relation must begin with a verb, end with a preposition,
and be a contiguous sequence of words in the sentence. This constraint is also
used to exclude incoherent extractions in ReVerb. Also Banko et al. [55] classifies extractions as either concrete or abstract. Here concrete and abstract can be
considered as synonyms of informativeness and uninformative, respectively.
Bast and Haussmann [60] improve informativeness via simple semantic
inference. For the sentence, “The ICRW is a non-profit organization headquartered in Washington.”, the extraction (a non-profit organization;
headquartered in; Washington) is uninformative. If we know [The ICRW]
is a [a non-profit organization], a more informative tuple can be obtained by semantic inference: (The ICRW; headquartered in; Washington).
Simplicity Texts between two entities may contain non-essential information
which leads relation expressions to be over-specific. TextRunner deletes nonessential phrases heuristically (e.g., [definitely developed] is reduced
to [developed].). This metric require a relation expressions to be simple
and concise. Also ReVerb [57] excludes over-specific extractions based on
redundancy. The assumption underlying this method is that over-specific
extractions should not take many distinct arguments in a large corpus.
Coherence We understand coherence as ‘almost grammatical’. Banko et al.
[55] first judged whether extractions are well-formed, which is a synonym of
coherence. ReVerb [57] points out that sequence labeling models may output
incoherent extractions. For example, for the sentence “The guide contains dead
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links and omits sites.”, the extraction (The guide; contains omits; sites)
is incoherent. ReVerb [57] excludes incoherent extractions by a simple syntactic
constraint as discussed before.

Minimality The quality metric minimality was first proposed by Bast and
Haussmann [59]. The minimality metric indicates if the extracted triple can
be further decomposed into smaller meaningful triples. The outputs of their
ORE system are used to enhance a formal ontology. Minimality is an important
metric for such an application.

Recall This is an obvious metric. ORE systems try to extract as many correct
tupels as possible from a given corpus. But on the open relation extraction task,
determining the absolute recall is usually precluded by the amount of hand
labeling necessary and the ambiguity of such a task. Relative recall (also called
pseudo-recall) which is computed by taking the union of correct tuples from
different systems is commonly used as the alternative [61].

Scalability ORE systems emphasize on the Web scalability. Scalability is an
important consideration in the age of big data. Processing speed on a single
sentence can affect scalability. Also big data frameworks, e.g. MapReduce, can
significantly improve scalability.
Different applications emphasize on different quality metrics. For example, for
question answering systems [62] or summarization systems, coherence is an
important metric, but minimality is not that important. In contrast, to support a
ontology knowledge base or a full-text semantic searcher [59], coherence seems
not that important, but minimality is an important metric. We also argue that
the general metric correctness is not specific enough to measure the quality of
extractions. More specific metrics are needed to define what is correctness. By
doing this, we can reduce ambiguity. For example, the extraction (Bunsen;
invented; a device) from the sentence “Bunsen invented a device called the
Spectroscope” is coherent, but not informative comparing with the extraction
(Bunsen; invented; Spectroscope). We can not simply say the extraction
is correct or incorrect.

6.3 Technical Aspects
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Technical Aspects

In this section, we review different techniques for extracting relation expressions.
These techniques can be distinguished by the following dimensions.
Extraction vs Inference Most ORE systems only extract relation expressions
which are explicitly expressed in texts. We called such systems explicit ORE
systems. Let r(ei , ej ) be a relation, where r is a relation expression, and {ei , ej }
are two entities. Explicit ORE systems extract r(ei , ej ) only when r and (ei , ej )
appear in the same sentence. In contrast, Riedel et al. [63] proposes a model for
predicting the probability of r(ei , ej ) no matter r and {ei , ej }1 appear in the same
sentence or not. The sample space of all relation expressions (called universal
schemas in the paper), denoted by R, can come from different sources, such as
a pre-defined knowledge base (e.g. Freebase [64]), or outputs of an explicit ORE
system. A random variable Yr,t is set for each r(ei , ej ), where t is an abbreviated
symbol of (ei , ej ). Thus there are |R| × |E| × |E| random variables, where E is
the set of all entities under consideration. Here r(ei , ej ) is distinguished from
r(ej , ei ), because they are set with different random variables, which implies
this model is asymmetric. The distribution P (Yr,t ) is modeled by a logistic
function:
1
P (Yr,t ) =
1 + exp(−θr,t )
where θr,t is a parameter which can be further decomposed into three parts:
latent feature model, neighborhood model and entity model. In the language
of recommendation system, this decomposition can be formalized as a matrix
factorization: a matrix with entries filled with θr,t is decomposed into a product
of three matrices. Training is performed to maximize the difference between
positive and corresponding negative instances for all observed instances. This
model can be used as a post-processing step to improve the precision and
recall of explicit ORE systems. Especially, we expect recall can be improved
significantly because many implicit relations can be predicted by this model.
Shallow vs Deep According to Mesquita et al. [65], ORE systems can be
grouped according to the level of sophistication of the NLP tools they employ:
(i) shallow parsing, e.g. POS tagging; (ii) syntactic dependency parsing; (iii)
semantic role labeling. ORE Systems depending on shallow parsing tools can
1 In

their model, binary relations can be easily extended to n-ary relations.
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extract relations orders of magnitude faster than systems based on deep parsing
tools. Hence, ORE systems using shallow parsing tools show their advantage
when scalability is a critical consideration. But on the other hand, recall can be
lower for such systems.
Manual vs Automatic The training dataset can be obtained manually or automatically. Manually annotating a dataset could be very expensive. Hence, automatic methods such as bootstrapping and distant supervision (also called selfsupervision) get popular. WOE [66] compiles a training dataset from Wikipedia
by the bootstrapping method. Triples including entities and relation expressions are extracted from Wikipedia infobox. Then for each triple, they find a
unique sentence (if exists) in the same article by heuristically matching entities
and relation expressions. Distant supervision [67] assumes that: if two entities
involved in a relation, then all sentences that mention these two entities express
that relation. The difference between the bootstrapping method and distant supervision is that the bootstrapping method also matches the relation expression
in a sentence while distant supervision only matches entities. Riedel et al. [68]
releases the assumption of distant supervision to: if two entities involved in a
relation, at least one sentence which mentions these two entities express that
relation.
Rule-based vs Probabilistic For rule-based systems, a set of extraction patterns are first compiled manually. Then these rules are applied to sentences to
extract relations. In contrast, for probabilistic systems, extraction patterns are
predicted by probabilistic models trained by data.
Binary vs N-ary All ORE systems are able to extract binary relations. Some of
them can also extract n-ary relations.
Verbs vs Others Based on the analysis of 500 randomly selected sentences,
Banko and Etzioni [56] claim that about 95% of binary relations are expressed
using a small set of relation-independent lexico-syntactic patterns. This indicates
that ORE systems are technically feasible. By a investigation of the lexicosyntactic patterns given by Banko and Etzioni [56], we can find that most
of these patterns are verb-mediated patterns, and others are noun-mediated
patterns. Most ORE systems can extract verb-mediated relations. Some of them
may also extract relations expressed in other lexico-syntactic patterns.

6.3 Technical Aspects
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In the remainder of this section, we review a set of state-of-the-art ORE
systems in their technical aspects.

6.3.1

TextRunner

TextRunner [55] is the pioneering system2 to demonstrate the ORE paradigm.
TextRunner consists of three components: an extractor, a classifier and an
assessor.
Extractor The input of the extractor is a sentence and the output is a tuple
t = (ei , ri,j , ej ), where ei and ej are two entities and ri,j is a relation expression.
A part-of-speech (POS) tagger is employed as a pre-processing step. The entities,
ei and ej , are recognized by identifying noun phrases with POS tags. The
relation expression is formed by examining the text between ei and ej and
normalizing the text by deleting unimportant words heuristically.
Classifier The tuple t = (ei , ri,j , ej ) output by the extractor is then input to a
classifier. The classifier outputs a boolean value which indicates whether the
input relation is trustworthy. If the the judgement is positive, the relation will
be stored by TextRunner. Otherwise, the relation will be discarded. TextRunner uses a naive Bayes classifier, which is essentially a Bayesian network for
classification. The training data is labelled by the distant supervision method.
For each sentence in the training data, it employs the Stanford parser to obtain
the dependency3 graph representation of the sentence. Then a set of manually
compiled rules are applied to judge if the extraction is trustworthy. These rules
use the features extracted from the dependency graph and POS tags.
Assessor After the classification, TextRunner collects a set of positive tuples.
An assessor further evaluates the confidence for each tuple based on redundancy.
t = (ei , ri,j , ej ) is a correct relation given that it was extracted from k different
sentences.
Banko and Etzioni [56] replace the Naive Bayes (NB) model used by Banko
et al. [55] with CRFs. Similar shallow syntactic features, such as POS tags, are
used for training CRFs. For positive examples, a relation expression is extracted
2 Preemptive IE developed independently by Shinyama and Sekine [69] also proposed the idea
of avoiding relation-specifictiy.
3 Here, dependency means linguistic dependency which is completely different from the concept
of the probabilist dependency described in Part I.
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by the CRF model. This model boosts F1-measure by 63% comparing with the
naive Bayes model. The source code and datasets of TextRunner are included in
the OpenIE project which is available online4 . The OpenIE project also contains
implementations of other systems, such as SRL-IE, ReVerb, R2A2 and OLL-IE,
which will be discussed as follows.

6.3.2

SRL-IE

In contrast to TextRunner which utilizes shallow syntactic features, such POS
tags, SRL-IE [61] is based on the outputs of a semantic role labeling (SRL) system,
i.e. UIUC-SRL. Semantic role labeling system requires expensive deep syntactic
parsing. The key observation of SRL-IE is that semantically labelled arguments
almost always correspond to the arguments in an ORE extraction, which shows
the tight connection between these two NLP tasks. SRL-IE converts outputs of
UIUC-SRL to binary or n-ary relations by a set of rules.

6.3.3

WOE

Wikipedia-based open extractor (WOE) [66] has two versions which are denoted
by WOEparse and WOEpos , respectively.
The WOEpos system uses the same shallow syntactic features as those used
by TextRunner. And WOEpos also employs CRFs. The only significant difference between WOEpos and TextRunner is in how they construct training data.
WOEpos automatically builds training examples by the bootstrapping method.
This results in 301,962 sentence-triple pairs. These pairs are used as positive
examples for training WOEpos . For training WOEparse , they apply the Stanford
dependency parser to extract the shortest dependency path between a pair of
entities. Then 15,333 distinct extraction patterns are identified automatically
based on these shortest paths.

6.3.4

ReVerb and R2A2

ReVerb [57] observes that TextRunner and WOE may output uninformative
or incoherent extractions. ReVerb introduces a simple syntactic constraint to
excluding uninformative or incoherent extractions. R2A2 [70] further employs
machine learning methods to determine the boundaries of arguments in a
relation, which alleviates incoherent and uninformative relation expressions.
4 http://openie.allenai.org/
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OLL-IE

Mausam et al. [58] present OLL-IE (open language learning) for open relation
extraction. OLL-IE collects a data set consisting of (sentence, tuple) pairs with
the bootstrapping method. The outputs of ReVerb, which are relation tuples, are
used as seeds by OLL-IE. It collects sentences which includes all components
in a relation tuple. Then OLL-IE applies dependency parser to obtain the dependency path for each sentence. Extraction patterns are automatically learned
from these pairs. The learned extraction patterns can be classified into two types:
purely syntactic patterns which do not use lexical features, and semantic/lexical
patters which rely on some lexical specific features. As we mentioned in Section 6.2, OLL-IE also proposes context analysis, which improves faithfulness of
extractions.

6.3.6

ClausIE

The claus-based IE system (ClausIE) [71] first decomposes a sentence into coherent clauses. This is done by examining the dependency graph of a sentence.
Relative clauses and clauses connected by coordinated conjunctions, such as
‘and’ or ‘or’, are also considered. Then the identified clauses are classified into
7 general types. This categorization is mainly based on the properties of the
central verb of a clause. For example, transitive verbs (V) require a subject (S)
and a direct object (O). A clause with a transitive verb is of the SVO type. In
contrast, intransitive verbs (V) only require a subject (S). Objects are not mandatory. Other constitutes are optional. A clause containing a intransitive verb is
classified as the type of SV. The type of a clause indicates whether a constitute
in the clause is essential or optional in a relation extraction. Finally, based on
the types of clauses, relation extractions are generated correspondingly.

6.3.7

EXEMPLAR

EXEMPLAR [65] applies a set of rules to the dependency graph of a sentence
to extract binary and n-ary relations. These rules are derived from a careful
study of all dependency types generated by the Stanford dependency parser.
They claim 86% of n-ary relations are covered by six syntactic patterns. Through
their analysis, three relation types were found. EXEMPLAR is then developed
specifically to recognize these relation types as well as their variations.
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CSD-IE

Bast and Haussmann [59] present contextual sentence decomposition (CSD-IE)
for open relation extraction. The basic idea of CSD-IE is very similar to ClausIE.
CSD-IE decomposes a sentence into several contexts which contain independent
information of the sentence. The concept of contexts used within CSD-IE is
similar to the concept of clauses used within ClausIE. After the decomposition
step, relation triples are extracted from these contexts. This system has been
developed independently of ClausIE. Bast and Haussmann [59] also propose
the minimality as an important metric for measuring quality of extractions.

6.3.9

Closed Relation Extraction

As mentioned in Section 6.1, closed relation extraction formulates the relation
extraction task as a supervised binary classification problem. Both syntactic
and semantic features have been used for classification. Particularly, kernel
methods [72, 73, 74] have been used to model the similarity between structural
objects, such as string sequence, parse tree and dependency path. One important observation by Bunescu and Mooney [74] is that the shortest dependency
path between two entities encodes sufficient information to extract the relation
between them. The recall of their system, which is based on the dependency
path kernel, is significantly better than tree based kernels [72, 73] while obtaining comparable precision. Bach and Badaskar [75] give a more comprehensive
review on this topic.

CHAPTER 7

SimpleIE: a Simplification Model for Open
Relation Extraction

The contents of this chapter will be submitted to the journal Transactions of the
Association for Computational Linguistics. The source code of SimpleIE, data
sets and experimental outputs that appear in this chapter are all available upon
request1 .

Outline
In this chapter, we develop our model SimpleIE for extracting relation expressions between two entities2 . SimpleIE targets at providing a general model
which can represent diverse extraction patterns. Also SimpleIE is a data-driven
model which can automatically learn extraction patterns from data.
This chapter is organized as follows. In Section 7.1, we use real-world examples to show that diverse extraction patterns can be represented with a sequence
of simplification operations, including insertion, deletion, splitting, reordering,
and substitution. These examples motivate us to represent extraction patterns as
a sequence of simplification operations in SimpleIE. Section 7.2 provide details
of our model. SimpleIE is essentially a sequence labeling model. The label
space consists of simplification operations. In Section 7.3, we manually annotate a data set which is complied from Wikipedia for open relation extraction.
Experiments are reported in Section 7.4. Experimental results show that with
proper training data sets, SimpleIE boosts recall and F1-score by at least 15% on
all three benchmark data sets meanwhile obtaining very competitive precision.
1 The source code, datasets and outputs can be requested by sending a message to
(zhuzhemin@gmail.com).
2 Currently, SimpleIE can only work on binary relations. We leave extracting n-ary relations to
future work.
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High recall scores show that SimpleIE is a general model which can represent
and capture diverse extraction patterns in training data. In Section 7.4.5, we
compare CRNs with CRFs by embedding them as the sequence labeling model
in SimpleIE. Experimental results show that CRNs can be trained orders of
magnitude faster than CRFs while obtaining equal quality.

7.1

Motivated by Examples

In this section, we give examples to illustrate that an informative and coherent
relation expression can be extracted by applying a sequence of simplification operations to the dependency path between two entities. Simplification operations,
including insertion, deletion, splitting, reordering, and substitution, are widely
used in sentence simplification. In sentence simplification, a long and complex
sentence is re-written into several short and simple sentences by simplification
operations (See Section 7.6 for a brief introduction of sentence simplification.).
A dependency path is the shortest path3 between two nodes (representing two
entities) in the dependency graph of a sentence. A sentence can be represented
as a dependency graph. Each node of a dependency graph represents a word in
the sentence, and each edge of the graph represents a (linguistic) dependency
relation, such as subject, direct object and auxiliary, between the two words attached to the edge. Dependency graphs can be constructed by some off-the-shelf
tools, e.g., the Stanford CoreNLP [76].
Previous works [66, 58] have shown dependency paths are valuable for
open relation extraction. Even though a dependency path contains valuable
information for relation extraction, we together with previous works [56, 57]
observe that in most cases, simply extracting words from a dependency path
will result in a unsatisfactory relation expression. The reasons can be concluded
as follows. on one hand, mandatory or important components of a relation may
not appear in the path, which need to be inserted (see Example 1). On the other
hand, dependency paths may contain unimportant, redundant or irrelative
information to a relation, which needs to be deleted (see Example 2). Moreover,
multiple relations may appear together in one path. In this case, we need to split
the path to into multiple relations (see Example 5). Also sometimes words in a
path do not appear in the correct order, which should be reordered (see Example
6). Finally, sometimes to obtain a meaningful relation expression we need to
substitute words in the path with other words (see Example 3).
3 There

may be more than one shortest paths between two nodes. In this case, we randomly
select one of them.
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In the modeling aspect, SimpleIE targets at providing a general model which
can be used to represent diverse extraction patterns. Most of previous works
focus on one or several specific kinds of extraction patterns. And once these
patterns are complied manually or learned from data, they are fixed. In contrast,
SimpleIE decompose an extraction pattern into components, i.e., a sequence of
simplification operations. These components can be re-combined to generate
new extraction patterns with respect to observed features. The O-CRF model
proposed by Banko and Etzioni [56] also represents a extraction pattern as a
sequence labeling model. But O-CRF essentially only considers the deletion
operation. This can be observed from its label space which consists of three
labels: B (begin of the relation expression), I (in the relation expression) and O
(out of the relation expression). O-CRF assigns these BIO labels to each word
of the text between two nouns in a sentence. The words with label O will be
deleted and words assigned with other labels form the relation expression.
From the examples given in this section, we can see that a wide range of
extraction patterns cannot be represented with a sequence of only deletion
operations. In other words, deletion operation is not sufficient to model a wide
range of extraction patterns. In this sense, SimpleIE, which considers insertion,
deletion, splitting, reordering, and substitution operations, extends O-CRF to
more rice operations. Another difference between O-CRF and SimpleIE is that
O-CRF applies operations to the text between two nouns in the sentence. In
contrast, SimpleIE applies operations to the dependency path between two
entities in the dependency graph. Words which are out of the text between two
nouns in a sentence may have tight dependency relations with the words in
the text segment. O-CRF will miss these words. In contrast, benefited from
the dependency graph representation, SimpleIE can potentially survive these
words.
Example 1 On November 4, 2008, Obama delivered victory speech in Chicago’s
Grant Park.
Figure 7.1 depicts the (Stanford) dependency graph4 representation of the
sentence given in Example 1. For the sake of readability, we give a brief explanation of the dependency relations which appear in this example. A comprehensive description of Stanford dependencies is provided by Marneffe and
4 Originally, for each word in the sentence, there will be a corresponding node in the dependency
graph. To simplify the dependency graph, we merge the nodes containing words that belong to the
same noun phrase to one node. For example, the words in [Chicago’s Grant Park] are put in
one node.
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Figure 7.1: Dependency Graph of Example 1

Manning [77].
• nsubj : nominal subject
• dobj : direct object
• prep : preposition
• nn : noun compound modifier
We examine the shortest path between [Obama] and [Chicago’s Grant Park]
in Figure 7.1. Directly extracting words on this path results in a uninformative
relation expression: ([Obama]; [delivered in]5 ; [Chicago’s Grant Park]). The
problem is the direct object [speech] does appear in this path. To obtain a
complete relation expression, we need to insert the direct object to the relation
expression. That is to apply an insertion operation (label: insert_dobj, see
Section 7.2.4) to the node [delivered]. By doing this, we obtain the relation
expression as we expect: ([Obama]; [delivered speech in]; [Chicago’s Grant
Park]), where the order of insertions is judged according to the word order in
the original sentence.
Previous works, such as WOE [66] and ReVerb [57], also notice the necessity
of the insertion operation. But WOE only focuses on a specific case of direct
object. In many other cases, we also need the insertion operation, such as
completions and noun modifiers. And also WOE does not consider other kinds
of operations which are considered by SimpleIE. ReVerb points out that WOE
may miss complements to LVCs (light verb constructions), which can result in
5 The

preposition is added by default.
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uninformative extraction. To alleviate this problem, ReVerb imposes a simple
syntactic constraint to extractions. But such a hard constraint can filter out a lot
of good extractions and results in low recall. Also notice that LVCs are lexically
specific. Hence we need lexical level features. That is some verbs are LVCs, but
others are not. They should be treated differently. For LVCs, we need to insert
their complements. But for non-LVCs, we do not insert completions. We give
the following examples to illustrate this.
Obama on Tuesday assigned federal appellate Judge Sonia Sotomayor to the Supreme
Court.
The extraction ([Obama]; [assigned]; [Sonia Sotomayor]) is not that informative because the verb [assigned] does not bear the main semantics. In other
words, the verb is too light (general) to convey useful information. We prefer the
other extraction ([Obama]; [assigned to the Supreme Court]; [Sonia Sotomayor]).
But for another sentence:
Obama won the 2004 General Election with 70 percent of the vote.
The extraction ([Obama]; [won]; [2004 General Election]) is informative by
itself even without the completion phrase [with 70 percent of the vote]. To
distinguish these two cases, i.e. [assigned] and [won], lexical level features are
required.
Example 2 Obama was re-elected president in November 2012, defeating Republican
nominee Mitt Romney.

Figure 7.2: Dependency Graph of Example 2

• vmod : verbal modifier
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• aux : auxiliary

In this example, we extract relations from three shortest paths as follows.
1. For the shortest path between [Obama] and [Mitt Romney], we delete
the node [re-elected] and extract the relation ([Obama]; [defeating]; [Mitt
Romney]). In other words, we apply a deletion operation (label: delete) to
the node [re-elected]. The necessity of the deletion operation in extracting
relations has also been noticed by previous works, such as ReVerb [56].
2. There is a noun-mediated relation existing between [Republican nominee]
and [Mitt Romney]: ([Mitt Romney]; [be]; [Republican nominee]). To
extract this relation expression, we need to insert the copula verb [be]
between [Republican nominee] and [Mitt Romney]. That is an insertion
operation (label: insert_0 be0 ) is applied to the node [Mitt Romney]. To
our knowledge, there is no previous work which explicitly points out the
necessity of inserting additional words into a relation expression. But by
checking the output of OpenIE 4.1 (http://openie.allenai.org/)
and ClausIE [71], we find they do insert some additional words which
have not appeared in the sentence to the relation expressions.
3. There is another relation existing between [Obama] and [president]: ([Obama];
[was re-elected]; [president]), which can be obtained by applying an insertion operation (label: insert_aux) to the node [re-elected].
Example 3 As First Lady, Clinton hosted numerous White House conferences.

Figure 7.3: Dependency Graph of Example 3

• pobj : object of a preposition
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• amod : adjectival modifier
In this example, we examine the shortest path between [Clinton] and [First
Lady]. From this path, we expect to extract the following relation: ([Clinton];
[be]; [First Lady]). Two operations are needed to achieve this relation. The first
operation is a deletion operation applied to the node [hosted], which has been
discussed in the previous example. The second operation is a substitution operation applied to the node [As]. This substitution operation (label: substitute_0 be0 )
replaces the node [As] with the word [be]. To the best of our knowledge, we are
the first to use the substitution operation.
Example 4 Obama’s mother, Stanley Ann Dunham, was born in Wichita, Kansas.

Figure 7.4: Dependency Graph of Example 4

• auxpass : passive auxiliary
In this example, (i) [Stanley Ann Dunham] is an appositive of [Obama’s
mother]. From the path between them, by applying an insertion operation
(insert_0 be0 ) to the node [Obama’s mother], we obtain the following relation
between these two nodes: ([Obama’s mother]; [be]; [Stanley Ann Dunham]). (ii)
By applying an insertion operation (label: insert_auxpass) to the node [born],
we obtain ([Obama’s mother]; [was born in]; [Wichita, Kansas]) from the two
nodes. (iii) Additionally, if we apply a deletion operation (label: delete) to the
node [Obama’s mother] and apply an insertion operation (label: insert_auxpass)
to the node [born], we obtain the third relation: ([Stanley Ann Dunham]; [was
born in]; [Wichita, Kansas]) from the path between [Stanley Ann Dunham] and
[Wichita, Kansas].
Example 5 Obama worked as a attorney and taught constitutional law at University
of Chicago from 1992 to 2004.
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Figure 7.5: Dependency Graph of Example 5

• conj : conjunction
In this example, we examine the shortest path between [Obama] and [University of Chicago]. This path contains two verbs [worked] and [taught]. They
are connected by a conjunction [and], which indicates there are two relations
existing together in one path. We need to split the path into two parts to obtain
two relations. This can be done by applying a splitting operation (label: split) to
the node [taught] to obtain two paths. Then from these two paths, we further
extract the two relations that we expect: ([Obama]; [worked at]; [University of
Chicago]) and ([Obama]; [taught law at]; [University of Chicago]). See Section
7.2.4 for actions defined for a split operation.
Example 6 Sonia Sotomayor, nominated by Obama on May 26, 2009, was confirmed
on August 6, 2009.

Figure 7.6: Dependency Graph of Example 6

For the path between [Sonia Sotomayor] and [Obama], we expect to extract
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an active voice relation expression6 :([Obama]; [nominated]; [Sonia Sotomayor]).
To obtain this relation, we need to completely reorder the nodes in the path7 That
is to apply reorder operations (label: reorder) to both nodes [nominated] and
[Obama]. See Section 7.2.4 for actions defined for a reorder operation.
Our experience of annotating the Wikipedia data set (described in Section 7.3)
shows that almost all of paths in the data can be transformed to informative
and coherent relation expressions by applying a sequence of simplification operations to nodes in the path. In other words, almost all extraction patterns can be
represented with a sequence of simplification operations including operations
of deletion, insertion, splitting, substitution and reordering.

7.2

The Model: SimpleIE

In this section, we describe the details of the model SimpleIE. We have illustrate
the idea of SimpleIE by examples in the previous section. The core part of
SimpleIE is a sequence labeling model which assigns simplification operations
to each node in a dependency path.
Input The inputs of SimpleIE are:
1. The dependency graph of the sentence from which we extract relations.
We use the Stanford dependency parser in SimpleIE because this parser
performs well and provides good documents with the software. But
SimpleIE does not depend on a specific parser. Other parsers can be
used to replace Stanford parser in SimpleIE if they show advantages over
Stanford parser.
2. Two given entities in the sentence which correspond to two nodes in the
dependency graph. Entities can be recognized by the method described
in Section 7.5. But entity recognition is not the core part of SimpleIE.
SimpleIE focuses more on extracting informative and coherent relation
expressions between two given entities. Also currently, SimpleIE does
not support co-reference resolution. Hence, the entities are allowed to be
pronouns. SimpleIE will find the shortest path between these two given
6 Normally, active voice is considered simpler than passive voice. This also benefits normalization
of expressions.
7 The source and target of a path is decided by their relative order in the original sentence.
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entities in the dependency graph, and extract relation expression from the
path.

Output The output of SimpleIE is NULL if there is no relation existing between
the two given entities in a sentence. Otherwise, SimpleIE returns a relation
expression. We give the following example to illustrate this.
Example 7 Steve Ballmer was succeeded by Satya Nadella on February 4 , 2014 ,
who previously led Microsoft ’s Cloud and Enterprise division .
For this sentence, if the two entities are [Satya Nadella] and [Microsoft ’s
Cloud and Enterprise division], SimpleIE is expected to output ([Satya Nadella];
[led]; [Microsoft ’s Cloud and Enterprise division]). If the two given entities are
[Steve Ballmer] and [Microsoft ’s Cloud and Enterprise division], SimpleIE is
expected to output NULL.
Core steps

SimpleIE consists of three core steps:

1. A binary classifier judges if there is a relation existing between two entities.
The input is the shortest path between two entities. The output is ‘True’
if there is a relation. Otherwise, it outputs ‘False’. SimpleIE uses libSVM
[78] as the binary classifier.
2. If the output of the first step is positive, we go on to the second step. In this
step, SimpleIE uses a sequence labeling model to assign operation labels,
such as insert_0 be0 or delete described in previous examples, to each node
in the path. According to these operation labels, relation expressions can
be extracted by following the pre-defined actions of operations (Section
7.2.4). We try both CRNs8 developed in the Part I of this thesis as well as
CRF++9 as the sequence labeling model in our experiments.
3. As described in Section 7.2.4, the insertion operation has two kinds of
parameters. The first kind is to insert a string. For example, in Example
2, the string [be] is inserted to obtain the relation ([Mitt Romney]; [be];
[Republican nominee]). This kind of insertion operation is denoted by
a label: insert_0 be0 , where ’be’ is a parameter of string type. The other
kind is to insert an adjacent dependency edge. For example, in Example
8 https://github.com/zheminzhu/Co-occurrence-Rate-Networks
9 http://taku910.github.io/crfpp/
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1, the edge [dobj] is inserted to obtain the relation ([Obama]; [delivered
speech in]; [Chicago’s Grant Park]). This operation is denoted by the label:
insert_dobj, where dobj is a parameter of edge type. SimpleIE treats these
two kinds of insertion operations differently. The first kind of insertion
operations are treated in the same way as other kinds of operations in the
second step. The second kind of insertion operations are treated separately
in this step. For each adjacent edge of a node in the path, SimpleIE uses a
binary classifier to judge if the edge should be inserted or not. Again, the
libSVM is employed for this task.
In the following three sub-sections, we detail these three steps.

7.2.1

Step 1: Is There a Relation?

In this step, SimpleIE judges if there exists a relation between two given entities.
This can be formulated as a binary classification task. The input are features
extracted from the dependency path and the surrounding information in the
graph. The output is ‘True’ or ‘False’.
We adopt the SVM (Support Vector Machine) as the classifier. SVM holds
some nice properties. In SVM, the original feature space is implicitly transformed to a high-dimensional (which even can be infinite) feature space using
kernels. In this high-dimensional space, SVM finds a linear separator (hyper
plane) with a maximum margin, while the sum of errors (wrongly sided nodes)
with respect to the margin is bounded to a constant. An attractive property of
SVM to our task (also to many other NLP tasks) is that only the points close to
the boundary play an important role in the optimization process, while other
points are kept away as safe as possible. We extract the following features from
the dependency path as the input of the SVM model:
1. The length of the path.
2. Unigram directed dependencies. For example, for the path between
[Obama] to [Mitt Romney] in Figure 7.2, we extract the following unigram
directed dependencies: (nsubj ↑), (vmod ↓), and (dobj ↓). The symbol ↑ represents the direction from source to target, and ↓ represents the direction
from target to source.
3. Bigram directed dependencies. For example, for the path between [Obama]
to [Mitt Romney] in Figure 7.2, we extract the following bnigram directed
dependencies: (nsubj ↑ vmod ↓) and (vmod ↓ dobj ↓).
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4. Trigram directed dependencies.
5. Bigram POS (part-of-speech) tags.
6. Trigram POS tags.
To avoid endowing unwanted metric and order structures10 to a categorical
feature, we use the dummy coding as the representation of categorical features.

7.2.2

Step 2: Assigning Operation Labels to Nodes

7.2.2.1

Operation Labeling

If the output of Step 1 is positive, we go on to assign operation labels to nodes in
the path to extract a relation expression. This is essentially a sequence labeling
model. After operation labels are assigned, SimpleIE executes corresponding
actions as defined in Section 7.2.4 to extract relation expressions. Using the
features extracted from the dependency path and its surrounding information
in the graph, a sequence labeling model, such as CRNs or CRFs, is employed
to assign operation labels to each node in the path. If there is no simplification
operation applied, the node will be labeled with NULL. This means SimpleIE
just needs to copy the word of the node to the relation expression.
The label space of operations is described in Section 7.2.4. Especially, for
the operations with string parameters, e.g., insert_0 str0 and substitute_0 str0 , the
size of their label space depends on how many different strings are inserted
or substituted in the training data set. We find that the strings inserted or
substituted are limited to a small set. On our Wikipedia data set, there are
11 insertion strings: [from], [be], [of], [in], [on], [be from], [during], [have], [,]
and [be born], and [’s]. Also substitution strings are limited to [served as->be],
[rather than->not] and [as->be].
We use the following features for training the sequence labeling model:
1. The dependency of the edge before current node. If current node is the
first node in a path, we assign NULL to be the value of this feature.
2. The dependency of the edge after current node. If current node is the last
node in a path, we assign NULL to be the value of this feature.
10 For example, we do not want there is a distance measurement between nsubj and dobj. We
also do not want there is an order between them. If we do not use dummy coding, the metric and
order structures will be implicitly introduced to the feature space.
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3. The lemma of the current node.
4. The POS tag of the previous node.
5. The POS tag of the current node.
6. The POS tag of the next node.
7. The trigram POS tags of the previous, current and next nodes.
8. The bigram directed dependencies of the two adjacent edges of the current
node on the path.

7.2.3

Step 3: Inserting Dependency Edges

In this step, for each node in the path and for each adjacent edge, which does not
appear on the path, of the node, SimpleIE judges if the edge should be inserted
or not. This can be formalized as a binary classification task. In Example 1, we
insert the edge dobj into the path between [Obama] and [Chicago’s Grant Park].
This results in the relation: ([Obama]; [delivered speech in]; [Chicago’s Grant
Park]). Note that inserting an edge means inserting the beginning node of the
edge, e.g., [speech] is the beginning node of the edge dobj, into the relation.
For each kind of dependency edges, we train a SVM model to decide if an
edge should be inserted or not. For Stanford Dependencies (version 3.5.1)11 ,
there are 48 different types of dependencies. Hence, we train 48 separate SVM
models for each dependency. We extract the following features for SVM models:
1. The POS tag of the current node, which is also the end node of the edge to
be judged.
2. The POS tag of the start node of the edge.
3. The edge before the current node on the path.
4. The edge after the current node on the path.
5. The pair of lemmas of the edge to be judged.
11 The

latest manual can
dependencies_manual.pdf

be

found

at

http://nlp.stanford.edu/software/
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Labels and Actions of Operations

After we obtain an operation label to a node, pre-defined actions of this operation label will be applied to the node to extract texts and form a relation
expression. Table 7.1 shows operations and their corresponding labels.
Operation
insert
delete
reorder
split
substitute
null

Labels
insert_0 str0 or insert_dep
delete
reorder
split
substitute_0 str0
null

Table 7.1: Operations and Their Labels

As we discussed, insert operations have parameters attached to their labels,
which tell what should be inserted. There are two kinds of parameters: string
(insert_0 str0 ) and dependency (insert_dep). insert_0 str0 means the string 0 str0 will
be inserted, and insert_dep means the node attached to the dep will be inserted.
See insert_0 be0 and insert_aux in Example 2. Similarly, a substitution operation
also has a string parameter 0 str0 , which says the current node should be replaced
by 0 str0 . The number of elements in their (insertion and substitution) label
spaces is decided by the training data. Other operations have no parameters.
Hence there is only one element which indicating the type of operation in their
label. The action of the deletion operation indicates the text of the current node
will not be used in constructing the relation expression. And the null operation
indicates the text of the current node will be simply copied to the expression.
If we encounter a split operation, the path will be duplicated into two paths.
The split node will only appear in one of them. Its previous node will appear in
the other path. Then two relations will be extracted separately from these two
paths.
If the current node is assigned with a reordering operation, this node will be
put before its previous node in the original path. We call this partial reordering.
Figure 7.7 gives an example to illustrate partial reordering. Partial reordering is a
subset of full (arbitrary) reordering. We found partial reordering is sufficient for
our task. More importantly, partial reordering can be represented as sequential
labels.

7.3 Wikipedia Dataset
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Figure 7.7: Example of Partial Reordering

7.3

Wikipedia Dataset

We manually annotate a data set for open relation extraction. To this end, we
would like to contribute it to the community for fostering research on this
interesting and challenging topic. Our dataset consists of sentences compiled
from the following English Wikipedia pages: ‘Barack Obama’, ‘Hillary Clinton’,
‘Google’, ‘Microsoft’, ‘London’, and ‘Harvard University’. Wikipedia markups
are cleaned by the tool JWPL [79]. Wikipedia articles are tokenized and split
into sentences using the Stanford CoreNLP [76]. We select sentences which meet
the following two constraints for annotating:
1. There is no duplicate words in the sentence. This is an engineering consideration. The reason is that we need to translate the annotation of relations
in text into sequences of simplification operations. These sequences of
simplification operations can be used for training the sequence labeling
model. To avoid disambiguation in the translation process, we simply
impose this constraint. Note that this constraint only required in training
step. In the decoding step, any sentences can be processed.
2. The length of the sentence is upto 35 words. Because for sentences which
are longer than 35 words, errors happen more frequently in parsing the
sentence to construct a dependency graph. These errors will trouble the
training according to the trash-in-trash-out principle.
Briefly, the principle to construct our data set is that we want to avoid errors in
the dataset as much as possible. We also develop a web interface (Figure 7.8) to
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ease the annotation.

Figure 7.8: Annotation Interface

For a given sentence, we first manually select two entities appearing in
the sentence. An entity can be a named entity, a pronoun, or a noun phrase.
Then we manually extract a relation expression for these two entities. We are
keeping the quality metrics described in the previous chapter in mind when
we are doing the annotation. More specifically, annotations are expected to be:
faithful, informative, coherent, simple and minimal. When we encounter some
dilemmas, we just skip the annotation. The principle under our annotation is
that we only produce annotations for which we have high confidence.
#Sent.
266

#Path
925

Avg.
3.36

Min.
1

Max.
10

#Pos.
557

#Neg.
368

Table 7.2: Statistics of the Wikipedia Dataset

Table 7.2 lists basic statistics of the annotated data set. The number of sentences in the data set is 266. There are 925 paths or entity pairs to be considered
for relation extraction. The average length of these paths is 3.36, i.e., the number
of edges in the path, with maximum length of 10, and minimum length of 1.
Among these 925 paths, 557 of them are positive examples, and the rest 368 are
negative examples which means there is no relation existing for these paths.

7.4 Experiments
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Experiments

Our experiment methodology follows the method used by Mesquita et al. [65].
Mesquita et al. [65] provide five benchmark data sets. Three of them are manually annotated for testing binary relation extractions. These are suitable data
sets for testing our SimpleIE. The fourth data set is for testing n-ary relation
extractions. As at current stage, SimpleIE does not support n-ary relation extraction, we do not use this data set. The last data set is generated automatically
by machine. As the quality of this dataset is not as good as human annotations,
we do not use this data set in our experiments. Hence, finally, we use the three
human annotated binary relation data sets in our experiments. We give a brief
description of these three data sets as follows.
1. PENN-100. This dataset was originally provided by the TreeKernel’s
authors [80]. PENN-100 constains 100 randomly chosen sentences from
Penn Treebank.
2. WEB-500. WEB-500 is a widely used data set which is originally developed
by Banko and Etzioni [56] for testing TextRunnder. The sentences are
collected from web by querying a search engine with pre-defined relations.
Sentences from web are often informal. Informality is a big challenge to
NLP techniques which were originally developed for well-written texts.
This data set contains 500 sentences.
3. NYT-500. This dataset contains 500 randomly collected sentences from
the New York Times corpus [81]. Sentences from New York Times are
normally long and formal.
We compare SimpleIE with the following 7 ORE systems, which are also
compared in experiments by Mesquita et al. [65]: Patty, Lund, OLLIE, SwiRL,
ReVerb, Examplar(S), SONEX. OLLIE, ReVerb, Examplar(S) and SONEX have
already been described in the previous chapter. We briefly describe the other
systems here. Similar to SimpleIE, Patty [82] is based on dependency paths.
But only paths starting with nsubj, re-mod and partmod are considered. Lund
[83] and SwiRL [84] are based on the outputs of a semantic role labeling system. SwiRL is trained on PropBank and only extracts verb-mediated relations.
In contrast, Lund is trained on both PropBank and NomBank. Hence it can
potentially extract both verb-mediated and noun-mediated relations.
In this work, we focus on the task of extracting relation expressions rather
than recognizing entities. To ensure entities are recognized properly for all systems, following the method used by Mesquita et al. [65], we replace the original
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entities by two single-word entities ‘Europe’ and ‘Asia’. Mesquita et al. [65]
claim that all systems in experiments can recognize these two entities correctly.
In these benchmark data sets, a relation expression consists of one trigger word
and several optional words. The trigger word is the most informative word
which must appear in the extraction. And the optional words may appear in
the relation extraction. Except the trigger word and the optional words, other
words in the sentence are not allowed to appear in an extraction. Otherwise,
the relation expression will be evaluated as incorrect extraction. In our opinion,
the relations annotated in these benchmark data sets are informative but not
very coherent. They do not contains prepositions and auxiliary verbs to connect
words. Hence, for a fair comparison, we also remove the prepositions and
auxiliary verbs from outputs of SimpleIE.

7.4.1

PENN
System
Patty
Lund
OLLIE
SwiRL
ReVerb
Examplar(S)
SONEX
SimpleIE(CRF)
SimpleIE(CRN)

Precision
0.62
0.92
0.80
1.00
0.83
0.95
0.93
0.96
0.96

Recall
0.27
0.40
0.40
0.17
0.17
0.60
0.47
0.83
0.83

F1
0.38
0.56
0.53
0.29
0.28
0.74
0.62
0.89
0.89

Table 7.3: Precision, Recall and F1 on the PENN-50 Dataset

On the PENN-100 dataset, we use our Wikipedia dataset and half of the
PENN-100 dataset for training SimpleIE, and test all systems on the other half
of PENN-100 dataset. Hence the test data set contains 50 sentences and is
denoted by PENN-50. For the 7 comparing systems, we directly use their
outputs provided by Mesquita et al. [65]. Table 7.3 reports precision, recall and
F1 scores for all systems on PENN-50 test data set, where
F1 = 2 ×

Precision ∗ Recall
Precision + Recall

These results are automatically measured by using the evaluation software
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provided by Mesquita et al. [65]. SimpleIE(CRF) is our SimpleIE system using
CRF++12 as the sequence labeling model. In contrast, SimpleIE(CRN) uses
CRNs13 developed in Part I of this thesis as the sequence labeling model. From
Table 7.3, we can see that SimpleIE clearly outperforms other systems on recall
and F1. SwiRL achieves the best result on precision, but its recall is very low.
System
Patty
Lund
OLLIE
SwiRL
ReVerb
Exemplar(S)
SONEX
SimpleIE(CRF)
SimpleIE(CRN)

#Correct
8
12
12
5
5
18
14
25
25

#System
13
13
15
5
6
19
15
26
26

#GroundTruth
30
30
30
30
30
30
30
30
30

Table 7.4: Outputs on the PENN-50 Dataset

Table 7.4 lists more specific numbers. On the PENN-50 dataset, there are
30 ground truth extractions, which is given in the column #GroundTruth. The
left 20 are NULL relations. The numbers of extractions output by systems are
given in the column #System, and the numbers of correct extractions output by
systems are given in the column #Correct.

7.4.2

WEB

Similarly, on the WEB-500 data set, we use our Wikipedia dataset and half of the
WEB-500 dataset to train SimpleIE. The rest 250 sentences are used as test data
set for all systems. Table 7.5 gives results for all systems. SimpleIE significantly
outperforms other systems on recall and F1. But on precision, SimpleIE does
not work as well as other systems. The reason may be that the informality of
web sentences challenges the dependency parser, and reduces the precision of
the whole system.
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System
Patty
Lund
OLLIE
SwiRL
ReVerb
Examplar(S)
SONEX
SimpleIE(CRF)
SimpleIE(CRN)

Precision
0.56
0.91
0.80
097
0.91
0.94
0.98
0.76
0.82

Recall
0.35
0.29
0.30
0.29
0.29
0.44
0.27
0.64
0.67

F1
0.43
0.44
0.44
0.45
0.44
0.60
0.42
0.69
0.74

Table 7.5: Precision, Recall and F1 on the WEB-250 Dataset

System
Patty
Lund
OLLIE
SwiRL
ReVerb
Exemplar(S)
SONEX
SimpleIE(CRF)
SimpleIE(CRN)

#Correct
81
68
70
69
69
104
63
150
159

#System
145
75
88
71
76
111
64
197
195

#GroundTruth
234
234
234
234
234
234
234
234
234

Table 7.6: Outputs on the WEB-250 Dataset

7.4.3

NYT

Table 7.7 and 7.8 list results obtained by systems on the NYT dataset. Similar to
previous two data sets, we use our Wikipedia dataset and half of the NYT-500
data set to train SimpleIE. The rest 250 sentences are used for testing. On this
dataset, SimpleIE achieves best results among all systems on all three metrics. As
we mentioned, the NYT dataset consists of long and formal sentences from the
journal of New York Times. Results show that SimpleIE performs much better
than other systems on such data. This may be because the NLP components
used by SimpleIE are more suitable for well-formed texts.
12 https://code.google.com/p/crfpp/
13 https://github.com/zheminzhu/Co-occurrence-Rate-Networks

7.4 Experiments

129
System
Patty
Lund
OLLIE
SwiRL
ReVerb
Examplar(S)
SONEX
SimpleIE(CRF)
SimpleIE(CRN)

Precision
0.51
0.79
0.62
0.54
0.62
0.70
0.71
0.80
0.75

Recall
0.20
0.27
0.22
0.09
0.10
0.32
0.19
0.59
0.59

F1
0.29
0.40
0.32
0.15
0.17
0.44
0.30
0.68
0.66

Table 7.7: Precision, Recall and F1 on the NYT-250 Dataset

System
Patty
Lund
OLLIE
SwiRL
ReVerb
Exemplar(S)
SONEX
SimpleIE(CRF)
SimpleIE(CRN)

#Correct
16
22
18
7
8
26
15
48
48

#System
31
28
29
13
13
37
21
60
64

#GroundTruth
81
30
30
30
30
30
30
30
30

Table 7.8: Outputs on the NYT-250 Dataset

7.4.4

Speed

Table 7.9 reports results on the speed metric. As we see, the systems based
on shallow parsing, i.e., part-of-speech tagging, are the fastest, such as ReVerb
and SONEX. Dependency-based systems, such OLLIE, Examplar, Patty and our
SimpleIE, follow at the second position in speed metric. The most expensive
systems are SwiRL and LUND, which depend on the most expensive parsing
technique, i.e., semantic role labeling. The difference between SimpleIE(CRN)
and SimpleIE(CRF) on decoding speed is very small. Hence they are reported
as one result under the name of SimpleIE.
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System
ReVerb
SONEX
OLLIE
SimpleIE
Examplar(S)
Patty
SwiRL
Lund

PENN-50
1.1
1.5
5.3
23.9
23.5
24.2
82.1
197.2

WEB-250
2.0
5.6
10.5
52.8
123.4
126.0
454.1
706.1

NYT-250
3.3
14.6
18.3
162.4
376.9
431.8
1083.3
4172.4

Table 7.9: Speed (Seconds)

7.4.5

CRNs vs CRFs

From Table 7.3, 7.5 and 7.7 we can see that SimpleIE(CRN) and SimpleIE(CRF)
performs close on quality metrics. More specifically, on the PENN dataset, the
outputs of SimpleIE(CRN) and SimpleIE(CRN) are exactly the same. On the
WEB data set, SimpleIE(CRN) outperforms SimpleIE(CRF) on all metrics. But
on the NYT dataset, the precision and recall of SimpleIE(CRN) are lower than
SimpleIE(CRF).
In Part I of this thesis, we expect that CRNs can obtain competitive results
on quality metrics to CRFs, while can be trained much faster than CRFs. Table
7.10 shows the training time for CRNs and CRFs on these three datasets. The
time is measured separately from other parts of SimpleIE.

CRF
CRN

PENN-50
6.29
0.17

WEB-250
5.65
0.54

NYT-250
5.12
0.45

Table 7.10: Speed (Seconds)

From Table 7.10, we see CRNs can be trained orders of magnitude faster
than CRFs, which is consistent with our expectation.

7.5

Noun Phrase Recognition

We consider the following two sources as candidates of noun phrases in a
sentence. The recognized noun phrases will be treated as source or target in a
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dependency path.
1. Atomic noun phrases. Atomic noun phrases do not contain nested noun
phrases. We use phrase tree structures output by the Stanford CoreNLP
[76] to recognize atomic noun phrases. Pronouns which can be recognized
from their part-of-speech tags are also considered as atomic noun phrases.
We also attach original references to pronouns using a co-reference resolution system of the Stanford CoreNLP to ease annotation (see Figure
7.8). But the co-reference information has not been used in SimpleIE for
relation extraction.
2. Named entities. Named entities are recognized using the named entity
recognition (NER) components of the Stanford CoreNLP.
To solve conflicts between these two sources, we always prefer the longer
ones. In the original Stanford dependency graph, each node in the dependency
graph represents one word in the sentence. To simplify the complexity of
the dependency graph, for noun phrases consisting of multiple words, we
correspondingly merge their nodes in the dependency graph into one node.
The inter-edges between them are removed, which significantly simplifies the
original dependency graph.

7.6

Related Work on Sentence Simplification

Sentence simplification is a recently established area, which can be traced back
to long ago. In this area, the target is to improve readability of texts, and most
work are at sentence level. That is to simplify long and complex sentences to
short and simple ones while retaining the information. There are majorly two
strategies: (i) One strategy is simplifying by extracting. Heilman and Smith
[85] and Barzilay [86] extract facts or phrases from sentences to rebuild new
sentences. (ii) The other strategy is simplifying by transforming. In this strategy,
operations, typically including deletion, insertion, splitting, substitution and
reordering are employed to rewrite complex sentences. This can be data-driven
[87, 88, 89, 90, 91, 92, 93] or rule-based [92]. Our work was mostly inspired by
data-driven methods. Zhu et al. [88] compile a comparable data set consisting
of complex-simple sentence pairs from Wikipedia and Simple Wikipedia. A
probabilistic model based on simplification operations is trained with this data
set to simplify sentences.
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Summary

In this chapter, we proposed SimpleIE system for open relation extraction.
Essentially, the idea of our model is to decompose an extraction pattern into a
sequence of different types of simplification operations, including operations
of insertion, deletion, splitting, reordering, and substitution. Our model can
represent a diversity of extraction patterns and learn patterns from data. We
compare SimpleIE with seven state-of-the-art systems on three benchmark data
sets. Experimental results show that SimpleIE boosts recall and F1-score by at
least 15% on all three data sets meanwhile obtaining very competitive precision.
We also compare co-occurrence rate networks (CRNs) with conditional
Markov networks, i.e., conditional random fields (CRFs) by employing them as
the sequence labeling model in SimpleIE. Experimental results show that CRNs
can be trained orders of magnitude faster than CRFs while obtaining equal
quality. These results are consistent with the experimental results reported on
named entity recognition and part-of-speech tagging (Section 5). The experimental results on these three tasks, i.e., NER, POS tagging and ORE, together
provide experimental evidence for verifying our theory developed in Chapter 3.

Part III

Conclusion

CHAPTER 8

Conclusions and Future Work

Outline
This chapter is organized as follows. Firstly we make general conclusions to
summarize this thesis. Then we revisit the research questions proposed in
Chapter 1. Finally, we propose potential research topics in future work.

8.1

General Conclusions

At a high level, the work of this thesis can be concluded as follows.

8.1.1

Theoretical Aspects

The two fundamental questions of probabilistic graphical models (PGMs) can
be described as follows:
1. Given a set of (conditional) independencies, how to decompose (factorize)
a joint probability into a product of local factors?
2. How learning and inference can be efficiently conducted over the factorization representation?
To the first fundamental question of PGMs, the existing answers are Bayesian
networks and Markov networks. In the factorization of a Bayesian network,
a joint probability is decomposed to a product of conditional probabilities. In
the factorization of a Markov network, based on the Hammersley–Clifford
theorem, a joint probability is decomposed to a product of positive functions
over (maximum) cliques.
In this thesis, we propose the Minimal Shared Information Principle (MSIP)
to answer the first question. That is we try to find a factorization in which local
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factors share minimum information between each other. The benefit is that we
do not need to pay a lot of efforts to calibrate local factors to achieve a consistent status. To achieve the goal of MSIP, we propose a systematic framework
called co-occurrence rate networks (CRNs) to find such a factorization. In the
factorization of a CRN, the factors consists of all singleton probabilities and CR
factors. There are two important properties of a CRN factorization: (i) A singleton probability does not share information with another singleton probability;
(ii) A CR factor does not share information with another CR factor conditioned
by singleton probabilities. These properties lead to an efficient separate training
method. But for inference, we have not seen a CRN factorization brings any advantage. On three real-world NLP applications, we show that chain-structured
CRNs can be trained almost two orders of magnitude faster than conditional
random fields, while achieving competitive quality (often better on the overall
quality metric F1).

8.1.2

Application Aspects

The second part of this thesis focuses on open relation extraction (ORE). We propose a general model called SimpleIE (Chapter 7) to represent diverse extraction
patterns. The basic idea of SimpleIE is to decompose an extraction pattern into
a sequence of simplification operations. Decomposition makes the model general. Because by decomposing a pattern into components, we can re-combine
these components in a new way to generate new patterns, which shows the
power of the decomposition strategy discussed in Chapter 2. By training a
sequence labeling model, SimpleIE can automatically learn extraction patterns
from training data. Experimental results show that on three benchmark data
sets, SimpleIE boosts recall and F1 at least 15% over seven state-of-the-art ORE
systems (Section 7.4).
The backbone of SimpleIE is a sequence labelling model, i.e., a chainstructured undirected graphical model. As we discussed in Part I, undirected
graphs can be modeled by Markov networks or our co-occurrence rate networks.
Experimental results show that our CRNs can be trained much faster than CRFs
(Table 7.10), while achieving equal quality (Section 7.4).

8.2

Research Questions Revisited

To make conclusions more specific, we revisit the research questions proposed
in Chapter 1.
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Q1. How to obtain a factorization in which factors share minimum information? More specifically, what independence semantics should be endowed? Is the factorization equivalent to the given independencies?
A: This question has been answered in Chapter 3. Briefly, given a joint
probability, its CRN factorization is obtained as follows. We first strip
off singleton probabilities from the joint probability. The quantity left is
called co-occurrence rate (CR). CR is a symmetric quantity which measures mutual dependence among variables involved. Then we further
decompose the joint CR into smaller and independent CRs if it is possible. Finally, we obtain a CRN factorization whose factors consist of all
singleton probabilities and CR factors. As described in Chapter 3, the
(conditional) independencies endowed to a CRN graph are essentially
the same as Markov networks. And the CRN factorization can be proved
equivalent to the given independencies.
Q2. How to prove the theory of co-occurrence rate networks is sound? Soundness can be verified by proofs or experiments.
A: In Chapter 3, we gave proofs to all theorems. Most of these proofs are
simple, and can be easily verified. Also experimental results on named
entity recognition (Section 5.6.1), part-of-speech tagging (Section 5.6.2)
and open relation extraction (Section 7.4.5) show that chain-structured
CRNs can be trained much faster than Markov networks while achieving
competitive quality. These experimental results are consistent with our
expectation in theory. Proofs and experiments are direct evidences of the
soundness of CRNs. In Section A.3, we give a proof of the HammersleyClifford theorem based on the theorems of co-occurrence rate. This shows
the consistency between CRNs and the existing theory, Hence it can be
considered as an indirect evidence of the soundness of CRNs.
Q3. What are the advantages of co-occurrence rate networks? Do CRNs bring
any added value?
A: Yes, CRN factorizations lead to an efficient separate training method.
See Section 8.1.1 for more details. Another obvious advantage is that
just like Bayesian networks, CRNs can be easily understood without
mysterious notions like ‘compatibility’ or ‘affinity’. CRNs can be explained
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clearly with some simple quantities and formulas. This simplifies the
theoretical framework.

Q4. In open relation extraction, how to model diverse extraction patterns
with graphical models? Considering the diversity of extraction patterns,
the model should be general enough to represent diverse patterns. Also
the model is expected to be able to automatically learn extraction patterns
from training data.

A: In Chapter 7, we decompose an extraction pattern into a sequence of
simplification operations including insertion, deletion, reordering, substitution, and splitting. This is essentially a sequence labeling model, and
hence can be considered as a chain-structured undirected graphical model.
Decomposition brings the benefit that we can re-combine these components (simplification operations) in a new way to form new extraction
patterns. Hence, our model can capture diverse extraction patterns. By
training the sequence labeling model in SimpleIE, extraction patterns can
be automatically learned from data.
Q5. How to evaluate the system? To evaluate our system, we need to compare
it with other systems on benchmark datasets.

A: In Section 7.4, we compare our system with seven state-of-the-art
systems on three benchmark data sets.
Q6. How well do CRNs perform on open relation extraction comparing
with Markov networks? Are experimental results consistent with our
expectations in Part I?

A: The experiments in Section 7.4 show that CRNs can be trained orders of magnitude faster than Markov networks, while achieving equally
good quality. These results are consistent with our expectations in Part I,
and also consistent with experimental results on NER and POS tagging
(Chapter 5).

8.3 Future Work

8.3
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Future Work

Due to limited amount of time and the ambition of our research topics, many
ideas need to be implemented in future. We list some of them as follows. Several
items below have already been mentioned in previous chapters.
F1. Learning and Inference on Cyclic Clique Graphs. In this thesis, we mainly
focused on acyclic clique graphs. The treatment for cyclic clique graphs
is transform them to acyclic clique graphs by triangulation. An interesting and challenging research topic is to explore if we can obtain a CRN
factorization with respect to MSIP for a acyclic clique graph directly. The
proof of Hammersley–Clifford theorem may provide some hints, in which
a global but fixed configuration is used.
F2. Bayesian Paradigm. In this thesis, we only explored maximum likelihood
estimation for co-occurrence rate networks. Maximum likelihood estimation is a point estimate which assumes that the true value for a parameter
is a unique point. To our experience, most of the time, MLE works well for
NLP tasks. Bayesian methods are another popular paradigm. Bayesian
methods assume the true value of a parameter is uncertain under a prior
distribution. It seems that the advantages of co-occurrence rate networks
are more obvious in the Bayesian setting. Firstly, as the factors of a CRN
factorization, which are singleton probabilities and CR factors, have a
probabilistic definition, it is easier to choose a prior. Secondly, Bayesian
inference needs to sum over a distribution, which can be expensive. The
local normalization of CRNs may alleviate this problem because no global
normalization needs to be calculated. These can be interesting research
topics in the future.
F3. Experiments. The experiments of CRNs in this thesis are limited to chainstructured graphs. For more complex graphs we need more complex
application scenes. But it is not easy to find such a real-world application
with in NLP. In natural language processing, the graph structures are
commonly chain- or tree-structured. In the future, applications from
other areas, such as speech processing, computer vision, biomedicine and
information retrieval, can be considered.
F4. Causal Relations. In the second part of this thesis, we did open relation
extraction from texts. Causal relations are a special type of relations which
are very interesting and important. Causal relations can be identified in a
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quantitative way, such as causal Bayesian networks. Here we note another
approach for identifying causal relations. We call this approach as the
linguistic or NLP approach. There are trigger words, such as ‘because’,
‘lead to’, ‘cause’, ‘hence’ ..., indicating causal relations in texts. In the age of
big data, there are tons of texts generated by individuals on the web, such
as twitter, forum, facebook, SMS, Wikipedia, etc. Also relation extraction
from biomedical texts is a hot topic. It could be very useful if we can
develop techniques for extracting causal relations from texts on the web.
Imagine the scenario that we will attend an examination of driving license
tomorrow, if we read a list of reasons which lead to failure of an driving
examination tonight, we may avoid failure and success in the examination.
These reasons can be gathered from web by a causal relation extractor.
Also temporal information of related events is important in casual relation
extraction. Because the cause must happen before the effect. Temporal
expressions need to be recognized and attached to corresponding events.
Causal relation extraction from web or other electronic texts can be a big
arena for techniques in both NLP and graphical models.

F5. Continuous Variables, Hidden Variables, Unknown Graph Structures.
In this thesis, we assume all variables are discrete and observable, data
are complete and graph structures are given. If these conditions do not
hold, we need more complex treatments.
Co-occurrence rate can be extended to continuous variables by replacing
the probability mass function P with the probability density function f :
Definition 32 (Continuous Co-occurrence Rate). Let {X1 , X2 , ..., XN } be a
set of continuous random variables. The continuous co-occurrence rate is defined
as follows.
CR(X1 ; X2 ; ... ; XN ) =

fX1 ...XN (X1 , X2 , ..., XN )
,
fX1 (X1 )fX2 (X2 )...fXN (XN )

(8.1)

where f is the probability density function.
The continuous CR happens to be the density function of Copula [25,
26]. Copula is a statistical framework for describing dependence. The
Sklar’s theorem [26], which is the most fundamental theorem in Copula,
states that for continuous random variables there exists a unique Copula
function, which is denoted by C, such that:
FX1 ,X2 ,...,XN = C(FX1 , FX2 , ..., FXN ).
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F is the cumulative distribution function (cdf). Sklar’s theorem says
the joint cdf can be constructed from the univariate cdf’s by a Copula
function. A joint cdf contains all information of (i) univariate cdf’s and
(ii) dependence relations among uni-variables. Hence, the Copula function
contains all information of the dependence relations. Assume the joint cdf and
the univariate cdf’s are all differentiable, and take partial derivatives with
respect to X1 , X2 , ..., XN to both sides of the equation above, by the chain
rule, we obtain:
fX1 ,X2 ,...,XN =
Hence,

∂ N C(FX1 , FX2 , ..., FXN )
fX1 fX2 ...fXN .
∂FX1 ∂FX2 ...∂FXN

fX1 ,X2 ,...,XN
∂ N C(FX1 , FX2 , ..., FXN )
=
fX1 fX2 ...fXN
∂FX1 ∂FX2 ...∂FXN

The left hand side is just the continuous CR (Definition 32), and the right
hand side is the density function of the Copula. Hence the continuous
CR is just the density function of the Copula. Since a Copula contains
all information of the dependence relations among variables involved,
its density function contains (almost) all information of the dependence
relations. This is because the density function is obtained from the Copula
by taking derivatives. By taking derivatives, we will not lose information
of the Copula except some constant terms. Therefore, we obtain an important result: the continuous CR contains almost all information of the dependence
relations among variables involved.
The properties and results obtained for discrete CR in Chapter 3 still hold
for the continuous CR. Hence, our theoretical framework can be extended
to continuous variables.
Hidden variables can be learned by EM algorithms. Graph structures can
be constructed by independence testing methods. These are interesting
topics to be explored in future.
F6. The Quality Model. We propose a hierarchical multidimensional quality
model (Figure 6.1) in Chapter 6 for measuring the quality of relation
extractions. But these metrics have to be judged by human, which makes
the evaluation very expensive. It is interesting and useful if we can
develop automatic methods for measuring these metrics. Intuitively, we
may use the perplexity between the extractions and original sentences to
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roughly measure the coherence metric. The average length of extractions
seems a good indicator for the simplicity metric. Faithfulness may be
verified with redundancy. Informativeness may be measured by the
coverage of key phrases, which can be identified automatically by existing
NLP tools.

F7. Consistency between Separate Models. In Chapter 4 we discussed the issues of consistency between separate models. The problem of consistency
happens between a CR factors and the singleton probabilities involved. In
future, we will explore improving this kind of consistency in an economic
way.
F8. Quantitative vs Qualitative. The shared information between factors discussed in this thesis is more or less treated qualitatively. In future, we can
consider to introduce quantitative measurement for shared information.
For example, the entropy or relative entropy as the measurement of the
information shared between factors. By quantifying the notion of inconsistency, we expect to find the optimal separate models by minimizing
inconsistency between models.
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Appendix

A.1

Axioms of Probability

Definition 33 (Probability). Let Ω be a sample space and let B be the set of events.
Let P be a real-valued function defined on B. Then P is a probability set function if P
satisfies the following three axioms:
1. P (S) ≥ 0, ∀ S ∈ B.
2. P (Ω) = 1.
3. If {Sn } is a sequence of events in B, and Si ∩ Sj = ∅, ∀ i 6= j, then
P (∪∞
i=1 Sn )

=

∞
X

P (Sn ).

n=1

A.2

Proof of Il (G) ⇔ FBN (G)

Proof. (i)First, we prove the forward direction: Il (G) ⇒ FBN (G). That is given
the independencies in Il (G), we want to obtain FBN (G).
Let X be all the nodes of G. Assume [X1 , X2 , ..., Xn ] is a topological ordering of
X over G. In other words, parents are put before their descants. By the chain
rule of a joint probability, we have:
P (X1 , X2 , ..., Xn ) =

n
Y

P (Xi | X1 , ..., Xi−1 ).

i=1

Chain rule always holds no matter what ordering is. ∀Xi ∈ X , the rest nodes
of G is denoted by X \ Xi . X \ Xi can be partitioned into three parts: P ai
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(parents of Xi ), Dei (descants of Xi ), and the rest Ri . Due to the topological
ordering, {X1 , ..., Xi−1 } = P ai ∪ Ri . As (Xi ⊥⊥ Ri | P ai ) ∈ Il (G), we have
P (Xi | X1 , ..., Xi−1 ) = P (Xi | P ai ). Hence, we obtain FBN (G):
P (X1 , X2 , ..., Xn ) =

n
Y

P (Xi | P ai ).

i=1

(ii) Then, we prove the other direction: Il (G) ⇐ FBN (G). That is given
FBN (G), we want to prove ∀Xi ∈ X , P (Xi | P ai , Ri ) = P (Xi | P ai ).
P (Xi , P ai , Ri )
P (P ai , Ri )
P
P (X1 , ..., Xn )
Pi
= P De
Xi
Dei P (X1 , ..., Xn )
P
Qn
Dei
j=1 P (Xj | P aj )
P
P
Qn
=
Xi
Dei
j=1 P (Xj | P aj )
Q
Xj ∈X \Dei P (Xj | P aj )
=Q
Xk ∈X \(Dei ∪Xi ) P (Xk | P ak )

P (Xi | P ai , Ri ) =

= P (Xi | P ai )
Due to (i) and (ii), we obtain Il (G) ⇔ FBN (G).

A.3

Proof of the Hammersley-Clifford Theorem

The Hammersley-Clifford Theorem states IMN ⇔ FMN (See Theorem 4).
Proof. (⇐). Our proof in this direction is the same as the traditional proof (See
Theorem 4.8 in [3]).
(⇒). In principle, our proof in this direction is similar to the traditional proof.
The only difference is that we use CR rather than conditional probabilities in
the proof. Theorem 17 is the key in this proof. According to the Definition 26,
we have:
Y
P (X ) = CR(Sem X )
P (Xi )
Xi ∈X

To obtain FCRN , we need to further decompose CR(Sem X ) using independencies in ICRN . Let P(X ) be the power set of X . That is P(X ) contains all possible
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sub-sets of X . Let |X | be the cardinality (number of elements) of X , and x be
an arbitrary but fixed assignment to X . The following identity holds obviously
because numerators equal denominators:
1=

Y
S∈P(X )−X

[

CR(Sem S ; Sem X − S = xX −S ) U
] ,
CR(Sem S ; Sem X − S = xX −S )

(A.1)

where U = 2|X |−|S|−1 . We denote the right hand side of this identity by Q, then:
Y
P (X ) = Q × CR(Sem X ) ×
P (Xi )
(A.2)
Xi ∈X

Then we group all CRs in Equation A.2, including CRs in Q and CR(Sem X ),
into groups. For each A ∈ P(X ), where P(X ) is the power set over X , we group
the following CRs into GA :
GA = {CR(Sem S ; Sem X − S = xX −S )(−1)

|A|−|S|

: ∀S ∈ P(A)}.

If |A| − |S| is odd, then the element is
1
CR(Sem S ; Sem X − S = xX −S )
Otherwise, the element is
CR(Sem S ; Sem X − S = xX −S )
Q
We denote the product of all CRs in GA by (GA ).
The following two binomial identities guarantee that all CRs in Equation
A.2 are just associated into groups {GA : A ∈ P(X )}:
   
 
N
N
N
N
N
2 = (1 + 1) =
+
+ ... +
0
1
N
   
 
N
N
N
N
N N
0 = (1 − 1) =
−
+ ... + (−1)
0
1
N
where N = |X | − |S|.
Q
We go on to prove if A is not a clique (complete sub-graph), then (GA ) = 1.
As A is not a clique, there must exist two unconnected nodes Xa and Xb in A.
For each W ∈ P(X − {Xa , Xb }), then all CRs selected into A can be categorized
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into four types: W, W ∪ {Xa }, W ∪ {Xb } and W ∪ {Xa , Xb }, and they can be
written as follows:
Y
(GA ) =

Y

CR(Sem S ; Sem X − S = xX −S )(−1)

|A|−|S|

S∈P(A)

=

Y

[

W∈P(X −{Xa ,Xb })

CR(Sem W ; Xa = xa ; Xb = xb ; Sem X ∗ = x∗ )
CR(Sem W ; Xa = xa ; Xb ; Sem X ∗ = x∗ )

∗
CR(Sem W ; Xa ; Xb ; Sem X ∗ = x∗ )
]−1
∗
∗
CR(Sem W ; Xa ; Xb = xb ; Sem X = x )
=1

where X ∗ = X − W − {Xa , Xb }. Only the relative positions of the four
factors are significant. Hence we use −1∗ to represent the power. According to
Theorem 17, this equation equals 1. Now only the CRs selected into cliques are
left, which can be further absorbed into maximum cliques.
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