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Abstract
This thesis is concerned with the specification, compilation and corresponding
temporal analysis of real-time stream processing applications that are executed
on Multiprocessor System-on-Chips (MPSoCs).
Examples of stream processing applications are software defined radio applications and video processing applications. Such applications typically have
real-time requirements in the form of throughput and latency constraints. Modern stream processing applications often have multiple operation modes and can
process multiple streams at different rates. They also often process data in blocks,
where the access pattern within a block is data-dependent.
Stream processing applications become more computationally intensive and
are therefore executed on MPSoCs. To efficiently utilize these multiprocessor
systems, parallelism has to be extracted from these applications. In this thesis
we focus on extracting function-level parallelism to increase the amount of
pipeline parallelism. This function-level parallelism is extracted automatically
from a mixed sequential and parallel language such that an equivalent functional
behavior can be guaranteed by the multiprocessor compiler. The resulting
pipeline parallelism can result in both an increase of the throughput and a
decrease of the latency.
The input data to such applications is supplied by sources and the output of
processed data is via sinks. This communication with the environment is strictly
periodic, which is in contrast with the data-driven execution of other tasks in
the system. Because sources and sinks are the only interaction points with the
environment, only here temporal guarantees have to be given. All other tasks
only have to respect their dependencies. The temporal requirements are specified
as a throughput and latency constraint.
A form of temporal behavior often encountered in these stream processing
applications is time-aware behavior. Time-aware behavior allows for the use of
time in algorithms. A time-out statement is an example of time-aware behavior.
Care must be taken that despite time-aware behavior being present, throughput
and latency constraints can still be met. Furthermore, the behavior of applications
must remain deterministic.
The aforementioned applications are compiled for parallel systems and the
introduction of unnecessary dependencies must be prevented because these
dependencies potentially reduce the amount of parallelism. For example, multiple
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statements assigning a value to the same scalar or array element can be translated
to Single Assignment (SA) because only the last written value can be read. If
such a transformation is not possible, the compiler must ensure that the specified
functional behavior is maintained in the parallel program by inserting additional
synchronization.
A compiler for such real-time applications must derive a corresponding
temporal analysis model which is used to verify that real-time constraints are
satisfied. This ensures that the implementation is a refinement of the analysis
model, meaning the analysis results are an upper bound on the actual temporal
behavior. The temporal analysis model must be sufficiently expressive to allow
any application that can be specified in the input language to be modeled. However, the model should not be so general that throughput and latency analysis is
not always possible.
A modern programming language suitable for this type of real-time applications should support component based design. For component based design
the functional behavior and temporal properties of components can be specified
and verified for every component in isolation. This allows the development and
compilation of components in an application independently of each other.
In this thesis we present a novel hierarchical programming language and
compiler for the specification and compilation of real-time stream processing
applications that satisfy the aforementioned requirements. The hierarchical
programming language consists of parallel modules in which sequential modules
are nested. Sequential modules contain sequential statements, which can be
functions written in a host language. Modules take streams as input and produce
streams as output. A key feature of this language is that a program does not have
to be in SA form. Instead, a program is automatically transformed to SA for the
places where this is possible. Where this is not possible the sequential ordering
is locally maintained. Time-aware behavior is included in the language such that
time-aware statements do not lead to non-determinism.
From every sequential module a corresponding dataflow model is derived
which is suitable for temporal analysis. This model allows for the modeling of
while-loops and arrays where the access pattern of the elements in this array
is unknown at compile-time. It is shown that time-aware behavior does not
influence the temporal constraints of applications. From such a dataflow model an
abstraction is made to a temporal analysis model that supports the composition
of components. This is turn allows for the independent implementability and
analyzability of modules.
With the introduced compiler the real-time requirements of stream processing applications can be verified automatically. However, the used temporal
analysis models can also be used to automatically explore different optimizations opportunities and to make a trade-off between the throughput, latency and
memory requirements of applications.

Samenvatting
Dit proefschrift houdt zich bezig met de specificatie, compilatie en de corresponderende temporele analyse van realtime stroomverwerkende applicaties welke
uitgevoerd worden op ingebedde systemen met meerdere rekenkernen.
Voorbeelden van stroomverwerkende applicaties zijn software-gedefinieerde
radiosystemen en videoverwerkende applicaties. Zulke applicaties hebben in het
algemeen realtime-eisen in de vorm van eisen aan de verwerkingssnelheid en de
reactietijd. Moderne stroomverwerkende applicaties hebben vaak meerdere werkingsmodi en kunnen meerdere stromen verwerken op verschillende snelheden.
Ze verwerken gegevens vaak ook in blokken waarbinnen het toegangspatroon
data-afhankelijk is.
Stroomverwerkende applicaties worden steeds reken-intensiever en worden
daardoor uitgevoerd op ingebedde systemen met meerdere rekenkernen. Om
deze systemen efficiënt te gebruiken moet parallellisme uit de applicaties geëxtraheerd worden. In dit proefschrift richten wij ons op functie-niveau parallellisme
om de hoeveelheid pipeline parallellisme te vergroten. Dit functie-niveau parallellisme wordt automatisch geëxtraheerd door een multiprocessor compiler uit
een gemengd sequentiële en parallelle taal zodanig dat dit gedragsbehoudend is.
Het resulterende pipeline parallellisme kan leiden tot zowel een toename in de
verwerkingssnelheid als een afname van de reactietijd.
Zogenoemde sources voorzien stroomverwerkende applicaties van invoerdata, uitvoerdata gaat via sinks. Communicatie met de omgeving is strikt periodiek, in tegenstelling tot de data-gedreven executie van andere taken in het
systeem. Omdat sources en sinks de enige manier van interactie zijn met de
omgeving is het alleen hier nodig om garanties op het tijdsgedrag te geven. Alle
andere taken hoeven slechts te voldoen aan hun afhankelijkheden. Eisen aan het
tijdsgedrag worden gespecificeerd door middel van een verwerkingssnelheid en
een reactietijd.
Een veelvoorkomende vorm van gedrag is tijdsafhankelijk functioneel gedrag.
Zulk gedrag staat het gebruik van tijd toe in algoritmes. Een time-out is hier een
voorbeeld van. Echter, ondanks de aanwezigheid van dit gedrag moet wel aan de
eisen aan de verwerkingssnelheid en de reactietijd worden voldaan. Daarnaast
moet het gedrag van een applicatie deterministisch blijven.
De hiervoor genoemde applicaties worden gecompileerd voor parallelle systemen. Hierbij moet de introductie van onnodige afhankelijkheden voorkomen
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worden, aangezien deze de hoeveelheid parallellisme kunnen reduceren. Er kunnen bijvoorbeeld meerdere toekenningen zijn aan een scalair of array element
welke omgezet kunnen worden naar een eenmalige toekenning, omdat alleen de
laatst geschreven waarde gelezen kan worden. Als zo een vertaling niet mogelijk
is, dan moet de compiler ervoor zorgen dat het sequentiële gedrag behouden blijft
in het parallelle programma door middel van het toevoegen van synchronisatie.
Een compiler voor realtime applicaties moet een bijbehorend temporeel analysemodel afleiden welke gebruikt wordt om te controleren of aan de realtime-eisen
wordt voldaan. Hierdoor is het zeker dat de implementatie een verfijning is van
het analysemodel. Dit betekent dat het analysemodel het slechtste geval beschrijft dat kan optreden in de werkelijkheid. Het analysemodel moet voldoende
expressief zijn zodat elke invoerspecificatie gemodelleerd kan worden. Echter,
het model moet niet zo generiek zijn dat de eisen aan de verwerkingssnelheid en
de reactietijd niet meer gecontroleerd kunnen worden.
Een moderne programmeertaal die geschikt is voor dit type van realtime
applicaties moet componentgebaseerd ontwerpen ondersteunen. Hierbij moet
voor ieder component in isolatie zowel het functionele als het temporele gedrag
kunnen worden gespecificeerd en gecontroleerd. Dit zorgt dat componenten in
een applicatie los van elkaar kunnen worden ontwikkeld.
In dit proefschrift presenteren we een nieuwe hiërarchische programmeertaal
en compiler voor de specificatie en compilatie van realtime stroomverwerkende
applicaties die voldoen aan de hiervoor genoemde eisen. De hiërarchische taal
bestaat uit parallelle modules waarin sequentiële modules gespecificeerd kunnen
worden. Sequentiële modules bestaan uit sequentiële instructies. Deze instructies
kunnen functies zijn die geschreven zijn in een andere taal. Modules hebben
stromen als invoer en produceren stromen als uitvoer. De spil van onze taal is dat
programma’s niet in een vorm hoeven te zijn waarin iedere variabele maximaal
één keer wordt geschreven. Integendeel, een programma wordt automatisch
vertaald naar deze vorm als dit mogelijk is. Als dit niet mogelijk is, wordt de
sequentiële volgorde lokaal behouden. Tijdsafhankelijk gedrag is opgenomen in
de taal zonder dat dit leidt tot non-deterministisch gedrag.
Van elke sequentiële module kan een bijbehorend dataflowmodel worden
afgeleid dat geschikt is voor het analyseren van het temporele gedrag van de
module. Dit model staat toe dat while-lussen en arrays waarin het toegangspatroon niet bekend is tijdens het compileren, gemodelleerd kunnen worden.
Het wordt aangetoond dat tijdsafhankelijk gedrag geen invloed heeft op het
temporele gedrag van de applicatie. Van zo een dataflowmodel kan een abstractie
worden gemaakt welke de compositie van modules ondersteunt. Dit staat weer
een onafhankelijke implementatie en analyse van modules toe.
Met de geïntroduceerde compiler kunnen realtime-eisen van stroomverwerkende applicaties automatisch geverifieerd worden. Echter kunnen de gebruikte
temporele analysemodellen ook gebruikt worden om verschillende optimalisaties te onderzoeken en om een afweging te maken tussen verwerkingssnelheid,
reactietijd en het geheugengebruik van applicaties.
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Chapter
Introduction
In the late 1940s the assembly language was introduced as a programming model
for single-core processors [Sal93]. This language uses an abstraction from having
to enter machine code and manually calculating the addresses of fragments
of code and provides a symbolic interface to programming computers. This
step from machine code to an assembly language is illustrated by the bottom
two blocks in Figure 1.1. In modern systems assembly languages are still used
if maximum performance is required. However, programming in assembly
languages proved to be difficult as systems got more complex and errors were
easily made.
The first higher level languages and compilers, translating such a language to
assembly or machine code, were developed in the 1950s [KP76]. They provided
an additional abstraction layer above the Instruction Set Architecture (ISA) where
more programming structures are added to the language. Examples are code
blocks, which can even execute conditionally, memory management, and scoping
of variables, i.e. limiting the lifetime of variables [BBG+ 60]. This step is also
illustrated in Figure 1.1 by the third block from below. Compilers also have to
ability to perform automatic optimizations, for example use an instruction specific
to one processor but use more generic instructions for other processors [ASU86].
The current trend in system design is to move towards multi and even
many-core processors [Bor07]. The main motivation for this trend is that increasing the frequency of processors is no longer viable due to power limitations [PDG06]. This is especially true in the embedded systems domain where
there are often stringent power dissipation limits to prevent serious discomfort
to the user [Ber09]. Moreover, even without these power requirements the clock
frequency cannot be increased to a speed which results in sufficient performance
for many embedded systems.

1

Multiprocessor language
Threading

Multiprocessor compiler
High-level language
Programming structures

2

Single-processor compiler
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Assembly language
Symbolic instructions

Assembler
Machine code
Hardware

Figure 1.1: Overview of programming multiprocessor systems

Because the architectures of these multi-core systems are more complex than
the architectures of single-core systems, additional programming challenges
arise [CSG99]. Examples of such challenges are adding synchronization between
parts of an application executing simultaneously at different cores in the system
and the mapping of these parts to the different cores. Approaches in which the
programmer must ensure correct synchronization, such as Pthreads [NBF96] have
been introduced but the high complexity of applications makes it error-prone to
insert these synchronization constructs manually.
Similar to the introduction of higher level programming languages which introduced convenient programming constructs to single-core systems, specialized
constructs were added to programming languages for multi-core/multiprocessor
systems to abstract from implementation details and to reduce the effort required to program multi-core systems. Examples are approaches which extend
programming languages for single-core systems, such as OpenMP [CJP07] and
Split-C [CDG+ 93] which both extend the C language [KRE88]. In these approaches a sequential program is annotated by the programmer with information
about which parts should execute in parallel. However, extracting the parallelism
and inserting synchronization is done by the compiler, and thereby moving some
complexity from the programmer to the compiler. Such multiprocessor languages
are illustrated by the step shown at the top in Figure 1.1. These multiprocessor
languages are often compiled to multiple programs specified in languages suitable
for single-core processors.
However, automatically extracting parallelism in a compiler proves to be
difficult. Not every statement can be executed in parallel because of datadependencies between statements and synchronization must thus be inserted
by the compiler. Automatically inserting synchronization is challenging because the compiler cannot always determine whether memory segments overlap [Hin01, Ram94], and therefore also whether synchronization must be inserted.
This requires the compiler to make safe assumptions, potentially severely reduc-

Mixed parallel/sequential
specification

KPN implementation
Transformation

• ease of specification of modal multi-rate stream processing applications
• enforce properties such that temporal guarantees can be given

Figure 1.2: Overview of a multiprocessor compiler

ing the amount of concurrency extracted. Furthermore, because these languages
were designed for single-core systems and not for multi-core systems, using
distributed memories [GTA06] and applying optimizations specific to multi-core
systems [DBM+ 11] is challenging. Other approaches require that variables are
only written once, i.e. they are in a Single Assignment (SA) form [Bij11]. However, this requires that the programmer must specify a program in SA form. A
multiprocessor language designed specifically for concurrent systems should
allow a specification where the programmer does not need to take these issues
into account. This is illustrated in Figure 1.2, where a transformation is applied, preferably automatically by a compiler, which translates an easy-to-use
specification to a parallel program.
Next to the programming challenges introduced by multi-core systems, embedded systems often have real-time requirements. An application has a real-time
requirement if not only the functional result is of importance, but also the time
at which this result becomes available. In many applications the result of a
computation must be available within an interval of time after an event occurred.
In order to verify whether an application can meet these real-time requirements, temporal analysis models are required. Temporal analysis models such
as Synchronous Dataflow (SDF) [LM87] and Real-Time Calculus (RTC) [TCN00]
are often used to model the temporal behavior of these real-time applications.
However, a model of an application is usually created manually by the programmer which makes it difficult to guarantee a correct correspondence between the
model and the implementation. Furthermore, defining a suitable analysis model
which is both sufficiently expressive and analyzable is difficult. And as with parallelization, challenges arise to automate the derivation of such temporal analysis
models from the specification of an application to relieve the programmer of this
tedious task. Such an automated derivation of a temporal analysis model requires
certain properties of the input language such that the derivation of an analysis
model is always possible.
Figure 1.2 illustrates the behavior of a multiprocessor compiler. A mixed
parallel/sequential specification is input to the compiler, which transforms it
into a Kahn Process Network (KPN) [Kah74]. A KPN consists of one or more
processes communicating via First-In First-Out (FIFO) channels. The input
specification language must allow for a convenient specification of modal multirate stream processing applications. Furthermore, temporal guarantees must be
given if the application can be successfully compiled into a KPN.
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This thesis is concerned with the specification and temporal analysis of realtime stream processing applications, which are executed on real-time embedded
Multiprocessor System-on-Chips (MPSoCs). In this thesis, most of the issues mentioned above will be addressed.
Stream processing applications process (infinite) streams of data and often
contain several operation modes. In each operation mode a different algorithm is
executed until a switching condition enforces a mode switch. Stream processing
applications often also have to process data at different rates, meaning data
enters a system at a different rate than it leaves the system. Furthermore, such
stream processing applications can have real-time requirements in the form of
throughput and latency constraints. It must be verified whether an application
satisfies its real-time requirements in order to ensure the correctness of the
application.
Therefore, in this thesis we introduce a specification language for real-time
stream processing applications such that modes and multi-rate behavior can be
elegantly specified. From such a specification a corresponding temporal analysis
model can always be derived. Separating specification and analysis allows for
over-approximations of the temporal behavior in the analysis model to ensure
decidability of the analysis. This is in contrast with model-driven approaches
such as the synchronous languages [HCRP91, BG92] and StreamIt [Thi09].
Next to an analysis model a corresponding parallel implementation is also
generated. Separating specification, analysis and implementation allows for an
efficient implementation. Furthermore, in contrast to the Pthreads [NBF96] and
Message Passing Interface (MPI) [For12] approaches, the specification language
can abstract from concepts such as synchronization, and, in contrast to for
example OpenMP [DM98], a memory consistency model. The approach taken in
this thesis is not to study whether legacy applications can be parallelized, but
to determine properties of a specification and compilation approach in which
modal multi-rate applications can be elegantly specified and for which certain
properties can always be derived.
The outline of the remainder of this chapter is as follows. In Section 1.1 we
discuss the properties of applications in the real-time stream processing domain.
Section 1.2 then discusses properties of the targeted real-time embedded MPSoCs.
In Section 1.3 we present the benefits of exploiting different types of parallelism.
In Section 1.4 we study the design approaches that are used to program state-ofthe-art multiprocessor systems. This leads to the presentation of the problem
statement of this thesis in Section 1.5. In Section 1.6 the contributions of this
thesis are listed. Finally, in Section 1.7 the outline of the remainder of this thesis
is given.

1.1

Real-Time Stream Processing Applications

A stream processing application is an application in which a continuous stream
of data arrives at the inputs of the application and a continuous stream of data is

loop {
mode = 0;
switch ( mode ) {
case 0:{
x = read_sensor ( Sens ) ;
confi g u r e _ s ys t e m ( x ) ;
mode = 1;
}
case 1:{
loop {
x = read_sensor ( Sens ) ;
y = process ( x ) ;
Act = wr ite_actu ator ( y ) ;
} while ( is_valid ( y ) ) ;
mode = 0;
}
}
} while (1) ;



(a) Application with operation modes










loop {
x = read_sensor ( Sens ) ;
forloop (0 <= i < 5) {
y = process ( x ) ;
Act = wr ite_act uator ( y ) ;
}
} while (1) ;



(b) Application with multi-rate behavior

Figure 1.3: Example stream processing applications

presented at the outputs of the application. Within NXP Semiconductors [NXP],
stream processing applications occur, amongst others, in Software Defined Radio
(SDR) applications.
Typically, a stream processing application is denoted by an infinite loop in
which the input streams are sampled, these samples are processed and the result
is sent to the environment. Two examples of such stream processing applications
are shown in Figure 1.3. Both applications read from a sensor named Sens,
process the samples and write the output to an actuator named Act.
As stream processing applications become more complex and have to adapt
to changing environmental conditions, we identify two trends: an increasing
number of operation modes are present and an increasing number of systems
have rate conversions. An operation mode is a state in an application in which a
certain algorithm is executed. If a mode change occurs, the application continues
with the execution of a different algorithm. Modes can be used for example to
specify the initial behavior and the steady state behavior or to take changing
environmental conditions into account. Figure 1.3(a) shows an example of an
application with two modes. The first mode is an initialization mode where the
system is configured to process data. The second mode is the actual processing
of data. In both modes a sensor is sampled by the read_sensor function. In the
processing mode, these samples are then processed by the process function and
the result is sent to an actuator by the write_actuator function.
Multi-rate behavior occurs when the rate at which data flows at one point
in a system is different than the rate at which data flows at another point in
that system. Multi-rate behavior thus allows, for example, multiple sensors
and actuators to be included in a program where each sensor and actuator
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has different temporal requirements. An example application with multi-rate
behavior is shown in Figure 1.3(b). For every input sample read from a sensor
there are five output samples sent to an actuator. This repetition is expressed by
the forloop in the figure. The actuator thus has a five times higher rate than
the sensor. Whether multi-rate behavior can be implemented intuitively in a
sequential program, as is the case in the example, is often determined by the
temporal requirements of the sensors and actuators.
Stream processing applications often have real-time requirements. These
requirements arise from the requirements of the sensors and actuators in a
system. Every sample read from a sensor must be processed and every processed
sample must be sent to an actuator. Because these sensors and actuators execute
at a given rate and thus impose real-time requirements, also the application
accessing these sensors and actuators has real-time requirements. A real-time
requirement can be a throughput requirement or a latency requirement. A
throughput requirement means that the application must process a certain number
of samples per unit of time. In contrast, a latency requirement means that
the result of processing a sample must be available within a given time after
processing of that sample started.

1.2

Real-Time Embedded Multiprocessor Systems

The applications that are considered in this thesis will be executed on an embedded MPSoC. Such a system usually consists of multiple processing cores
and one or more shared memories. In this thesis we will consider two system
architectures, one with a central shared memory and one with distributed memories connected by a ring Network-on-Chip (NoC). Both architectures have
a shared address space [CSG99] such that every processor can access every
memory location using the same address.
Figure 1.4(a) shows an architecture where processors share a single memory
in which the program itself is stored as well as internal data and communicated
data. Caches ensure fast access if data or program code is used multiple times.
Such an architecture is a natural fit for a shared address space since there is only
one memory to be addressed. A benefit of such an architecture is that it is easy to
use. A disadvantage is that the bandwidth to the shared memory has to be shared
between all processors, thus forming a potential bottleneck if an application is
communication dominant.
An alternative architecture is a system with distributed memories and a
ring interconnection. An example system with a ring interconnect [DWBS13]
is shown in Figure 1.4(b). Every processor has a local memory to which it can
write and from which it can read. A processor can also write to the memories
connected to other processors via a ring-shaped network, but it cannot read
from them. Using a local memory for every processor gives a higher effective
bandwidth than with a single memory because multiple memories can process
data request from different processors simultaneously. A disadvantage is that

Processor

Cache

Cache

...

Ring Interconnect

Processor
NI

NI

Local Memory

Local Memory

Processor

Processor

NI

Cache

Shared Memory

(a) Architecture with a shared memory

...

Local Memory

Processor

(b) Architecture with a local memory for every processor and a ring-shape interconnect

Figure 1.4: Examples of multiprocessor system architectures

tasks with large memory requirements might not be able to execute on a single
processor due to the smaller memories available at each processor resulting
from the partitioning of the shared memory. Furthermore, read operations
from remote memories are not supported by this architecture for hardware cost
reasons. Another disadvantage is that it must be ensured that all data required at
other processors is sent to these processors. A programming model can assist in
determining this shared data, or, supported by the techniques described in this
thesis, free the programmer completely from this task.
In the next section we show what the effect of these architectures is on the
throughput and latency of a parallel application.

1.3

Exploiting parallelism

If a program consists of multiple parallel tasks, for example after automatic
parallelization of a sequential program, multiple execution styles can be applied.
We distinguish two execution styles, data parallel and pipeline parallel. Both data
parallelism [RP95, Col95, Lea00] and pipeline parallelism [DG07, TKD04, Bij11]
have been extensively studied and in this section we discuss the differences
between them and show their advantages and disadvantages. These types of
parallelism can also be combined and exploited simultaneously [HGWB14a,
SYBT13].
Figure 1.5 shows the difference between a sequential execution and the
two parallel execution styles. Figure 1.5(a) shows a sequential schedule for
an application consisting of three tasks, A, B and C. Between these tasks is a
dependency from task A to B and from task B to C. The numbers in subscript
denote the number of the sample which is processed, i.e. A 0 denotes that task A
processes sample 0. After the first sample is processed by all three tasks, the
second sample is processed by all tasks and so forth for all samples.
Figure 1.5(b) shows a data-parallel schedule where three processors are used,
each executing the same set of tasks in parallel. A sample is processed by all
tasks on one of these three processors. For example the first processor executes
tasks A, B and C on sample number 0 while the second processor executes these
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Processor

A0 B 0 C 0 A1 B 1 C 1 . . .

A0 B 0 C 0 A3 B 3 C 3 . . .
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B0 B1 B2 B3 B4 . . .

A2 B 2 C 2 A5 B 5 C 5 . . .
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(a) Sequential schedule

(b) Data parallel schedule

C0 C1 C2 C3 C4 . . .
(c) Pipelined schedule

Figure 1.5: Fragments of schedules illustrating the three different execution styles
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tasks simultaneously for sample number 1 and the third processor for sample
number 2. After a processor has finished processing a sample, it continues with
the next sample, thus the first processor with sample 3 and so forth.
In contrast to a data-parallel execution where every processor executes all
tasks, a pipelined execution means that tasks are distributed over the processors.
An example schedule of a pipelined execution is shown in Figure 1.5(c). At the
top of the figure, the first processor is shown which executes task A on every
sample. Due to the data-dependency between A and B, the second processor
starts executing B after the first execution of A is finished. Analogously, the
third processor starts executing C after the first execution of B is finished. Simultaneously with executing B 0 , processor 1 can execute A 1 and also when the
third processor is executing C 0 , the second processor can execute B 1 and the first
processor can execute A 2 .
In this thesis we focus on exploiting and analyzing pipeline parallelism. The
motivation for this choice is outlined in the sections below.

1.3.1

Effects of Parallelism on the Throughput

In this section we illustrate the effects of the two execution styles on the throughput of an application. The throughput of an application is defined as the number
of data items that can be processed per time-unit. If there is a rate conversion in
an application, the throughput at the inputs and outputs of an application can be
different as defined by the rate conversion. Both data and pipeline parallelism
can have a positive effect on the throughput on an application.
In the example schedule from Figure 1.5(a) tasks A, B and C are executed
sequentially. Suppose that each execution of one of these tasks takes one timeunit. Therefore, the total time it takes to process one sample is three time-units.
The throughput of the application given this schedule is therefore one sample
per three time-units.
If we consider a data-parallel execution style on a system with three processing cores, the schedule shown in Figure 1.5(b) can be obtained. In this schedule
every processor executes tasks A, B, and C. This is similar to processing three
samples simultaneously using the sequential schedule. Therefore, the throughput
of one processor is also one sample per three time-units. However, because there
are three parallel processors executing these tasks independently, three times the
work is done per time-unit. The throughput of the entire system is thus three

Memory
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Core 0

Core 1

Core 0

Local Memory

Shared Memory

(b) Shared memory

Core 1

(c) Local memory

Figure 1.6: Different system architectures

samples per three time-units, or one sample per time-unit. This shows that a
data-parallel execution style can have a positive effect on the throughput of an
application.
Figure 1.5(c) shows a schedule corresponding with a pipelined execution
of the same application on the same three processor system. Every processor
executes one task, either A, B or C. As shown in the schedule the second execution
of A can start immediately after the first execution of A, which is before the first
execution of B has finished and even before the first execution of C has started.
Consequently, also with a pipelined execution a throughput of one sample per
time-unit can be achieved. Therefore, both a data and pipelined execution style
can be used to increase the throughput of an application.
Stream processing applications often consist of functions which carry state.
A function has state if the result of its execution not only dependents on the input
values given at the current execution, but also on input values from previous
executions. For a pipelined execution there is only one simultaneous execution of
a function. The advantage of this is that state of a function can be stored locally
at that function. For a data-parallel execution there a multiple simultaneous
executions of a function and thus any state must be shared between all these
execution. This is not always possible and therefore a pipelined execution is a
more natural fit to increase the throughput in the presence of stateful functions.

1.3.2

Effects of Parallelism on the Latency

The parallel execution of the tasks in an application can also have an effect on the
latency of an application. Latency, or more precisely the end-to-end latency, is
defined in this thesis as the time between the sampling of a data-stream and the
time the result is made available to the environment. If the system architecture
is not taken into account, parallelizing an application does not effect the latency.
However, if the system architecture is taken into account the latency can be
changed by applying the different execution styles.
Consider the system architecture as shown in Figure 1.6(a). In this architecture there is a single processing core and a shared memory. Any read or
write operation to the memory incurs a latency, denoted by the two green blocks
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Figure 1.7: Schedules of two functions f and g when executed on different
architectures

between the core and the memory. If a task consisting of two functions g(f())
is executed on this architecture, the schedule from Figure 1.7(a) is obtained. Here
the time LW represents the time it takes to write the result of f to the memory
and L R the time it takes for g to read it back. Any read or write operation done in
the functions themselves are ignored in this discussion to simplify the discussion,
but the end conclusion remains the same.
Execution of this application after it has been parallelized using the dataparallel execution style results in the schedule shown in Figure 1.7(b). The
resulting schedule is equivalent to the sequential schedule, but this sequential
schedule is duplicated a number of times. Each of these duplicates is used to
process an other input sample. A data-parallel execution style does not have any
positive or negative effect on the latency in the best-case, which is shown in the
figure. The processing time of functions f and g does not change and also the
memory latency is unaffected because all write and read operations still need
to be executed. However, in the worst-case it can happen that the data-parallel
memory operations interfere with each other, which could potentially increase
the latency.
Parallelizing the sequential program consisting of the functions g(f()) for
the use of pipeline parallelism, thus executing function f on a different processor

1.4

Design Approaches

Stream processing applications can be designed using several approaches. These
approaches are outlined in this section, including a discussion and motivation of
the approach taken in this thesis.
Traditionally when software is designed, an application is written in a parallel
programming language. For real-time applications an analysis model is extracted
manually by the programmer and this model is then analyzed. This traditional ap-
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as function g, results in the schedule from Figure 1.7(c). The system architecture
enabling this schedule is shown in Figure 1.6(b). First, function f executes and
writes its result to memory. This write operation again takes LW time. After
the write operation is complete, f can process the second sample and g can read
the first sample from memory. This read operation takes L R time. If such an
architecture is used the latency remains equivalent to the sequential execution.
If posted writes are available, i.e. a write transaction does not have to wait for
an acknowledge that the value is actually written, the schedule from Figure 1.7(d)
can be obtained. This schedule shows that the second execution of f can start
immediately after the first execution and does not have to wait until the write
action is complete. This results in a higher throughput as opposed to when
posted writes are not used. However, it does not improve the latency.
The latency can be improved if these posted writes are used in combination
with a system architecture using a local memory for some processor cores. An
example of such an architecture is shown in Figure 1.6(c). Core 1 has a small
local memory from which reads can be done in one clock cycle, but writes to
this memory are slow. If the same application is executed on such a system, this
results in the schedule from Figure 1.7(e). Function f executes on core 0 and the
result is stored in the local memory of core 1. The latency of a write operation
is again LW . As can be seen in the schedule, the latency term L R is no longer
present due to the fast read operation. The latency of the system is therefore
lower than in the sequential schedule.
From the above we can conclude that both data and pipeline parallelism can
have a positive effect on the throughput of an application. The maximum speedup
achieved by both execution styles is equally large. However, when considering
the effects of both styles on the latency a difference can be seen. Data parallelism
does not reduce the latency and the overhead of data-parallelism can even
increase the latency. However, for pipeline parallelism a counter-intuitive effect
can be observed. If an architecture with local memories is used, a pipelined
execution can reduce the latency of an application. This is one of the reasons
why we focus on pipeline parallelism in this thesis. Another important reason is
that pipeline parallelism allows that some functions are mapped to specialized
processors or accelerators to speed up execution even further. This is difficult
with data parallelism because multiple tasks exist with the same functionality
and to achieve the best results all of these tasks must be executed on accelerators.

Concurrent Implementation

Concurrent Model

Manual

12

Analysis Model

Concurrent Implementation

(a) Manual modeling

(b) Model-based design
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Figure 1.8: Traditional design approaches

proach is illustrated in Figure 1.8(a). A serious disadvantage of such an approach
is that extracting an analysis model manually is very error-prone and when the
implementation changes, the programmer must manually update the model to
keep it consistent. An even more serious drawback is that there are usually no
guarantees that the model corresponds correctly to the implementation, thus
analysis results might not reflect the properties of the implementation.
To overcome these problems, model-based design approaches [KSLB03]
have been introduced to implement applications with real-time constraints on
MPSoCs. An example of such a model-based design approach is the PTIDES
approach [ZABL09, DFL+ 08]. An application is described as a concurrent model
and from that model, a concurrent implementation is derived. Generating the
implementation automatically ensures that the model and the implementation are
consistent. This model-based approach is illustrated in Figure 1.8(b). However, in
a concurrent specification it is difficult to find a balance between expressiveness
and analytical opportunities. For example a program might contain a deadlock
but analysis tools cannot always detect whether deadlock can occur in a program.
Reducing the expressiveness of a model, and thus increasing the analyzability,
might have as a consequence that some applications can no longer be modeled.
To overcome the problems of the approaches mentioned in the previous
paragraphs, the approach taken in this thesis is based on a combination of a
sequential and parallel specification from which a parallel implementation and
a corresponding temporal analysis model are automatically derived. Figure 1.9
shows an overview of this approach. An application is specified using a mixed
parallel/sequential specification, which means that a combination is made between a sequential and parallel specification. Some restrictions are made to
the language to ensure the implementation and temporal analysis model can be
derived. This temporal analysis model abstracts from any functional behavior,
except for the properties required for temporal analysis. At the same time, the
tool also automatically extracts task-level parallelism from the sequential part
of the specification, while ensuring that the functional behavior of the parallel
implementation and the mixed specification are equivalent. By deriving both
the implementation and model from the same specification, it is ensured that
the implementation refines the results of the temporal analysis model and thus
satisfies the temporal requirements whenever the analysis results satisfy these
requirements. This refinement relation v is the earlier-is-better refinement rela-

Mixed Sequential/Parallel Specification
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Parallel Implementation

v

Temporal Analysis Model

Refinement

Figure 1.9: Overview of the approach presented in this thesis: the implementation
and analysis model are derived from a restricted specification

tion defined in [GTW11, Hau15]. Basically, if this refinement relation holds it can
be concluded that if one application refines an other application the performance
of the first is never worse than the performance of the latter.
This separation into a functional implementation and temporal analysis
model allows for more flexibility in both the implementation and analysis. More
flexibility in the implementation is exploited for example by separating synchronization and communication. For if-statements, synchronization statements
are executed unconditionally, whereas statements communicating data used
by statements located in the if-statement are executed conditionally. In the
temporal analysis model only synchronization statements are modeled, not communication statements. Modeling unconditional synchronization statements
prevents that the analysis model must be a model with conditions, such as the
Boolean Dataflow (BDF) model [BL93], on which detecting deadlock is undecidable in general. Our temporal model does contain the conditional repetition of
while-loops. However, deadlock and buffer sizing remain decidable despite this
conditional execution.
For some existing methods the above design approaches and characteristics
are categorized in Table 1.1. The approaches in which a model must be manually
derived are not suitable for the design of real-time systems because of the lack
of a temporal analysis model or the lack of methods to verify the correspondence between the model and implementation. StreamIt [Thi09] is based on a
model-driven approach, but they do not support dynamic applications well. In
the DaedalusRT [BZNS12, NS11] approach the model and implementation are
generated from a sequential specification. However, there is a one-to-one relation
between the input specification and the implementation/model such that the
modeling and implementation freedom is limited.
The synchronous languages [HCRP91, BG92] are also based on a modeldriven approach. These languages do support some dynamic behavior, however,
an implementation resulting in a pipelined parallel execution cannot be derived
in general. Furthermore, for some synchronous languages verifying whether
causality problems can occur is not possible in general [Hal92]. A program is
causal if it has a uniquely defined behavior and if the value of all variables is
always defined [BCE+ 03]. For a C/Pthreads a pipelined execution is possible,
but synchronization that results in a pipeline must be manually inserted. The
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Ex
pre

C/Pthreads
DaedalusRT
Synchronous Languages
StreamIt
OIL
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Manual
Generated (one-to-one)
Model Based
Model Based
Generated

Table 1.1: Characteristics of existing approaches

approach introduced in this thesis can deal with dynamic applications, such as
applications having modes and multi-rate behavior. Furthermore, a corresponding temporal analysis is generated for which detecting deadlock is decidable and
the generated implementation results in a pipelined execution.

1.5

Problem Statement

The problem addressed in this thesis is to devise requirements for a programming
language in which real-time stream processing applications containing multiple
operation modes as well as multi-rate behavior and communication with the environment can be described. It should always be possible to derive a corresponding
implementation from a program specified in this language which is suitable for the
execution on an MPSoC. Furthermore, a corresponding temporal analysis model
must be defined which can be automatically derived from applications described in
this programming language and which is suitable for efficiently verifying whether
real-time constraints are met by an application.
A well-defined programming language that is suitable for programming realtime multi-core systems should allow that for every valid input specification a
corresponding output program exists and that a corresponding temporal analysis
model can be derived. This requires a co-design between the programming
language and the temporal analysis model. Increasing the expressivity of the
language might result in that a property cannot always be verified using the
analysis model. Restricting the analysis model can lead to the fact that few
applications can be expressed in the model.
Modern stream processing applications often require if-statements, whileloops and arrays which support data-dependent accesses to express their application modes. Many programming languages can express such dynamic behavior,
but they lack a corresponding temporal analysis model. Such a model must be automatically derived to guarantee a correspondence between the application and
the model. The model must be sufficiently expressive to allow for such dynamic
behavior to be expressed. Existing models [LM87, BELP96, BZNS12, SGTB11] do
not allow for such dynamic behavior or cannot always be analyzed [BL93, BG92].

1.6

Contributions

The main contribution of the work presented in this thesis is an approach in
which a parallel implementation and a corresponding temporal analysis model
can always be derived from an application specified in the presented programming language, despite the use of modes and multi-rate behavior. This requires
a suitable analysis model as well as constraints on the programming language
such that analysis remains feasible.
The contributions of the work in this thesis are in more detail:
• The definition of a modular mixed parallel/sequential programming language targeted towards real-time stream processing applications and which
is suitable for automatic parallelization, does not require SA, provides
means for communication with the environment and contains statements
to specify time dependent behavior (Chapters 3 and 4).
• A method with which a temporal analysis model can always be derived
from a sequential module having modes, formed by if-statements and
while-loops. This model can be derived despite the presence of arbitrary
access patterns to arrays (Chapter 5).
• Convenient specification of multi-rate behavior using hierarchical concurrent modules and the derivation of a corresponding temporal analysis
model which supports incremental design and thus does not require global
analysis (Chapters 3 and 6).
• An implementation of the proposed programming language and analysis
model derivation in a multiprocessor compiler. This compiler is capable of
handling real-life applications (Chapter 7).

1.7

Outline

The organization of this thesis is as follows. In Chapter 2 we discuss the relation
between other approaches and the approach presented in this thesis. We do this
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If dynamic behavior results in the loss of analyzability, it should be possible to
create an abstraction in which the dynamic behavior can be modeled as static
behavior while still yielding correct analysis results.
Besides multiple application modes, many stream processing applications
have multi-rate behavior. Multi-rate behavior is difficult to express in sequential
specifications, as will be detailed in Section 3.1. However, multi-rate behavior
is relatively easy to specify in a parallel program. Control behavior is easier in
sequential specifications to specify while guaranteeing deadlock-freedom than
in parallel specifications. Therefore, a mixed parallel/sequential approach is
proposed in this thesis such that both multi-rate and modal behavior can be
specified.

16
Chapter 1 | Introduction

by means of a number of important properties desirable for the programming of
parallel real-time stream processing systems.
Chapter 3 presents the mixed parallel/sequential programming language OIL.
In this chapter the features of the language are discussed, such as communication
with the environment and so called time-aware statements. The OIL language is
comprised of nested parallel modules communicating via FIFO buffers. At the
most deeply nested level the modules contain a sequential specification. In this
sequential specification control statements are allowed.
In Chapter 4 it is shown how parallelism can be derived from the OIL language. Deriving parallelism requires a number of code transformations such as
transforming the input program to an SA form. Also loop transformations are
done to ensure that the resulting parallel program can be modeled.
The method of modeling the temporal behavior of a sequential module is
presented in Chapter 5. In this chapter the Structured Variable-Rate Phased
Dataflow (SVPDF) temporal analysis model is presented. Structure is enforced
in this model such that even while-loops with data-dependent conditions can
be modeled and analyzed. Furthermore, it is shown that arrays with an access
pattern unknown at compile-time can be modeled.
The temporal behavior of parallel modules can be analyzed using the method
presented in Chapter 6. The analysis model used to model parallel OIL modules
is the Compositional Temporal Analysis (CTA) model [HGWB12]. This model
enables the incremental design of modules in OIL and the description of their
temporal properties. It is also shown that an abstraction of an SVPDF model can
be made in the form of a CTA model.
In Chapter 7 the implementation of our compiler is described and we evaluate
this compiler using three applications. A simplified Digital Video Broadcasting Terrestrial (DVB-T) application is used to demonstrate the analysis of an
application with modal behavior. An Orthogonal Frequency-Division Multiplexing (OFDM) transmitter is used to demonstrate the analysis of an application
with multi-rate behavior. A Phase Alternating Line (PAL) decoder application
having complex multi-rate behavior is used to demonstrate the use of multiple
parallel modules and the generation of a CTA model.
In the last chapter, Chapter 8 we present the conclusion, a summary and give
some directions for future work.

Chapter
Related Work
Abstract
This chapter discusses related approaches targeted towards the programming of parallel systems. We examine a number of important properties
and discuss how each approach relates to these properties and to our approach in which a parallel implementation and temporal analysis model are
automatically derived.

In this chapter we discuss approaches related to the programming of embedded MPSoCs with real-time requirements. We will discuss a number of properties
related to the programming of real-time parallel systems: the expressivity of the
input language, the programming interface, temporal analysis models, deadlockfreedom, pipeline parallelism, communication with the environment, time-aware
behavior, and whether a language requires the definition of a memory consistency model. Table 2.1 shows these properties for a number of approaches, and
also for the approach presented in this thesis.
Traditional programming languages, such as C [fS05] and C++ [Str95], are
originally designed for single-core systems. These languages are often Turingcomplete and therefore have a high expressivity. Besides Turing-completeness
they often contain, or are extended with, statements for introducing parallelism
such as Pthreads [NBF96] or MPI [For12]. However, the lack of structure results
in that deadlock-freedom cannot be verified in general. Furthermore, a memory
consistency model must be specified for such a language and thus exposes the
programmer to difficult memory consistency issues.
Languages designed for parallel systems such as DaedalusRT [BZNS12, NS11],
the synchronous languages [HCRP91, BG92] and StreamIt [Thi09] restrict the
expressivity of the language to that of a Finite State Machine (FSM). The sequential specification of DaedalusRT cannot conveniently express multi-rate behavior
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whereas the StreamIt approach cannot express multiple application modes. These
restrictions however enable the use of temporal analysis models in which it is
also (often) decidable whether deadlock occurs. Such approaches also abstract
from a memory consistency model and leaving memory consistency problems as
implementation details to the tool manufacturer.
In contrast to these approaches, the approach introduced in this thesis is based
on a mixed parallel/sequential specification. This specification is sufficiently
expressive to express modes and multi-rate behavior while a corresponding
temporal analysis model can be derived for which it can be determined if it meets
the temporal constraints and whether deadlock occurs. Moreover, the language
does not have a memory consistency model. An abstraction is made from memory
consistency issues such that they can be resolved in the multiprocessor compiler.
The language introduced in this thesis is based on the language defined
by Bijlsma [Bij11]. However, their language does not allow for the elegant
specification of multi-rate behavior, time-aware statements, and communication
with the environment. Furthermore, a program specified in their language must
be in a SA form. Moreover, no corresponding temporal analysis model can be
derived when multiple while-loops are used or when arrays with an unknown
access pattern are used. The approach introduced in this thesis does not have
these restrictions.
In the following sections a more detailed comparison of related approaches is
described. This comparison is summarized in Table 2.1 as a guideline.

2.1

Expressivity

In order to accurately describe an application in a programming language, the
expressivity of the language must be sufficiently high. For example an expressive
language allows dynamic behavior by means of if-statements and while-loops
whereas a non-expressive language can have a fixed flow of data through the
system. In this section we discuss the expressivity of various related approaches.
One of the traditional methods of programming multiprocessor system is the
Pthreads approach. Pthreads is a library which can be included in for example C
and C++ programs to create multiple threads executing in parallel. Pthreads also
provides locking mechanisms to guarantee mutual exclusive access to shared data.
These locks can be used for example to implement the synchronization protocols
required for communication channels. Because Pthreads is a library which must
be included in a host language, the expressivity of the host language determines
the expressivity of the system. The C++ language supports dynamic behavior,
such as if-statements and while-loops, as well as dynamic memory allocation.
Therefore, the C++ language is Turing-complete1 [Vel03]. A serious disadvantage
of threads is that it is easy to mistakenly introduce non-deterministic behavior
1 The implementation of a programming language is in general not Turing-complete because
a language is implemented on a system with a finite memory and address-space and can therefore
theoretically not be Turing-complete as this requires infinite memory.
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which results in unpredictable behavior [Lee06]. Even worse is that a compiler
is unaware of the parallel semantics of threads and can thus perform optimizations violating the thread semantics and perform incorrect optimizations [Boe05].
Therefore, in C++11 threads are included in the programming language specification [fS11]. One can conclude that the expressivity of a thread based approach is
too high because it is extremely difficult or even impossible to conclude whether
a program executes as intended [Lee06].
OpenMP is an extension to the C language [DM98]. Here pragmas give hints
to the compiler which parts can be parallelized and executed in parallel. The compiler is then responsible to add communication and synchronization statements,
similar as the approach presented in this thesis. The OpenStream extensions to
OpenMP [PC13] allow stream processing applications to be described. Similar to
the thread based approach, the host language determines the expressivity of the
approach and in the case of C the expressivity is the class of Turing-complete
programs. However, in contrast to Pthreads, OpenMP is not a library but a
language extension included in compilers and does not suffer from the same
disadvantages as Pthreads. A disadvantage is that, because dependencies in a C
program cannot always be analyzed, the behavior of the parallelized application
is not guaranteed to be the same as the input program. A disadvantage of using
pragma as a means to extend a language is that the semantics of pragmas is not
well defined. The semantics of pragmas is not defined in a language specification,
but is implementation dependent. Furthermore, pragmas do not introduce any
structure and such structure can therefore also not be exploited.
The DaedalusRT [BZNS12, NS11] approach has a Nested Loop Program (NLP)
based sequential input description. The syntax and semantics of these NLPs
is similar to that of C, except that pointers, recursion and dynamic memory
allocation are not allowed. Furthermore, accesses to arrays are required to
be affine but control statements such as if-statements and while-loops are
allowed. Parallelism is extracted from an NLP and FIFO communication buffers
are inserted for the communication of shared data.
The synchronous languages Lustre [HCRP91] and Esterel [BG92] are based
on the synchrony hypothesis. This hypothesis states that all program steps
take zero time and go in synchrony, i.e. occur simultaneously. Lustre is shown
to be Turing-complete [Fra04], though the language is often restricted to the
expressivity of an FSM. The expressivity of Esterel is equivalent to that of a FSM.
The Giotto approach [HHK01] is similar to the synchronous approaches, except
it assumes a unity delay time-step instead of a zero-delay time-step.
Another approach is the PTIDES approach [ZABL09]. PTIDES is a distributed
implementation of the Discrete-Event (DE) model, where time-stamped events
arrive at inputs of actors which process these events. In [SSY05] it is shown that
the DE model is Turing-complete, making PTIDES also Turing-complete.
The CAL Actor Language (CAL) [EJ03] is a dataflow programming language
in which actors describe computation and channels are used for communication.
From the CAL language an implementation can be generated in for example
C. CAL is based on the dynamic dataflow principle and is therefore a Turing-

2.2

Interface

The interface of components in a programming language specifies the method
by which a component interacts with its environment. These interfaces also
indirectly define whether and how components can be composed into a new
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complete language [BDT13]. Siyoum introduced Disciplined Dataflow Networks
(DDNs) [SGE+ 13], which are a subset of CAL. DDNs are not Turing-complete
and therefore better analyzable.
StreamIt [Thi09] is another dataflow language, but more restricted in expressivity than CAL. StreamIt is based on the SDF Model of Computation
(MoC) [LP95] in which a graph of actors communicate over FIFO buffers. The
graph topology is fixed, as well as the number of produced and consumed
items. Control statements such as if-statements cannot be described. This
result in an expressivity equivalent to an FSM. Soulé adds dynamic behavior
to StreamIt by allowing the number of produced and consumed items to be
dynamic [SGH+ 13]. However, this requires dynamically sized FIFO buffers and
thus cannot guarantee an execution in bounded memory. Related to StreamIt is
the ΣC language [GSLD11] which is based on the Cyclo-Static Dataflow (CSDF)
model [BELP96]. However, it suffers from many of the same drawbacks as
StreamIt [DLC14].
Several tools exist which are also based on the dataflow paradigm which are
currently used for the design of stream processing applications. The GNURadio
tool [gnu14, Blo04] allows for the visual programming of stream processing
applications using a Graphical User Interface (GUI). Blocks can be connected via
buffers and stream data over these buffers. A drawback is that control cannot be
made explicit and has to be encapsulated in blocks and data structures. In the G
language used in LabVIEW [AK98] control can be included in the specification.
Also G is a visual specification language based on the dataflow principle. The G
language is Turing-complete, but subsets of the language can be defined which
are not Turing-complete.
The MPI approach [For12] is not based on dataflow, but is based on message
passing. In a message passing framework a sender and receiver communicate
by passing messages over a shared communication network. The MPI standard
defines an Application Programming Interface (API) for the communication of
such messages. MPI is defined as an extension to existing languages, such as
Fortran [fS10] and C. Analogously to the thread based approaches, also for MPI
the host language determines the expressivity.
The expressivity of the OIL language introduced in this thesis is equivalent to
that of an FSM. The language allows control statements such as if-statements
and while-loops as well as explicit parallelism in the form of communicating
modules. OIL is however not Turing-complete as recursion and dynamic memory
allocation are not allowed. Furthermore, pointers are not present in the OIL
language because variables in OIL are virtual storage locations and are not linked
to a physical memory address.
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component. An interface is composable if the interfaces are compatible and if
the behavior of components remains equivalent after composition.
The interface of the C programming language, extended by Pthreads, OpenMP
or MPI, consists of a function interface. A function reads from all inputs, performs
an algorithm and writes to all outputs. Functions can be a black-box, meaning
their contents are not visible to the environment, the compiler or the programmer.
Functions in C can be composed to create new functions. Composition requires
that the inputs of all sub-functions are available at the beginning of the composed
functions and all outputs are only available at the end of the composed function.
Object-oriented languages such as C++ provide objects which can group several
functions operating on the same state stored in local variables. These objects
essentially introduce additional hierarchy in the language, but the interface
remains based on functions.
In DaedalusRT functions are used to embed C code into NLPs. Also here
these functions can be black-box functions. However, there is no such notion of
functions in NLPs themselves, only functions specified in a foreign language are
supported. Therefore, a composition of multiple NLPs cannot be done in which
parallelism can still be derived from these compositions.
In the synchronous languages functions can also be used to compute algorithms in a host language, similar to the DaedalusRT approach. However, next
to functions synchronous languages such as Esterel allow modules, also called
nodes in Lustre or modes in Giotto. Such modules do not terminate immediately
after computing an output value, but operate on a stream. Each clock tick the
input streams are sampled and output streams are written. The from the Esterel
derived language Quartz [BS09] can also do separate compilation for modules.
However, during the linking stage a causality check must be done to ensure the
composed program is valid.
The DE based PTIDES approach has an interface based on actors. Actors
communicate with other actors via events. Actors consume data from an input
and some time later produce data at an output. This processing time can be
different for every input/output pair. It is not shown whether PTIDES actors can
be composed. Actors can also be specified in the CAL language, but CAL actors
require a number of tokens to be present at every input before the actor can fire.
Another actor-based language is StreamIt. In StreamIt communicating actors
can be placed in sub-graphs. Sub-graphs allow a number of communication
patterns in the form of pipeline, splitjoin and feedbackloop statements.
These sub-graphs can be combined to form more complex behaviors.
The OIL language presented in this thesis makes use of modules with a stream
processing interface, similar to the synchronous languages, and also makes use of
functions implemented in a foreign language, similar to for example DaedalusRT .
Functions can be black-box functions and their internals are not parallelized nor
analyzed. From every module however a temporal analysis model is extracted
and these models can be combined into a larger model while preserving the
temporal properties. Unlike functions, not all inputs have to be available before a
module starts processing and not all outputs have to be written simultaneously

by a module. Therefore, modules are a more generic interface than functions.
Furthermore, in contrast to functions, modules can elegantly described multi-rate
behavior because no sequential schedule has to be specified between modules.
This is enabled by the fact that modules can operate on infinite streams of values.
23

Temporal Analysis Model

A language can be considered to be useful for the programming of real-time
systems, if a temporal analysis model can be derived. Temporal analysis models
can be divided in several classes where each class allows for a different number
of properties to be analyzed. Most general purpose languages, such as C or
C++ do not allow for a corresponding temporal analysis model to be derived
automatically. Such languages are often too expressive and have insufficient
structure or require models which are too expressive and are therefore not
analyzable. Extensions such as MPI or Pthreads only extend but not restrict the
language and thus do not provide any additional analytical properties.
Approaches such as PTIDES are less expressive and are therefore more
applicable for the analysis of temporal requirements. For DE models it cannot
always be decided whether the temporal requirements can be met. Since DE
models are Turing-complete the halting problem can occur, making it undecidable
to determine in general whether an application finishes.
From the parallel specification in a synchronous language an FSM is derived
representing the program behavior. From this FSM and the worst-case execution
times (WCETs) of the functions it can be derived what the minimum period of
the clock is in the implementation. Analysis to derive this minimum period is
always possible, but requires algorithms with an exponential time-complexity.
The CTA model [HGWB12] consists of components where the interface of
a component is based on periodic streams with maximum rates and maximum
latencies between the start of the streams. This interface allows for associative
composition of such CTA components. The CTA model can be used to verify
deadlock-freedom and for the computation of sufficient buffer capacities with
an algorithm with a polynomial time-complexity. In this thesis it is shown that
CTA components correspond elegantly with the parallel modules present in the
OIL language (Chapter 6).
As with the CTA model, the RTC method [TWS06, TCN00, LPT09] allows
for the compositional analysis of real-time systems. However, the use of buffers
with a finite capacity results in cyclic dependencies. Such cyclic dependencies
result in an exponential worst-case time-complexity of the analysis algorithms
while analysis algorithms for the CTA model have a polynomial time-complexity.
Furthermore, buffer sizing for applications with cyclic task graphs has not been
addressed in the RTC method.
A number of languages exist which are based on the dataflow MoC. For
example the StreamIt language is based on the SDF model [LP95]. Temporal
analysis for SDF models is decidable and the SDF model can be used to determine
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the throughput of applications [SB00]. However, analysis algorithms to determine
minimum buffer capacities given a throughput constraint have an exponential
time-complexity [SGB08, MBGS10]. Therefore, approximation algorithms have
been created which have a polynomial time-complexity [WBJS06, WBS09]. These
algorithms can also be used when processors are shared using starvation-free
schedulers. For non-starvation-free schedulers however, only algorithms with an
exponential time-complexity exist to determine the minimum throughput and
the buffer sizes [HGWB14b].
However, conditions cannot be specified in an SDF model. This means
that if-statements and while-loops cannot be expressed in the SDF model.
Therefore, languages based on SDF such as StreamIt are in general unsuitable for
the specification of modal real-time systems. ΣC and the DaedalusRT approach
use the more general CSDF model [BELP96]. However, the CSDF model suffers
from the same issue as the SDF model in that only unconditional behavior can
be described.
Conditions cannot be specified directly in the SDF or CSDF model, however
modeling abstractions can be applied if the language and analysis model are
separated. This allows for conditions in an application without requiring that the
model allows dynamic behavior. Bijlsma [Bij11] models synchronization and not
the actual communication of data. In their approach synchronization statements
are placed outside of if-statements and thus these statements are executed
unconditionally. Therefore, a corresponding CSDF model can be derived.
A model that is more general model than SDF is the Variable-Rate Dataflow
(VRDF) model [WBS08a, WBS08b]. In the VRDF model actors can have variable
rates. These variable rates are characterized by a set of finite parameter values.
However, the set of parameter values must be known at design-time and parameter values cannot become infinite. For while-loops such an upper bound
cannot be defined. The Variable-Rate Phased Dataflow (VPDF) model does allow
for while-loops to be expressed and does not require a set of finite parameter
values [WBS10]. However, two problems exist with analysis for VPDF models.
First, analysis techniques for this model can result in a false detection of deadlock
when deriving the maximum throughput because a linearization step is applied
which results in an over-approximation. Furthermore, determining the throughput of an VPDF model during analysis has an exponential time-complexity in the
number of parameters P: O(V 2P + E2P ). In this thesis a restricted version of the
VPDF model is introduced in which additional structure in the graph topology is
added. Therefore, this restricted model is called the Structured VPDF (SVPDF)
model. This SVPDF model can be used for the modeling of sequential modules.
It is shown that for the SVPDF no false detection of deadlock can occur.
A restricted variant of CAL can be used to generate a Scenario-Aware
Dataflow (SADF) model in [SGE+ 13]. This model allows for the description
of switching behavior in an FSM. However, temporal analysis for this model
has an exponential time-complexity. The BDF model [BL93] is a more generic
model than VPDF and SADF. However, verification of temporal constraints is an
undecidable problem in general for this model.

Deadlock-Freedom

One of the biggest differences between programming for a single-core system
and a multi-core system is that deadlock can occur. Deadlock means that no
progress can be made anymore in the system because all tasks are waiting for
an other task. By definition, a system can only deadlock if there are multiple
threads or processes executing in parallel.
In unstructured approaches such as Pthreads, deadlock can occur due to
synchronization statements being placed at the wrong place by the programmer.
Basically this creates a cyclic dependency in which all threads wait at another
thread in the cycle. Careful thinking about the placement of synchronization
can prevent many concurrency bugs, but it is unlikely that all pitfalls are identified [Lee06]. For MPI deadlock can be introduced at the language level by using
blocking synchronization statements, be it the MPI built-in blocking synchronization functions or manually created blocking using the asynchronous functions.
Whether deadlock actually occurs using either the blocking or non-blocking functions can be implementation dependent. Tools exist which can check whether an
application potentially deadlocks, but no guarantees can be given [VdS00].
Also in CAL deadlock can occur. CAL contains conditions preventing actors
from firing. If cyclic dependencies are introduced by these conditions, actors depending on each other can be prevented from firing, resulting in deadlock [CJ14].
Siyoum [SGE+ 13] introduced restrictions on CAL such that an analysis model
can be generated and it can be verified whether an application is deadlock-free.
In [ZABL09] it is shown for the PTIDES approach that deadlock is not introduced because of the use of timestamps. Based on the timestamp of an event, the
graph layout and the current physical time it can be decided whether an actor
can fire. However, a deadlock can be specified in the input specification.
In the synchronous languages deadlock caused by the blocking on input
values cannot occur because of the time-triggered execution style. However,
a related problem can occur called causality issues. A causality occurs when
the calculation of a value depends on another value and vice-versa. In the
synchronous language Lustre causality issues cannot be introduced. If it cannot
be determined whether causality issues occur in a Lustre program, the program
is considered invalid [Hal92]. For other synchronous languages such a strict
restriction is not applied. For example for the Esterel language the verification
of causality issues is a responsibility of the compiler. Since it is impossible in
general to verify the absence of causality issues, Esterel makes an approximation
and can therefore reject valid programs as having causality problems [BCE+ 03].
Adding structure to a language can make deadlock detection decidable or can
even completely eliminate the possibility to specify deadlock. For programs in
the StreamIt language detecting deadlock is decidable. Because StreamIt is based
on SDF models which are structured as static graphs, it can be easily verified
whether a StreamIt program is deadlock-free. However, deadlock can still be
specified in the input language.
Sequential languages, such as DaedalusRT and also the sequential modules in
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OIL are by definition deadlock-free. However, these approaches face challenges
in the parallelization stage since deadlock can be introduced by the compiler.
DaedalusRT overcomes these challenges by restricting the set of input programs
to programs with affine behavior. For these programs polyhedral analysis techniques can be used to derive deadlock-free parallel programs [NS11]. In sequential OIL modules deadlock is prevented by using buffers with overlapping
windows and by making synchronization for if-statements unconditional. Also
synchronization for communication between parallel OIL modules is made unconditional such that data is always produced and consumed. The CTA model
can then be used to verify deadlock-freedom for these parallel modules.

2.5

Memory Consistency Models

Another issue specific to multi-core or multiprocessor systems is whether a
language is memory consistency model agnostic. A memory consistency model
specifies in which order values that are stored in the memory become visible.
Basically it specifies the contract between the hardware and the programmer.
A variety of memory consistency models exist, some are easier to use by a
programmer and some are easier to implement [Rut14]. If a programming
language is memory consistency model agnostic it means that the programming
language does not have any notion of a memory consistency model. The main
advantage is that the programmer does not have to think about the different
order in which memory operations can occur. There can be several reasons why
a memory consistency model does not have to be considered in a programming
language. For a number of approaches their reasons are explained in this section.
Most programming languages that are intended for single-core systems, but
have been extended for parallel systems, do have a notion of a memory consistency model and are thus not memory consistency model agnostic. Well-known
examples are Pthreads, C++11 [fS11] and Java [MPA05]. In these languages the
programmer has to ensure that all shared variables are correctly guarded by
locks. Access to shared variables not properly guarded can result in data-races.
A data-race means that it is unknown which value will be read and thus nondeterminism is introduced. Data-races can be difficult to detect as they may be
caused by subtleties in the underlying hardware [Rut14].
Programming languages designed specifically for multi-core systems often
abstract from a memory consistency model and define the language purely in
terms of variables or buffers, which are in the language specification not related
to physical memory. The most extreme case occurs in for example MPI where
there is no notion of a shared memory and all data shared between processes has
to be explicitly communicated using send/receive primitives.
In the DaedalusRT approach a sequential NLP is specified where communication between functions is via variables. Storage for variables is not allowed to
overlap and functions are only allowed to communicate data via their function
interface. Because NLPs are sequential and all dependencies are explicit to the

2.6

Pipeline Parallelism

As explained in Section 1.3 exploiting pipeline parallelism is an important mechanism for increasing throughput and reducing latency. This section details for a
number of methods whether pipeline parallelism can be exploited.
Traditionally compilers apply software pipelining to schedule instructions on
a single-core in such a way that multiple iterations of loops can overlap [Lam88,
RTG+ 07]. The compiler which performs instruction level software pipelining
knows the execution times and finish times of all instructions and can therefore
create a static-order schedule that satisfies all dependencies. The difference with
our method is that we do not assume a global clock nor do we create a fixed
execution order. Therefore, we need to insert synchronization in order to satisfy
all dependencies. Douillet [DG07] performs software pipelining for multi-core
architectures. However, the used buffers do not support multiple tasks writing to
the same buffer. Furthermore, out-of-order writes to a buffer are not supported.
Using threads and locking mechanisms pipeline parallelism can be created by
manually inserting lock and unlock statements. Also in OpenMP pipeline parallelism has to be manually created [Ope13]. OpenStream [PC13] adds extensions
to OpenMP such that pipeline parallelism can be expressed without the need
for explicit synchronization. In MPI a similar problem occurs. Synchronization
statements have to be manually inserted for every shared variable. These synchronization statements support asynchronous communication. However, not
all implementations of MPI support asynchronous communication [HSSW11].
Asynchronous communication is required to fully exploit all possible pipeline
parallelism.
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parallelizing compiler, a memory consistency model is not required for NLPs in
the DaedalusRT approach.
In the dataflow based languages CAL and StreamIt communication of data
is done via FIFO buffers. FIFO buffers have read operations that are blocking if
the buffer is empty and write operations that block if the buffer is full. Tasks
have to explicitly write to or read from a buffer. Because it is defined by which
buffer data is communicated, a memory consistency model is also in this case
not required in the programming language. A memory consistency model might
be required for the implementation of FIFO buffers, but this is not part of the
language.
The approach presented in this thesis uses both a sequential specification,
similar to the DaedalusRT approach, as well as a parallel specification in which
data is communicated using FIFO buffers, similar to CAL and StreamIt. Also
the reasons why a memory consistency model is not required are similar to the
reasons presented above. In the sequential specification there is no concurrency
and thus also a memory consistency model is not required. Furthermore, the
only sharing of data between modules is via explicit FIFO buffers.
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Approaches such as the synchronous languages Lustre and Esterel and the
Giotto approach use time-triggered implementations where every clock in the
system is synchronized. Pipelines can only be created manually by specifying
each pipeline stage individually. Furthermore, the implementation generated
from these languages is traditionally single-core though recent efforts have
been made to generate Globally Asynchronous Locally Synchronous (GALS)
implementations [Gir05, BS01]. However, this is not always possible [Gir05].
Also, in Giotto there can only be one mode switch at any point in time.
Approaches designed for distributed systems often use FIFO buffers for intertask communication. DaedalusRT uses the pn compiler [VNS07] to parallelize
affine NLPs. The disadvantage of this approach is that the used buffers do not
support reading locations multiple times and also do not support multiple tasks
writing to or reading from the same buffer. Furthermore, their buffers require
a potentially complex reordering controller if locations are read in a different
order than the order in which they are written. If the accessed elements are input
data-dependent such a reordering controller cannot be defined statically.
An approach based on dataflow programming is the G language, which is
the input language for the LabVIEW tool [KMR91]. G is a visual programming
language, meaning visual elements represent statements. Groups of statements
are combined in blocks, where a block represents for example a while-loop.
Operations inside a block statements can be pipelined, however there is no
pipelining over multiple iterations of a block.
PTIDES also allows for pipelining. Events can be reordered if the environment
does not observe that a reordering has taken place. The only place where the
environment can notice reordering is where model-time and the physical time
are related. Thus on all other places pipelining can be exploited.
Actor based languages such as CAL and StreamIt allow for pipeline parallelism naturally. Actors fire when sufficient tokens are available on their inputs.
Combined with FIFO buffers which are used for the communication between
actors, this allows for pipelining. In StreamIt these semantics are applied in
their so-called pipeline block. However, in this pipeline block dependencies
are implicit, restricting the available parallelism. Our approach has explicit dependencies such that if there is no dependency between two statements they
can execute concurrently, even if they execute in the same loop iteration. Also
pipelining over mode switches is supported by our approach.

2.7

Communication with the Environment

Stream processing applications process infinite streams of data. Input and output
data can therefore not be stored in memory as this would require an infinitely
sized memory. Therefore, communication with the environment is required in
order to process these infinite streams of data.
In C based approaches, such as Pthreads and OpenMP, communication with
the environment is done via variables marked as volatile. In DaedalusRT such

2.8

Time-Awareness

Many real-time stream processing applications have, besides throughput and
latency requirements, also a functional behavior which is dependent on the
physical time. For example applications often have timeouts to describe how
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variables can be used inside functions. An access to a volatile variable can be
done at any point in a program and is therefore aperiodic. An issue is that
the C standard specifies that statements accessing volatile variables may not be
reordered. This limits the available parallelism because also after parallelization
this requirement must hold. More details on this issue are presented in Section 3.4.
MPI adds a set of communication primitives to the host programming language. These primitives allow for optimizations specific for the rapid communication of large quantities of data from storage media. Since no time-triggered
execution is done, communication is aperiodic. Our approach in contrast targets
stream processing applications where sensors periodically sample the environment. These samples cannot be stored on a disk before the system starts because
for example the data set is infinitely large or is generated during the execution of
the system.
In the synchronous languages communication with the environment can be
both periodic as well as aperiodic. In Esterel communication primitives are called
signals and sensors [BCG88]. Sensors are periodically sampling the environment whereas signals aperiodically deliver samples. This aperiodic behavior is
restricted to the periodic time-steps resulting in a minimum interval between
successive samples. Periodic sampling matches closely with the time-triggered
execution of a synchronous program where the minimal interval of time between
every step is determined by the WCET of functions.
Examples of approaches in which all tasks execute aperiodically are the
StreamIt [Thi09] and PTIDES [ZABL09] approaches. In StreamIt a dataflow
graph is specified. In this approach sources and sinks are specified implicitly and
thus also here no distinction is made with functions processing input data. All
actors in a StreamIt program execute data-driven, which means that all actors
execute aperiodically.
Also in the PTIDES approach inputs and outputs are executed aperiodically [ZABL09]. At the inputs and outputs is the only place in a PTIDES program
where model-time is related to the physical time. This relation is similar to how
sources and sinks work in our approach.
In our approach communication with the environment is periodic and via
sources and sinks. Sources and sinks are allowed to have side-effects, but despite
these side-effects pipelining over the execution of sources and sinks is still
allowed. A periodic execution matches closely with the sampling happening
in embedded stream processing applications. A periodic execution also results
in throughput and latency constraints, which can be analyzed with temporal
analysis models.
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to react if an event does not arrive before some predefined time span. If a
programming language contains language construct to describe and exploit the
current time we call it time-aware.
Traditional languages such as C and Ada [TD97] have constructs to specify
a delay to temporarily halt the execution of the program. A disadvantage is
that these statements are library statements and are not part of the language.
Therefore, the behavior of these statements is dependent on the scheduling
of tasks in the system. Schedule dependent behavior is highly undesirable
because changes in for example processor load can have an unpredictable effect
on the functional behavior of the application. This essentially means that a
delay statement only defines a minimum delay and no maximum delay, thus the
behavior of the application is non-deterministic.
In MPI time measurements can be done using a language construct. Using
this construct timeouts can be made for example. However, in the case of
processor sharing a maximum delay cannot be guaranteed. Furthermore, there
is no common time base over multiple processors, restricting the usage of this
temporal information to one processor.
In the synchronous languages time is an integral part of the language. All
steps are based on a hypothetical clock and are executed at a tick of this clock.
This clock can also be used to specify for example that statements have to
execute repeatedly or have to be delayed. Typically, synchronous programs
require systems with one global clock. Unfortunately, such a global clock can
be difficult to implement on a distributed system. A number of approaches
have been developed to transform synchronous programs into parallel GALS
implementations [Gir05, GG11]. However, such a transformation is not possible
for every synchronous program [Gir05]. Furthermore, such a transformation can
be complex and computationally intensive.
In the PTIDES approach events are communicated between tasks in the
system. These events are given a time-stamp when they arrive at a task. Tasks
can also send messages to indicate the absence of actual events. These messages
can for example be used to implement time-out behavior, though this is not
described.
Precision Timed Machine (PRET) architectures introduce time at the hardware level [BLL+ 11]. Temporal semantics are added to the ISA to allow for
example that code blocks are executed at pre-specified times or to implement
time-out behavior. These scheduling events can be done at the clock cycle granularity. Programming languages can incorporate these temporal semantics to
provide precise timing behavior [ARGT09].
In our approach time is included in the language at sources and sinks and at
special statements. These special statements use the time as indicated by sources
and sinks to ensure a schedule independent behavior. Because sources and sinks
execute time-triggered with a fixed period, samples can be counted to create a
notion of time at other statements in the program. The granularity at which the
time-aware statements can detect for example the absence of events is that of the
period of the sources and sinks. In purely data-driven approaches, such as CAL,

StreamIt and DaedalusRT , such a time-base is not present and counting samples
therefore does not result in schedule independent functional behavior in case
time-aware statements are applied.

Summary

In this chapter we have discussed properties related to the specification and
compilation of real-time stream processing applications. A summary of the
comparison of these properties is shown in Table 2.1.
The OIL programming language introduced in this thesis is a programming
language targeted towards the programming of real-time stream processing
applications implemented on an embedded multi-core system. The OIL language
is similar to the C programming language, which is traditionally used for the
programming of embedded systems. However, in OIL pointers, recursion and
dynamic memory allocation are not supported. The OIL language is therefore
not Turing-complete, but still allows for sufficient dynamic behavior for the
programming of modern stream processing systems.
Different from C extended with a threading library is that the OIL language
does not have a notion of a memory consistency model. This means that the
programmer does not have to take reordering of memory operations into account.
Furthermore, this means no synchronization statements have to be inserted by
the programmer because it is defined in the language how the sharing of data is
taken care of.
In OIL we have also introduced a notion of time such that a functional
behavior dependent on the physical time can be created. In contrast to C, this
time-aware behavior is independent of the schedule of tasks in the system. A
notion of time in OIL is provided by the periodic execution of sources and sinks
combined with counting samples delivered by or to these sources and sinks.
From an OIL program a corresponding parallel implementation can be derived.
Dependencies at the array granularity can be extracted such that synchronization
statements can be automatically inserted. The OIL compiler does not introduce
additional dependencies. Furthermore, synchronization is inserted such that a
pipelined execution results, even over mode changes.
Next to a parallel implementation, a corresponding temporal analysis model
can always be derived from an OIL program. In contrast to the often used SDF
or CSDF models, the VPDF model is sufficiently expressive to allow for dynamic
behavior to be modeled. Additional structure added in the VPDF model, resulting
in the SVPDF model, allows for efficient analysis.
From an SVPDF model an abstraction can be made to a CTA model. In
contrast to other models, this CTA model supports associative composition,
latency constraints and periodic execution. The use of this CTA model enables
the incremental design of parallel OIL modules.
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2.9

Chapter
Hierarchical Input
Language
Abstract
In this chapter we introduce our hierarchical input language OIL. The
syntax of the language is described and the semantics of the individual language elements are detailed. The OIL language is restricted in expressivity
such that a corresponding temporal analysis model can always be derived.
This chapter details these restrictions. Furthermore, this chapter describes
OIL statements for specifying time-aware behavior and communication with
the environment.

In this chapter we will introduce the syntax and semantics of the hierarchical
input language OIL1 . The language is defined such that it is always possible
to derive a corresponding temporal analysis model. Deriving a corresponding
analysis model is not possible in general for many other languages because,
for example, dependencies between statements cannot always be derived. We
therefore define the OIL language such that it is always possible to derive a
corresponding analysis model.
The outline of the remainder of this chapter is as follows. In Section 3.1 an
overview of the language is given, including a motivation why OIL is a hierarchical language. The syntax of the OIL language is introduced in Section 3.2.
Concurrency is denoted by modules in OIL. These modules are described in Section 3.3. A module with a sequential specification can periodically communicate
with the environment, as will be detailed in Section 3.4. Besides this periodic
communication, time is also incorporated in time-aware statements, which are
1 The

content of this chapter is based on [GBBC11, GHB11, GHB13a]
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(a) Task graph

int x [6] , y [6];

Chapter 3 | Hierarchical Input Language

init( out y [0:3]) ;
loop {
f ( y [0:2] , out x [0:2]) ;
g ( x [0:1] , out y [4:5]) ;
f ( y [3:5] , out x [3:5]) ;
g ( x [2:3] , out y [0:1]) ;
g ( x [4:5] , out y [2:3]) ;
} while (1) ;





T

(b) Sequential program

mod_seq A ( int a , out int b ) {
loop {
f ( a :3 , out b :3) ;
} while (1) ;
}





mod_seq B ( int c , out int d ) {
init( out d :4) ;
loop {
g ( c :2 , out d :2) ;
} while (1) ;
}
mod_par C () {
fifo int x , y ;





}

A (y , out x ) k B (x , out y )

(c) Parallel program



Figure 3.1: Rate conversion in a cyclic task graph are cumbersome to specify
sequentially but convenient to express concurrently

presented in Section 3.5. To prevent non-determinism, the time-base for these
statements is based on the periodic execution of statements that describe communication with the environment. Finally, in Section 3.6 a summary of this chapter
is given.

3.1

Overview of the Language

Programming languages are often classified in three categories. A programming
language is either a sequential or a parallel language or a mix of both. A sequential
programming language is defined as a language in which a single sequential
schedule is defined by the programmer. This schedule specifies constraints
on the execution order of the statements that describe an application, but a
compiler or run-time environment is allowed to deviate from this schedule if the
dependencies and semantics of the language allow for this deviation. A parallel
programming language is a programming language in which such a sequential
schedule is not defined and the different language components are specified
to execute concurrently. A mixed parallel/sequential programming language
contains parts for which a sequential schedule is defined and parts for which
such a sequential schedule is not defined. As will be shown in this section,
sequential and parallel programming languages do not suffice for a convenient
specification of multi-rate stream processing applications, while maintaining
analyzability of real-time constraints. Therefore, a mixed parallel/sequential
programming language is required.
A sequential programming language is not sufficiently expressive to specify

Sequential
C/C++

• Concurrency
• Control statements
• Stateful
• Side-effect free

Figure 3.2: Hierarchy in the OIL language

multi-rate behavior elegantly. This can result in the programmer being forced
to include the schedule of functions in the program specification. Consider for
example the application in Figure 3.1(a). This application is described as a task
graph. A task graph consists of concurrently executing tasks which communicate
with each other via circular buffers, e.g. FIFO buffers. In the example, task t f
first reads three values from buffer by and T time later writes three values to
buffer bx . Task t д reads only two values from bx and writes two values T time
later to buffer by .
Trying to write down this application as a sequential program results in
writing down the schedule, as is shown in Figure 3.1(b). The notation x[0:2]
denotes that locations 0, 1 and 2 of array x are read. Analogously, out x[0:2]
denotes that locations 0, 1 and 2 are written. Writing down the schedule can be
very cumbersome as it can be difficult to find this schedule and the schedule can
be very long.
In contrast, parallel languages allow for a very convenient specification of
multi-rate behavior. This is illustrated by Figure 3.1(c), which shows the task
graph from Figure 3.1(a) specified as a parallel program. The modules A and B
implement the behavior of the tasks t f and t д . Module C specifies the entire task
graph, thus the composition of these modules, and the two FIFO communication
buffers. The init function again specifies the initial behavior. The notation a:3
is a shorthand notation for reading three items from FIFO a.
For a parallel specification there is a trade-off between the expressivity
and analyzability of the language. In parallel languages which are Turingcomplete [Hoa78, NBF96], properties such as deadlock-freedom are undecidable in general. Analysis for parallel languages in which the expressivity is
restricted [BS01, HLR92] is decidable. However, it must be verified whether a
uniquely defined behavior is specified, which requires algorithms with an exponential time-complexity. Furthermore, it can be cumbersome to mold applications
such that they can be specified in such a restricted language.
The programming language introduced in this thesis, called OIL, is a hierarchical programming language. Hierarchy in OIL is achieved by having a
parallel specification on top of a sequential specification, as is illustrated by
Figure 3.2. At the outer layer concurrency is specified by means of modules.
Modules are compositional which means that only the interface, including the
temporal properties, is required when composing two modules. The composition
of two modules results in a new module with the same interface. The interface of
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the composed modules also contains the composition of the temporal temporal
properties. Modules thus support the incremental design of an application.
The body of each module is either a parallel composition of other modules or the body is described as a sequential specification (middle layer in Figure 3.2) which can be automatically parallelized. Control statements, such as
if-statements and while-loops, are allowed in the sequential specification such
that the different operating modes of an application can be specified. Pointers,
dynamic memory allocation and recursion are not allowed. Because there is
therefore no construct in OIL which can describe the infinite memory required
by a Turing machine, OIL is not a Turing-complete language. Because of the
existence of a sequential schedule, verifying the satisfaction of properties, such
as execution in bounded memory and deadlock-freedom, is decidable. Control
statements are not allowed in the parallel specification because verifying the
satisfaction of these properties would become undecidable in general.
OIL also serves as a coordination language in which C/C++ functions can
be included such that existing code can be reused (inner layer in Figure 3.2).
These functions can have state, but must be side-effect free. Side-effect free
functions are required such that all dependencies are explicit in an OIL program.
Furthermore, such functions are considered black-box functions and therefore the
contents of these functions are not parallelized. A similar approach is taken by for
example LabVIEW [AK98], Communicating Sequential Processes (CSP) [Hoa78]
and StreamIt [TA10].

3.2

Syntax of OIL

Figure 3.3 shows the syntax of the core of the OIL language. An OIL program is a
composition of modules describing statements which can be executed in parallel
or sequentially. Parallel statements are delimited by the k-symbol and sequential
statements by a semi-colon. Currently, the language does not include its own
type system. Because OIL code is compiled into C or C++ code, verification of
types is left to the C/C++ compiler. Note that the OIL language is not Turingcomplete because dynamic memory allocation and recursion are not supported
such that temporal analysis remains decidable and a corresponding CTA model
can be derived. Furthermore, OIL is functionally deterministic, meaning that
executing an OIL program twice on the same input trace results in the same
output trace.
Variables in OIL can be either scalar variables or arrays with a fixed length.
Variables do not represent memory locations, as is often the case for traditional
languages such as C. Because no memory is associated with variables, no memory
consistency model can be or has to be defined. Ordering constraints on the
execution of statements can only be defined via variables. The language only
requires during the execution of an OIL program that variables declared in a
sequential specification are written before they are read. Overwriting variables
does not always result in a dependency during execution.

P ::= M ?
M ::= mod_par A(R ? ){ G ? L ? N } |
mod_seq A(R ? ) { D ? S ? }
Declarations G ::= fifo T x;| source T x =F () @ n Hz; |
sink T x = F () @ n Hz;
Latency
L ::= start x n ms after y; | start x n ms before y;
Streams
R ::= out T r | T r
Module calls N ::= A(B ? ) | N k N
Parameters B ::= out r | r
Variables
D ::= T V
Statements
S ::= V = e;| F (A ? );| if(e){ S ? } else { S ? } |
if(e){ S ? } | switch(e) C ? default { S ? } |
loop { S ? } while(e) |
forloop(m 1 E x E m 2 ){ S ? }
Cases
C ::= case n { S ? }
Arguments A ::= e | out V | out r | out r :n
Expression
e ::= m | T | V | r | r :n | F (e ? )| e O e | e E e
Operator
O ::= * | / | + | Comparison E ::= <| ≤ | > | ≥
Time-aware T ::= V delayed V ms init m max n ms| V timeout n ms
Variable
V ::= x | x[n]
Program
Modules

Figure 3.3: Syntax of the OIL language, T represents a type name, m a number,
n a positive number, A a module name, F a function, x and y variables and r a
stream

Statements in an OIL program can be functions, assignment statements, ifstatements, switch-statements, while-loops or forloops. Assignment statements can assign a value to a scalar or a single array element. Functions can
assign also values to complete arrays. Assigning a value via a function can be
done if that variable is marked as an output via the out construct. Otherwise,
function arguments are inputs and cannot be assigned a value. Functions have a
WCET which is an upper bound on their execution time. This WCET is specified
separately from the control flow and is therefore not included in Figure 3.3. If
information is known about successive executions of a function a two-parameter
characterization of the execution time can be defined [HGWB13], but this is
outside the scope of this thesis.
An if-statement executes either the first or second branch depending on the
condition. The second branch does not have to be specified. If more branches are
required, a switch-statement can be used. Depending on the numerical outcome
of the switch-condition the branch is executed with the same numerical value as
the condition. If no such branch exists, the default branch is executed.
A repeated execution of statements can either be done with while-loops or
forloops. A forloop has a fixed number of iterations, specified via a begin
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and an end value (m 1 and m 2 in the figure respectively). If the < or ≤ operators
are used, the loop iterator is incremented by one every iteration. Otherwise,
it is decremented by one. A while-loop does not have any bounds defined on
the number of iterations and can even have an infinite number of iterations.
Because the number of iterations of a forloop is known during analysis, the
dependencies between variables can be analyzed for every loop iteration. For
a while-loop this is not possible because the number of iterations is unknown.
Using a forloop can thus result in lower implementation costs because the
dependencies can be more accurately analyzed.

3.3

Modules

Modules describe the concurrent structure of an application. A module is denoted by either mod_par or mod_seq. A module denoted by mod_par contains
instantiations of other modules, which execute in parallel. A module denoted by
mod_seq contains a sequential specification, which can be parallelized. In this sequential specification, control statements such as if-statements and while-loops
coordinate data exchanged between functions.
Communication between concurrent modules can be done using FIFO buffers,
which periodically transfer data between modules. Only one module can write to
a FIFO, but multiple modules can read from it. All modules reading from a FIFO
read the same data in the same order, though potentially at different times. FIFOs
can be passed as arguments to modules. These arguments are called stream
arguments to distinguish them from function arguments, which have a constant
value during the execution of a function.
Because values are read and written concurrently from and to stream arguments, it must be defined when new values are made available to other modules
and when values are no longer required. A new value is made available from
an input stream argument at the end of every while-loop iteration. In module
A in Figure 3.1(c) a function f is reading a new value from stream argument a
every execution of f. Analogously, values written to output stream arguments
are made available to other modules at the end of every while-loop. Output
stream arguments have to be written every loop iteration. If they are written
by multiple statements during one loop iteration, only the last value written by
the last statement will become visible to other modules. Input stream arguments
do not have to be read or can be read multiple times during a loop iteration, in
which case the same value is read repeatedly. If values are written or read in one
branch of an if-statement, it is required that they are also written or read in
all other branches of that if-statement. Otherwise, deadlock can occur since it
is possible that no values are being written to or read from a stream argument
anymore.
An example of the semantics of stream arguments is given in Figure 3.4. In
the example on the left an input stream argument is read by multiple functions.
Functions f and g are both placed before the first end of a while-loop. Therefore,

mod_seq A ( int x ) {
loop {
f(x);
loop {
g(x);
} while ( . . . ) ;
h(x);
} while (1) ;
}







(a) Input stream argument being read by
multiple statements



mod_seq B ( out int y ) {
f ( out y ) ;
loop {
g ( out y ) ;
} while ( . . . ) ;
h ( out y ) ;
}
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(b) Overwriting of an output stream argument in the first loop iteration

Figure 3.4: Examples of the semantics of stream arguments accessed in whileloops

during the first iteration of this loop, both functions read the same value from
the input stream argument x. Any next iterations of the inner while-loop only
function g is executed and every iteration it receives a new value. After the inner
while-loop ends, function h receives a new value which is different from the
last value received by g. This process is repeated for the next iterations of the
outer while-loop.
In the example on the right an output stream argument y is written by
functions f, g, and h. Because functions f and g are placed before the end of the
while-loop, the value written by function f is overwritten by the value from
function g. Thus the result of f is never visible to the environment. Function h is
placed after the loop so its return value is visible after the last execution of g.
Multiple values can be written to an output stream argument or read from an
input stream argument simultaneously using the colon notation. All of the written values become visible to other modules, but they are observed individually.
Multi-rate behavior can be easily described using this colon operator. An example of such multi-rate behavior is shown in Figure 3.1(c). Function f in module
A writes three values per while-loop iteration to FIFO x whereas function g in
module B only reads two values per loop iteration. To ensure consistent behavior,
meaning the same number of values are produced and consumed, module B will
execute with a 1.5 times higher rate than module A.

3.4

Interaction with the Environment

An important aspect of stream processing applications is that data cannot be
completely stored in memory before the application starts. The input data is often
an infinite stream of samples and therefore does not fit in memory. Furthermore,
an embedded system often consists of sensors which sample the environment and
a response must often be sent within a given amount of time. Thus, to feed input
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volatil e int A ;
volatil e int B ;
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while (1) {
x = in ( A ) ;
y = f(x);
z = g(y);
B = out ( z ) ;
}





in

in

f

f

(a) Input program which reads
from and writes to the environment

f ... f
g

g



in in . . . in

out
(b) Schedule following
from the C semantics

g ... g
out out . . . out

(c) Schedule resulting from our
approach

Figure 3.5: Pipelining over statements communicating with the environment
is not possible under the C semantics, while our approach does allow for such
pipelining

data to the system, communication with the environment is required. Existing
approaches, such as C, also include means to specify communication with the
environment. However, there are a number of problems with these existing
approaches. These problems are detailed in Section 3.4.1. The approach taken in
this thesis overcomes the presented issues and is described in Section 3.4.2.

3.4.1

Problems with Existing Approaches

In a traditional sequential programming language, such as C, communication
with the environment is often done by declaring a variable as volatile. However,
due to the communication with peripherals, volatiles have side-effects which
are not visible to a compiler. Therefore, in C these statements must be executed
in the order as specified in the sequential program [fS05]. This requirement
precludes pipeline parallelism over loop iterations, which is illustrated with the
example in Figure 3.5. Before the in function in the loop in Figure 3.5(a) can be
executed a second time, the out function must be executed first. The result is
the schedule shown in Figure 3.5(b), where the dotted arrow between out and
in shows the constraint imposed by the sequential ordering. The schedule from
Figure 3.5(c) shows the desired pipelined execution which would result from a
more relaxed language requirement than is allowed by the use of volatiles.
A second problem with many existing approaches is that the execution style
of systems can lead to unpredictable results. When a system reacts to events it
receives from the environment it is called event-triggered [KB03]. A disadvantage
is that event-flooding can occur because often no minimum distance between
events is known at design time. As a consequence, minimum buffer sizes cannot
be determined and therefore it can occur that events will be discarded. Also a
purely event-triggered system cannot detect the absence of events.
Another potential solution to this problem is to use time-triggered sys-

3.4.2

Sources and Sinks

In our approach a data-driven approach is applied to make the system more
robust against potentially underestimated execution times and event-flooding.
The processing in our approach is done event-triggered whereas sampling of
the environment and sending results to the environment is done time-triggered.
As a consequence, external signals are always sampled and therefore even the
absence of events can be detected.
Sampling of the environment is done by a source, which passes the sampled
data to the algorithmic part of an application. After a sample is processed, data
is periodically fed back to the environment via a sink. Sources and sinks are
specified in parallel to the algorithmic part of an application. It should hold that
all values delivered by a source are processed and all values delivered to a sink
will be seen by the environment. It is defined in the OIL language when new
values are available from and to stream arguments of modules. Because sources
and sinks are passed via stream arguments to the body of modules, this imposes
a throughput constraint on these modules. In Chapter 5 it is shown how this
constraint can be modeled such that it can be verified whether a module can
satisfy all temporal constraints.
The example in Figure 3.6 shows how sources and sinks are described in our
approach. Figure 3.6(a) shows a graphical overview of a system consisting of a
source and sink connected by a module A. The corresponding OIL specification is
shown in Figure 3.6(b). Because sources and sinks are described in parallel, they
must be specified in a parallel module and can be passed to a sequential module
as stream arguments. Source src and sink snk are passed as stream arguments
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tems [KB03]. A time-triggered system executes all tasks according to a fixed
schedule at fixed moments in time. This ensures that sampling moments are
independent of the schedule. The main disadvantage of such systems is that it
requires that the WCET of tasks is known. Otherwise outdated data might be
read by a task or data might be never read, which may result in an undefined
functional behavior of the application. However, in many systems data caches
are applied which usually result in a significant overestimation of the WCETs. As
a consequence, designers of non-safety critical systems typically resort to measurement of execution times instead and derive from these measured execution
times estimates of upper bounds on the execution time of the tasks. However
these estimated upper bounds might be lower than the WCETs of the tasks.
A system can also execute tasks data-driven [Wig09]. A data-driven system
is a combination of an event-triggered and time-triggered system. In a datadriven system the tasks communicating with the environment are executed timetriggered whereas internal tasks are executed event-triggered. The time-triggered
communication with the environment is periodic and prevents event-flooding
of external events. Furthermore, the absence of events can be detected. Because
internal tasks are executed event-triggered an under-estimate of the WCET does
not necessarily lead to a miss of a deadline.


f = 1 kHz
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src

2 ms

A

mod_par {
source int src = p () @ 1 kHz ;
sink int snk = q () @ 1 kHz ;
start snk 2 ms after src ;

f = 1 kHz

}

snk
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(a) Graphical overview

A ( src , out snk ) ;

mod_seq A ( int src , out int snk ) {
loop {
loop {
f ( src ) ;
g ( src , out snk ) ;
} while ( . . . ) ;
h ( src , snk ) ;
} while (1) ;
}





(b) OIL specification



Figure 3.6: Example application having a source and a sink

to the module A. Functions f and g are located in the same while-loop and
therefore read the same value from the source. Function h is located after the
first while-loop and therefore reads a different value from src than functions f
and g.
An application can also contain latency constraints. Latency is a restriction
on the reaction time between between two components. In OIL latency can
be specified between sources, between sinks or between a source and a sink.
Because sources and sinks are periodic, the latency is specified between the start
times of sources and sinks. In Figure 3.6(a) a latency of 2 ms is specified between
the start of the source and sink. In OIL such a latency constraints is denoted by
start. . .after, as shown in Figure 3.6(b). This constraint specifies that the first
execution of a periodic sink snk starts 2 ms after the first execution of a periodic
source src. Latency constraints must be adhered to by an implementation. If the
sink would start too late, source samples might get lost because no samples are
consumed by the sink and all buffers can get full. If a sink starts too early, there
might not be a sample ready in the buffer connected to the sink and thus nothing
can be read.

3.5

Time-Aware Statements

An important feature of a programming language targeted towards the programming of real-time systems is to have control over the temporal behavior.
This includes having a notion of time in the language such that the functional
behavior of an application can be dependent on this notion of time. However,
an application must remain deterministic and thus independent of the schedule
of tasks. If a programming language includes a notion of time in the language







while (1) {
start = time () ;
f () ;
diff = time () - start ;
if ( diff < 10) g () ;
else h () ;
}

Figure 3.7: Time in a traditional sequential language

description, we call it time-aware. As an extension to this terminology, if a
statement operates on this notion of time, such as a statement delaying a stream
of data, we call such a statement a time-aware statement.
In contrast to most existing approaches a local notion of time is used internally such that the physical time is only needed at the boundaries of the system.
This means that the system internally remains functionally deterministic and
independent of the schedule of tasks. Despite the time-aware functional behavior, subsequent input events can be processed before previous output events are
produced, which is a result of a pipelined execution.
These properties can only be achieved by including time in the language
and not by using a library-based approach, such as is the case with for example
the C language. This can be illustrated with the program in Figure 3.7. The
application measures the execution time of the function f and based on that
time, either g or h is executed. Since the time between the two time function
calls is dependent on when these function calls are scheduled, functional nondeterminism is introduced.
A second problem is that pipelining is hampered by such a time construction.
The time function is a function interacting with the environment by fetching the
current physical time. Functions that potentially interact with the environment
cannot be reordered since their side-effects are unknown. Therefore, f must
execute after the first time call and before the second call. The functions g and
h must again execute after the second time call and before the time call in the
next iteration of the loop. Consequently, the application from Figure 3.7 must be
executed sequentially and cannot benefit from pipelining.

3.5.1

Specification of Time-Aware Behavior

The time-aware behavior in OIL is based on the notion of time provided by
sources and sinks, via the stream arguments of a module. This notion of time
can be exploited because of the sequential nature of a sequential module. This
sequential ordering means that the execution rate of the time-aware statements
must equal the rate of the periodic stream argument it accesses, such that all
samples read are processed and all samples processed are visible to the environment. Since the period of the periodic stream arguments is known at compile
time and the rate of any statement is known relative to a stream argument, the
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period of the stream argument can be used to derive a local notion of time in
a task. Because it is required that every stream argument is accessed in every
while-loop, the number of accesses to a stream argument can be used to derive
a local notion of time for a time-aware statement. Since this notion of time
is included in the specification language, it is known to the compiler which
transformations and optimizations are valid.
Equation 3.1 now defines the arrival time of sample number j at a stream
argument. In the equation, pt is the physical time, f is the frequency of the
stream argument and ξs is the start time of the source or sink s. Every statement
processes the samples from its inputs in order. Therefore, every statement can
derive using Equation 3.1 what the corresponding arrival time at the input stream
argument was or when the sample will arrive at an output stream argument.
pt =

j
+ ξs
f

(3.1)

Because of the direct coupling of the time-aware statements with the periodic
stream arguments, the time parameter has to be a multiple of the period of the
stream arguments. However, this is not a severe restriction because the only
coupling with the environment is via sources and sinks. A new sample from
a sink becomes visible to the environment periodically with the same period
as the stream argument. Thus if the time parameter was not a multiple of the
period, the environment would not see the output of the statements until the
next periodic execution of the sink.
A disadvantage of using these sources and sinks as a time-base is that this
breaks the composition of modules because an implementation can only be
derived once a stream argument of a module is coupled to a source or sink
such that the period is known. Furthermore, stream arguments can also be
passed FIFO buffers as arguments. A FIFOs buffer however does not have to be
connected to a periodic task and therefore also does not have a period, which
is required as a timebase to time-aware statements. This can however only be
verified after parallel composition is applied. We consider it interesting future
work to see whether an extension to the OIL language can be made such that
composition of modules can also be supported despite the use of time-aware
statements.
In the next sections we will introduce the time-aware statements that are
included in OIL. The first two statements, the delayed and timeout statement
are language primitives. The third statement, the hold statement, can be created
by combining these statements with a state-machine.

3.5.2

The Delayed Statement

The delayed statement is a statement used for delaying the input value for
a certain amount of time. After the delay time has passed, the delayed value
is returned as an output. The delayed statement can operate on streams of
values, meaning that the statement can be called multiple times before the first

loop {
y = x delayed T d init d max TM ;
} while (1) ;



(a) Example use of a delayed statement




x 0 1 2 3 4 5
y -1 -1 0 1 2 3
time

0

1

2

3

4

5

(b) Example stream when Td =2 and d=-1

Figure 3.8: Example usage of the delayed statement

output value is returned. Because of this feature, the delayed statement can be
executed in a pipelined fashion. Because time-aware statements are based on
sample counting, all samples must be passed to a delayed statement by calling
it for every sample.
An example of a delayed statement is shown in Figure 3.8(a). Here the value
of x of Td time ago is assigned to the variable y. Executing this statement for the
first Td time results in reading from a negative time. Since no values are defined
for negative times, the default value d is returned. If the delay time Td is not a
constant, a maximum delay time TM should be given. If Td is constant, this is
naturally also the maximum delay possible and the TM parameter can be omitted
and takes a default value of Td . The use of a maximum delay time ensures that
an implementation can be generated which uses a bounded amount of memory.
An example of an execution of a delayed statement is given in Figure 3.8(b).
An input variable x is delayed for two time units giving the variable y as a result.
The values in the bars next to the variables represent the variable values at that
time. The first two values stored in y are the default values, in this case -1. From
time t=2 and further, the value from x at time t-2 is stored in y.

3.5.3

The Timeout Statement

Applications often have to wait for data to become available from the environment. However, since the environment might not respond in time or not at all,
an application must be able to resume its execution when no data arrives in time.
When data does arrive, execution must resume immediately such that this data is
processed as fast as possible.
The timeout statement implements this behavior. An example of a timeout
statement is shown in Figure 3.9(a). The statement waits until a condition e
evaluates to true before it returns a 1 in the output variable y. If the condition
e remains false for a given amount of time, a timeout occurs. The return value
is either 1, -1 or 0 meaning respectively that the condition evaluated to true, a
timeout occurred or neither is true yet. The timeout period is specified by the
Tto parameter. Similar to a delayed statement, this statement must be called
periodically in order to operate correctly. As a consequence also this timeout
statement can be executed in a pipelined fashion. The application containing the
timeout statement is not stalled until either data arrives or a timeout occurs,
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loop {
y = e timeout T to ;
} while (1) ;

46






(a) Example use of a timeout statement

e T F F F F F F F T
y 1 0 0 0 0 -1 0 0 1
time

0

1

2

3

4

5

6

7

8

(b) Example stream when Tto =4
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Figure 3.9: Example usage of the timeout statement

other tasks can execute in the time that an application waits for a timeout
statement to finish.
Also for this statement there must be a periodic input stream delivering
samples or a periodic output stream collecting samples. Thus the timeout
statement must be able to derive the local notion of time from the counting of
samples from a source or to a sink. The rate of this periodic stream determines
the granularity at which timeouts can be detected.
The result of an example program containing a timeout statement is shown
in Figure 3.9(b). The timeout statement is assumed to be executed every time
unit. At time 0, the expression e evaluates to true. Therefore, the variable y
contains a 1 at time 0. However, during the next four time units, from time 1 to
time 5, e remains false and therefore a timeout is triggered at time 5 at which -1
is stored in y. After a timeout has occurred the timer is reset such that when at
times 6 and 7 e evaluates to false no timeout is triggered and 0 is stored in y. At
time 8 e again evaluates to true, resulting in a one being stored in y.

3.5.4

Complex Control Statements

Time-aware statements can be combined with the specification of a state-machine
to create more complex behaviors. An example of such a more complex behavior
could be a state machine which for a given amount of time keeps returning
the same value after an expression evaluates to true. Suppose this behavior is
represented by the hold statement, which is shown in Figure 3.10(a). Informally,
when the condition e of the hold statement evaluates to true the hold statement
returns the value of x at that time for the next Th time. If the condition is false
outside of this time period, the input value x is returned.
An example execution trace of the hold statement is shown in Figure 3.10(b).
When the condition e becomes true at time 1, y takes the value of x at time 1,
which is 1. Variable y keeps this value during times 1 to 4. When e is false
from time 5 and later, y takes the same value as x. The hold statement is
implemented using a delayed statement. The internal value returned by the
delayed statement is represented by the variable t.
Apart from this example statement, many other combinations can be created
which consist of one or more time-aware statements and a state machine.

loop {
y = e ? x hold T h ;
} while (1) ;






(a) Example use of a hold statement

e

F T T F F F F

t

0 0 0 0 1 0 0

x

0 1 2 3 4 5 6

y

0 1 1 1 1 5 6

time

0

1

2

3

4

5

(b) Example stream when T=3

Figure 3.10: Example of a complex time-aware statement
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6

Summary

In this chapter we have introduced the hierarchical mixed parallel/sequential
programming language OIL. In OIL modules can be specified which execute
in parallel. This parallel specification allows for a convenient specification of
multi-rate behavior. These parallel modules can either contain again a parallel
specification of nested modules or it can contain a sequential specification. This
sequential specification allows for control behavior to be specified. Control
behavior cannot be specified in the parallel specification such that it can always
be determined whether an application is deadlock-free. Sequential modules can
call functions written in a host language, such as C or C++. These functions
are allowed to carry state, but must be side-effect free. Disallowing side-effects
ensures that all dependencies are explicit and that only these dependencies need
to be preserved during parallelization.
A novel feature is that interaction with the environment is done via sources
and sinks which do not limit parallelism. Access to a source or sink is controlled
via a function. This function is allowed to have side-effects. Sources and sinks
execute time-triggered and periodically and therefore enforce throughput constraints on the application. Differences in start-times between sources and sinks
imposes latency constraints on the application.
Real-time applications can have a functional behavior which is dependent on
the current physical time. An example is a timeout behavior. Such behavior is
integrated in the OIL language as time-aware statements. Language integration
enables for schedule-independent behavior and allows for optimizations in the
temporal domain.

3.6. Summary



Chapter
Compiling for
Multiprocessor Systems
Abstract
In this chapter we present a parallelization method which makes an
OIL program suitable for execution on a multiprocessor system. To obtain
maximal parallelism and the least amount of overhead it is required that a
number of code transformations are performed. An OIL program must first
be transformed to SA and afterwards a loop transformation algorithm must
be applied to ensure synchronization statements between tasks are executed
the same number of times.
During parallelization a task graph is extracted in which communication between tasks is performed via Circular Buffers (CBs) with overlapping
windows. These buffers and their corresponding synchronization statements are used to ensure a deadlock-free execution, if the OIL program was
deadlock-free.

In this chapter we present a multiprocessor compiler that compiles an OIL
program such that they can be executed efficiently on an MPSoC. Every sequential module is parallelized into a task graph. Communication between tasks
in a task graph is via communication buffers (Section 4.1). If statements are
time-aware, they are implemented using a sample counting method (Section 4.2).
An overview of the different compilation stages is shown in Figure 4.11 .
In the first stage, an OIL program is transformed into a functionally equivalent OIL program which is in SA format. This process is detailed in Section 4.3.
Basically, every time a variable is overwritten in the original program the overwritten variable is renamed to a fresh variable and later occurrences are also
1 These

stages are based on work published in [GHB13a, GHB14a, GHB14b]

4

OIL Program

SA Transformation
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Loop Transformation
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Module Instantiation
Parallelization
Insert Synchronization

Parallel Program

Figure 4.1: Overview of the compilation stages

renamed to this variable. Afterwards, a loop transformation is applied in the
second stage such that synchronization between tasks is consistent. Furthermore,
this transformation enables the derivation of a corresponding temporal analysis
model. This transformation is presented in Section 4.4. Next, in the third stage
for every call to a module an instantiation of this module is created (Section 4.5).
If a module is called multiple times, multiple instantiations of that module are
created. Finally, the content of all instantiations of all sequential modules is
parallelized. The task graphs of all modules are composed which results in the
final parallel task graph. Function level parallelism is extracted from sequential
modules such that a pipelined execution between tasks resulting from these
functions is possible. The parallelization process itself is discussed in Section 4.6.
After the parallelization is finished every resulting task can be compiled using a
single-core compiler of the host language, such as gcc [gcc14] if the host language
is C or C++. In Section 4.7 it is shown that the compilation stages as introduced
in this chapter do not introduce deadlock. Section 4.8 presents a summary of this
chapter.

4.1

Communication between Tasks

In our approach, buffers are used for the communication between tasks. Such
a buffer can be one of several types. A subset of these buffer types is shown in
Figure 4.2. Here the buffer types are ordered according to their generality. A
more general buffer comes with a higher implementation cost of the required
synchronization statements but allows for more flexibility in accessing the buffer.
We require from all buffers that they have a deterministic behavior, meaning that

1ML ⊂ FIFO ⊂ CB-S ⊂ CB-O ⊂ RIRO

Figure 4.2: Ordering on the generality of several buffer types
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no values are lost and repeating the same input behavior always results in the
same output behavior. Another property of all these buffers is that synchronization only has an effect on the tasks connected to that buffer and not on other
tasks, thus allowing for an independent execution.
The communication buffers are the interface between an OIL program and
the underlying hardware. This means that the implementation of the buffers
should take the memory consistency model of the system into account. Whether
a certain buffer type can be implemented on a system is dependent both on the
memory consistency model supported by the system and the buffers.
The most simple deterministic buffer shown in Figure 4.2 is a single memory
location (1ML) where arbitration is performed via a single bit indicating whether
the producer or consumer can access the memory location [CSG99]. Such a buffer
is cheap to implement in terms of memory as the overhead is only a single bit per
buffer. However, the amount of parallelism resulting from such a buffer is limited
because the producer and consumer cannot access the buffer simultaneously.
A FIFO buffer is more general than a 1ML buffer and can have multiple
locations. A FIFO buffer also guarantees in-order access. FIFO buffers also
enable a parallel and pipelined execution of tasks communicating via this buffer.
The more generic Circular Buffers with Sliding Windows (CB-S’s) allows for outof-order accesses in the buffer and multiple producers and consumers [BBJS08].
It is also allowed that locations are not written and/or read, and that locations
can be read multiple times. However, when used in a parallel task graph deadlock
can occur in some cases [BBS11].
Circular Buffers with Overlapping Windows (CB-Os) [BBS11] do not introduce deadlock, but the lifetime of values stored in the buffer must be finite and
known at compile-time such that the capacity of the buffer is finite. A Random-In
Random-Out (RIRO) buffer does not have this requirement. Per array element,
a list is maintained with produced values and the consumers can decide if and
when values are no longer required and the next produced value will be used. In
this thesis we use only buffers of type CB-O because the lifetime of variables in
OIL can be bounded and CB-Os support multiple producing and consuming tasks
in one buffer. Furthermore, this buffer can guarantee a deadlock-free execution
at the lowest cost of the here considered buffer types.
A CB-O can contain multiple read and write windows, which can overlap
with each other. In a window a reading task (consumer) or a writing task
(producer) can use any access pattern to read or write values. It is also possible to
read locations multiple times and to skip locations. In a read window a consumer
can only read values and in a write window a producer can only write values.
After a location is written and released it cannot be written again until all read
windows indicate that they no longer need the current value at that location. If a

...
acqProd(bx , w f );
...
val = f();
loc = . . .;
write(bx , w f , val, loc, n);
relProd(bx , w f , loc);
...
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bx

...
loc = . . .;
acqCons(bx , w д , loc);
g(read(bx , w д , loc, n));
...
relCons(bx , w д );
...
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Figure 4.3: Synchronization and communication operations on a CB with overlapping windows

location is released by a consumer it cannot be acquired again until a producer
has released it again.
CB-Os can be used in combination with a release consistency memory model
where both data and space have to be acquired and released in order to access
shared data [BB07]. See Figure 4.3 for an overview of the operations that are
possible on a buffer. In this example bx denotes a buffer with name bx and w f a
window identified by this name. The variable loc denotes the written or read
location. This location can be omitted if a window always has a size of at most
one. Multiple locations can be written or read at once by setting the variable n.
If this variable is omitted, we define it to have a default value of one. Before a
producer can write data, empty locations have to be acquired first (acqProd).
After a location is acquired, data can be written (write) and the location has
to be released (relProd). The consumer can then acquire this data (acqCons),
read it (read) and release the locations as empty again (relCons). CBs with
windows require that all of the windows in a buffer are moved an equal amount
of times through the buffer during execution.
Acquiring and releasing empty locations by a producer and consumer respectively can only be done on consecutive locations. Locations containing data
can be released by a producer and acquired by a consumer in any order. The
acqProd statement moves the front of the write window forward and can block,
the relCons statement move the tail of the read window forward and cannot
block. The acqCons statement blocks until the acquired location is written and
released by a producer using the relProd statement. After a consumer acquires
a location, it can be read multiple times.
This moving of windows is illustrated by the example CB-O shown in Figure 4.4. The pointers marked p̂ 0 and p̂ 1 represent the head of two producers
and the pointer marked č marks the tail of a consumer. The acqProd statement
moves the head of a producer one location forward, as shown by the dashed
arrows at the respective head pointers. The relCons moves the tail of the consumer, as also shown by the dashed arrow at the tail of the consumer. A producer
can release a location after it is written. In the example released locations are
colored green. These released locations can be acquired by a consumer, if the
location is before the tail of this consumer. The blue locations in the figure are
not written, and thus also not released, by a producer and cannot be acquired by
a consumer.

p̂1

p̂0

č
Figure 4.4: Example of a CB-O with two producers and one consumer

4.2

Implementing Time-Aware Statements

Time-aware statements, as introduced in Section 3.5, can be implemented using
time-unaware statements. This means a time-aware statement can be translated
into an equivalent OIL code fragment without time. The notion of local time using
sample counting from Equation 3.1 can be used for this translation. The following
two sections show such a translation for the delayed and timeout statements.
The translation of more complex statements such as the hold statement follows
from the implementation of these statements combined with a state machine and
is therefore not further detailed.

4.2.1

The Delayed Statement

In this section we show that a delayed statement can be translated into an equivalent OIL code fragment without time. Consider for this section the delayed
statement as presented in Equation 3.8(a). Since only samples have to be returned
for the last TM time, an array b is defined which contains these samples. The total
number of samples that need to be stored for the last TM time is TM ·f , with f the
frequency of the source or sink. Consider now an index p in this buffer which
represents the location of the oldest value in the buffer. This index p circulates
through buffer b such that p is also the next place being written. Therefore, in a
buffer b element b[i] contains the sample corresponding to physical time β(i),
with β defined as in Equation 4.1. In the equation k indicates how many times
the maximum time TM has passed, i.e. how many times b has been completely
written.

i


if 0 ≤ i < p
 f + k · TM
∀
β(i) = 
(4.1)
i

 f + (k − 1) · TM if p ≤ i < TM · f
0≤i <TM · f
Equation 3.1, which couples a sample number j to a physical time, is now
rewritten to Equation 4.2. For convenience it is assumed that the task graph
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starts at time zero, i.e. in Equation 4.2 it holds that ξs = 0. The sample number j
of Equation 3.1 can be split such that p = j mod TM · f and k = b TM·j f c.
j
+ ξs
f
p + k · TM · f
=
f
p
=
+ k · TM
f

pt =
54

(4.2)
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A delayed statement must return the sample from time pt − T , with pt the
current time and T the time difference specified in the delayed statement. For
the first case of Equation 4.1 the following expression can be derived using
Equation 4.2.
p
+ k · TM − T
f
p −T · f
=
+ k · TM
f
= β(p − T · f )

pt − T =

= β(p − T · f )

if 0 ≤ p − T · f < p
if T · f ≤ p

From the second case of Equation 4.1 the following expression can be derived.
p
+ k · TM − T
f
p
+ (k − 1) · TM + TM − T
=
f
TM · f − (T · f − p)
=
+ (k − 1) · TM
f
= β(TM · f − (T · f − p))

pt − T =

if p < T · f

Figure 4.5 shows the two cases of Equation 4.1 as a time-unaware implementation in OIL. The first case of the if-statement shows the case when the delay
is zero, thus T = 0. This value is not yet in the buffer since a value written to b is
only available in the next iteration of the while-loop that is the direct parent of
the delayed statement. The other two cases of this if-statement contains the
result of the above two derivations. After the if-statement that determines the
return value, the new input value is stored in the array. Finally, the second oldest
value becomes the oldest value, which is the value which will be overwritten
the next execution of this delayed statement. This is reflected by updating the
pointer p such that it points to the element after the current oldest value.
During every execution of the delayed statement, the oldest stored value in
the array b is overwritten by the value stored in x. Essentially, this means that



if ( T == 0) y = x ;
else if ( T * f <= p ) y = b [p - T * f ];
else y = b [ TM *f -( T *f - p ) ];



b[p] = x;
p = ( p + 1) % ( TM * f ) ;



Figure 4.5: Time-unaware implementation of the delayed statement

the array b is used as a circular buffer with p being the head pointer indicating
the front of the buffer. In the variable y, the input value from T time ago is
stored such that b can be updated. Retrieving the value from the past is done
by subtracting T*f from the current index p. Next the index p is incremented
by one location such that the next update to the buffer is again overwriting the
oldest value in the buffer.
In the parallel task graph, the implementation of the delayed statement
is aggregated in one task. This prevents a potentially large synchronization
overhead because no synchronization has to be done for variables local to a
task. Another advantage of using language constructs and a compiler which
generates an implementation for the delayed statement is that the output can
be optimized for the output language. If the output language is a language which
limits the lifetimes of variables, such as OIL, the whole array b has to be copied
every execution of the delayed statement. This is because the lifetime of the
variable ends at the end of a while-loop. Since a delayed statement must be
used inside a while-loop, a copy action must always be done. However, when
the output language of the compiler is C, there is no such requirement of limiting
the lifetime of variables. Therefore, the old array b does not need to be copied
such that it can be used in the next execution of the delayed statement. Only
the oldest value in the array must be overwritten by the new value.

4.2.2

The Timeout Statement

The timeout statement cannot be implemented using a delayed statement
because if the condition of the timeout statement is delayed and becomes true,
it cannot be reset to false for successive calls to the timeout statement. The
values that are delayed by a delayed statement cannot be modified after they are
delayed. A requirement for the timeout statement is that it periodically writes
output values to y. If this was not the case, the time Tt cannot be larger than
the period of any of the sources or sinks used without violating the real-time
constraints.
The timeout statement can be implemented in OIL as is shown in Figure 4.6.
It is required that a source is read or a sink is written in the surrounding loop.
The frequency f from this source or sink is used to determine the timeout period
in the number of samples. As was the case for the delayed statement, the
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if ( e ) {
y = 1;
tCtr = 0;
}
else if ( tCtr < T * f ) {
y = 0;
tCtr = tCtr + 1;
}
else {
y = -1;
tCtr = 0;
}
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Figure 4.6: Implementation of the timeout statement

time needed for the timeout parameter can be determined by counting samples
which are delivered at frequency f. Since the timeout statement must be called
periodically by the user and always returns a value, the timeout value can be
larger than the period of the source or sink. Despite that the timeout value is
larger than the period derived from the throughput constraint, the throughput
constraint of the application can be met.
The implementation shows the three possible return values of the timeout
statement. When the expression evaluates to true, a 1 is returned and the timeout
counter tCtr is reset. The second branch implements the state in which the
expression evaluates to false, but the waiting time has not yet expired, thus
returning 0. Finally, in the last case the timeout expired, therefore -1 is returned
and the timeout counter tCtr is reset again.
Since the implementation of the timeout statement is generated, optimizations can be performed by a compiler. Similar to the delayed statement, the
implementation can be clustered in one task and generated specifically for the
targeted architecture. Generating a clustered task can avoid synchronization
overhead between the time-unaware implementation and generating the implementation for a specific platform directly can reduce the execution time even
more.

4.3

Transformation to Single Assignment

The first step in the compilation flow shown in Figure 4.1 is to transform the
input OIL program to SA. This transformation is required such that the maximal
amount of pipeline parallelism can be extracted. The SA transformation does
not change the functional behavior of the input program, meaning the same
output values are computed by the original and transformed program. For array
variables the data-dependencies cannot always be derived exactly because the
index expressions can be input-data dependent. If exact dependencies cannot be
derived, the array accesses are called non-manifest. If exact dependencies can be
derived, the accesses are called manifest. In case of such non-manifest behavior,

loop{
x[...] = f();
x[...] = g();
intra-iteration

inter-iteration

h(x[...]);
x[...] = k();
} while(1);

Figure 4.7: Different types of dependencies

an over-approximation is applied by means of additional dependencies. We show
however that this over-approximation does not introduce deadlock. For scalar
variables exact data-dependencies can always be derived.
Figure 4.7 shows the types of dependencies that we distinguish in this thesis
and that are present in OIL. The arrows in the figure denote the dependencies in
the form of sequence constraints. We distinguish between true, inter-iteration
and intra-iteration dependencies. Dependencies are defined on variables but
operate on statements. This means that if two statements access the same variable
there is a dependency between these statements.
The true dependencies are the data-dependencies of read operations on write
operations. These are the dependencies that must be preserved after the transformation to SA because they are the dependencies caused by the described
algorithm. In Figure 4.7 these are illustrated by the solid black arrows, for example from the first and second statement to the third statement. The intra-iteration
dependencies are dependencies from an assignment on either a statement reading
that variable or on an other assignment within one iteration of the surrounding
while-loop. They are caused by an assignment overwriting a variable within
one loop iteration. In the figure these dependencies are shown using the dashed
red arrows, for example from the first to the second statement. The next two
sections show how the number of such dependencies can be limited in case of
scalar variables or when it can be derived which array elements are accessed.
An inter-iteration dependency is similar to an intra-iteration dependency,
but crosses a loop iteration boundary. Also such a dependency is caused by an
assignment overwriting variables. In Figure 4.7 these dependencies are shown
using the blue dotted arrows, for example from the last to the first statement.
Note that there are also inter-iteration constraints from the other producers
in the example to all other statements, but they have been omitted from the
figure for clarity. These inter-iteration dependencies can be removed in many
cases by the SA transformation, but remain in some cases. In some cases sizing
of the buffer corresponding with such a variable can relax an inter-iteration
dependency because multiple locations are used to store successive values stored
in this variable.
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loop {
x = ...
y = ...
} while (1) ;
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(a) Program in SSA form



 





 



forloop (0 <= i < 10) {
x[i] = . . .
}
forloop (0 <= i < 10) {
x [ i +10] = . . .
}

(b) Program in DSA form

loop {
x = ...
} while ( . . . ) ;
loop {
x = ...
} while ( . . . ) ;

(c) Program with SASs

Figure 4.8: Programs in different forms of SA

4.3.1

Forms of Single Assignment

There exist different types of SA, of which we consider four in this section. The
first form we consider is Static Single-Assignment (SSA) [AWZ88]. In a program
in SSA form there may be only a single assignment to every scalar or array
variable. For example the program in Figure 4.8(a) is in SSA form because there is
only a single assignment to both variables x and y, A disadvantage of SSA is that
also array variables must satisfy the constraint that there is only one assignment
statement. For distinctly written array elements such a constraint is not required
during the compilation of OIL programs because the CB-Os are flexible enough
that there may be multiple write windows if the written locations do not overlap.
A second form of SA is Dynamic Single-Assignment (DSA) [VJBC05]. In this
form there may be only one assignment to a scalar or array element during the
execution of the program. An example of a program in DSA form is shown in
Figure 4.8(b). Every element x[i] is only written once. However, this program is
not in SSA form because there are two assignment statements to x. The program
in Figure 4.8(a) is not in DSA form because x and y are written an infinite number
of times. Thus a program in SSA form is not necessarily in DSA form or vice
versa.
The third form of SA that we consider is a Single Assignment Section
(SAS) [GBBC11]. An SAS is a more flexible form of DSA. Only during the
execution of an SAS the program must be in DSA form. However, between the
execution of multiple SASs there are no constraints. An SAS is defined for every
while-loop. For example the program in Figure 4.8(c) is a program with two
SASs, one for the first loop and one for the second loop. During the execution of
an SAS, thus for every loop iteration, DSA must hold. This is the case for this
example as there is only one assignment to variable x in every loop iteration.
A disadvantage in using this form of SA for the compilation of OIL programs
is that a large overhead can occur because windows in a CB-O must remain
synchronized with each other. Because the number of while-loop iterations is
unknown at compile-time, this would require synchronization statements to be
inserted for all while-loops. Even if a task only contains one while-loop, the
other loops must be added.







x = f () ;
loop {
g(x);
x = h () ;
} while (1) ;

(a) Input program









x = f () ;
loop {
if ( first ) y = x ;
else y = z ;
g(y);
z = h () ;
} while (1) ;

(b) Transformed program

Figure 4.9: Transformation to SA for a true-dependency of a loop iteration

In this thesis we use a variant of the SAS form in which every variable may
only be in one SAS. Thus the transformation of an OIL program must ensure that
if a variable is written in multiple while-loops, multiple variables are used. This
prevents the high synchronization cost caused by SASs. Note that the variant
used in this thesis is neither SSA nor DSA because distinct array locations may
be written by different statements and because variables may be overwritten in
different loop iterations. For example in the example program in Figure 4.8(c)
the second assignment to x must be renamed to a fresh variable. Because the
program in Figure 4.8(a) only contains one assignment to every variable, it is
already in the correct SA form. In the program in Figure 4.8(b) every assignment
to x[i] is to a distinct location, so it is also already in the correct SA form.

4.3.2

Scalar Variables

Accesses to scalar variables can be transformed to SA by a combination of renaming and copying variables. Finding dependencies between scalars is done by
observing the name of a variable. Since pointers and other forms of sharing data
are not allowed in OIL, a name uniquely identifies a variable. The simplest case
occurs when two assignment statements write to the same variable unconditionally. The second access to this variable can be renamed to a fresh, thus unused,
variable. All later accesses to the old variable should also be renamed to this new
variable. If there is a true-dependency over a loop iteration a copy action has to
be inserted to ensure that the value stored in the new variable becomes available
in the next loop iteration.
Figure 4.9 shows an example of this transformation to SA. A variable x is
written by a function f, read by a function g and then overwritten by a function
h. Because the result of function h is used in the next loop iteration, a truedependency over a loop iteration is present. Therefore, a copy action is inserted
which selects between the value written before the loop and the value written in
the loop.
If variables are conditionally written by statements in if-statements, an
other transformation must be applied. This transformation is illustrated by the
example in Figure 4.10, which shows a scalar variable x which is conditionally
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loop {
x = f () ;





loop {
x = f () ;
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if ( . . . ) {
y = g () ;
}
else {
y = x;
}

if ( . . . ) {
x = g () ;
}
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h(x);
} while (1) ;



(a) Input program





h(y);
} while (1) ;



(b) Transformed program



Figure 4.10: Transformation to SA for scalar variables which are conditionally
written
overwritten. As explained, the assignment of variable x by function g is renamed
to a fresh variable y. However, it is unknown to function h whether variable x
or y should be read without introducing complex control logic. Therefore, an
additional copy action is inserted in the else-branch of the if-statement such
that variable y is always written.

4.3.3

Array Variables

The SA transformation for arrays is more complex than for scalars because each
array has normally multiple elements and it is not always possible to derive
which elements are written and read. If it cannot be derived which element is
written by an assignment, the worst-case behavior has to be assumed which
is that an array element is overwritten. If the same method as for scalars is
applied to arrays, it would mean that a fresh variable must be introduced for this
assignment. However, for an array all other elements have to be copied from the
old array. Since arrays can be large this can be a very expensive operation.
For arrays accesses with unknown indices we therefore introduce statements
which preserve parts of the ordering of the sequential module specification.
Similar to synchronization statements for CBs, these statements are automatically
inserted. No synchronization statements are, or have to be, present in OIL despite
that it is allowed in OIL to overwrite locations.
The ordering preserved by these sequence synchronization statements is
a local ordering between statements. This local ordering is characterized by
a unique identifier which ensures that there are only dependencies between
sequence statements characterized by this identifier. Thus these sequence statements only preserve the ordering between the statements which they enclose
and do not have any effect on other statements in the module. If access to such
a shared array is required, a function call to the function acqSeq is inserted by
the compiler before the access. The first argument of this function is this unique







x [0] = . . .
x [0] = . . .
. . . = x [0];
forloop (0 <= i < N ) {
x [ f () ] = . . . ;
g ( x [0]) ;
}



(a) Input program

forloop (0 <= i < N ) {
acqSeq ( b y , i * 2 + 2) ;
y [ f () ] = . . . ;
relSeq ( b y , i * 2 + 2) ;
}



(b) Pseudo-code of the first task

 

forloop (0 <= i < N ) {
acqSeq ( b y , i * 2 + 3) ;
g ( y [0]) ;
relSeq ( b y , i * 2 + 3) ;
}

 

(c) Pseudo-code of the second task
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Figure 4.11: SA transformation for an array with accesses having known and
unknown indices

identifier and the second argument indicates the order in which the statements
are allowed to execute. This order corresponds with the order in which the
enclosed statements occur in the sequential module specification. After access to
the shared array is no longer required, the compiler inserts a function call to the
function relSeq, which has the same arguments.
If the indices of array accesses are known a combination of preserving the
sequential ordering and renaming can be applied. If it can be determined at
compile-time that only a subset of an array is required in a fragment of the code,
renaming can decouple this fragment from the rest of the array. If this is not the
case and array elements are overwritten, sequence must be preserved in order to
guarantee functional correctness of the parallelized program. If array elements
are never overwritten, naturally no renaming or preserving sequence is required.
Figure 4.11(a) shows an example of the SA transformation applied to an OIL
program with one array x. The first three accesses to x all point to the first
element. The only unknown accesses are done by the write operation where
the element with index f is written. It can be easily determined that during
the second write to x, the value stored in x[0] is overwritten. Therefore, all
statements are independent of the first statement and can be renamed to a fresh
variable, in this case y.
Because the dependencies between the two statements before the forloop
and the statements in the forloop are unknown, sequence must be retained.
Sequence can be retained in tasks as is shown in figures 4.11(b) and 4.11(c). The
first two statements that receive such sequence constraints are the assignment
to and reading from x[0]. These statements receive ordering numbers 0 and
1. Since the assignment by function f to the fresh array y is located before the

4.3. Transformation to Single Assignment















loop {
x = f () ;
} while ( . . . ) ;
g(x);
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(a) Input program
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acqCons ( b x , w д , 0) ;
g ( read ( b x , w д , 0) ) ;
relCons ( b x , w д ) ;



do {
acqProd ( b x , w f ) ;
write ( b x , w f , f () , 0) ;
relProd ( b x , w f , 0) ;
} while ( . . . ) ;




(c) Task t д with inconsistent synchronization



(b) Task t f




do {
if (! last ) {
acqCons ( b x , w д , 0) ;
relCons ( b x , w д ) ;
}
} while ( . . . ) ;
acqCons ( b x , w д , 0) ;
g ( read ( b x , w д , 0) ) ;
relCons ( b x , w д ) ;







(d) Task t д with a potentially large synchronization overhead

Figure 4.12: Example program illustrating the problems with task implementations

function g, this statement must also execute first and receives ordering number 2.
The read operation by function g is the next statement to be executed and
therefore receives ordering number 3. Since these two statements are accessing
y repeatedly, the f can execute again. Because there are N iterations done by the
forloop, the ordering constraints of the assignment and function in a forloop
can be described by a multiplication as shown in the figures.

4.4

Loop Transformation

Before parallelism can be extracted from the sequential modules, a loop transformation must be applied. This loop transformation ensures that synchronization
statements inserted during parallelization remain in sync with each other, i.e.
every synchronization statement executes the same number of times. Synchronization statements placed before/after and in a while-loop cannot satisfy this
requirement because the statements placed in the loop can execute an infinite
amount of time more often than the statements before the loop.
This problem is illustrated by the example in Figure 4.12. In the example OIL
program in Figure 4.12(a) a variable x is written by a statement in a while-loop
and read by a statement afterwards. If synchronization is inserted the tasks on
the right result. As can be seen, synchronization for task t f is placed inside the
loop and for task t д synchronization is not inside this loop. Thus synchronization
for t f is executed the same number of times as the number of loop iterations,

x = f () ;
loop {
k(x);
x = g () ;
} while (...) ;
h(x);



(a) Input program


=⇒


x = f () ;
loop {
if ( first ) y = x ;
else y = v ;
k(y);
v = g () ;
} while (...) ;
h(v);



(b) SA transformation


=⇒




x = f () ;
loop {
if ( first ) y = x ;
else y = z ;
k(y);
v = g () ;
if ( last ) w = v ;
else z = v ;
} while (...) ;
h(w);



(c) Loop transformation
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Figure 4.13: Loop transformation for decoupling synchronization

whereas synchronization for t д is executed only once. This results in incorrect
functional behavior and potentially a deadlock is introduced.
Geuns [GBBC11] introduced a method to resolve this problem where a loop
is added with synchronization for t д to match the structure of t f . However, this
significantly increases the synchronization overhead. This is illustrated with the
alternative task implementation of task t д as shown in Figure 4.12(d). To resolve
the inconsistent behavior from the original implementation the while-loop is
added such that both tasks t f and t д synchronize the same number of times.
To ensure that the last written value is read by function g, during the last loop
iteration no synchronization is done.
The loop transformation presented in this section decouples the synchronization for variables accessed outside and inside a while-loop by using a copy
of the variable inside the loop. At the beginning of the first loop iteration the
value stored before the loop is copied to a fresh variable. At the end of the last
loop iteration this fresh variable is copied back such that it is available after
the while-loop finishes its execution. Note that to keep the code SA this is not
the original variable, but again a fresh variable. If a variable is only read in a
while-loop synchronization will already be decoupled because the same value
must be read during every loop iteration. This decoupling of synchronization
is shown in Section 4.6. For scalar variables the decoupling of synchronization
never has to be done during the first loop iteration because the SA transformation
already created fresh variables for two assignments. For arrays this does not
have to be the case as the SA transformation could have decided that preserving
sequence is needed and thus no decoupling has taken place.
This process is illustrated in Figure 4.13 where both the transformation to SA
and the loop transformation discussed in this section are shown separately. In
Figure 4.13(a) an example input program is shown. In this program a variable
x is written by an assignment placed before and in a while-loop. This variable
is then read before it is overwritten by this second assignment and also at the
end of the program, after the while-loop. Applying the transformation to SA
results in the intermediate program shown in Figure 4.13(b). As shown, the
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mod_par A () {
fifo int x , y ;

64
Chapter 4 | Compiling for Multiprocessor Systems

}



mod_par A () {
fifo int x , y ;

B ( out x ) | |
B ( out y ) | |
C (x , y )

}

=⇒

mod_seq B ( out int v ) {
...
}
mod_seq C ( int a , int b ) {
...
}





(a) Input program





B1 ( out x ) | |
B2 ( out y ) | |
C (x , y )

mod_seq B1 ( out int v ) {
// Same as module B in the
// original program
}
mod_seq B2 ( out int v ) {
// Same as module B in the
// original program
}
mod_seq C ( int a , int b ) {
...
}



(b) Program with modules instantiated



Figure 4.14: Example program illustrating the instantiation of modules

second assignment is to a fresh variable v. Because the result of function g must
be visible to the second execution of function k a selection is made between the
variable written before and in the while-loop.
After this transformation to SA is applied, the loop transformation to decouple synchronization can be applied. The variable x is not written in the
while-loop and the variable y is not written outside the loop and these therefore
do not have to be decoupled. The variable v however, is written inside the
while-loop and read afterwards. Therefore, a fresh variable w is added and using
an if-statement it is assigned the last value produced by function g.
This additional copy operation can be expensive for larger arrays both in
terms of memory and the time it takes to copy the array contents. This overhead
is not present if a forloop is used instead of a while-loop. It is then also
preferred to use a forloop if the algorithm to be implemented allows so.

4.5

Instantiation of Modules

After the SA and loop transformations are applied, all modules have to be instantiated. This means that for every module call an instantiation of the called
module is made. Thus if a module is called multiple times multiple instantiations
are made. Note that in the implementation of the multiprocessor compiler such
an expansion can be done simultaneously with the parallelization step discussed
in the next section.
An example of the instantiation of modules is shown in Figure 4.14. In module

4.6

Parallelization

The last step of the compilation flow is the actual parallelization step. In this step
a task graph is extracted from an OIL program and synchronization statements
are inserted to ensure the functional behavior of the task graph is equivalent
to the OIL program. Extraction of parallelism from sequential modules and
the insertion of synchronization for these parallelized modules is based on the
method introduced in [Bij11].
A task graph can be defined as a directed graph H = (T , B, ε). Here the set of
vertices T represents the set of tasks in the task graph. The set of hyperedges B
represents the CBs used for communication, with B ⊆ P(T ) × P(T ). A hyperedge
is an edge which can have multiple source and/or destination vertices. The
capacity of a CB bi ∈ B is given by ε(bi ), with ε : B → N+ .
Parallelism is extracted from every instantiation of a sequential module. This
means that if there are multiple instantiations of the same module, parallelism is
extracted from all of these instantiations. This then results in the same tasks, but
with different input and output buffers and, if functions are state-full, a different
stored state.
The parallelism extracted in this thesis is function-level parallelism. This
means that a task is created from every function and assignment statement.
An example of this parallelization process is shown in Figure 4.15. From the
sequential module shown in Figure 4.15(a) parallelism is extracted. In this
example there are two functions or assignment statements, thus two tasks are
created. A graphical representation of the task graph showing the tasks created
from these two functions is shown in Figure 4.15(b). Here task t f represents
the task extracted from function f and task t д represents the task extracted
from function g. For every variable declared in a module a CB with overlapping
windows is extracted. Also this is illustrated in the figure where a CB named bx
is extracted for the variable x. The capacity ε(bx ) of this buffer will be determined
using the method described in Chapter 5.
The code executed in every task has a similar structure as the sequential
module in the OIL program. This structure is key to ensuring that a task graph can
execute without deadlock because also the original sequential module executes
deadlock-free, by definition. Basically, the control statements that are a parent in
the hierarchical structure of a sequential module are preserved in a task derived
from that module. All control structures that are not a parent are not preserved in
that task, though they can be in other tasks. Figure 4.16 shows the code executed
by the tasks from the task graph in Figure 4.15(b). In the input OIL program
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A there are two calls to module B. The output FIFO of the these two module calls
is x and y respectively. These output FIFOs are the input to module C. In Figure 4.14(b) the result is shown after all modules are instantiated. Because module
B is called twice, two instantiations are made, B1 and B2. The implementation of
these two modules is the same as that of the original module.



mod_seq A () {
int x ;
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}

loop {
x = f () ;
g(x);
} while (1) ;

(a) Sequential module


tf



bx

tд

(b) Task graph

Figure 4.15: Parallelization of a sequential module
















loc = 0;
do {
acqProd ( b x , w f ) ;
write ( b x , w f , f () , loc ) ;
relProd ( b x , w f , loc ) ;
loc = ( loc +1) % ε (b x ) ;
} while (1) ;

(a) Task t f

loc = 0;
do {
acqCons ( b x , w д , loc ) ;
g ( read ( b x , w д , loc ) ) ;
relCons ( b x , w д ) ;
loc = ( loc +1) % ε (b x ) ;
} while (1) ;

(b) Task t д

Figure 4.16: Insertion of synchronization

in Figure 4.15(a) there is one parent statement for both functions f and g, an
infinite while-loop. This statement is therefore also present in the tasks.
Next to the control structure, a derived task also contains synchronization
statements for the CBs. These synchronization statements are automatically
inserted during the multiprocessor compiler and guarantee deterministic access
to the shared buffer. As described in Section 4.1, a producer has to acquire
consecutive buffer locations and a consumer has to release consecutive buffer
locations. A simple example of the insertion of acquire and release statements for
a scalar variable is included in Figure 4.16. Both acquire statements are inserted
before the corresponding function call and both releases are inserted after this
function call. In this example the location loc in the buffer can be increased by
one every loop iteration modulo the buffer capacity.
If a variable is only read in a while-loop the generated code is slightly
different. Because a value stored in a variable must be available during all loop
iterations, synchronization statements cannot all be placed in a while-loop.
If a buffer location is released it cannot be acquired again for reading of the
same value. In contrast to releasing a location, acquiring and reading a location
multiple times is allowed, as long as it is not released in the mean time. Only the
first execution of an acqCons can block the execution because a value remains
available until it is released. However, because the value cannot change during

mod_seq B () {
int x ;



}

x = f () ;
loop {
g(x);
} while (1) ;

(a) Input program





loc = 0;
acqProd ( b x , w f ) ;
write ( b x , w f , f () , loc ) ;
relProd ( b x , w f , loc ) ;




(b) Task t f


 loc

= 0;
acqCons ( b x , w f , loc ) ;
do {
g ( read ( b x , w f , loc ) ) ;
} while (1) ;
relCons ( b x , w f ) ;




(c) Task t д




Figure 4.17: Insertion of synchronization in combination with a while-loop in
which a variable is only read

the execution of a while-loop and it is thus written before the loop, it is more
efficient to put the acqCons statement before the loop. Similarly, the relCons
statement for such variables which are only read during the execution of a loop
is placed after the loop.
This scheme is illustrated by the example in Figure 4.17. The example input
module shown in Figure 4.17(a) shows a variable x being written by an assignment placed before a while-loop and read by a function inside that loop. If
this module is parallelized two tasks t f and t д are extracted. Task t f , shown in
Figure 4.17(b) shows a similar behavior as the previous example where synchronization statements are placed around the function call. However, task t д , shown
in Figure 4.17(c), shows that the acquire statement of a consumer is placed before
the loop and the release statement is placed after the loop.
Because arrays can be indexed out of order and buffer locations must be
acquired before they are used and released after they are used this causes a
number of acquires and released to be executed before or after all code is executed.
This can also occur if multiple values are written or read simultaneously to or
from a FIFO buffer. To include such cases in a task, templates are introduced in
the next section which use the indexing pattern of arrays, if known, to derive
how many acquires have to be done beforehand and releases have to be done
afterwards.

4.6.1

Task Templates

The generated code of a task is more complex for tasks extracted from functions
which access arrays. Code generated for such tasks is based on templates describing the synchronization placement. Figure 4.18 shows the synchronization
templates for a producer and consumer task. Both templates consist of three
segments, an initial, processing and final segment. If a task is both a producer
and a consumer, these templates are combined. In the initial segment of a producer, sufficient space is acquired for a task to write in. While processing, any
remaining space is acquired such that a complete array is acquired during every
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while-loops
for(0 ≤ k < ηD(ti ))
if(k < η(ti , bx )))
acqProd(ti , bx )
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c = η(ti , bx )
for-loops
if(c < σ (a x ))
acqProd(ti , bx )
c ++
if-statements
write(bx , f (), l )
relProd(ti , bx , l )

































for(0 ≤ k < D
χ (ti ))
if(k < η̌(ti , bx )))
acqProd(ti , bx )









Initial segment

while-loops
for(0 ≤ k < ηD(t j ))
if(k > ηD(t j ) + χ (t j , bx )))
relCons(t j , bx )









Initial segment

Processing segment

c=0
for-loops
acqCons(t j , bx , l )
if-statements
g(read(bx , l ))
if(c >= χ (t j , bx ))
relCons(t j , bx )
c ++

































Processing segment

Final segment

for(0 ≤ k < D
χ (ti ))
if(k < χ̌ (t j , bx ))
relCons(t j , bx )









Final segment

(a) Producer template

(b) Consumer template

Figure 4.18: Templates for synchronization statement insertion

iteration of the surrounding while-loop. In the initial segment in the consumer,
any consecutive space that is not read is released. Synchronization for data communication is done in the processing segment. After processing, the remaining
space is released such that the size of a complete array is released during every
while-loop iteration.
The templates for the implementation of tasks are parameterized in the
accesses done by a function. For the derivation of these parameters, we define
for every buffer bx a list A x as a list of tuples of an array element index and a
corresponding sequence number. These sequence numbers define an ordering
on the execution of variable assignments and functions in a sequential program.
Every execution of an assignment or function is assigned its own sequence
number in ascending order. We now define the list A x such that it contains
an element (l , s) if the element x [l] is accessed by a statement with a sequence
number s. If l is not known at compile-time, it is defined as ⊥. If x is a scalar, l
is zero. All elements in A x are sorted according to their sequence number. We
define the sorted list Aix , with Aix v A x being a sub-list of all accesses A x , as
the accesses to a variable x in task ti from the parallel task graph. Furthermore,
we define the set BiP as the buffers written by ti and the set BiC as the buffer read
by ti .
Using these lists and sets we define the size of the initial segment ηb for
both a producer and consumer. The statements acqProd and relCons acquire
respectively release consecutive locations in a circular buffer. The initial segment
contains synchronization for unused buffer locations such that later locations
are always acquired or released in time. First, the size of the initial segment is
defined per buffer. For the acquire statements this is called the lead-in. For a
task ti producing values in a buffer bx , the lead-in is defined by Equation 4.4.
This equation returns the maximum of the differences between the n-th index
accessed and the number of previously executed synchronization statements. We

η(ti , bx ) = max{εx (Aix [n]) − n • 0 ≤ n < |Aix |}

(4.4)

The starting point for releasing locations in a buffer bx is called the leadout. If elements in an array x are not accessed, and thus can be released before
computation starts, the lead-out will be negative. This early releasing is done in
the initial segment. The lead-out is defined as the difference between the number
of previously executed synchronization statements n and the n-th accessed array
index.
χ (ti , bx ) = max{n − εx (Aix [n]) • 0 ≤ n < |Aix |}
(4.5)
The size of the initial segment is defined in (4.6) in terms of the lead-in of
every buffer and the lead-out, if locations can be released in advance.
ηb(ti ) = max{{η(ti , bx ) • bx ∈ BiP } ∪ {−χ (ti , by ) • by ∈ BiC }}

(4.6)

η̌(ti , bx ) = |x | − η(ti , bx ) − |Aix |

(4.7)

In the final segment the remaining acquires and releases are performed such
that synchronization is performed for a complete array. The number of remaining
acquires η̌ is defined as the array size |x | minus the number of acquires already
performed in the initial and processing segment.

The number of remaining releases χ̌ that have to be performed in the final segment is also the number of array elements minus the releases already
performed in the initial and processing segments.
χ̌ (ti , bx ) = |x | − (|Aix | − χ (ti , bx ))

(4.8)

The size of the final segment can now be defined as the maximum of the
remaining acquires and releases for every buffer.

4.6.2

χb(ti ) = max{{ χ̌ (ti , bx ) • bx ∈ BiC } ∪ {η̌(ti , by ) • by ∈ BiP }}

(4.9)

Code Generation for Stream Arguments

Up to this point we have shown that parallelism can be generated from the
statements in a module. However, it is not yet shown how communication
with other modules or with sources and sinks can be implemented. Accessing
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use the function εx to return the index of an access in array x or, in case the
location is not known at compile-time, the size of array x, defined by |x |. If x
is a scalar the size is one and the index zero, i.e. a scalar corresponds with an
array of size one. In the equation the •-mark separates the list elements from the
domain of the variables.



 |x | if l =⊥
εx ((l , s)) = 
(4.3)

l
if l ,⊥



mod_seq A ( int x ) {
loop {
f(x);
} while ( . . . ) ;
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}

loop {
g(x);
} while ( . . . ) ;

(a) Sequential module
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(b) Task graph
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(c) Task graph after transformation

Figure 4.19: Parallelization of a sequential module having one input stream
argument

a stream argument of a module requires another program transformation to
decouple synchronization and to ensure that a corresponding analysis model can
be derived.
The coupling of synchronization is illustrated by Figure 4.19. In the example
OIL module in Figure 4.19(a) an input stream argument is accessed by functions
in distinct while-loops. If the aforementioned parallelization method is applied
two tasks are extracted from the two functions and one buffer is extracted from
the stream argument. The resulting task graph is shown in Figure 4.19(b). In this
task graph a problem can be identified. Because both tasks contain distinct whileloops but read from a single CB, synchronization statements must be present
in each task for both loops. Essentially, this means synchronization between
different while-loops is coupled and causes a large synchronization overhead.
This is similar to the problem discussed in Section 4.4. However, because a stream
is written in parallel by an other module the loop transformation is not possible
for stream arguments. Furthermore, if this module is linked via a FIFO to an
other module having multiple while-loops, a corresponding temporal analysis
model, as presented in Chapter 5, cannot be derived in isolation because the
analysis method requires decoupled and structured synchronization.
To solve these issues we propose a program transformation which decouples
while-loops having statements reading or writing to a stream arguments. Decoupling is achieved by using separate CBs for every while-loop. A separate
task can then be used to split the stream into multiple CBs. Synchronization for
these CBs then requires that the loop structure of the sequential OIL module (the
module after applying the transformations from the previous sections) is copied
to this new task.
The result of this transformation applied to the example in Figure 4.19(b) is
shown in Figure 4.19(c). CB bx is split into two CBs, one for each of the two
while-loops. The new task t stream splits the incoming stream bin into these two
CBs. figures 4.20(b) and 4.20(c) show the transformed tasks t f and t д . The code
for task t stream is shown in Figure 4.20(a) and shows that the loop structure of

do {
acqProd ( b x 0 , w A ) ;
acqCons ( bin , w A ) ;
write ( b x 0 , w A , read ( bin , w A ) ) ;
relCons ( bin , w A ) ;
relProd ( b x 0 , w A ) ;
} while ( . . . ) ;
do {
acqProd ( b x 1 , w A ) ;
acqCons ( bin , w A ) ;
write ( b x 1 , w A , read ( bin , w A ) ) ;
relCons ( bin , w A ) ;
relProd ( b x 1 , w A ) ;
} while ( . . . ) ;



(a) Task derived from a stream argument





do {
acqCons ( b x 0 , w f ) ;
f ( read ( b x 0 , w f ) ) ;
relCons ( b x 0 , w f ) ;
} while ( . . . ) ;





(b) Task t f

do {
acqCons ( b x 1 , w д ) ;
g ( read ( b x 1 , w д ) ) ;
relCons ( b x 1 , w д ) ;
} while ( . . . ) ;



(c) Task t д






Figure 4.20: Parallel tasks from the example in Figure 4.19

the sequential OIL module is copied to this task. The first while-loop distributes
values from the input buffer to the first buffer and the second while-loop to the
second buffer.

4.7

Deadlock-Freedom

In this section we sketch the proof that the compilation process, including the
insertion of synchronization statements, does not introduce deadlock given that
buffer capacities are sufficiently large.
The first two steps of the compilation for multiprocessor systems consist of
two program transformations. Both the first transformation, the transformation
to SA and the second transformation, the loop transformation, operate on the
sequential module. Because only program transformations are done and no blocking operations are inserted, the sequential schedule is changed but a sequential
schedule remains in existence.
The parallel task graph can only deadlock due to a cyclic dependency caused
by the insertion of synchronization statements. Acquire statements are the
only blocking operations and are therefore the only statements that can cause
deadlock. By construction a parallel task graph with inserted synchronization
statements can always execute deadlock-free using the sequential order defined
in the input module as the schedule. It is possible that when the application
executes, it deviates from this sequential schedule. However, the sequential
application is deadlock-free with the extra synchronization statements inserted,
therefore it must also be deadlock-free when executed in parallel because the
order constraints are removed that enforced the program to be executed sequentially. Removing constraints can never introduce deadlock as no cycles can be
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formed in a graph by removing edges.
To show that the sequential module with synchronization statements inserted
does not introduce deadlock, we have to consider the insertion of synchronization
statements in more detail. There are three types of synchronization statements
inserted: synchronization for buffers, synchronization enforcing sequence, and
synchronization for FIFO communication.
From the sequential module a module with synchronization is created by
inserting the acqCons statements for a function immediately before that function
and the relProd statements immediately after this function, analogously to the
insertion into the parallel task graph. Because we require that all variables are
written before they are read, a written location is always released before it is
acquired for reading. The acqProd and relCons statements are also inserted
similarly as for the parallel task graph. An empty buffer location is always
acquired before its first use and released after its last use. Empty locations can
always be acquired as the buffer capacity is, by assumption, at least as large as the
number of executed acqProd statements of a write window in one while-loop
iteration. Locations that are read are always released by construction, therefore
they can be acquired again in all following loop iterations.
For variables which are only read in a while-loop the acqCons and relCons
statements are moved to immediately before and after the loop. This movement of
synchronization statements can potentially violate the validity of the sequential
schedule. However, if a variable is not written in a while-loop, it is also not
acquired for writing in that loop. Because it is not written, a location is also never
released by a producer in such a loop. Therefore, a consumer can read this value
safely multiple times. Postponing a release until immediately after the loop can
also not lead to an acqProd being executed before that release. Consequently,
moving acquire and release statements for consumers to the location immediately
before and after a while-loop does not introduce deadlock.
Additional to the synchronization statements required by the buffers, sequence constraints are added for arrays. The reasoning for these constraints is
similar to that for the buffers. In the sequential module the acqSeq and relSeq
statements are inserted immediately before respectively after a statement writing or reading from a buffer. The arguments to these statements follow the
sequential execution schedule. Thus the constraints enforced by these synchronization statements are a subset of the constraints that enforce the sequential
schedule. Because these synchronization statements are inserted using the same
method in the parallel task graph, the task graph must be deadlock-free because
also the sequential module with these synchronization statements inserted is
deadlock-free.
Synchronization statements are also inserted for communication between
modules via FIFO buffers. For this case a sequential schedule does not exist
because all modules communicating via FIFO buffers are executed in parallel.
Therefore, analysis is required to verify that no deadlock is present in the input
program. However, no deadlock is introduced by the compilation of modules.
Communication via FIFO buffers is unconditional in the sense that if locations are

4.8

Summary

In this chapter we have introduced a multiprocessor compiler suitable for the
parallelization of applications described in the OIL language outlined in the
previous chapter. The compilation of an OIL program is done such that a
corresponding temporal analysis model can be derived.
The compilation of an OIL program consists of a number of stages. First the
program is transformed to SA. SA ensures that the maximum amount of pipeline
parallelism can be extracted. This transformation comes with a slight overhead
for scalar variables. For arrays the overhead can become large and thus this
transformation is not applied and sequence is retained.
Next, a second transformation is applied such that all synchronization statements for a buffer execute at the same rate. Basically, there may be no statements
assigning a value to the same variable inside and outside a while-loop.
After these two transformations are applied all sequential modules are ready
to be parallelized. All module calls are now instantiated such that for modules
which are called multiple times, but which process different input streams, multiple instantiations are created. These instantiations can then process the different
input streams in parallel.
During parallelization function level parallelism is extracted from all instantiations of all sequential modules. For every function a task is created containing
the same control structure as all parent statements of that function. Communication between tasks is done via CBs with overlapping windows. Because the
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written or read in one branch of an if-statement, they must be written or read in
all branches. Furthermore, while-loops always execute for at least one iteration
and every while-loop must contain a write operation to or read operation from
a FIFO buffer. Therefore, values are always written to or read from a FIFO buffer
within a bounded time interval. Deadlock can therefore not be introduced by
the compiler for communication between modules executing in parallel if all
buffers are sufficiently large. Deadlock can however be already present in the
parallel input specification. A method to determine sufficient buffer capacities
and to verify whether deadlock is present in an input specification is discussed
in Chapter 6.
In short, the basic principle that parallelization of a sequential module does
not result in deadlock is that the sequential schedule remains valid. The inserted
synchronization statements do not introduce constraints not already present in
the sequential schedule and the parallelization step only removes sequence constraints. Furthermore, CBs with overlapping windows do not result in deadlock,
provided that all variables are written before they are read and all buffers are
sufficiently large. The compilation process also does not introduce deadlock if all
FIFO buffers are sufficiently large. Therefore, the compilation approach does not
introduce deadlock, though deadlock may already be present in the parallel parts
of the input specification.
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insertion of the required synchronization for these buffers is done using templates, a deadlock-free execution of the task graph can be guaranteed if buffers
have a sufficient capacity. For every input and output stream argument of a
module, an additional task is also created. This task provides some decoupling
between the producer and consumer of the stream argument.
This chapter also discussed the implementation of time-aware statements.
The implementation is based on counting the number of samples from a source
or to a sink. This enables a time-unaware implementation of time-aware statements.

Chapter
Temporal Analysis of
Sequential Modules
Abstract
In this chapter the Structured Variable-Rate Phased Dataflow (SVPDF)
temporal analysis model is introduced. An SVPDF model is structured into
parameterized blocks which can be hierarchically analyzed. The value of a
block parameter indicates how often actors in that block fire. It is shown
that analysis techniques for CSDF models can be applied for an SVPDF
model by recursively analyzing each block in the SVPDF model.
It is also shown in this chapter that from every sequential OIL module
a corresponding SVPDF model can be automatically derived. The SVPDF
model is based on the synchronization statements in the task graph. Using
this SVPDF model, sufficient buffer capacities can be determined given a
throughput constraint.

This chapter introduces a method in which the temporal behavior of (parts of)
applications described as sequential OIL modules can be analyzed1 . Sequential
modules can be modeled using the SVPDF temporal analysis model. In the
SVPDF model dynamic behavior can be expressed such that while-loops can be
modeled.
Static models such as SDF and CSDF cannot be used to model conditional
behavior directly. Conditional behavior in the form of if-statements can be
indirectly modeled in such static models. This can be done by modeling the
synchronization statements, which are placed outside of if-statements. However,
conditional behavior in the form of while-loops cannot be modeled in a static
model. Such conditional behavior can be modeled in the SVPDF model.
1 This

chapter is based on work presented in [GHB13b, GHB14a]

5
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The SVPDF model is special case of the VPDF model [WBS10] in the sense
that more structure is present in an SVPDF model. Structure is added to the
SVPDF model in the form of blocks. Furthermore, parameters are not allowed
at every actor in the model but only for actors on the edges of a block. It is
shown that analysis methods for CSDF models can also be applied to analyze
SVPDF models. These methods have to be applied recursively for every block in
an SVPDF model.
The SVPDF model is conservative to the parallel task graph, meaning the
finish times of tasks in the task graph will never be later than the corresponding
finish times of the actors in the dataflow model [GTW11, Hau15]. Using the
dataflow model, buffer capacities are determined which are sufficient to meet
the throughput constraint imposed by the periodic sources and sinks and to
guarantee a deadlock free execution. The capacity of the buffers has a direct
influence on the amount of pipelining [WBJS06].
The remainder of this chapter is structured as follows. In section 5.1 the
SVPDF model is introduced. In Section 5.2 it is shown that the structure of
the statements in a sequential OIL module can be modeled as an SVPDF model.
Section 5.3 extends this with the modeling of the synchronization on CBs that is
present in a task. Throughput constraints are imposed on a sequential module
by the stream arguments of a module. It is shown in Section 5.4 that these
streams can be modeled in an SVPDF and that their throughput constraints
can be taken into account. If a sequential module is not completely in SA
form sequence constraints might have been added during compilation. These
sequence constraints can limit the amount of pipeline parallelism and must
therefore be included in the model, which is described in Section 5.5. Section 5.6
describes how a CB with multiple producers and consumers can be modeled in
an SVPDF model. Section 5.7 shows that time-aware statements only influence
the functional and not the temporal behavior and therefore the internal behavior
of these statements does not need to be included explicitly in the SVPDF model.
A method to efficiently analyze the throughput of an SVPDF model is discussed
in Section 5.8. Buffer capacities influence the throughput of an application and a
sufficient capacity can be determined based on the dataflow model. A method to
size these buffers is discussed in Section 5.9. Finally, in Section 5.10 we present a
summary of this chapter.

5.1

Structured Variable-Rate Phased Dataflow Model

In this section we introduce the SVPDF model which can be used for the temporal
analysis of real-time stream processing applications described by sequential OIL
modules. The SVPDF model is a special case of the VPDF model [WBS10] to
which structure is added in the form of blocks. In the VPDF model parametric
behavior can be described. In the SVPDF model parametric behavior is also
allowed, but only at the edges of a block and in a structured way. Due to
this structure analysis algorithms suitable for the CSDF model can be applied.

p2
p1
<T >
< T , 2T >
< 3T >
< 1 > < 1, 1, (p − 1) × 0 > < 1, 1, (p − 1) × 1 > < 1 >
< 0, 2 > < 1, 1, (p − 1) × 0 > < 1, 1, (p − 1) × 1 > < 2 >
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3
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< 1 > < (p − 1) × 0, 1, 1 > < (p − 1) × 1, 1, 1 > < 1 >

Figure 5.1: Example of an SVPDF model

Furthermore, because of this structure the parametric behavior can be compactly
described and the communication of parameter values that is required in the
VPDF model can be hidden.
An SVPDF model can be described as a directed graph G. This graph can be
b , θ , π , γ , δ , ρ). Here V is a set of actors and (vi , v j ) ∈ E
defined by G = (V , E, P , M
describes the set of edges, with vi , v j ∈ V . We use the abbreviation ei j to denote
an edge (vi , v j ). Tokens in an SVPDF model are not allowed to overtake each
other such that a deterministic behavior results. In this thesis tokens cannot
overtake each other because actors are not auto-concurrent. Auto-concurrency
is eliminated such that at most one firing of every actor can occur simultaneously.
This is modeled as an implicit edge from an actor back to itself with one token
on this edge. An example SVPDF model is shown in Figure 5.1. In the example
there are seven actors of which three are named as v f , v д , and vh . These actors
are connected via the other four actors by eight edges.
The firing of an actor goes in a cyclo-static fashion where a list of phases is
traversed and at the end of the list, the first phase is fired again. The number of
phases of an actor is defined by θ : V → N. The number of repetitions of phase h
of actor vi is parameterized and given by Ω(vi , h), with Ω : V × N → P . The set
of parameters P is defined below. On an outgoing edge the list of phases is given
by π : E × N → N. On an incoming edge this list is given by γ : E × N → N.
The firing duration for every phase is defined as ρ : V × N → N. The initial
number of tokens on an edge is given by δ : E → N. An actor can fire a firing
number k if γ (ei j , k mod θ (v j )) tokens are available on all incoming edges ei j .
After ρ(v j , k mod θ (v j )) time, π (e jl , k mod θ (v j )) tokens are produced on every
outgoing edge e jl . In the example the firing duration is shown above the actors.
In the remainder of this thesis the firing durations are omitted for clarity of the
figures. The lists of phases are shown on the relevant edges. The list of consumed
tokens is placed on the incoming end of an edge and the list of produced tokens
at the outgoing end of an edge.
An SVPDF model is structured into blocks with port actors on the edges of
a block. A block is characterized by a parameter p ∈ P . The parameter p is
a variable and defines the number of consecutive firings of actors in the block
with respect to actors surrounding it. The value of a parameter is undefined
during analysis and can be infinite, but must be in N. A block introduces only
structure in the model and cannot fire itself. In an SVPDF model blocks can
b, with
nest other blocks. Whether a block is a parent of an actor is defined by M
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Figure 5.2: Fragment of an SVPDF model showing port actors for up- and
downscaling synchronization events

b(v , p)
b : V × P → B. Thus for an actor v ∈ V and a block p ∈ P the function M
M
returns whether p is a parent of v. Blocks are visualized as dashed rectangles in
the figures in this thesis. In the example in Figure 5.1 there are two blocks shown.
The inner block contains actor v д and the four unnamed actors. The outer block
contains v f , vh and the inner block. The parameters of the blocks are shown at
the top right in the block.
Port actors provide communication between actors in and outside of a block.
A port actor is either an upscale or a downscale port actor. Port actors are shown
in the example in Figure 5.1 as the unnamed smaller drawn actors. Figure 5.2(a)
shows the structure of these two types of port actors at the top and bottom
respectively. In this thesis we use the short-hand notation N × 1 to denote a list
of N items of value 1, where N is a positive number. Thus in Figure 5.2(a) the
top port actor has Ni j + 1 phases, of which the first Ni j phases have a value of
one. The last phase is parameterized and the number of times it is repeated is
thus variable.
The phases of a port actor always have the same structure as shown in
Figure 5.2(a), being parameterized in the parameter p of the corresponding block
and with a constant Ni j . This constant Ni j defines how many tokens are scaled
up or down at once whereas the parameter p specifies how often this up or
downscaling is done. The constant Ni j is defined as the sum of the number of
tokens produced by an actor vi /consumed by an actor v j and is defined for a port
Pθ (v )−1
actor vq as Ni j = k =0i π (eiq , k). The sum of the tokens produced by vi and
consumed by v j must be the same.
The values that a parameter p can take can be described by a list of unknown
parameter values hp 0 , p 1 , p 2 , . . .i. Every port actor which is parameterized in p
takes a value of the same list of parameter values in the same order such that
all port actors on a block fire the same number of times. Port actors are the
only actors that can be parameterized. Since the structure of the production and
consumption phases of port actors is always the same, it is omitted from figures
and only the parameter is shown in a block, see Figure 5.2(b).

loop {
forloop (0 <= i < 2) {
x [ i +1] = f () ;
}

loop {
forloop (0 <= i < 2) {
g ( x [2 - i ]) ;
}
} while ( . . . ) ;
} while (1) ;
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Figure 5.3: SVPDF model with multiple blocks resulting from multiple whileloops

Example 1. Figure 5.3 shows an example where there is a rate-conversion
between the assignment of values to x and the reading from x. Elements
1 and 2 are written and read in reversed order. Assume the array size
of x is three. In the corresponding SVPDF model there are two blocks
corresponding with the two while-loops. Because there is communication
between statements before and inside the inner while-loop, two port actors
are added to the model. Because only two array elements are written/read
the constant N fд of the port actor between actors v f and v д equals two.
Because synchronization on empty buffer locations is done for every array
element, the parameter N д f = 3.

5.2

Modeling of a Task Graph

From every task graph extracted from a valid sequential OIL module, as is shown
in Section 4.6, a corresponding SVPDF model can be automatically generated.
The basic topology resulting from the modeling of tasks in a task graph and the
communication between the tasks is discussed in this section. In this section the
phases of the actors are omitted for simplicity. In the next sections the derivation
of the phases is explained.
The translation of a task graph given by H = (T , B, ε) to an SVPDF model
b , θ , π , γ , δ , ρ) can be defined as follows. For every task ti ∈ T an
G = (V , E , P , M
actor vi is added to the model. The firing duration of this actor, ρ(vi , k), is equal
to the response time of synchronization section k of ti . This division of a task in
synchronization sections is explained in Section 5.3. If processors are not shared,
this response time equals the WCET of the synchronization section. In the case of
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Figure 5.4: Task graph and SVPDF model corresponding with the example in
Figure 4.17

processor sharing using budget based run-time schedulers, the response time of
synchronization sections can be determined independently of the execution time
and execution rate of other tasks [WBS09]. For other schedulers the interference
of other tasks must be taken into account, making the derivation of the response
time more complex [HGWB14b]. A more accurate response time can be obtained
by a two-parameter characterization of the temporal behavior of a task by taking
the maximum mean of successive task executions [HGWB13]. This however
requires a two-actor model, which is outside the scope of this thesis.
A block is added to the SVPDF model for every while-loop in the sequential
module from which the task graph is derived. The parameter of this block
represents the number of iterations of this while-loop before the loop condition
becomes false and the repetition of the loop is stopped. If a loop has another loop
as its parent in the sequential module, the corresponding blocks in the model are
nested alike. Suppose that an actor v f corresponds to a task t f which is derived
from a function or assignment f. Furthermore, suppose that f is located in a
while-loop, which is modeled by a block pl . Then v f is placed inside the block
b(v f , pl ) = true. If this loop is not a (potentially indirect) parent of
pl , thus M
b(v f , pl ) = false. A block is also added for the module itself.
function f, then M
Naturally, this block is (indirectly) a parent of all other blocks and actors.
For every actor vi corresponding with a task ti in which CB bx is written,
and actor v j corresponding with a task t j which reads from bx , an edge (vi , v j ) is
added. If actors vi and v j are not in the same block, this edge is split in multiple
edges. The first edge is (vi , vq1 ), with vq1 a port actor on the nested block. This
port actor is again connected to any deeper nested block. The last edge is then
(vq2 , v j ), with vq2 the port actor on the most deeply nested block.
An edge (v j , vi ) is added to represent the empty locations in bx . If these actors
are again placed in different blocks, the opposite sequence of edges described
above must be added. The number of initial tokens δ x on this edge is determined

Example 2. Figure 5.4 shows the task graph and SVPDF model corresponding with the example from Figure 4.17. In the OIL program are two
functions communicating via variable x, thus two tasks and one buffer are
added in the task graph. Two actors are added in the SVPDF model, such
that each actor models one task. Furthermore, in the OIL program there
is one sequential module and one while-loop. Therefore, in the SVPDF
model there are two blocks. The outer block represents the module and
the inner block the loop. There are two functions in the OIL program, f
and g. Function g is located in the while-loop and is thus located in the
inner block, representing the while-loop. Function f writes to variable x
and g reads from this variable. Because g is nested one level deeper as f,
the edges modeling bx are (v f , vq ), (vq , v д ), (v д , vq 0 ) and (vq 0 , v f ), where
vq and vq 0 represent the two port actors. The top two edges model the δˆx
initially full locations of the buffer and the bottom two edges the δˇx initially
empty locations. The sum of these corresponds with the buffer capacity,
i.e. ε(bx ) = δˆx + δˇx . Because neither function f nor g determines a loop
condition δˆx = 0.

5.3

Modeling of Synchronization

In the SVPDF model the execution of synchronization statements is modeled.
These synchronization statements express dependencies between tasks and can
therefore block on each other. This blocking effects the throughput and latency
of an application and must therefore be modeled in a temporal analysis model.
Synchronization statements are modeled in the phases of an actor. Each phase
of an actor represents a section of code. Such a section of code can start with
an acquire statement or contain a release statement. The insertion of these
synchronization statements has been discussed in Section 4.6.
Synchronization statements that synchronize on data are parameterized in
the buffer location that is being acquired or released. This buffer location can
be unknown at compile-time, for example in case arrays are accessed using
functions that have input data-dependent arguments. In this section we again
assume that a scalar is equivalent to an array of size one where the only element
has index zero.
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by buffer capacity analysis. The sum of the initial tokens on the edges (vi , v j )
and (v j , vi ) is equal to the buffer capacity ε(bx ) of the corresponding CB bx .
Initial tokens are added on the edge (vi , v j ) in case vi corresponds with a task
determining a loop condition. Tokens representing buffer locations are always
added on the edge outside of any nested blocks because the synchronization
statements are also placed outside of the corresponding while-loops. Port actors
model the repeated execution of tasks having a while-loop. Thus this models
that functions in a loop can repeatedly read the same value or overwrite a value
in a variable.
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A task can be split in several synchronization sections. Each synchronization
section start with a number of synchronization statements. These statements
must be consecutive and cannot be separated by any statements not part of the
synchronization. For every execution of a synchronization section in a task, a
phase is added to the corresponding actor in the SVPDF model. This phase models
the synchronization statements and all code executed afterwards until the next
synchronization section. The firing duration of a phase than also corresponds
with the response time of the corresponding code fragment executed for that
phase. This response time can be determined using the methods described above.
In the synchronization templates of a task, synchronization is split in three
segments: an initial, processing and final segment. The total number of phases
of an actor vi is the sum of these three segments, as shown in Equation 5.1.
Because the phases are modeled after the synchronization statements inserted in
the templates from Section 4.6, the notation and information used in that section
are also used here.
θ (vi ) = ηb(vi ) + max {|Aix | • bx ∈ B} + χb(vi )

(5.1)

In the next section we describe the basic idea of the modeling of synchronization. The next four sections define the production and consumption phases
of actors in the model. Every buffer bx written by a producer ti and consumer
t j is modeled by a pair of edges ei j and e ji . The first two sections describe the
modeling of the synchronization for data items released by a producing task
and acquired by a consuming task. The first two sections thus describe the
phase lists π (ei j ) and γ (ei j ). In the last two sections we describe the modeling
of releasing space back into the buffer and acquiring free space from the buffer.
These sections thus describe the phase lists π (e ji ) and γ (e ji ).

5.3.1

Basic Idea

The basic idea behind the modeling of synchronization is illustrated by the two
example OIL programs in Figure 5.5. These programs illustrate the difference
between exact data-dependencies (manifest) and when only approximations can
be derived (non-manifest). Both programs assign M times a value to an element
of the array x. For the program in Figure 5.5(a) the exact dependencies can be
determined at compile-time by inspecting the array index: the result of function
f is assigned to element x[i] and function g reads from element x[i], where i
is the iterator from the forloop. Thus every read action depends on the write
action in the same forloop iteration. However, in the non-manifest program
from Figure 5.5(b) it is unknown at compile-time which elements are written
and read. Here, the function f assigns a value to element x[h()] and g reads
from element x[k()], where h and k are black-box functions. Therefore, the
written and read array elements can be any element in x. We assume here that
the program is in SA, and thus distinct locations are returned by h. Deriving a
static temporal analysis model requires constraints known at design time.















loop {
forloop (0 <= i < M ) {
x [ i ] = f () ;
g ( x [ i ]) ;
}
} while (1) ;

(a) Manifest OIL program

loop {
forloop (0 <= i < M ) {
x [ h () ] = f () ;
g ( x [ k () ]) ;
}
} while (1) ;

(b) Non-manifest OIL program

Figure 5.5: Example OIL programs where accesses are manifest (left) and nonmanifest (right)

In our approach we derive a static analysis model based on the number of
elements communicated. An important property that is exploited when deriving
an analysis model from non-manifest applications is that a value can only be read
after it is written as defined by the sequential semantics of the input specification.
In the non-manifest example in Figure 5.5(b), the array element read in iteration
i of the forloop can only be a value written prior to or during iteration i.
During every iteration of the forloop one additional element compared to the
previous iteration is written and therefore only one new element can be read.
In the analysis model we therefore model the constraint that only one new
location can be read every iteration and we abstract from the actual location.
This results in an over-approximation of the dependencies because it cannot
always be determined whether the last written location is read or that a location
written in a previous iteration is read. For manifest programs the compiler can
always determine exact dependencies. We illustrate the difference in modeling
manifest and non-manifest programs using the two code examples shown in
Figure 5.5.
If exact data-dependencies are known, a corresponding temporal analysis
model can be extracted which exactly models these dependencies. The corresponding analysis model for the manifest program in Figure 5.5(a) is shown
in Figure 5.6(a). Before every firing of the actor v f in the example, an empty
buffer location (or a token in the model) is required. In the model this is reflected
by the first 1 in the list at v f on the edge e д f . At the end of a firing a buffer
location is written and thus a token is produced by v f . This is modeled by a
1 on the edge e fд . The actor v д consumes this produced token and, due to the
exact data-dependencies, it is known that this value is never read again and can
therefore be released immediately.
In contrast to the previous model, Figure 5.6(b) shows the model derived
from the non-manifest program in Figure 5.5(b). In this model an abstraction
is made from the buffer location that is written. This abstraction can be made
because the model only reflects the temporal behavior and not the functional
behavior. Before a buffer location can be written, it must be empty. Because any
array element can be written, all corresponding buffer locations must be empty.
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(a) Exact dependencies

< M × 1, M × 0 >

vд

(b) Approximated dependencies

Figure 5.6: Models derived from the applications in Figure 5.5

Assuming the array size is M, also M locations must be acquired and thus M tokens
must be consumed by v f . After M tokens are consumed, the first location can
be written, thus the first token is produced by v f on the edge from v f to v д .
This token represents the location corresponding with x[h()], even though the
result of calling h is not known. Because the forloop is repeated an additional
M-1 times, M-1 additional tokens are produced.
When modeling the locations read by function g, we model the maximum
number of locations that are potentially written before an element is read by g.
In the example a location is written and read in every iteration of the forloop.
Therefore, in the model one token is consumed every firing of v д . After M
iterations of the forloop all read values are released and thus M tokens are
produced on the edge back to v f . Releasing locations destroys the stored values.
This is required because a finite buffer capacity is required and when using CB-Os
thus also a finite lifetime of variables is required. When values are potentially
required later the compiler will reinsert the current buffer contents back in the
buffer, as explained in the previous chapter.
This second example uses the heterogeneous semantics that this thesis introduces for tokens in the dataflow model. On the edge e д f the actual buffer
locations that are acquired and released as space are modeled. In contrast, on the
edge e fд , it is modeled only that a location is written and read, but it is undefined
which location.

Accessed element ti
Accessed element t j
Counting result

0

2

3
2
2

1
0
0

2
1
1

2
1

Table 5.1: Modeling method of counting number of written elements in case of
indices known at compile-time

5.3.2

Data Production

The phases π (ei j ) for an actor vi on an edge ei j model the release of data by
a task ti . If for a phase k the production of tokens π (ei j , k) = 1, it means that
one location is released by ti and that this location is potentially read. Thus,
these phases model the location of the relProd statement. Data items that are
released do not have to be acquired by a consumer. Because CB-Os only have
constraints when data is actually communicated, there are no constraints if data
items are never read. This is also reflected in the model. No tokens are consumed
if a produced value is never read. However, if a token is not consumed it may
also not be produced to prevent a built-up of tokens. Thus π (ei j , k) = 0 for a
phase k if the value produced at the sequence number corresponding with phase
k is not consumed.
The function ζ xj (l , s) defines whether an array element x[l], stored in a buffer
bx , will potentially be read after sequence number s by a task t j . In the equation
the first •-mark separates the list elements from the proposition.
ζ xj (l , s) = ∃(u ,k )∈ A j • k > s ∧ (u = l ∨ l =⊥ ∨ u =⊥)
x

(5.2)

We now define the set O ix, j (s) as all values written to buffer bx by task ti
and have as a sequence number s. Furthermore, this set only contains values
which are potentially read by task t j and thus have a sequence number higher
than s. Here, the first •-mark separates the list elements from the domain and
the second •-mark separates the domain from the proposition.
O ix, j (s) = {l • (l , s) ∈ Aix • ζ xj (l , s)}

(5.3)

The phases modeling the production of data are defined in Equation 5.4.
Every phase k models the number of locations written at the corresponding
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Example 3. An example of this counting method is shown in Table 5.1.
The elements written by a producer task ti to an array x are shown at
the top of the table and the elements that are read by a consumer task t j
are shown in the middle row. The ordering of the numbers in the table
illustrates the sequence derived from the sequential input program. The
bottom row shows the result of the counting method.
First, array elements 0 and 2 are written by ti followed by the first read of
element 2 by t j . Since the second element will be read, two tokens must be
acquired in the model. Next, element 3 is written. This element is however
never read and therefore no constraints are present in the implementation.
As a result, no token is communicated in the model. Now, element 0 is read
by t j . This element is already available because the corresponding token
has already been acquired. Next, element 1 is written and immediately
read, thus 1 token is communicated. Finally, element 2 is overwritten and
therefore must be acquired again by t j .

vi

86

< 1, 1, 0, 1, 1 >

< 2, 0, 1, 1 >

vj

Figure 5.7: SVPDF model corresponding with the tasks described by Table 5.1.
Only the edge corresponding with the communication of data is shown
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sequence number by task ti and which are potentially read by task t j . The helper
function ϖ(ti , k) defines the mapping of phase k of an actor vi to a sequence
number ϖ(ti , k). Note that there is no lead-in or lead-out for releasing data
by a producer because these synchronization statements are performed for the
communicated locations immediately after communication. Thus in the phases
modeling the initial and final section, which corresponds with the first and last
case in Equation 5.4, no tokens are produced. In the second case the number of
elements is modeled that are written at sequence number ϖ(ti , k), i.e. the size of
O ix, j (ϖ(ti , k)) at this sequence number.


0



 i,j
π (ei j , k) = 
|O x (ϖ(ti , k))|



0

if 0 ≤ k < ηb(ti )
if ηb(ti ) ≤ k < ηb(ti ) + |Aix |
if ηb(ti ) + |Aix | ≤ k < θ (vi )

(5.4)

Example 4. In the example from Table 5.1 the producer task ti produces
values to array elements with the indices 0, 2, 3, 1, and 2. The corresponding
SVPDF model is shown in Figure 5.7. For clarity of this example, the edge
modeling empty locations in the buffer is omitted. During the first two
executions of ti the elements with index 0 and 2 are written by ti . As
can be seen in the table, they are also both read by the consumer task t j .
Therefore, the first two phases modeling these two productions are h1, 1i.
Array element 3 is never read, thus no token needs to be produced in the
corresponding phase, thus this phase is h0i. The element with index 1 and
the overwriting of element 2 are both read afterwards. Thus the last two
phases are h1, 1i. Combined, this means that π (ei j ) = h1, 1, 0, 1, 1i.

5.3.3

Data Consumption

The phases γ (ei j ) model the synchronization for the acquiring of data by a
consumer t j , thus the execution of the acqCons statement. A phase k models
the number of locations that are potentially read by t j and which are potentially
produced by ti . The order of buffer locations in which data is produced can differ
from the reading order, as is shown in the example in Table 5.1. The function ι
ensures that the token corresponding with the read buffer location is consumed.
This function ι(ei j , l , k) can be defined as the difference between the number of
tokens produced up to and including phase l of an actor vi and the number of

tokens consumed up to phase k of an actor v j . Thus this function counts the
number of not yet acquired tokens such that the token corresponding with the
required location can be consumed.
l
X

π (ei j , n) −

kX
−1

γ (ei j , n)}

(5.5)
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We distinguish two cases when deriving the number of consumed tokens in
each phase. This distinction is defined in Equation 5.6. The function β(ei j , k)
defines the number of tokens that must be consumed in phase k on an edge
ei j between tasks ti and t j . In the equation the function Λ(K ) defines the last
sequence number when an element read at sequence number K is written. The
mapping of a sequence number s to a phase is given by ϖ̃(t j , s).

5.3. Modeling of Synchronization

ι(ei j , l , k) = max {0,

n=0




0
β(ei j , k) = 

ι(ei j , ϖ̃(t j , Λ(K )), k)

n=0

if Λ(K ) = −∞
if Λ(K ) , −∞

(5.6)

with K = ϖ(t j , k)

In the first case there is either no data read from bx by t j or exact datadependencies are known and it can be determined at compile-time that no data
is produced by ti which is required by t j . Because there is no constraint between
ti and t j for this phase, no token needs to be consumed.
In the second case there is potentially a value produced by ti and read by
t j . An over-approximation is made here to allow for producers and consumers
accessing arrays using unknown indices. This over-approximation uses the
sequential ordering to give an upper-bound on the last sequence number in
which potentially a value was produced for the consumption with sequence
number s. This over-approximation is a result of using unknown indices. Tighter
bounds can be given if more information about the actual dependencies is known.
The function Λ(s) in Equation 5.7 expresses this over-approximation in the
dependencies. It returns the last sequence number Λ(s) in which an element read
at sequence number s was potentially written.
Λ(s) = max{k • (b, k) ∈ Aix ∧ (a, s) ∈ A xj • k < s

∧ (a = b ∨ b =⊥ ∨ a =⊥)}

(5.7)

If the input specification would have been in SA form, the amount of overapproximation of the actual dependencies can be reduced. For example if there
are two functions assigning values to elements of an array. If one function
assigns values to an array using known array indices (manifest behavior) and one
function using unknown indices (non-manifest behavior), the unknown indices
are allowed to be the same as the known indices. However, if the application
would have been in SA form, the unknown indices cannot overlap with the
known indices. Thus a function reading elements from this array only has to
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loop {
forloop (0 <= i < 4) {
x [ f () ] = ...;
... = x [ g () ];
}
} while (1) ;
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(a) OIL module
f

Ax
д
Ax



vf
< 1, 1, 1, 1, 0 >



(b) Access pattern

c = 1;
for ( i = 0; i < 4; i ++) {
if ( c < 4) acqProd ( b x , w f ) ;
loc = f () ;
write ( b x , w f , loc , ...) ;
relProd ( b x , w f , loc ) ;
c ++;
}
} while (1) ;

(d) Task t f

< 0, 1, 1, 1, 0 >

δx
< 0, 0, 1, 1, 1, 1 >

< 1, 0, 2, 0, 0, 0 >

vд

(1,0) (2,2) (0,4) (3,6)
(1,1) (1,3) (0,5) (2,7)

do {
for ( i = 0; i < 1; i ++) {
acqProd ( b x , w f ) ;
}



p0

(c) SVPDF model







do {
c = 0;
for ( int i = 0; i < 4; i ++) {
loc = g () ;
acqCons ( b x , w д , loc ) ;
... = read ( b x , w д , loc ) ;
if ( c >= 2) relCons ( b x , w д ) ;
c ++;
}

for ( i = 0; i < 2; i ++) {
relCons ( b x , w д ) ;
}
} while (1) ;





(e) Task t д

Figure 5.8: Tasks and SVPDF model generated from an application where the
array indices can be derived at compile-time

wait for the function actually assigning a value to the array instead of for both
functions.
Finally, the number of tokens consumed in every phase k of an actor v j
is defined in Equation 5.8. The initial and final segments contain no acqCons
statements and thus no tokens are consumed in the corresponding phases. This
corresponds with the first and third case in the equation. In the processing
segment, which corresponds with the second case in the equation, the phases
are defined by the number of tokens that must be consumed in a phase k. This is
given by the function β(ei j , k).


0




γ (ei j , k) = 
β(ei j , k)



0

if 0 ≤ k < ηb(t j )
if ηb(t j ) ≤ k < ηb(t j ) + |A xj |
if ηb(t j ) + |A xj | ≤ k < θ (v j )



(5.8)

Empty Space Production

The edge e ji models the empty locations in the corresponding buffer bx . The
phases on this edge correspond to the execution of relCons functions in task t j
and acqProd functions in task ti . These functions access consecutive locations
in the buffer and thus synchronization can be done later or earlier then communication. In the SVPDF model this is also modeled. Synchronization for empty
buffer locations is always performed, even if a buffer location has not been filled
with data.
In Equation 5.9 the execution of the relCons statement is modeled. The
starting point of releasing locations is given by the size of the lead-out χ (t j , bx ),
which is an offset with respect to the size of the initial section b
η (t j ). Before this
offset no location is released, and thus no token is produced. Next, the number
of locations released, and thus tokens produced, equals the array size. Finally,
there can be stuffing zeros for the execution of remainder of the final section and
this thus ensures that the number of phases is equal for all phase lists of v j .

5.3.5



0 if 0 ≤ k < b
η (t j ) + χ (t j , bx )




π (e ji , k) = 
1 if 0 ≤ k − b
η (t j ) − χ (t j , bx ) < |a x |



 0 if b
η (t j ) + χ (t j , bx ) + |a x | ≤ k < θ (v j )

(5.9)

Empty Space Consumption

The consumption of tokens on e ji models the execution of the acqProd statement
in task ti . As can be seen in the template from Figure 4.18(a) the acqProd
statement is fired the size of the lead-in η(ti , bx ) number of times in the initial
segment. This can also be seen in Equation 5.10. After the insertion of stuffing
zeros to complete the initial segment, the remainder of the array is acquired,
followed by stuffing zeros modeling that there are no more acqProd statements
in the remainder of the final section. Also here, bx is the buffer corresponding to
edge e ji .


1 if 0 ≤ k < η(ti , bx )






η (ti )
 0 if η(ti , bx ) ≤ k < b
γ (e ji , k) = 
(5.10)


1
if
b
η
(t
)
≤
k
<
b
η
(t
)

i
i + |a x | − η(ti , b x )



 0 if b
η (ti ) + |a x | − η(ti , bx ) ≤ k < θ (vi )
Example 5. Figure 5.8 shows an example where the access pattern of
functions accessing an array is known at compile-time. The input OIL
program is shown in Figure 5.8(a) and the indices and sequence numbers
that can be derived from functions f and g are shown in Figure 5.8(b).
Assume the array size of array x is four. The corresponding SVPDF model
is shown in Figure 5.8(c).
Given the access pattern it can be derived that ηb(t f ) = η(t f , bx ) = 1
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5.3.4
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and χb(t f ) = χ (t f , bx ) = 0. The corresponding task implementation
is shown in Figure 5.8(d). Using Equation 5.10 it can thus be derived
that γ (e д f ) = h1, 1, 1, 1, 0i. Furthermore, using Equation 5.4 we know that
π (e fд , 0) = 0. Elements x[0], x[1], x[2] are read whereas x[3] is never
read, therefore π (e fд ) = h0, 1, 1, 1, 0i.
Given the access patterns it can be derived for the consumer that
ηb(t д ) = 0 and χ (t д , bx ) = 2. The implementation of this consumer is shown
in Figure 5.8(e). Using Equation 5.9 and χ (t д , bx ) = 2, it can be derived
that π (e д f ) = h0, 0, 1, 1, 1, 1i. Since x[1] is written and the first read value,
γ (e fд , 0) = 1. Then x[1] is read again, thus γ (e fд , 1) = 0. Before x[0] can
be consumed, x[2] must be consumed, thus γ (e fд , 2) = 2 and γ (e fд , 3) = 0.
Since nothing is acquired in the final section, γ (e fд , 4) = γ (e fд , 5) = 0.

5.4

Stream Arguments of a Module

Tasks that distribute values for stream arguments of a module, abbreviated
to stream tasks, are structured differently than other tasks. Therefore, the
corresponding SVPDF model is also different than other tasks. Stream arguments
provide the interface between parallel and sequential semantics in OIL. They
also propagate the periodicity from sources and sinks to a sequential module as
a throughput constraint. An SVPDF model can be used to verify whether the
periodicity constraint can be met and the model can also be used to determine
buffer capacities for a given periodicity constraint. Because the periodicity
constraint of sources and sinks are required for the verification of a sequential
module, this module must be connected in the corresponding OIL program. In
Chapter 6 we show that using an abstraction to the CTA model, modules can be
modeled in isolation because the model supports composition.
A task, as generated for a stream argument by the method described in the
previous chapter, distributes values from a FIFO buffer to one or more CBs.
This distribution is based on the structure of the while-loops in the sequential
module. Because this loop structure is also present in the task generated for
a stream argument, thus all loops are present in this task, the corresponding
SVPDF actor should be placed in all SVPDF blocks. Because an actor cannot be
in multiple blocks, assuming that these blocks are not nested, multiple actors
are added to model a single task derived from a stream argument. An actor
that is derived from a stream argument is called a stream actor in this thesis.
Consider TS ⊆ T as the set of all stream tasks. If such a task t s ∈ TS contains
q
N while-loops, then also N actors are added in the SVPDF model, named v s
q
with q ∈ {0, 1, . . . , N − 1}. The set of all these actors is Vs , with v s ∈ Vs . This
is illustrated with the example in Figure 4.20(a). This task contains multiple
while-loops and thus the corresponding SVPDF model contains multiple actors.
A source or a sink, and thus also a stream, places constraints on the throughput that an application must achieve. However, periodic execution constraints
cannot be expressed in a dataflow graph. Therefore, separate constraints are

p2

δA1

vx0

vx1

vд

Figure 5.9: SVPDF model derived from the tasks in Figure 4.20

91

added to the SVPDF model. Because multiple actors are derived for every stream
argument, the combined schedule of these actors must result in the periodic
schedule of the corresponding task. As a transition between blocks can occur
after an arbitrary number of iterations of a block, a constraint is added to the
SVPDF model for a repetitive firing of each actor derived from a stream argument and a constraint is also added for the maximum interval between firings of
successive actors corresponding with the same stream argument.
For a repetitive firing of an actor in the same block it must hold that the
time between firings is µ, where µ is the period of a source or sink, i.e. one
divided by the frequency of a source or sink. Therefore it must hold that
q
q
σ (v s , i + 1) = σ (v s , i) + µ, where we define σ (v , i) as the start time of an actor v in iteration i ∈ N if this actor fires in iteration i of a stream actor. For
a transition between blocks a similar constraint exists. Take as the switching
q
moment iteration i. Then it must hold that σ (v s (q+1) mod N , i + 1) = σ (v s , i) + µ.
If both constraints hold than it holds that the corresponding stream task t s can
execute every period µ. This is formalized in Equation 5.11, in which σ 0 (t s , i) is
the start time of execution number i of t s .
∀t s ∈T s ,i ∈N • σ 0 (t s , i) = σ 0 (t s , 0) + i · µ

(5.11)

We define the start time of the first firing of the actors derived from a stream
equal to their corresponding task. This is done irrespective of whether such an
actor actually fires in iteration 0:
q

∀v sq ∈Vs • σ (v s , 0) = σ 0 (t s , 0)

(5.12)

The first constraint (repetitive firing of the same actor) can be verified by
analyzing each most deeply nested block in isolation. A block in isolation is
obtained by removing all edges to port actors. The second constraint can be
verified on each less deeply nested block by analyzing a flattened version of the
SVPDF model where only one iteration of each deeper nested block is modeled.
The first constraint only has to be verified on the most deeply nested blocks as a
repeated firing of actors in all other blocks includes firing of actors in their subblocks. In Section 5.8 we prove that analyzing each block in isolation combined
with analyzing the flattened graph, is sufficient to guarantee the periodicity
constraint of the sources and sinks in the application.
Figure 5.9 shows the SVPDF model corresponding to the example program
from Figure 4.19 and the corresponding implementation of the tasks in Figure 4.20.

5.4. Stream Arguments of a Module
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For the stream x, two actors v x0 and v x1 are added in the model. Since there are
two while-loops with a stream access, the constraints in Equation 5.13 are
added. These constraints state that the time between subsequent firings of every
iteration of the stream actor is µ. These constraints are only valid when the same
while-loop is repeatedly executed, thus v x0 is fired in iteration i and i + 1 and v x1
is fired in iteration j and j + 1.
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σ (v x0 , i + 1) = σ (v x0 , i) + µ
σ (v x1 , j + 1) = σ (v x1 , j) + µ

(5.13)

The two accesses to the stream x are executed sequentially in the source
program because of the order of the while-loops. This results in the additional
constraints that are shown in Equation 5.14. The first constraint states that when
the first while-loop ends at iteration i 0 , the source actor in the next while-loop
must fire µ time later. The second constraint states that the transition back at
iteration i 1 from the second to the first while-loop must also happen in µ time.
σ (vh0 , i 0 + 1) = σ (vh1 , i 0 ) + µ
σ (vh1 , i 1 + 1) = σ (vh0 , i 1 ) + µ

5.5

(5.14)

Sequence Constraints

As explained in Section 4.3 the transformation to SA can result in sequence from
the sequential module being preserved. These sequence constraints can block
the execution of the application and thus can have an effect on the temporal
behavior of the application. Therefore, in the SVPDF temporal analysis model,
also these sequence constraints have to be included.
Sequence constraints between tasks can be modeled by a cycle through all
corresponding actors with one token on the cycle. This one token forces all
actors to fire after each other. The one token is initially placed before the actor
corresponding with the first statement in the sequential module. The phases
modeling the release of this token, π (ei j ), for an actor vi on an outgoing edge
ei j modeling a sequence constraint are defined in Equation 5.15. The function
ϑ (ti , bx , j) defines whether a task ti enforces a sequence constraint on buffer bx
for a sequence number j. If such a sequence constraint is enforced, the function
returns one, otherwise zero. The phases for an incoming edge e ji modeling the
acquiring of the sequence token for an actor vi are defined equivalently as for
an outgoing edge, i.e. γ (e ji , k) = π (ei j , k). In Equation 5.15 it is assumed that ei j
models a buffer bx .


0
if 0 ≤ k < ηb(ti )




π (ei j , k) = 
ϑ (ti , bx , ϖ(ti , k)) if ηb(ti ) ≤ k < θ (vi ) − χb(ti )



0
if θ (ti ) − χb(ti ) ≤ k < θ (vi )

(5.15)

vf
< 1, 1, 1, 1, 3 × 0 >
< 1, 1, 1, 1, 3 × 0 >

δy

vд

< 1, 1, 1, 1, 3 × 0 >
< 1, 1, 1, 1, 3 × 0 >

Figure 5.10: Fragment of the SVPDF model derived from the program in Figure 4.11 with N = 4. This model illustrates the sequence constraints with the
two rightmost edges

To illustrate the derivation of the temporal model for sequence constraints,
Figure 5.10 is used. The model in this figure corresponds with the OIL program in
Figure 4.11 and the two tasks extracted from the two functions in the forloopstatement. The tasks extracted from the statements placed before the forloopstatement are ignored for clarity of the example. The SVPDF model is constructed
for the case that N = 4 in the OIL program. In the SVPDF model there are two
pairs of edges. The two edges on the right model the synchronization for buffer
by and are constructed by applying the method in Section 5.3. The two edges on
the left model the sequence constraints, as shown in the tasks in Figures 4.11(b)
and 4.11(c). Task t f has an initial segment of size three and no final segment.
Task t д does not have an initial segment, but it has a final segment of size three.
As shown in Equation 5.15 the phases corresponding with the initial and final
segments have a zero production/consumption. For both tasks it holds that all
accesses to buffer by are guarded by sequential ordering constraints. Therefore,
the corresponding phases have a production/consumption of one in the model.
Because task t f is derived from the assignment containing function f, which
is the first statement in the sequence ordering, an initial token is placed on the
incoming edge of the corresponding actor v f .

5.6

Multiple Producers and Consumers

In this section it is shown that CB with multiple producers and consumers can
be modeled in an SVPDF model. The method presented in this section is similar
to the method presented by Bijlsma [Bij11] but extends it such that it is suitable
for SVPDF models which include rate conversions using blocks. Unlike a FIFO
buffer, which is modeled by two edges, the model of a CB requires more edges
and makes use of additional actors not representing tasks.
Despite that a module is transformed to SA, multiple statements assigning
values to the same variable can still occur. Examples are statements assigning
values to arrays and statements in different branches of an if-statement. Multiple
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δx

Figure 5.11: Multiple producers and consumers in an SVPDF model

consumers can also occur for unconditional statements reading from scalars
because SA is only applicable to assignments to variables, and not reading from
variables.
Every producer and consumer to or from a CB has its own window in the
buffer. Read windows do not have to wait for all write windows to have released a location. However, since there is no choice in the model we make an
over-approximation such that a read window waits for all potential producers.
In the example in Figure 5.11 this is illustrated by the edges from every actor
modeling a producer to every actor modeling a consumer. Producers are denoted as v p0 through v p N and consumers by vc 0 through vc M . Between every
producer and consumer is a port actor if the respective actors are in different
blocks. A separate port actor between each producer/consumer indicates that
the constraints between every producer/consumer can be different, for example
not every consumer reads the same array locations.
Producers have to wait for all consumers to have released a location. In the
model this is represented by actors vmp and vmc . These actors are only modeling
constructs and do not have a corresponding task. Because actor vmc has as an
incoming edge from all consumers and an outgoing edge via vmp to all producers,
this indicates that all producers must wait for all consumers. The edges from
vmp to all producing actors model the acquiring of empty locations in the buffer.
Analogously, the edges from all consuming actors to vmc model the releasing of
empty location in the buffer. The actors vmp and vmc only pass tokens through,
as shown in the figure. Their firing duration is zero because they are only a
modeling construct.

5.7

Time-Aware Statements

This section shows how a corresponding SVPDF model can be generated from
time-aware statements. In order to generate a dataflow model, the time-aware
OIL specification is first transformed to a time-unaware specification. This

mod_seq A ( int s ) {
loop {
x = s delayed f () max 5 ms ;
g(x);
} while (1) ;
}



mod_par B () {
source int src = h () @ 1 kHz ;



}

A ( src )

(a) OIL program with a time-aware statement
and a source providing a time-base

vf

vsrc
δs



vд
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δx

(b) Corresponding SVPDF model

Figure 5.12: SVPDF model generation for a time-aware statement

transformation has been shown in Section 4.2. After this transformation is
applied and the application is parallelized, the dataflow model can be generated.
An important advantage of translating a time-aware statement to a timeunaware code fragment is that the generated dataflow model is independent of
the time parameter of the time-aware statements. This allows the programmer to
change the time parameter of the time-aware statements at run-time without the
need to recalculate buffer capacities or affect system throughput. The generated
dataflow model is independent of the time parameter because the time-unaware
statements are clustered in a single sequential task such that the internal buffer
used to store values for the delayed statement is not visible in the task graph.
Therefore, also in the SVPDF model derived from the task graph this internal
buffer is not modeled. An example of a variable time parameter is the delay time
T from the delayed statement.
Figure 5.12(b) shows the dataflow model corresponding with the OIL program
shown in Figure 5.12(a). For every task, which is generated from a function in the
OIL program, a corresponding actor is generated. Thus two actors are added for
the tasks generated for the delayed statement and function g. An actor is also
added modeling the source. All actors consume and produce one token, therefore
the phases of the actors are omitted from the figure for clarity. The figure shows
that the buffer created for the delayed statement in task t f is not modeled in
an SVPDF model. This buffer is internal to t f and has a fixed capacity, which is
not of influence on the throughput of the application. This buffer is required for
the functional behavior of the application and cannot be made smaller nor does
making it larger speed up the application. Therefore, if the time parameter of the
delayed statement is changed, the SVPDF model remains the same.

5.7. Time-Aware Statements









mod_seq ( int S ) {
loop {
f0 ( S ) ;
loop {
f1 ( S ) ;
loop {
f2 ( S ) ;
} while ( . . . ) ;
loop {
f3 ( S ) ;
} while ( . . . ) ;
} while ( . . . ) ;
loop {
f4 ( S ) ;
} while ( . . . ) ;
} while ( . . . ) ;
}
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Figure 5.13: Example application with multiple nested while-loops, each having
a stream access

5.8

Throughput Analysis

This section discusses the throughput analysis of SVPDF graphs. The strictly
periodic execution of sources and sinks imposes a throughput requirement on the
application. Because sources and sinks are accessed by sequential modules, via
streams, this also places throughput constraints on the SVPDF graph. It is proven
in this section that we can recursively analyze whether the blocks in an SVPDF
graph satisfy the throughput constraint. The analysis recurses bottom-up and
each higher level block can be analyzed using parameter values of one for deeper
nested blocks, if these deeper nested blocks satisfy the throughput constraint.
This is possible thanks to the specific structure of SVPDF graphs.
Stream tasks can be the boundary between parallel and sequential modules
and correspond with multiple mutual exclusive actors in the model, each actor
belonging to one block. Every execution of a stream task corresponds to the firing
of exactly one such actor. Because stream tasks can be connected to sources and
sinks, the periodicity constraint of sources and sinks is via these stream actors
spread over all blocks. The combined firings of these actors must adhere to the
periodicity constraint from Equation 5.11. Consider the example OIL program in
Figure 5.13 and the corresponding SVPDF model in Figure 5.14. In this example
a stream task is modeled using multiple actors. The combined firings of these
five actors must adhere to the period of the source or sinks. In the SVPDF model
only the actors are shown corresponding with a stream task, the actors modeling
the functions are omitted for clarity of the figure.
The periodicity constraint of a source or a sink can be split into two separate
constraints. The first constraint (C1) specifies that as long as a block is repeated,
the stream actors in that block can fire periodically with the period equal to the
period of the connected source or sink. The second constraint (C2) specifies that

p2
vs0

vs1

vs2

p3
vs3

p0

p1

p4
vs4

Figure 5.14: Example model with multiple nested blocks and multiple stream
actors, all derived from the same stream task

when a transition between firings of actors in two blocks occurs, the stream actor
in the next block fires one period after the last firing of the stream actor derived
from the same stream but in the current block. Consider again the example in
Figure 5.14. C1 specifies for example that if block p 0 is repeated, the firings of
v s2 must be periodic. C2 specifies for example that the time between the firing
of v s2 and v s3 must be the period of the source or sink, when a transition occur
between the corresponding blocks.
To prove that these two constraints hold, a parameterized schedule for the
actors in an SVPDF graph is defined. The parameterized schedule defines the
start times of the actors. The definition of this parameterized schedule is followed
by the proof that this schedule is admissible. A schedule is admissible if sufficient
tokens are present on the incoming queues in the model at the start of each firing
of the actors in the schedule.
We prove that the constructed schedule is admissible by showing that the
analysis results obtained by analyzing each block recursively are conservative
compared to the situation that one or more sub-blocks have consecutive iterations.
Analysis starts at the most deeply nested block and recurses up until the entire
graph can be analyzed. In the example in Figure 5.14 analysis starts with blocks
p 2 , p 3 and p 4 , none of which has any deeper nested blocks. Analysis of the most
deeply nested block can be done using techniques for CSDF models because
actors and edges inside the most deeply nested block are equivalent to actors and
edges in a CSDF model. If we recurse one level up also the transition between
blocks can be taken into account. The worst-case temporal behavior occurs
when a transition between blocks occurs constantly, i.e. if the actors of all deeper
nested blocks fire once before a transition between blocks occurs. Constraint
C2 defines that this transition may take at most the period of the source or sink
amount of time. In the example, after blocks p 2 and p 3 are analyzed, block p 1 can
be analyzed. During the analysis of p 1 , it can be assumed that p 2 = 1 and p 3 = 1.
After p 1 and p 4 are analyzed also block p 0 can be analyzed, assuming that p 1 , p 2 ,
p 3 and p 4 all equal one.
From the structure of the OIL language it is known that a block, which
corresponds to a while-loop, is potentially fired a number of times before the
next block is fired. We say that a block fires if all actors in that block will fire,
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though this firing of actors in this block must not occur simultaneously. The
function ϕ(j), with ϕ : N → N+ , returns the number of firings of block j before
block j + 1 is fired. Here N+ denotes the set of strictly positive natural numbers.
The function ψ : N → N, as defined in Equation 5.16, returns the ψ (i)-th block
that is fired during iteration i of the source, with i ∈ N.
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ψ (i) = max{x • x ∈ N •

xX
−1
j =0

ϕ(j) ≤ i}

(5.16)

The two constraints C1 and C2 can now be formalized in terms of these
functions. Constraint C1 states that a successive firing of an actor derived from a
stream starts µ time later. This constraint is formalized in Equation 5.17. This
q
equation says that a firing of an actor v s derived from a stream must occur every
µ time, if the actors in the enclosing block are repeatedly fired.
q

q

∀v sq ∈Vs • ψ (i + 1) = ψ (i) ⇒ σ (v s , i + 1) = σ (v s , i) + µ

(5.17)

The second constraint, C2, states that if a transition between blocks occurs,
the time between the firings of actors derived from the same stream is µ. This
constraint is formalized in Equation 5.18.
∀v sq ,v s (q+1) mod N ∈Vs • ψ (i + 1) = ψ (i) + 1 ⇒
q
σ (v s (q+1) mod N , i + 1) = σ (v s , i) + µ

(5.18)

We define a parameterized schedule σ in Equation 5.19, where α is defined as
Pψ (i )−1
α(i) = j =0 ϕ(j). The value of α(i) corresponds with the number of iterations
that are fired by the completely finished blocks, i.e. blocks that have executed
ϕ(j) times, during iteration i of the source.
∀v q ∈V • σ (v q , i) = σ (v q , 0) + α(i) · µ + (i − α(i)) · µ

(5.19)

We now show that the proposed schedule σ from Equation 5.19 is a valid
schedule for arbitrary parameters values, i.e. ∀ j ∈N • ϕ(j) ≥ 1. We do this
by first showing that σ is a schedule which satisfies the periodicity constraints
imposed by the stream argument and then that σ is an admissible schedule.
In such a schedule tasks do not start before their input data is produced by
other tasks. Showing that σ satisfies the periodicity constraints is done in the
lemmas 5.1 and 5.2. For the lemmas it is assumed that all dependencies are met.
Lemma 5.4 shows that the schedule σ is also an admissible schedule and thus
that all dependencies are met.
Lemma 5.1. The schedule defined by Equation 5.19 satisfies the constraint defined
in Equation 5.17 for arbitrary parameter values, i.e. ∀ j : ϕ(j) ≥ 1.
q

Proof. For two subsequent firings of an actor v s ∈ Vs for which it holds that
q
q
ψ (i) = ψ (i + 1), we must prove that σ (v s , i + 1) = σ (v s , i) + µ. Substituting (5.19)

in this equation results in:
q

q

σ (v s , i + 1) = σ (v s , 0) + α(i + 1) · µ + (i + 1 − α(i + 1)) · µ
q

= σ (v s , 0) + α(i) · µ + (i − α(i)) · µ + µ
q

which is true because α(i) = α(i + 1) if ψ (i) = ψ (i + 1) according to the definition
of the function α.

Lemma 5.2. The schedule defined by Equation 5.19 satisfies the constraint defined
in Equation 5.18 for arbitrary parameter values, i.e. ∀ j • ϕ(j) ≥ 1.
q

(q+1) mod N

Proof. Consider two subsequent firings of actors v s , v s
∈ Vs , for which
it holds that ψ (i + 1) = ψ (i) + 1. It must now be proven that
(q+1) mod N
q
σ (v s
, i + 1) = σ (v s , i) + µ. Because the start time of the first firing of
q
(q+1) mod N
both actors is equal, i.e. σ (v s , 0) = σ (v s
, 0), substituting (5.19) in this
equation results in:
(q+1) mod N

=

σ (v s

, i + 1)

(q+1) mod N
σ (v s

, 0) + α(i + 1) · µ + (i + 1 − α(i + 1)) · µ

q

= σ (v s , 0) +

ψ (iX
+1)−1
j =0

q

= σ (v s , 0) +

ψ
(i )
X
j =0

q

ψ (iX
+1)−1

ϕ(j) · µ + (i + 1 −

ϕ(j) · µ + (i + 1 −

ψ
(i )
X
j =0

j =0

ϕ(j)) · µ

ϕ(j)) · µ

= σ (v s , 0) + (α(i) + ϕ(ψ (i))) · µ + (i + 1 − α(i) − ϕ(ψ (i))) · µ
q

= σ (v s , 0) + α(i) · µ + (i − α(i)) · µ + µ
q

= σ (v s , i) + µ


The next lemma shows that the self-timed execution of an SVPDF has a
temporally linear behavior. This fact is used to prove Lemma 5.4.
Lemma 5.3. The self-timed execution of an SVPDF graph has a temporally linear
behavior.
Proof. The firing of actors is schedule-independent as the firing rule is only
dependent on the consumed tokens and the parameter values which are a function
of the consumed tokens. Furthermore, the number of produced tokens is only
dependent on the production quanta and these same parameter values. Thus
all SVPDF actors have a sequential firing rules and therefore an SVPDF model
is a special case of a functionally deterministic dataflow (FDDF) graph [LP95].
Because an SVPDF is a special case of an FDDF graph it has a temporally linear
behavior [WBS10].
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(a) Periodic schedule

5

(b) A block repeated four times

Figure 5.15: Periodic schedule for an SVPDF graph with two actors in different
blocks. In the right schedule, the actor in block ψ (i) = 2 fires three additional
iterations

In Lemma 5.4 we prove that the parameterized schedule σ for arbitrary
parameters, i.e. ∀ j ∈N • ϕ(j) ≥ 1, as defined in Equation 5.19 is also an admissible
schedule. The intuition behind the proof is illustrated with the schedules shown
in Figure 5.15. The numbers in the schedule of every actor indicate for a firing
i the block number ψ (i). The dotted arrows indicate dependencies between
actors. All parameters ϕ(j) equal one in Figure 5.15(a). In Figure 5.15(b) the
block for which j = ψ (i) = 2 is fired three additional times. As a consequence
the production moment of actor vn in this block, which is indicated with the
second red line, is delayed by ∆ time. However the consumption by vm is also
delayed according to the parameterized schedule σ with ∆ time. Therefore σ
remains admissible for ϕ(j) ≥ 1 if σ is admissible for ϕ(j) = 1. In the proof for
Lemma 5.4 the parameterized schedule is split into three cases. In Figure 5.15(b)
this case distinction is illustrated by the two red lines splitting the schedule in
three cases. In the first case ϕ(j) ≥ 1, the second case is the case where the
schedule is currently extended and in the third case it holds that ϕ(j) = 1.
Lemma 5.4. The parameterized schedule in Equation 5.19 is an admissible schedule
for arbitrary parameter values, i.e. ∀ j ∈N • ϕ(j) ≥ 1.
Proof. This lemma is proven by induction. We define σ K as σ K = σ with
∀k < K • ϕ(k) ≥ 1 and ∀k ≥ K • ϕ(k) = 1.
Base case: For K = 0 we have ∀k ≥0 • ϕ(k) = 1. If ∀k ≥0 • ϕ(k) = 1, the port
actors are similar to actors in an CSDF model. Because all other actors and edges
were already equivalent to CSDF actors and edges, the complete SVPDF model is
equivalent to an CSDF model. Therefore, whether the schedule σ0 is admissible
for this case can be verified using analysis techniques for CSDF models.
Induction step: We show that σ K +1 is an admissible schedule under the
assumption that σ K is an admissible schedule. This is shown in Equation 5.20
by making a case distinction in ψ (i). To keep the notation compact we define
Φ(K ) = ϕ(K ) − 1. Furthermore, without loss of generality it is assumed that
∀ K ,i ∈N • ϕK (i) = ϕ(i).

if ψ (i) < K
if ψ (i) = K
if ψ (i) > K

(5.20)

For the case that ψ (i) < K it holds that σ K +1 (v , i) is admissible because the
induction hypothesis states that σ K is admissible.
For the case that ψ (i) = K we have that ϕ(K ) = 1 in σ K (v , i) but ϕ(K ) ≥ 1
in σ K +1 (v , i). By making use of Lemmas 5.1 and 5.2, which states that actors
in a block can fire every µ, and that this block can fire Φ(K ) times without
consuming and producing any tokens from edges outside of that block, it follows
that σ K +1 (v , i) is admissible during the Φ(K ) additional iterations of the block.
For the case that ψ (i) > K we use the fact that only during the last iteration
of a block tokens are produced via downscale port actors. Therefore, the Φ(K )
additional iterations of the block delay the production of a token by at most
∆ = Φ(K ) · µ time. From Lemma 5.3 we know that the self-timed execution of
an SVPDF graph has a temporally linear behavior. Therefore, a production of an
actor that is ∆ time later will not delay the enabling of any actor firing later than
that actor firing, by more than ∆. Thus is the delay of actor firings during the
firing of the ψ (i) > K -th block, not more than ∆. In the parameterized schedule
σ K +1 is is known that the firing of the actors during the firing of the ψ (i) > K -th
block are delayed by ∆ = Φ(K ) · µ. From this it follows that σ K +1 (v , i) is admissible
because the actors are enabled before they are fired.
We can conclude that σ K is an admissible schedule for every K by making
use of the induction axiom because both the base case and the induction step
hold. Because σ K holds for every K , this schedule is equal to the parameterized
schedule σ for arbitrary parameters ϕ(j) ≥ 1.

Theorem 5.5. The existence of an admissible schedule σ of the SVPDF graph with
period µ as defined in Equation 5.19 implies that the stream tasks can execute strictly
periodically with period µ as defined in Equation 5.11.
Proof. By making use of the earlier-is-better-refinement [Hau15, GTW11] we
know that tasks will not produce data later than the corresponding actors produce
tokens if the actors have firing durations that are larger or equal than the response
times of the tasks. From this we conclude that Equation 5.11 holds if Equation 5.19
holds.

Because of Theorem 5.5 the blocks in an SVPDF model can be recursively
analyzed bottom-up where the parameter of all deeper nested blocks have a
value of one. This corresponds for every block with the constraints expressed
by a CSDF model. Existing analysis method for CSDF models can thus be used
to analyze every block in an SVPDF model. Because multiple actors are used
to model a stream task, two additional constraints were added to enforce a
periodic execution. Both of these constraints can be analyzed using CSDF analysis
techniques [BELP96, WBS07].

101
5.8. Throughput Analysis



σ K (v , i)




σ K +1 (v , i) = 
σ
K (v , α(i)) + (i − α(i)) · µ



σ (v, i − Φ(K )) + Φ(K ) · µ
K
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Buffer Sizing
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In this section the analysis method to determine whether an SVPDF model
satisfies its throughput constraints is used to determine sufficient buffer capacities
for an SVPDF model. A pipelined execution of an application can require that
more than one value of a variable is live simultaneously. This corresponds with
a buffer having multiple locations which can be accessed simultaneously. The
used CB-Os satisfy this requirement. In [WBS09] it is shown that the number of
initial tokens on a pair of edges relates directly to the buffer capacity of a FIFO
buffer modeled by this edge. In [Bij11] it has been shown that also CB-Os can be
modeled in such a way. However, it has not been shown that such a buffer sizing
approach is also applicable for SVPDF models. For a block in an SVPDF model
to meet its throughput constraint, a sufficient number of initial tokens must be
available on every set of edges modeling a buffer.
Buffer sizes can be determined recursively for every block assuming that
all deeper nested blocks have a parameter value of one, i.e. a block is flattened.
When analyzing every block recursively with all nested blocks as flattened
blocks, the number of tokens on edges in this block and in all nested blocks can
be determined. This means that the number of tokens on edges in nested blocks
are determined multiple times. Therefore, to determine sufficient tokens, and
thus buffer capacities, we take the maximum number of tokens as determined
by the analysis on these models. Taking the maximum ensures that sufficient
tokens are available in both the individual blocks as well as in the flattened model.
Increasing the number of tokens in a FDDF graph is allowed because such graph
have a monotonic behavior in the number of tokens [WBS09].
Satisfaction of the throughput constraint of each flattened block can be
verified using exact methods [BELP96, SB00]. These methods can be extended to
determine sufficient buffer sizes given a throughput constraint. However, their
time-complexity is exponential. Determining sufficient buffer capacities can also
be done using a Linear Program (LP) algorithm. A subtlety of an LP algorithm is
that it uses real-valued numbers whereas the buffer capacity is a discrete number.
Because of the monotonicity of an FDDF model, the capacity as determined by
the LP algorithm can be rounded up [WBS09]. An LP algorithm has a polynomial
time-complexity.
In [WBS07] it has been shown that an LP can be used to determine sufficient buffer capacities for CSDF models. Because the complete SVPDF analysis
method analyses N blocks, thus N times a CSDF model, also sizing buffers in
an SVPDF model to find sufficient, but potentially not minimal, buffer capacities
can be done with an algorithm with a polynomial time-complexity. Because an
over-approximation is made, it can be the case that no sufficient buffer capacities
are found and a constraint violation is reported. For such a case exact analysis algorithms are required to determine buffer capacities at the cost of an exponential
time-complexity.

Summary

In this chapter we have introduced a method for the analysis of temporal properties of sequential modules. Analysis is done using the SVPDF temporal analysis
model. This model can be used to model applications with dynamic behavior by
means of parameterized blocks. Parameters can take any value, including infinity,
and their value can change at any point in time.
An SVPDF model can always be derived from a sequential OIL module. From
tasks corresponding with functions and assignments in OIL, actors are created
in the model whereas while-loops correspond with blocks in the model. For
buffers which correspond with variables in OIL a pair of edges are added to the
model. If multiple tasks read from or write to the buffer multiple edges are added
to the model, including additional actors modeling when empty locations can be
reused.
In the SVPDF model the synchronization statements are modeled and not the
actual communication of data. Because of the specific method of the insertion of
synchronization statements analysis is decidable. Furthermore, in the model the
number of synchronization events is modeled and not the locations in the buffer
on which is synchronized. This allows for the modeling of arrays for which the
accessed elements are unknown at compile-time.
The modeling of stream arguments is a special case because the corresponding
task can contain multiple while-loops. An actor must be added in the SVPDF
model for each while-loop such that all of these actors together model the task
that is introduced for every stream argument of a module. Additional constraints
model that these actors fire periodically.
For the sequence constraints that are introduced to obtain a program that
is in SA form, additional edges have to be added to the SVPDF model. Because
only one task should execute simultaneously with sequence constraints, a cycle
is introduced between all the corresponding actors.
Time-aware statements can also be modeled in an SVPDF model. However,
the SVPDF model is independent of the time parameter of these statements.
This is because time in these statements affects only the functional behavior
and not the temporal behavior. Furthermore, this allows the time parameter to
change during the execution of the task graph without having to reanalyze the
corresponding SVPDF model.
A throughput analysis algorithm is introduced for the SVPDF model which
has a polynomial time-complexity. It has been proven that the throughput of
an SVPDF model can be recursively analyzed assuming that all parameters of
deeper nested blocks have a value of one. This results in the worst-case behavior
because a stream argument of a module must be accessed in every while-loop.
Therefore, throughput analysis methods for CSDF models can be applied to each
block. Also buffer sizing algorithms for CSDF models can be applied recursively
for every block where the buffer capacity of a buffer is the maximum of the
number of tokens determined for every block. These algorithms have to apply an
over-approximation to achieve a polynomial time-complexity and are therefore
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not exact. This over-approximation can result in a false detection of a constraint
violation. Exact algorithms with an exponential time-complexity exist that can
be used in case a constraint violation is falsely detected.
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Chapter
Temporal Analysis of
Parallel Modules
Abstract
In this chapter we present a method to derive a CTA temporal analysis
model which corresponds with parallel modules. We also show that an
abstraction of an SVPDF model can be made in the form of a CTA model.
The CTA model allows for composition of modules. The internals of modules
can be hidden without an over-approximation, allowing for the composition
of block-box modules.

This chapter extends the modeling approach from the previous chapter
by extending the temporal analysis to parallel modules1 . To analyze parallel
modules, we use the CTA model [HGWB12]. A distinctive feature of the CTA
model is that it allows for independent implementability, hiding, and associative
composition. This enables the incremental design of parts of an application,
for example libraries. Throughput analysis and buffer sizing algorithms on the
CTA model have a polynomial time-complexity, allowing for efficient analysis of
throughput and latency constraints and for determining sufficient buffer sizes
for a given throughput. The first step in analyzing parallel modules is to show
that the temporal properties of sequential modules can be expressed in a CTA
model. Previous work has only considered an abstraction of an SDF model to
a CTA model. However, as shown before SDF is not sufficiently expressive to
express modal behavior. Therefore, the SVPDF model introduced in the previous
chapter is used. The SVPDF model adds the concepts of parameters, multiple
phases and hierarchy on top of SDF models. Next, it must be shown that the
1 This

chapter is based on work published in [GHB14b]
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Figure 6.1: Refinement of temporal analysis
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temporal properties of the parallel composition of modules can be captured in
a CTA model. It will be shown in this thesis that despite that multiple modules
can be connected together a CTA model can still be derived.
A CTA model consists of components and connections. On the right in
Figure 6.1 is a visualization of an example CTA model shown. In this example
components are depicted as rectangles and connections are depicted as arrows.
Data is transferred periodically between components over connections at a given
rate. A connection can delay a transfer by a pre-defined amount of time. This
delay can also be parameterized in the rate.
On the left in Figure 6.1 a graphical sketch of an OIL program is shown. Data
is produced by a source src at a rate f 1 , is processed by a module, depicted by
the outer rectangle, and transferred to a sink snk, which consumes data at a rate
f 2 . Processing is done in two while-loops, represented by the inner rectangles.
The number of iterations of these loops is given by the parameters p and q
respectively.
On the right in Figure 6.1 the corresponding CTA model is shown. This
model is constructed from an OIL program such that for every module and
every while-loop a CTA component is extracted. CTA components extracted
from OIL modules nest CTA components corresponding to while-loops. Thus
the topology of a CTA model is equivalent to that of while-loops in an OIL
program. However, a CTA component is not parameterized and is always active
at a given periodic rate. Therefore, while-loops cannot be directly modeled as
CTA components. In Section 6.2.3 we will discuss the validity of the abstraction
made to model a while-loop as a CTA component.
The remainder of this section is outlined as follows. In Section 6.1 we present
the CTA formally. In Section 6.2 an abstraction of sequential modules to a CTA
model is shown. First, an abstraction of functions and assignments is made, via
an SVPDF actor to a CTA component. This abstraction is then extended with
the abstraction of SVPDF actors modeling array accesses. Next, an abstraction
of SVPDF blocks, modeling while-loops, is made to a CTA component. Finally,
this section concludes with an abstraction of SVPDF actors modeling the input
and output stream arguments. Section 6.3 then shows the parallel composition of
modules and their communication via FIFO buffers. Latency constraints between
sources and sinks are modeled in Section 6.4. Finally, this chapter concludes with
a summary in Section 6.5.

Compositional Temporal Analysis Model

A CTA model [HGWB12] consists of a graph of components connected by
directed connections. A component w in the CTA model can be defined as
w = (Q , rˆ, C , λ, ϵ , ϕ). Here Q is the set of ports of the component. Each port can
transfer data at a maximum rate rˆ, with rˆ : Q → R+ . The actual transfer rate
of a port is dependent on ports connected to it and is defined as r : Q → R+ .
For every port w ∈ Q it must hold that the actual transfer rate is at most the
maximum transfer rate: r (w) ≤ rˆ(w).
Connections between ports of a CTA component are defined by the set C,
with C ⊆ Q × Q. A connection directed from port p to port q is denoted as
(p, q) = c pq , with c pq ∈ C. In the CTA model periodic event sequences are used to
express constraints. These periodic event sequences are specified using an offset
and a distance between events. CTA connections can delay streams and thus
change the offset. A delay is a combination of a constant and a rate dependent
delay. A rate dependent delay means the delay depends on the distance between
events. The constant delay is defined as ϵ : C → R, and the rate dependent
delay as ϕ : C → R. The time that data is delayed over a connection c pq is
ϕ(c

)

pq
ϵ(c pq ) + r (p)
. A connection can have a different rate on its input ports than on
its output ports. This transfer rate ratio is specified by λ : C → R+ .

CTA components can be composed and a composition of CTA components
and CTA connections is again a CTA component. Furthermore, the order in
which components are composed does not affect the end result because the
composition operator for CTA components is associative. This property enables
incremental design because subsystems can be characterized in isolation without
that this local characterization can have a negative effect on the end result.
Incremental design enables the definition of libraries which are independently
specified and implemented of the main application.
A composition must be consistent, meaning that all transfer rates are below
their corresponding maximum transfer rates and that data arrives in time on
every port. Data can be delayed over a connection. If a sequence of connections
forms a cycle, consistency problems can occur. A CTA component is consistent if
data on all cycles arrives in time. If the delay on a cycle is positive it indicates that
data does not arrive in time. An algorithm to verify whether a CTA composition
is consistent is given in [HGWB12]. This algorithm has a polynomial timecomplexity. Next to deciding whether a model is consistent, the consistency
algorithm also returns the maximal achievable transfer rates for every port.
Ports in a CTA model can also be hidden. Hiding of a port results in the
redistribution of the connections to and from this port to other ports. Hiding
enables making the internals of a module invisible but does not result in an
over-approximation of the analysis results. Algorithms to perform hiding are
also described in [HGWB12].
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In this section we describe the derivation of a CTA model from a sequential
module. As shown in the previous chapter, a sequential module can be modeled
as an SVPDF model. In this section we show that an abstraction of such an
SVPDF model to a CTA model can be made despite the presence of parameters
in an SVPDF model. First the modeling of functions and assignments as a CTA
component is described in Section 6.2.1. This modeling is then extended to
support array variables in Section 6.2.2. Then in Section 6.2.3 we describe the
modeling of while-loops. Streams are modeled using a set of components and
connections. This is described in Section 6.2.4.

6.2.1

Functions and Assignments

A task is created from every function and assignment. In Section 5.2 it has been
shown that such a task can be modeled as an SVPDF actor. In this section we
show that an abstraction can be made from such an actor to a CTA component.
This abstraction is first shown for a single-rate actor and then for a multi-rate
actor. An actor is a single-rate actor if it consumes one token at the start of every
firing and produces one token at the end of every firing. An actor is a multi-rate
actor if it consumes or produces more tokens during every firing.
Single-Rate Behavior Every task in a task graph derived from a sequential
module is modeled as an SVPDF actor. An example task is shown in Figure 6.2(a).
This task reads values from buffers bx and by and writes to a buffer bz . The
corresponding dataflow actor is shown in Figure 6.2(b). The firing duration of
this actor equals the response time of the task. For every buffer two oppositely
directed edges are connected to the dataflow actor. The first edge represents
reading data from or writing data to the buffer. The second edge represents
releasing space back to the buffer. An actor can only fire if sufficient tokens are
available on all incoming edges and consumption of these tokens is atomic.
From the derived dataflow actor a corresponding CTA model can be created
as follows. The CTA component in Figure 6.2(c) corresponds with the actor
in Figure 6.2(b). A port is added to this component for every incoming and
outgoing edge of the actor. The firing duration of an actor represents the time
between consumption and production of tokens. Because firings of an SVPDF
actor are not allowed to overlap in time, a maximum communication rate can be
derived and included in the CTA component. Figure 6.2(d) shows a schedule of
the consumption and production of tokens by actor v f . The blue circles indicate
the consumption of tokens on the blue incoming edge denoted bx of actor v f .
The green squares represent the production of tokens on the green edge. The
time difference between these circles in the example equals the firing duration of
the actor.
As presented in [HGWB12], the arrival of tokens represents events and the
cumulative number of produced/consumed tokens per time unit can be bounded
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Figure 6.2: Construction of a single-rate CTA component

by a strictly periodic event sequence. This event sequence is characterized by
its rate. In the CTA model a maximum rate is defined for every sequence. The
maximum rates for the sequences in Figure 6.2(d) are ρ(v1 f ) , with ρ(v f ) the
response time of actor v f . In the case of a single-rate actor, the rate of all
consumption and production bounds is the same because an actor can only start
if one token is available on all inputs and produces one token on all outgoing
edges after ρ time. This response time imposes a delay between the consumption
and production sequences in a CTA model. This delay is modeled in a CTA
component by adding a connection between every port representing an incoming
edge of the SVPDF model and every port representing an outgoing edge. These
connections representing the response time are shown in the CTA component
w f in Figure 6.2(c).
Edges between actors in an SVPDF model are translated to connections
between components in an CTA model. The transfer rate ratio of this edge is
equal to one and the delay is parameterized in the number of initial tokens on the
edge. Initial tokens allow an actor to start with the consumption of tokens from
an edge before an other actor starts with the production of tokens on that edge.
If there are δ initial tokens, the consuming actor can start rδ earlier. Therefore,
on the corresponding CTA connection there is a delay of −δ
r . If a pair of edges
corresponds with a buffer, the number of initial tokens corresponds with the
buffer capacity. Therefore, also the δ delay corresponds with a buffer capacity of
dδ e. This ceiling of the delay is required because δ can be a real number, whereas
a buffer capacity must be integer. This ceiling operation is allowed because of
the monotonicity property of FDDF graphs [Wig09].
Multi-Rate Behavior If an actor has multi-rate behavior it consumes a different number of tokens than it produces. Multi-rate behavior can occur in a
sequential module when a function reads from or writes to a stream using the
colon operator. This change in the number of produced and consumed tokens by
an actor is modeled by the transfer rate ratio of a CTA connection. Because for
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Figure 6.3: Construction of a multi-rate CTA component

every γ (e ji ) tokens that are consumed by an SVPDF actor vi there are π (eik ) toik )
kens produced, the transfer rate ratio can be defined as λ = πγ (e
(e ji ) . Because we
consider here a simplified case where an actor has only one phase, the phase is
omitted from the notation.
In Figure 6.3(a) an example is shown of an actor having such multi-rate
behavior. This actor represents a task reading four items simultaneously from a
buffer bx and writing two items simultaneously to a buffer by . These two buffers
are modeled by two connections for each buffer. Because a different number
of items is consumed and produced by this actor, a rate conversion occurs.
Figure 6.3(b) shows the corresponding CTA component and in Figure 6.3(c) the
transfer rate ratios corresponding with the connections in the CTA component
are shown in the left two columns. Because actor v д consumes four tokens and
produces two tokens the transfer rate ratio on connections (w 0 , w 2 ) and (w 0 , w 3 )
is 24 . On the oppositely directed connections the production and consumption
are also reversed, thus the transfer rate ratio is 42 .
Because the number of produced tokens of an SVPDF actor is different from
the number of consumed tokens, also the corresponding periodic event sequences
in the corresponding CTA component are different. This difference causes the
time between the event sequences to be dependent on the required rate. We
construct again a periodic event sequence of the consumptions and of the productions, similar to the single-rate case, by creating a schedule of the consumptions
and production. For the two pairs of edges connected to the actor in Figure 6.3(a)
such schedules are shown in Figure 6.4. Periodic event sequences can no longer
be defined such that they intersect with every point because multiple tokens can
be produced or consumed simultaneously, as is shown in the figure. We therefore
construct an upper bound on the consumption of tokens and a lower bound on
the production of tokens.
These bounds can be constructed such as follows. The lowest upper bound
on the consumption of tokens always intersects with the last token produced.
This can also be seen in Figure 6.4. The start time of a firing of an actor vi can be
f ·γ (e )
defined as si (f ) = r c ji . A linear upper bound on the consumption of tokens
can now be defined as αˆc (t) = r c · t + φc . Because tokens are consumed at the
start of a firing, φc can be defined as φc = γ (e ji ). Tokens are produced at time
si (f ) + ρ(vi ). A linear lower bound on the production of tokens intersects with
the first token produced during an actor firing. Thus such a bound can be defined

p

p
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time

time
(a) Bounds for the top two edges (left to
right)

c

(b) Bounds for the bottom two edges
(right to left)

Figure 6.4: Upper bounds on the consumption of tokens and lower bounds on the
productions of tokens derived from the edges representing buffers bx and by in
Figure 6.3(a)

as αˇp (t) = r p · (t − ρ) + φ p , with φ p = 1.
The delay of a connection can be defined as the difference between the
consumption and production bound on the x-axis, i.e. when αˆc (tc ) = 0 and
αˇp (t p ) = 0. This difference is calculated in Equation 6.1. We use in this derivation
the fact that r p = r c · λ = r c · πγ .
ϵ+

ϕ
= t p − tc
rc
−φ p
−φc
+ρ−
=
rp
rc
γ

γ−π
=ρ+
rc

(6.1)

The constant and rate dependent delay of a connection c can thus be defined
γ (e )
as ϵ = ρ(vi ) and ϕ(c) = γ (e ji ) − π (eikji ) . In Figure 6.3(c) also the delays on the
connections in the CTA component from Figure 6.3(b) are shown. For example
on the connection (w 0 , w 2 ) the rate dependent delay ϕ is 4 − 42 = 2 and the
constant delay ϵ is equal to the firing duration ρ(v д ). On the connection in the
reverse direction (w 3 , w 1 ) the rate dependent delay is 2 − 24 = 32 and the constant
delay is ρ(v д ).

6.2.2

Arrays

In case arrays are accessed by functions and assignments, the construction of a
CTA component becomes more complex. The construction of a CTA component
is based on the abstraction of an SVPDF actor. In the case of arrays such an
actor has multiple phases, which complicates the derivation of the delays on
connections of a component. In this section we first derive an upper bound on
the consumption of tokens by an actor and a lower bound on the production of

6.2. Modeling Sequential Modules

cum. tokens

cum. tokens

c

λ=

< ρ0, ρ1, . . . >
< γ0 , γ1 , . . . >

112

vf

< π0 , π1 , . . . >

(a) SVPDF actor

rˆc =

Γ
P

wf

Π
Γ

ϵ = s f (l,˙ 0) + s f (u̇, 0) + ρ (l˙) −
ϕ = φc −

Γ ·φ p
Π

+

Γ
θ (v f )

P
θ (v f )

· (l˙ − u̇)

· (l˙ − u̇)

rˆp =

Π
P

(b) CTA component

Chapter 6 | Temporal Analysis of Parallel Modules

Figure 6.5: Translation of an SVPDF actor to a CTA component

tokens. We derive these bounds for the maximum achievable rate. This maximum
rate is limited by the implicit self-edge of actors. After deriving bounds on the
maximum achievable rate, it is shown that these bounds can be parameterized in
the rate such that they are also valid if the rate is lower than the maximum rate.
Furthermore, we show that the delay on a connection of such a component can
be derived using these bounds.
First, we define additional notation used in the derivation of the upper
and lower bound. For an SVPDF actor vi we define the sum of all tokens
produced on an edge eix within the first u phases of a cyclo-static period as
P
Πix (u) = uk =0 π (eix , k) and the sum of all tokens that are consumed on an edge
P
e ji during the first u phases as Γ ji (u) = uk =0 γ (e ji , k). We use the abbreviation
Πix = Πix (θ (vi ) − 1) and Γ ji = Γ ji (θ (vi ) − 1) to define the sum of respectively
all produced or consumed tokens in one cyclo-static period. Furthermore, we
define the sum of all firing durations during the first u phases of an actor vi
P
as P i (u) = uk =0 ρ(vi , k) and the sum of all firing durations in one cyclo-static
period as P i = P i (θ (vi ) − 1).
We discuss the construction of a CTA component from an SVPDF actor using
the example shown in Figure 6.5. In Figure 6.5(a) an SVPDF actor is shown and
the corresponding CTA component is shown in Figure 6.5(b). For every incoming
and outgoing edge of an actor a port is added to the component. Because an
SVPDF actor has an implicit self-edge to prevent auto-concurrency, an actor
consumes Γ tokens in at least P time. During this time Π tokens are produced by
this actor. The maximum transfer rate on an incoming edge of this actor is thus PΓ .
For an outgoing edge the maximum transfer rate is PΠ . These maximum transfer
rates are used for the ports in the CTA model corresponding with these edges
in the SVPDF model. Thus the maximum transfer rate rˆc of a port modeling an
incoming edge is rˆc = PΓ and the maximum transfer rate rˆp of a port modeling
an outgoing edge is rˆp = PΠ .
These ports are connected analogously as in the derivation of a component
modeling single and multi-rate actors. A connection is added between every
port modeling an incoming edge and every port modeling an outgoing edge. In
the example in Figure 6.5 there is only one incoming and one outgoing edge,
thus only a single connection is added between the corresponding ports in the
CTA model. It can be the case that a different number of tokens is consumed at
an SVPDF actor in one cyclo-static period as there are tokens produced in one
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Figure 6.6: Derivation of a CTA model corresponding with the application in
Figure 5.8

cyclo-static period. This causes a transfer rate conversion in the CTA model on
the connection from the input to output port. Because Γ tokens are consumed
during one cyclo-static period of an actor and Π tokens are produced by this
actor, the transfer rate ratio λ of this connection is λ = ΠΓ .
For the derivation of the delays on these connections we again use the linear
bounds as discussed before. The construction of these linear bounds is complicated by the fact that an actor can have multiple phases in which it can fire. We
illustrate the derivation of the delay on a connection in a CTA component with
the example in Figure 6.6. In Figure 6.6(a) the SVPDF model from Figure 5.8
is repeated but here the firing durations of the phases are included. The corresponding CTA model is shown in Figure 6.6(b). The delays on the connections
modeling the firing duration of actors are dependent on the production and
consumption moments of tokens. Therefore, linear bounds are constructed by
plotting the number of tokens produced or consumed by an actor against the
time. This is done using a so-called Free Running Schedule (FRS) in which
an actor is considered in isolation and by assuming that at any point in time
sufficient tokens are available. For actor v f in this example the FRS is shown
in Figure 6.7(a). The blue circles are the consumption moments of v f and the
green squares are the production moments. For actor v д the same is done in
Figure 6.7(b).
In the FRS of an actor the number of tokens that are consumed is defined
in the phases and an actor can fire as soon as the previous firing of the actor
is finished. After the firing duration has passed, tokens are produced. Thus
the maximum rate at which tokens are consumed equals the number of tokens
consumed in one cyclo-static period divided by time it takes to fire this cyclostatic period. After a cyclo-static period the same consumption schedule is
repeated periodically. Therefore, the maximum rate rˆc of the consumption of
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Figure 6.7: Derivation of the periodic event sequences from the actors in the
model from Figure 6.6

tokens in the FRS is rˆc = PΓ . Analogously the maximum rate rˆp of the production
of tokens in the FRS is rˆp = PΠ . In the example from Figure 6.6 the maximum rate
on the connection in component w f is rˆc = 74 and rˆp = 73 . For component w д
3
4
and rˆp = 10
.
the maximum rates are rˆc = 10
For a firing f of an actor vi in the FRS, tokens are consumed at an incoming
edge at time si (f )= bf /θ (vi )c · P + P (f mod θ (vi )), with si (f ) the start time of
firing f of that actor. A linear upper bound on the consumption of tokens can
be defined using these start times. We use here that a linear upper bound on
the number of consumed tokens must always be at least as large as the number
of tokens that are consumed at this point in time. Furthermore, as can be seen
in the definition of si (f ), the firings of an actor are periodically repeated every
cyclo-static period. Therefore, only the first cyclo-static period needs to be
considered.
This schedule si (f ) is however only valid for the maximum achievable rate.
We now define a schedule which is also valid for a lower rate than the maximum.
We illustrate this extended schedule with Figure 6.8. Assume that after every
firing ∆ time is added. The new schedule can then be defined as si (f , ∆) =
si (f ) + f · ∆. Here we use the start time si (f ) of firing f in the FRS. A firing f
is thus extended by f · ∆ compared to the start time in the FRS. This extended
schedule is also shown in the figure. The blue open circles represent the FRS and
the green solid circles the extended schedule. The extension ∆ is one time unit in
this example.
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Figure 6.8: Lowering the rate of a linear bound

Using this schedule a linear upper bound on the consumption of tokens can
be defined. A valid upper bound on the first θ (vi ) consumptions needs to satisfy
the constraint in Equation 6.2.
∀0≤u <θ (vi ) • Γ(u) ≤ r c · si (f , ∆) + φˇc

(6.2)

In this equation it must thus hold for every firing that the upper bound is
at least as large as the the number of tokens that are consumed at the start of
that firing. The rate r c cannot be higher than the maximum rate, i.e. r c ≤ rˆc .
The bound described in the equation intersects the y-axis at the point φˇc . This is
illustrated in Figure 6.8 by the blue bound αˆc , which is an upper bound on the
consumption moments in the FRS. In the example the maximum transfer rate rˆc ,
and thus the angle of the bound, is rˆc = 47 .
It remains to be determined what the offset with respect to the x-axis φˇc is
such that this bound is an upper bound on the consumption of tokens. We can
find this offset by resolving this equation to φˇc . The resulting equation is shown
in Equation 6.3. In the equation the •-mark separates the list elements from
the domain. Naturally, this equation must hold for all possible extensions ∆ of
the firings of an actor. In the equation we use the fact that a lower rate can be
expressed in terms of the maximum achievable rate. A lower rate can be seen as
an extension of the time it takes to fire all phases in a cyclo-static period once.
This is also apparent from the definition of the start time of an actor. The new
period of one cyclo-static period is P + θ · ∆, thus the new rate can be expressed
P
as r c = rˆc · P +θ
·∆ .
φˇc = max{Γ(u) − r c · si (u, ∆) • 0 ≤ u < θ (vi )}

= max{Γ(u) − r c · (si (u) + u · ∆) • 0 ≤ u < θ (vi )}
P
= max{Γ(u) − rˆc ·
· (si (u) + u · ∆) • 0 ≤ u < θ (vi )}
P +θ ·∆
rˆc · P · si (u) rˆc · P · u · ∆
= max{Γ(u) −
−
• 0 ≤ u < θ (vi )}
P +θ ·∆
P +θ ·∆

(6.3)

Equation 6.3 is still parameterized in ∆, we therefore calculate the firing
which eventually will determine the smallest offset φˇc . Equation 6.4 determines
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Figure 6.9: The point critical in the determination of the offset of the upper bound
is not constant

this firing u̇, which is the u for which Equation 6.4 returns the maximum value.
rˆc · P · si (u) rˆc · P · u · ∆
−
• 0 ≤ u < θ (vi )}
P +θ ·∆
P +θ ·∆
rˆc · P · u
= lim arg max{Γ(u) −
• 0 ≤ u < θ (vi )}
∆→inf
θ
u
Γ P ·u
• 0 ≤ u < θ (vi )}
= arg max{Γ(u) − ·
P
θ
u
Γ
= arg max{Γ(u) − u · • 0 ≤ u < θ (vi )}
(6.4)
θ
u

u̇ = lim arg max{Γ(u) −
∆→inf

u

However, this firing might not be the firing limiting the vertical offset for
lower values of ∆. This is illustrated using Figure 6.9 in which the consumption
moments of points are extended in time by two time units. The blue open
circles again denote the FRS whereas the green solid circles denote the extended
schedule. In the FRS the first firing and its repetitions are the points that are
critical for the offset of the consumption upper bound. However, in the extended
schedule the second firing and its repetitions are critical for this offset.
We therefore need to determine an additional offset βc which is also valid for
lower rates. Equation 6.2 is rewritten to a linear bound defined in a rotation point
determined by u̇. This means the bound is shifted in time to the point si (u̇, ∆). In
this point the minimum offset in the number of consumed tokens is φc (u̇) = Γ(u̇),
which means the offset of the bound must at least be the number of consumed
tokens at that point. The minimum offset φc with respect to the x-axis can now
be defined as φc = φc (u̇) + βc . This is also shown in Figure 6.8. Here the critical
firing is u̇ = 2 and is marked as such in the figure. Equation 6.5 shows the new
constraint which must hold.
∀0≤u <θ (vi ) • Γ(u) ≤ r c · (si (u, ∆) − si (u̇, ∆)) + Γ(u̇) + βc

(6.5)

It remains to be determined what the additional offset βc is for this bound to
be valid. In Equation 6.6 this constraint from (6.5) is rewritten to βc . This offset
of the bound determined by βc must hold for all firings u and for all extensions
of the period ∆.
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(6.6)

A linear upper bound on the consumption of tokens can now be defined as
αˆc (t) = r c · (t−si (u̇, ∆))+φc . In this equation the point (si (u̇, ∆), φc ) represents the
point which limits the rate of the upper bound. Equation 6.6 can be used to
determine what this offset φc is. However, this equation must hold for all values
of ∆, which is potentially an infinite amount of values. We expect however that
a search algorithm can be defined to find βc using a finite amount of values for
∆. The reason is that there is a bounded number of phases. Furthermore, an
upper bound can be defined on the offset. As can be seen in Equation 6.5 if we
choose βc = Γ − Γ(u̇) and u̇ = 0 this is always larger than Γ. This is true because
a transfer rate r c is always positive and because if u ≥ u̇ than it also holds that
si (u, ∆) ≥ si (u̇, ∆). For u̇ = 0 this obviously holds. Thus an upper bound on the
value of the offset φc is φc = Γ. This results in the rotation point (si (0), Γ) = (0, Γ).
Next to an upper bound on the number of consumed tokens, a lower bound
on the number of produced tokens must be constructed. Such a lower bound
must go through a point in time at which the first token of a firing is produced.
Tokens are produced by an actor vi in firing f at time si (f ) + ρ(vi , f ). Similar
to the upper bound on the consumption, also here only the first cyclo-static
period needs to be considered because the production of tokens repeats itself
every cyclo-static period. Equation 6.7 expresses the constraint that the number
of produced tokens must always be higher than the lower bound on this number
of produced tokens. This constraint only needs to hold if a token is produced in
a phase.
∀0≤ f <θ (vi ) • π (ei j , f ) > 0 ⇒ Π(f − 1) + 1 ≥ r p · (si (f , ∆) + ρ(f )) + φˇp

(6.7)

Similar to the consumption bound, the phase is determined which is critical
for offset of the the lower bound with respect to the x-axis. Equation 6.8 determines this critical phase. This equation must hold for all phases 0 ≤ l < θ (vi ) in
which there is a token produced, i.e. π (ei j , l) > 0. Also the rate of the production
P
of tokens can be parameterized in the maximum rate, i.e. r p = rˆp · P +θ
·∆ .
φˇp = min{Π(l − 1) + 1 − r p · (si (l , ∆) + ρ(l))}

= min{Π(l − 1) + 1 − r p · (si (l) + l · ∆ + ρ(l))}
P
· (si (l) + l · ∆ + ρ(l))}
= min{Π(l − 1) + 1 − rˆp ·
P +θ ·∆

(6.8)
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βc ≥ Γ(u) − r c · (si (u, ∆) − si (u̇, ∆)) − Γ(u̇)
P
= Γ(u) − rˆc ·
· (si (u) + u · ∆ − si (u̇) − u̇ · ∆) − Γ(u̇)
P +θ ·∆
P
· (si (u) − si (u̇) + (u − u̇) · ∆) − Γ(u̇)
= Γ(u) − rˆc ·
P +θ ·∆
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Equation 6.8 is still parameterized in the delay ∆. We determine the production l˙ which in the end limits the offset φˇp of the production bound using
Equation 6.9. Here this critical firing l˙ is the firing l for which φˇp has the minimum value. Equation 6.9 must hold for all firings l in one cyclo-static period, i.e.
0 ≤ l < θ (vi ). In the derivation we use the fact that rˆp = PΠ .
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P
· (si (l) + l · ∆ + ρ(l))}
P
+
θ ·∆
l
P
· l · ∆)}
= lim arg min{Π(l − 1) − rˆp ·
∆→inf
P
+
θ ·∆
l
Π P
= arg min{Π(l − 1) − · · l)}
P θ
l
Π
= arg min{Π(l − 1) − l · )}
θ
l

l˙ = lim arg min{Π(l − 1) + 1 − rˆp ·
∆→inf

(6.9)

The time at which phase l˙ is finished, and thus a token is produced, can be
˙ Furthermore, it can now be determined which token is
defined as si (l˙, ∆) + ρ(l).
critical at this time. This critical token φ p (l˙), which is the first token produced in
phase l,˙ can be calculated as Π(l˙ − 1) + 1. Similar to the consumption bound, for
lower values of ∆ this critical firing might not be the firing causing the largest off˙ + β p . A linear lower bound on the production
set. We therefore define φ p = φ p (l)
˙ + φ p . The value
of tokens can now be defined as αˇp (t) = r p · (t − si (l˙, ∆) − ρ(l))
of the additional offset β p can be derived similarly as for the consumption bound.
This derivation of shown in Equation 6.10, which must hold for every firing f .
˙ − Π(l˙ − 1) − 1
β p ≤ Π(f − 1) + 1 − r p · (si (f , ∆) − si (l˙, ∆) − ρ(l))
˙ − ρ(l)
˙ + (f − l)
˙ · ∆)
= Π(f − 1) − Π(l˙ − 1) − r p · (si (f ) − si (l)
= Π(f − 1) − Π(l˙ − 1) −

rˆp · P
˙ − ρ(l)
˙ + (f − l)
˙ · ∆) (6.10)
· (si (f ) − si (l)
P +θ ·∆

Similar to the consumption bound, a conservative offset φ p can be defined for
the production bound despite the bound being parameterized in the additional
delay between the firings of an actor. In the worst-case the last firing within a
cyclo-static period is the most critical firing. Therefore, we choose the critical
firing as l˙ = θ (vi ) − 1 and the offset φ p = 1. This results in the rotation point
˙ 1).
being placed at (si (l˙, ∆) + ρ(l),
Using this linear upper and lower bound it can now be determined what
the delay is on a connection representing the firing duration of an SVPDF actor.
Similar to the multi-rate case discussed above, the delay of such a connection can
be seen as the horizontal difference between the lower bound on the production
of tokens and the upper bound on the consumption of tokens on the x-axis, i.e.
when αˇp (t p ) = 0 and αˆc (tc ) = 0. In Equation 6.11 this horizontal difference is
derived. In the equation we use the fact that the production rate can be expressed

in the consumption rate via the transfer rate ratio, i.e. r p = λ · r c = ΠΓ · r c .
Γ/θ
P
c ·P
Furthermore, we use the fact that r c = P +θΓ ·∆ and thus ∆ = Γ−r
θ ·r c = r c − θ .
ϕ
= t p − tc
rc
−φ p
˙ − ( −φc + s(u̇, ∆))
=
+ s(l˙, ∆) + ρ(l)
rp
rc
φc φ p
˙ + l˙ · ∆ + ρ(l)
˙ − (s(u̇) + u̇ · ∆)
−
+ s(l)
=
rc
rp
φp
˙ − s(u̇) + ρ(l)
˙ + φc −
= s(l)
+ ∆ · (l˙ − u̇)
rc
r c · ΠΓ
Γ·φ p
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(6.11)

Γ

φc
P
− Π + ( θ − ) · (l˙ − u̇)
rc
rc
rc
θ
Γ·φ p
φ − Π + θΓ · (l˙ − u̇)
˙ − s(u̇) + ρ(l)
˙ − P · (l˙ − u̇) + c
= s(l)
θ
rc

˙ − s(u̇) + ρ(l)
˙ +
= s(l)

From this derivation it can be concluded that for a connection of a CTA
component w i derived from an SVPDF actor vi the constant delay ϵ equals
˙ − si (u̇) + ρ(vi , l)
˙ − P · (l˙ − u̇) and the rate dependent delay ϕ equals
si (l)
θ (vi )
Γ·φ
φc − p + Γ · (l˙ − u̇). This is also shown in Figure 6.5.
Π

6.2.3

θ (vi )

While-Loops

A while-loop imposes a rate conversion in the number of executions of functions
located inside and outside the loop. In an SVPDF model this rate conversion is
modeled as a parameterized block, thus every while-loop is modeled as such a
parameterized block. An abstraction can be made from such a block to a CTA
component. Because actors representing functions located in a while-loop are
children of a corresponding block, the CTA components which are an abstraction
of these actors are also sub-components of the component representing the block.
All connections to components outside of this component must be via ports.
These ports are used to perform the rate conversion.
An example of an OIL program having while-loops is shown in Figure 6.10(a).
Here function f is in the body of the outer while-loop whereas a function g is
located in the inner while-loop. Every value produced by f can be potentially
read many times by g. Figure 6.10(b) shows the corresponding SVPDF model, as
derived using the method described in the previous chapter. The block with parameter p0 models the outer while-loop. Therefore, the actor v f corresponding
with f is located in this block. The block parameterized by p1 holds actor v д ,
which corresponds with g. In Figure 6.10(c) the CTA component w f corresponding with actor v f is a sub-component of component w p0 , which represents the
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mod_seq A () {
loop {
x = f () ;
loop {
g(x);
} while ( . . . ) ;
} while (1) ;
}



(a) OIL program
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r

δx

p1

wp1

vд



wд

(b) SVPDF model

(c) CTA model

Figure 6.10: OIL program with nested while-loops and the corresponding SVPDF
and CTA models

block corresponding with the outer while-loop. Analogously, component w д is
a sub-component of w p1 .
Rate conversions of an SVPDF block are enforced by port actors. In a CTA
model an abstraction of a port actor to a CTA port can be made. For every port
actor of a block, a port is added to the component corresponding with this block.
Connections to this port are added for every edge in the SVPDF model. An
example is again shown in Figure 6.10. Variable x is written by an assignment
located before the inner while-loop and read by a g inside the inner loop. The
corresponding buffer extracted for x is modeled in the SVPDF model by four
edges and two port actors. As explained, a port is added to the CTA model for
every port actor in the SVPDF model. Therefore, in the CTA model two ports
are added to component w p1 . For every edge in the SVPDF model a connection
is added in the CTA model, thus four connections are added which model the
communication via buffer bx between components w f and w д .
Components in the CTA model are not parameterized whereas blocks in the
SVPDF model are parameterized in the number of iterations of the corresponding
while-loop. Therefore, it must be shown that the parameter of a block does
not have an influence on the rate of the corresponding CTA component. In
order to show that the abstraction of a parameterized while-loop to a CTA
component with periodic rates is allowed, it must be guaranteed that every
stream task can execute strictly periodic. To ensure a bounded time between
accesses to a stream argument of a module, they must be accessed in every
while-loop iteration [GHB13b, GHB14a]. In the CTA model this implies that
every component corresponding with a while-loop has an access to every stream
argument.

6.2.4

Stream Arguments

A stream argument can be read or written by statements in multiple while-loops.
Each of these statements can execute a different number of times and therefore
read or write a different number of values, depending on the termination condition of the loop. An input stream argument is implemented using a task which
distributes values read from a stream argument to these functions using separate
buffers. For an output stream argument a task combines values from separate
buffers. As explained in the previous chapter, a separate actor in every block
is used to model a stream task. In the CTA model a component is again an
abstraction of such an actor. In Figure 6.11(a) there is an access to a stream argument x in two successive while-loops. Therefore, in the corresponding SVPDF
model in Figure 6.11(b) the two actors v x0 and v x1 are added to the two blocks
corresponding with the two while-loops. The two buffers used to distribute
the values of x are each modeled using two edges between v x0 and v f , and v x1
and v д respectively. In the CTA model two components w 0x and w 1x are added
to model these stream actors. Two ports on each component model the access
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This requirement is illustrated on the right in Figure 6.1 where each of the two
nested components access both src and snk. For the first nested component this
is illustrated by the connection from src to that component. The second nested
component is indirectly connected via the red connection which is directed from
the first to the second nested component. For accesses to snk the opposite holds,
the second nested component is connected directly to snk and the first nested
component is connected via the second component.
Because we only consider temporal constraints and not the functional behavior, it is irrelevant which component is active. We now illustrate that independent
of which component is active, the temporal constraints imposed on stream arguments by periodic sources and sinks are met. Two cases can be considered: a
component is repeatedly active or a transition occurs to the next component. For
both cases it must hold that the time between source or sink accesses is within
the period of the source or sink.
If a component is repeatedly active, periodic accesses of sources and sinks
can be verified by imposing a periodic rate on this component. Periodic rates can
be specified directly in the CTA model and algorithms exist to verify whether
these rates can be met [HGWB12]. An over-approximation is made in this step
because it is assumed in the model that a component is always active.
Also for a transition between two components it must hold that sources and
sinks are accessed each period. This is enforced by additional connections between components accessing sources and sinks. In Figure 6.1 the two connections
at the top of the figure enforce this period. The delay on these connections is
chosen such that the transition time is one period. These connections model the
worst-case behavior, which is that a transition occurs after every execution of all
statements in a while-loop. This is described in more detail in the next section
which describes the modeling of stream arguments in a CTA model.
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mod_seq A ( int x ) {
loop {
y = f(x);
} while ( . . . ) ;
loop {
g (x , y ) ;
} while ( . . . ) ;
}
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Figure 6.11: OIL program with multiple stream accesses and the corresponding
SVPDF and CTA models

to the buffer. The delay on the connection between these ports models the time
it takes to distribute values. For component w 0x this delay is ρ 0 and for w 1x this
is ρ 1 . Four connections model the four edges used to model the distribution of
stream values.
Because connections in the CTA model are based on periodic event sequences,
every stream s must be read or written periodically with a period Ps . Consequently, a stream must have a rate of r s = 1/Ps . This period Ps can be for example
the period of a connected source or sink, but can also represent the minimum
period this component needs to process events. Because multiple components
model one stream, this periodicity constraint must be distributed over all these
components. Additional ports and connections are added in the CTA model such
that this periodicity constraint is enforced.
On every component representing a module, a port is added for a stream
argument. This port is used to enforce the periodicity constraint at which data is
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processed. On every component representing a while-loop, an input and output
port are added for each stream s. The input port receives the constraint on the
rate from less deeply nested components via a connection. The output port is
used to distribute the rate to other components such that components can be
linked together. Components are connected recursively if the corresponding
while-loops are nested. If the corresponding while-loops are located after each
other, they are connected in the same order as their location in the sequential
specification. At the most deeply nested component representing a while-loop
the input and output port are connected via the component modeling the stream
task for stream s. On this component there is only a single port needed as there
can be no deeper nesting. This port is connected to all input ports for the buffers
via two oppositely directed connections. These connections both have zero delay
such that this component takes the same rate as the stream argument.
This process is illustrated in Figure 6.11(c) which shows the CTA model
corresponding with the OIL program. This CTA model is based on the SVPDF
model. The content of the components w f and w д is hidden from the figure for
clarity, but can be derived using the method described in the previous sections.
Component w A models module A and thus a port is added to receive the periodicity constraint. This port is shown on the top in the figure as the left port.
Components w p0 and w p1 correspond with the two while-loops and thus two
ports are added to model the periodicity constraint enforced by stream argument
x. These are connected analogously as the order specified in the OIL program.
Furthermore, two oppositely directed connections with zero latency are added to
w 0x and w 1x . These connections are highlighted in red.
Statements in while-loops have to execute on average with a rate of r s to
keep up with the corresponding stream s. If one iteration of a while-loop is
executed, there are two options. Either the statements in the same while-loop
are repeated, or the loop condition is false and statements in the next while-loop
are executed. In both of these cases the next execution of the stream task must be
in Ps = 1/r s time. Therefore, a path of connections with a delay of 1/r s must be
added from a component representing a stream task to the next component. In
Figure 6.11 this results in a path of connections from w 0x to w 1x . Because w 1x has
a different parent component than w 0x , this connection is split in two connections
via the output port of w p0 . The delay of 1/r x is on the first connection from w 0x
to the output port of the parent component.
However, because a delay only specifies a minimum delay, a maximum
delay and thus a strictly periodic execution, must be enforced separately. This
maximum delay can be enforced by adding a connection from the output port
back to the input port. On this connection the delay is equal to the negated sum
of all delays from the input to the output port. For w p0 and w p1 in Figure 6.11(c)
this negated sum is −1/r x because there are no deeper nested components
representing while-loops and thus the sum is 1/r x . In w A there are two delays
on the path from its input port to its output port, thus the total delay is 2/r x .
This results in a negated delay of −2/r x on the connection from output to input.
Next to enforcing the periodicity constraints also the communication of data
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via stream arguments must be modeled. Similar to normal variables two ports are
used to model stream arguments. The first port is the same input port as is used
to enforce the periodicity constraints. The second port is a new port which is
used to model the release of a data item. The first port is connected to the second
port via a connection. The delay on this connection models the time that a data
item is being used by the module. Samples from stream arguments are copied to
multiple buffers by stream tasks. As explained above, multiple components are
used to model this copying of data. Therefore, also multiple delays exist which
model the usage of stream data. Even though these delays all correspond with
copying data from the same stream argument to an output buffer, or the reverse,
they might be different due to the time it takes to for example determine the loop
condition. The time that a data item is in use is thus the maximum of all these
delays. Because delays are only a lower bound on the actual delay a connection
in the opposite direction is added to every component representing a stream task.
The delay on this connection is the negated firing duration of the corresponding
actor in the SVPDF model. This ensures that the delay cannot be higher.
Taking the maximum of these delays is allowed because an abstraction
is made of the stream task to components with periodic event streams. All
components modeling a stream task have the same execution rate on their input
port, which equals the rate of the input port of the module modeling the stream
argument.
In the example in Figure 6.11(c) this communication is also included. The
additional port is shown on the right in component w A . Because there are two
components modeling the stream task added for the stream argument x, the
delay on the connection between the two ports of w A is the maximum of the
response times of one iteration of each of the two while-loops of this stream
task. Furthermore, the figure shows that a connection with a negated delay is
added to both components w 0x and w 1x to ensure that ρ0 and ρ1 respectively are
not increased during analysis.

6.3

Modeling Parallel Modules

In this section we show that CTA components can be derived from parallel OIL
modules. Communication between modules in OIL is performed via FIFO buffers.
Also these buffers affect the minimum throughput of an application, i.e. the
inverse of the maximum rate, and must therefore be of a sufficient capacity.
Every instantiation of a module is converted to a CTA component. If the
instantiated module is a sequential module, the derivation from the previous
section is used. Otherwise, the following derivation is used. For every stream
into or out of a module two ports are added to the component. The maximum
rate of these ports is infinite as they are modeling artifacts and are not present in
the implementation. The actual rate of these ports can be determined with the
consistency algorithm for CTA. For every input stream a connection is added
from the first of these ports to all components which have the same stream as



mod_par A ( int a , out int b ) {
fifo int z ;
B (a , out z ) k C (a , z , out b )

mod_par D () {
source int x = src () @ 1 kHz ;
sink int y = snk () @ 1 kHz ;
start x 5 ms before y ;



}

A (x , out y )
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Figure 6.12: Example of a program with a source and a sink

input of their corresponding module. Also a reverse connection is added from
the sub-component to the second port. An example OIL program with multiple
parallel modules is shown in Figure 6.12. Module A in this example has an input
stream x and output stream y. This is shown graphically in Figure 6.13(a). In the
corresponding CTA model in Figure 6.13(b) two pairs of connections are added
to model the input stream x to w B and w C and the connections are reversed for
the output stream y.
Modules can communicate via FIFO buffers passed as arguments to module
instantiations. For each FIFO x two oppositely directed connections are added
which link the ports corresponding with the read and write accesses to this FIFO.
A rate dependent delay −δr x is added on either the first or second connection,
depending on whether the stream is an input respectively output stream. The
value of δ x corresponds with the capacity of the FIFO the connections represent.
Consider again the example in Figure 6.12. Module B has as an output FIFO
z and module C has this FIFO as an input. In the graphical representation in
Figure 6.13(a) this FIFO is translated to a buffer bz . In the corresponding CTA
model in Figure 6.13(b) components w B and w C both have two ports modeling
the read and write access to bz and two oppositely directed connections between
these ports.
Periodic sources and sinks are also converted to CTA components. A component derived from a source or sink has two ports modeling the input or output
buffer of the source or sink. The maximum transfer rate of these ports is equal to
the inverse of the period of the source or sink. However, because sources and
sinks have a fixed frequency and not just a maximum frequency, also a minimum
rate must be enforced. This is done by adding a constraint to the consistency
algorithm, as is described in [HGWB12].
Sources and sinks are characterized by a function which can perform lowlevel communication with the hardware or other peripherals. This function
can have a WCET, which must be taken into account. Therefore, a connection
is added between the input and output ports with a constant delay set to the
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Figure 6.13: Graphical view of the program in Figure 6.12 and the corresponding
CTA model

WCET. No rate dependent delay is required because a source always produced
one sample at a time, and a sink always consumes one sample per execution.
Consider again the example in Figure 6.12. This example has both a source
and a sink and both the source and the sink execute at 1 kHz. In the corresponding
CTA model in Figure 6.13(b) a component is added for both the source and sink.
Each component has two ports, which are shown at the bottom of the component.
A connection between these ports has a delay of the WCET, which is ρsrc for
the source and ρsnk for the sink. The communication between the source and
module A and between A and the sink is modeled by four connections. The buffer
−δ
capacity is modeled with a delay of −δr x and r y respectively.

6.4

Latency Constraints

Latency constraints are constraints on the interval of time between the execution
of sources and sinks. Because sources and sinks execute periodically, a latency
constraint is specified between the start times of distinct sources and sinks. An
example of such a latency constraint is shown in Figure 6.12. In this example a
source, identified by variable x, starts 5 ms before a sink identified by variable y.
Such latency constraints can also be specified in the CTA model. Connections
in the CTA model operate on periodic event sequences. These event sequences
can be delayed by fixed and rate dependent delays. Such a delay can represent
a latency constraint. Thus, such delays can be used to model minimum latency
constraints such as starting sources and sinks after other sources and sinks. Also
maximum latency constraints can be modeled. This is done by a negative delay
between the components representing the sources and sinks. Exact delays can
be constructed by combining these minimum and maximum delays. Thus, two

6.5

Summary

In this chapter we have shown that an abstraction of an OIL program can be
made in the form of a CTA model. This CTA model can be used to determine sufficient buffer capacities given throughput and latency constraints. Furthermore,
incremental design of modules is enabled by using the CTA model as a temporal
analysis model. This allows for hiding of the internals of components without
the introduction of a loss in accuracy of the analysis results.
A CTA component can be derived bottom-up from a sequential module. The
derivation starts at assignment and function statements, for which a component
is created. This component has ports for modeling the constraints that result
from communication with other assignments and functions via buffers. Periodic
event sequences can be derived for these ports such that a maximum execution
rate can be determined. This execution rate can be parameterized in the rate of
the stream arguments of a module. These parameterized rates make it possible
to model that lower rates result in smaller buffers inside a component. These
buffers are modeled using a set of connections on which the delay represents a
bound on the required buffer capacity.
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oppositely directed connections are added between components where on one
connection there is a positive delay and on the other connection the same delay,
but negative.
Sources and sinks in OIL always produce or consume one sample at a time at
a given rate. This means only a constant delay is required and no rate dependent
delay. Furthermore, in OIL only an exact difference in starting times can be
specified because sources and sinks execute strictly periodic. Therefore, always
an exact delay is modeled by the two oppositely directed edges. The constant
delay on these edges equals the difference in starting time specified in the OIL
program.
In the example from Figure 6.12 there is a latency constraint of 5 ms between
the source, characterized by the function src, and the sink, characterized by the
function snk. This latency constraint specifies that src should start 5 ms before
snk. In the model the two oppositely directed connections are therefore added
between the two components corresponding to the sources and sinks between
which the constraint should hold. The delay on this connection corresponds with
the time of the latency constraint, thus 5 ms.
Latency constraints can be specified between sources and sinks that do not
execute at the same rate. This causes a rate conversion between these sources
and sinks. On connections in the CTA that model latency constraints also this
rate conversion must be taken into account. This can be done using the transfer
rate ratio of a connection. If a latency constraint is specified between a source
or sink, named s, executing with a rate of r 1 and a source or sink, named d,
executing with a rate of r 2 , the transfer rate ratio λ(e sd ) = rr 12 . On the oppositely
directed connection the transfer rate ratio is λ(e sd ) = rr 12 .
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The derivation of a CTA component for a module then recurses up in the
hierarchy of that module such that components can be added for every whileloop. Despite that while-loops execute for an unknown number of iterations, a
CTA component can be derived which is not parameterized in the loop bounds.
This derivation is enabled by the requirement that stream arguments of a module
must be accessed every while-loop iteration. For a stream argument multiple
components are added. This models the distribution of values from a stream
argument to different while-loops. These components are linked to components
modeling functions and assignments such that the rate enforced by stream
arguments equals the communication rate of components modeling functions
and assignments.
The parallel composition of modules can also be modeled in the CTA model.
Modules can communicate via FIFO buffers. These buffers can be modeled
by a pair of connections in the CTA model. Similar to buffers derived from
variables in a sequential module, the buffer capacity of a FIFO can be modeled
using the delay on these connections. Parallel modules can also contain periodic
sources and sinks. These sources and sinks can also be modeled using CTA
components on which the ports corresponding with a written or read buffer have
a strictly periodic rate. Separate ports and connections can be added between
these components to enforce minimum and maximum latency constraints.

Chapter
Case-Studies
Abstract
The case-studies in this chapter illustrate the approach presented in
this thesis. A simplified DVB-T receiver application is used to demonstrate
the compilation and modeling of single-rate modal behavior. An OFDM
transmitter application is used to illustrate multi-rate behavior which can be
described using sequential modules. Multi-rate behavior which is described
using parallel modules is illustrated by a PAL decoder application.

In this chapter we illustrate the modeling and compilation approach described
in this thesis by means of three applications. These three applications, a DVB-T
receiver application, an OFDM transmitter application and a PAL decoder application, are specified in our OIL language. Each application written in the OIL
language can be compiled by our multiprocessor compiler Omphale to an executable containing the resulting task graph. The Omphale compiler also makes
use of the temporal analysis method described in this thesis to verify whether
the applications meet their real-time constraints.
Note that the goal of this chapter is not to evaluate the time it takes to
compile programs using the Omphale compiler, but to evaluate various aspects
introduced in this thesis. One reason for this is that the compiler is sufficiently
fast to compile reasonably sized programs in several seconds.
The remainder of this chapter is outlined as follows. First we present the
internals of our experimental multiprocessor compiler Omphale in Section 7.1
before we present the three applications used to evaluate this compiler. In
Section 7.2 a single-rate DVB-T application is used to illustrate that parallelism
can be extracted and a corresponding model can be derived despite the presence
of modal behavior. This application contains multiple operation modes but does
not have any multi-rate behavior. Next, in Section 7.3 an OFDM transmitter
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application is used to illustrate that simple multi-rate behavior can be included
in a sequential specification. A PAL video decoder application having complex
multi-rate behavior illustrates the use of parallel modules in Section 7.4 and
the derivation of a corresponding CTA model. Finally, Section 7.5 presents a
summary of this case-study chapter.
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7.1

Multiprocessor Compiler

The approach presented in this thesis is implemented in a multiprocessor compiler named Omphale. This compiler is a research vehicle and is used to evaluate
both the parallelization method discussed in Chapter 4 as well as the two analysis
methods discussed in Chapters 5 and 6. The input to the compiler is the OIL
language, as introduced in Chapter 3. An overview of the different compilation
stages implemented in Omphale is given in Figure 7.1.
An OIL program is parsed in the parsing stage. In Omphale the tools
flex [fle14] and Bison [bis14] are used to implement the parser. Using these
tools an Abstract Syntax Tree (AST) is created where each language element
in the OIL program corresponds with one node in the AST. Using this AST
the array elements are determined that are accessed by the different statements.
Currently this is done by printing the OIL program as a C program and executing
it once. If the accessed array element is unknown at compile-time a special flag
(equivalent to ⊥ in Chapter 4) is set. The derived accesses are used both for the
SA transformation as well as for the insertion of synchronization.
On the input AST the SA transformation and loop transformation are applied.
These transformations result in a new AST in which the array accesses are
preserved, but the corresponding variables can have different names or the
corresponding nodes have a different location in the AST. In the resulting AST
the module calls are expanded (instantiated) to contain a copy of the sub-tree
representing the called module. Next, the applications is parallelized and for
every function and assignment statement in the resulting AST a task is created
containing that function or assignment and all control flow upwards in the tree.
The result is a task graph where each task is described again as an AST which
consists of a part of the original AST.
The tasks in a task graph are combined with the WCET of each task to
determine a suitable task-to-processor mapping. The determination of this
mapping is not considered in this thesis. A corresponding SVPDF or CTA model
can be derived using the OIL program, the resulting task graph, and the mapping.
An SVPDF model is derived if only one sequential module is present, otherwise
also an CTA model is derived. These models are used to determine sufficient
capacities for the buffers in the task graph such that the throughput and latency
constraints can be met.
Now all information required to print the resulting parallel program is gathered and code can be generated for the target platform. Code can be generated
for thread based platforms, such as Linux where threads are used to create a

OIL Program

WCETs
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Figure 7.1: Overview of the multiprocessor compiler Omphale
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mod_par main () {
source symb s = dfe () @ 156 kHz ;

}

decoder ( s )
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mod_seq decoder ( symb Symbol ) {
loop {
channel = selectChannel (474 MHz ) ;
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loop {
a = readInput ( Symbol , channel ) ;
acquisition (a , out window ) ;
} while (! isValid ( window ) ) ;



}



loop {
x = readInput ( Symbol , channel ) ;
verifySync (x , out syncd , out window ) ;
fft (x , out y , window ) ;
z = equalization ( y ) ;
demap ( z ) ;
} while ( syncd ) ;
} while (1) ;



Figure 7.2: OIL specification of a simplified DVB-T receiver

parallel execution environment and communication is done by CBs with overlapping windows. For a Linux based machine a simulation output is also available based on SystemC [Acc14, LMSG02]. This simulation environment, called
HAPI [BPvM05, Moo04], can be used to simulate the worst-case production and
consumption moments of tasks.
Another option is to generate code for a multicore system implemented on a
Xilinx Field Programmable Gate Array (FPGA) [Rut14] and using the peripherals
of the ML605 development board [Xil14]. This custom platform contains a TimeDivision Multiplexing (TDM) scheduler for scheduling tasks and also supports
CBs with overlapping windows. A TDM scheduler is a starvation-free scheduler
where each task gets a certain budget within a given time-interval.
Finally, the generated code for each core can be compiled using a single-core
compiler suitable for the chosen target platform. For our output targets different
versions of the gcc compiler [gcc14] are used.

7.2

Single-Rate Modal Application

In this case-study a simplified DVB-T transceiver illustrates the applicability
of the introduced approach for a single-rate modal application. The DVB-T
application is shown as an OIL program in Figure 7.2. In the example the variable
definitions are omitted for clarity. In the DVB-T application there is one parallel
module instantiating one sequential module containing the algorithmic part
of the application. The parallel module also contains a periodic source dfe

133
7.2. Single-Rate Modal Application

which delivers symbols to the decoder module that contains the acquisition and
decoding mode. These two modes are specified by making use of two whileloops. First a channel is selected in the selectChannel function by passing the
frequency of the channel. In this example the frequency is fixed to 474 MHz.
Next, the first symbol is read from the source by the readInput function. The
acquisition function uses correlation to detect a reference symbol in the input
stream. If such a reference symbol is successfully detected, the stream of symbols
is decoded by the functions in the second while-loop. Loss of synchronization
can be detected by the verifySync function in the second while-loop. If this
function detects that synchronization in the stream is lost, the outer while-loop
is repeated.
Parallelization of this application results in a task for every assignment
statement, function and source and also for the while-loop termination condition
in the OIL program. Therefore, 11 tasks are created for this DVB-T transceiver.
The while-loop structure of the application is copied inside the task derived
from the source dfe. This task communicates via two buffers with the tasks
generated for the functions in the sequential module. One buffer (Symbol_1) is
used for the communication with the tasks that correspond to functions in the
first while-loop, the other buffer (Symbol_2) for communication with the tasks
that correspond to the functions in the second while-loop. Because a source is
directly connected to an input stream argument of a module, no separate task
has to be created for this stream and the structure of while-loops can be directly
copied into the task derived from the source. This prevents an additional copy
action from a FIFO buffer to the multiple CBs for the different while-loops.
Figure 7.3 shows the SVPDF model of the DVB-T transceiver. This SVPDF
model can be divided in three parts. In the nested block on the left, parameterized
in p 0 , the tasks created from the functions in the first while-loop are modeled.
The block created from tasks derived from functions in the second inner whileloop is depicted in the nested block on the right, parameterized in p 1 . Between
these blocks is the actor for the selectChannel function. The actors without
a name are actors used to model buffers with multiple tasks reading from that
buffer. Consequently, only a single edge models the buffer capacity. Note that
the variable window is written twice, but due to the renaming step explained in
Section 4.6 two separate variables are automatically created. When the blocks
in isolation are analyzed, only the edges shown in black are included for every
block. This means that the edges modeling the channel variable are not included
when analyzing both blocks in isolation. The actors labeled dfe1 and dfe2 are
derived from the source denoted by the function dfe. The throughput constraint
for both blocks in isolation is 1561kHz = 6.4µs, which corresponds to the period of
the source.
Next to considering the individual blocks, also the complete model must
be analyzed. For this analysis the model is flattened, i.e. the parameters p 0
and p 1 of the nested blocks have a value of one. The throughput constraint is
defined over the complete model. Because there are two inner while-loops, the
throughput constraint is defined as two times the period. This corresponds with
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δ2 δ3

134

δ4

acquis

Chapter 7 | Case-Studies

δ1

readIn
δ 11

readIn

selectC

δ5
verify

cond.
δ9

δ0

δ6
dfe1

fft
δ7
equal
δ8
demap

Figure 7.3: SVPDF graph derived from the DVB-T transceiver

2 · 6.4µs = 12.8µs.
Buffer capacities can now be determined using the two models of the nested
blocks and the flattened SVPDF model. Using the WCETs shown in Table 7.1
results in the buffer capacities as shown on the left in Figure 7.4. Note that the
buffer used to store the result of the condition of the second while-loop needs
to be three locations large to obtain sufficient pipelining. When the execution
time of the fft and demap functions are set to 2688 ns and 1664 ns respectively,
the buffer capacities shown on the right in the figure are obtained. It can be seen
that for the buffer derived for the second while-loop condition, four locations
are now required. Two locations are required for the buffers containing the
values for window_2, which is derived from the window variable in the second
loop. This DVB-T application can be compiled using the Omphale compiler in
1.1 seconds, excluding the time it takes to compile the output of Omphale using
gcc.
When the application is executed using the WCETs from Table 7.1 and the
corresponding computed buffer capacities and using the HAPI simulation output
of Omphale, the as-soon-as-possible (ASAP) schedule as shown in Figure 7.5
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Figure 7.4: Buffer capacities as determined by the analysis tool. The blue bars
denote the capacities resulting from the WCETs in Table 7.1. The red bars are a
result of the increased WCETs

is obtained. The tasks are executed as soon as they are enabled because in this
example we assume that none of the tasks share a processor. The bars in the
schedule containing the text “XXX” represent the time before a task fires for
the first time. The numbers inside the bars represent the q-th execution of that
task except for the source task dfe where the numbers represent the ψ (i)-th loop
executed by dfe.
The schedule shows that the execution of both inner while-loops overlaps.
When the seventh execution of the dfe task starts, also the tasks that corresponds
with functions in the first inner while-loop start executing again while the
tasks corresponding with functions in the second inner while-loop are not yet
finished. In this example, the tasks derived from the functions equalization
and demap need to finish their execution before all tasks in the loop are finished.
Furthermore, this schedule shows that the source must start some time after
the task derived from the selectChannel function starts. This is required
because the WCET of selectChannel is larger than the period of the source
and the value produced by this function is required by a function in the inner
while-loop. During future iterations of outer while-loop this long execution
time can be hidden by means of pipelining over loop iterations.

7.2. Single-Rate Modal Application

Table 7.1: WCETs (in ns) of the tasks of the DVB-T application

Time

dfe
selectChannel
readInput
acquisition
isValid
readInput2
verifySync
fft
equalization
demap
syncd

0
XXX
0
XXX
XXX
XXX
XXX
XXX
XXX
XXX
XXX
XXX
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1

Figure 7.5: Fragment of the ASAP schedule for the DVB-T transceiver from Figure 7.2
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mod_par o f d m _ t r a n s m i t te r () {
sink sample SRC @ 7.68 MHz ;
source symbol IN @ 3 MHz ;

}



ofdm_coder ( IN , out SRC )
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mod_seq ofdm_coder ( symbol input , out sample src ) {
loop {
forloop (0 <= j < 125) {
forloop (0 <= i < 2) {
mod [ j *2 + i ] = qam4 ( input ) ;
}
}
SA ( inter ) {
forloop (0 <= i < 250) {
inter [ interleave ( i ) ] = mod [ i ];

}

}

if ( i < 50) {
inter [ interleave (250 + i ) ] = ref_symb [ i ];
}

forloop (0 <= i < 512) {
if ( i < 150) {
real [ i ] = inter [ i ];
imag [ i ] = inter [ i +150];
}
else {
real [ i ] = 0;
imag [ i ] = 0;
}
}
ifft_cp ( real , imag , out tr , out ti ) ;



}

7.3

forloop (0 <= i < 640) {
merge ( tr [ i ] , ti [ i ] , out src ) ;
}
} while (1) ;

Figure 7.6: Simplified OFDM transmitter



Sequential Multi-Rate Modal Application

This case-study illustrates the compilation and derivation of an SVPDF model
from a multi-rate application described as a sequential module. The application
considered is a simplified OFDM transmitter taken from [A+ 12]. The control
flow of this application is shown in Figure 7.6. In the first nested forloop the
input bytes are delivered to the transmitter in 125 groups of two values. This
input is QAM4 modulated and stored in the mod array. Next, this modulated
data is interleaved and supplemented with 50 reference carriers. The interleaved
data is then split into two parts and padded with zeros resulting in 512 carriers
per symbol. An Inverse Fast Fourier Transform (IFFT) operation translates this

< 300 × 1, 149 × 0 >

vmod

< 299 × 0, 150 × 1 >

< 250, 299 × 0 >

< 299 × 0, 150 × 1 >

< 50, 299 × 0 >

vreal

< 300 × 1 >

vmp
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Figure 7.7: Fragment of the SVPDF model derived from the program in Figure 7.6,
showing binter and connected tasks

data into the time domain and a cycle prefix is added giving 640 samples per
symbol. Finally, the real and imaginary part are combined into one sample and
sent to an upsampling unit implemented in hardware. Because this upsampling
is done in hardware, it is described as a sink. The upsampled data is sent to
a digital-analog (DA) converter and therefore not shown in the application
specification.
During parallelization, a task is created for every assignment and function
statement and the sink. For every variable a buffer is created. Therefore, the task
graph consists of 11 tasks and eight buffers. After generating the task graph, a
corresponding SVPDF model is derived. A fragment of the model illustrating
the model derivation is shown in Figure 7.7. The actors vmod and vre f , model
the interleaving of the QAM4 modulated data with the reference symbols. The
index in the inter array, which is a result of the function interleave, is
unknown at compile-time. This filling of the inter array is potentially out-oforder. Therefore, the complete array is acquired in advance, which is modeled
by requiring 300 tokens for both actors. Locations are written one-by-one, thus
respectively 150 and 50 tokens are produced to both consumers. Which array
element corresponds with these tokens is defined by the interleave function
and is abstracted away during analysis. The SA-statement in Figure 7.6 around
the two producers on the inter variable allows these producers to be executed
in parallel. Therefore, no sequence constraint needs to be added between vmod
and vre f .
Array elements are consumed consecutively by the two readers of the inter
variable. However, because of the unknown order of the producers, in the worstcase the last element written is the first one read. Therefore, both consumers
require this last value to be available during the first iteration of the forloop.
Furthermore, because it is unknown which producer writes the required element,
all values from both producers are required.
Using the generated SVPDF model, sufficient buffer capacities can be derived such that pipeline parallelism can be exploited to meet the throughput
constraint. This throughput constraint is imposed on the application by the sink,
which requires 1280 elements every 20 ns. After applying the step described in
Section 5.8, the CSDF analysis method from [WBS07] can be used to efficiently

Buffer
Capacity

b S RC bre f _symb bmod binter breal bimaд btr
bti
1595
52
250
598 1276 1276 1594 1594

Table 7.2: Buffer capacities for the application from Figure 7.6

7.4

Parallel Multi-Rate Application

In this section we describe a PAL video decoder as an OIL program with modules
that express the inherent multi-rate behavior of the application. Furthermore,
we describe the derivation of the corresponding CTA model. The PAL decoder is
implemented on a multi-core system, which is described in [DWBS13].
Figure 7.9 shows the for this section relevant description of such a PAL
decoder as a hierarchical OIL program. In a PAL decoder the broadcasted Radio
Frequency (RF) signal is received by an analog RF front-end, where it is sampled
periodically at a rate of 6.4 MS/s such that both the video and audio bands are
received. This signal is split by the Splitter module into video and audio bands.
The audio signal is first mixed to zero (module Mix_A) and then the video signal
is removed by a low-pass filter. Simultaneously, this signal is downsampled
with a factor 25 to preserve only the audio band (module SRC_A). From the
video signal the audio signal is removed by a low-pass filter (module LPF_A) and
resampled with a factor 10
16 (module SRC_V). This factor is required by the Video
module which processes samples at a rate of 4 MS/s. This module is a black-box
module because the internals are not described. Also the Audio module is a
black-box module and downsamples the audio signal again by a factor 8 such
that samples can be sent to a sink of 32 kHz. The audio module internally has
statements to describe control behavior, for example to mute the audio output in
case of a bad reception. Because video images and audio signal must be in sync,
the latency difference between both sinks is defined as zero.
Figure 7.10 shows the CTA model corresponding with the PAL application.
As shown in the OIL program, the w Splitter component contains the two parallel
rate conversion modules. All components modeling functions are constructed
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derive sufficient buffer capacities. These are shown in Table 7.2.
Using the computed buffer capacities, the parallelized application can be
executed on a multi-core system. Figure 7.8 shows a fragment of a trace of the
ASAP schedule of such an execution. This trace was again captured using the
HAPI simulation model generated by Omphale on a simulated system where
the number of cores was equal to the number of tasks. Note that for some
tasks, for example the task_qam task, the execution time is so small that the
individual executions in the visualization can no longer be distinguished. The
schedule shows that distinct iterations of the infinite while-loop can overlap
during parallel execution. For example the first block of data processed by the
task_merge task overlaps with the processing of the second block of data by
the task_real task.

Time 0

task_genrefsymbs
task_qam
task_inter
task_inter2
task_real
task_imag
task_zero
task_zero2
task_ifftcp
task_merge
task_src
xxxx

xxxx
xxxx
FFFF
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100 us
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300 us

Figure 7.8: Fragment of an execution trace of the application from Figure 7.6
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mod_seq SRC_A ( sample si , out sample so ) {
loop {
LPF ( si :25 , out so ) ;
} while (1) ;
}



mod_seq SRC_V ( sample si , out sample so ) {
loop {
resamp ( si :16 , out so :10) ;
} while (1) ;
}

7.5. Summary
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mod_par Splitter ( sample rf , out sample v , out sample a ) {
fifo sample mas , mvs ;

}

Mix_A ( rf , out mas ) k SRC_A ( mas , out a ) k
LPF_V ( rf , out mvs ) k SRC_V ( mvs , out v )

mod_par {
fifo sample vid , aud ;
source sample rf = receiveRF () @ 6.4 MHz ;
sink sample screen = display () @ 4 MHz ;
sink sample speakers = sound () @ 32 kHz ;
start screen 0 ms after speakers ;



}

Splitter ( rf , out vid , out aud ) k
Video ( vid , out screen ) k
Audio ( aud , out speakers )

Figure 7.9: PAL decoder fragment



as discussed in Section 6.2 and internal connections are omitted for clarity.
Components modeling while-loops, as well as components modeling module
streams are hidden. Hiding is a feature of the CTA model where internal ports
are removed and only the constraints are preserved.
The latency constraint between both sinks is modeled as a cycle with zero
delay. The required rate conversion is left implicit in this figure.

7.5

Summary

In this chapter the results of applying the Omphale multiprocessor compiler
on three real-world stream processing applications has been discussed. All
three applications have real-time constraints. The used multiprocessor compiler
is a research vehicle and is used to demonstrate and evaluate the techniques
described in this thesis. An input program described in the OIL language is parsed
into an AST. The SA and loop transformations are applied on this AST before
the parallelization method is applied. After parallelization the corresponding
temporal analysis model is generated. This can be either an SVPDF model or a
CTA model depending on whether parallel modules are used. Finally, code is
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Figure 7.10: Fragment of the CTA model of the PAL decoder
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generated which can be compiled by a traditional single-core compiler resulting
in an executable for each core.
The first application used in this chapter demonstrates modal behavior without rate conversions. The used application is a simplified DVB-T receiver. Parallelization of this application is used to ensure that the frequency of the source can
be met by the application, thus samples can be processed at 156 kHz. Simulating
the parallelized DVB-T receiver demonstrates that the derived buffer capacities
enable a pipelined execute over multiple while-loops. The schedule also shows
that the source must start at a time greater then zero to ensure sufficient space is
always available at the connected buffer.
A simplified OFDM transmitter illustrates the presented approach on a modal
multi-rate application. Also the SA and loop transformations are applied to
this application, after which it is parallelized. It is shown that an SVPDF model
can be generated despite the access pattern being dependent on the result of a
function of which the internals are not considered by the compiler. Using this
model sufficient buffer capacities are determined to meet the rate of the sink at
7.68 MHz.
A PAL video decoder described as an OIL program illustrates multi-rate
behavior using parallel modules. The rate conversions present in the PAL application cannot be conveniently expressed in a sequential program, but as shown
they can be conveniently expressed using a parallel program. From this parallel
program a CTA temporal analysis model is extracted. In this model the rate
conversions are included as well as the latency constraint between the audio and
video sink.

Chapter
Conclusion
This thesis presented a specification and compilation approach for the programming of real-time stream processing applications. This compilation flow targets
embedded multiprocessor systems.
Stream processing applications are characterized by an endless processing
of data streams and can be found in many embedded systems, including SDR
applications. Modern stream processing applications typically contain multiple operation modes and process data at different rates. They often also have
real-time requirements in the form of throughput and latency requirements.
Furthermore, embedded systems usually have smaller memories available than
general purpose systems.
In this thesis we identified a number of shortcomings of related approaches.
We discussed that there is a trade-off between the expressivity of a programming
language and its analyzability. Traditional languages are often Turing-complete
in terms of expressivity. However, this prevents analysis tools to always decide
whether temporal or spatial constraints are met. Approaches targeted more
towards real-time applications often severely restrict the expressivity. This makes
analysis possible, but the behavior of many applications cannot be described in
sufficient detail using these restricted methods.
Real-time stream processing applications are nowadays often manually modeled in a temporal analysis model using a given implementation of the application.
However, it cannot be guaranteed there that the model correctly represents the
implementation. Another approach is that the application is modeled by a
programmer and from the model a corresponding implementation is derived
automatically. However, it can be cumbersome to rewrite an application such
that it fits into an analyzable model.
In this thesis we presented a specification and compilation approach which
addresses the above mentioned shortcomings. In our approach an application is
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specified as a mixed sequential and parallel program from which a corresponding
implementation and a temporal analysis model are derived. In the sequential
specification modes can be specified whereas in the parallel specification multirate behavior can be conveniently specified. The sequential specification can be
parallelized and, given sufficiently large buffers, a deadlock-free execution can
be guaranteed. Analysis tools can easily determine if the parallel composition
of these parallelized sequential specifications is also deadlock-free. In our input
language OIL such sequential specifications can be described as so called sequential modules and our multiprocessor compiler Omphale extracts parallelism from
these modules. A corresponding SVPDF temporal analysis model can be derived
from a sequential module. This model can be used for example to determine
sufficient buffer capacities for a given throughput. An abstraction of an SVPDF
model can be made in the form of a CTA temporal analysis model. In this model
also parallel modules can be described, as well as latency constraints and periodic
sources and sinks, which provide communication with the environment.
The outline of the remainder of this chapter is as follows. In Section 8.1
we present a summary of this thesis. The contributions made by this thesis are
summarized in Section 8.2. In Section 8.3 we discuss future work.

8.1

Summary

In Chapter 1 we concluded that existing approaches for the specification of
real-time stream processing applications are not sufficient for modern modal
multi-rate real-time stream processing applications. The specification language
of existing approaches is often not sufficiently expressive to express modal multirate behavior. In contrast other approaches often use a temporal analysis model
which is not sufficiently analyzable, if such a model even exists. Furthermore, the
implementation typically does not result in pipelining, which hinders an efficient
parallel execution. The lack of an approach having a specification language
which allows for real-time modal multi-rate behavior to be described and in
which a temporal analysis model is derived which allows for properties such as
throughput to be analyzed hinders the design of modern real-time systems.
In Chapter 2 we have discussed approaches related to the programming and
analysis of real-time multi-core systems by means of several desired properties.
We concluded that if a programming language is too expressive, it cannot be
guaranteed that it can be executed in bounded memory. Furthermore, deriving
a temporal analysis model that can be used to give throughput guarantees
is not possible for such general languages. Several temporal analysis models
exist each with a different level of analyzability and expressivity. Models in
which arbitrary conditional behavior can be described are are not analyzable in
general, but models with no conditions do not allow for applications that contain
conditions and modes to be modeled. We also concluded that the interfaces
of a programming language is not always compositional because for example
causality verification has to be done on the entire application. A compositional
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interface enables component based design and thus simplifies the development of
large complex systems. Furthermore, many programming languages for parallel
systems suffer from the fact that deadlock can be specified without tools being
always able to detect deadlock if it can occur, and do not report a potential
deadlock if it cannot occur. Moreover, the specification of time-dependent
functional behavior introduces non-determinism in the language which can lead
to unpredictable results.
The OIL programming language introduced in Chapter 3 is a mixed parallel/sequential specification. Some restrictions are placed upon the language
such that for example deadlock-freedom can always be determined without false
positives or false negatives. The language is defined such that a corresponding temporal analysis model can always be derived. Parallel modules can be
used to specify multi-rate behavior whereas sequential modules can be used
to specify control. Furthermore, time-aware statements are introduced to specify functional behavior which is dependent on the temporal behavior, without
introducing non-determinism.
Chapter 4 describes the compilation of an OIL program to a parallel implementation. Compilation consists of several steps: SA transformation, loop
transformation, module instantiation, parallelization, and single-core compilation. The SA transformation transforms an OIL program to a program in SA
form such that the maximum available parallelism can be extracted. The loop
transformation decouples synchronization between loops and thus minimizes
the synchronization overhead. Module instantiation means that every module
call is expanded. Parallelization consists of determining dependencies, extracting
tasks and inserting synchronization as defined in task templates. Finally, it is
shown that deadlock is not introduced by the compilation flow, though deadlock
may already be present in the parallel input specification.
The derivation of a corresponding temporal analysis model for sequential
modules is discussed in Chapter 5. We introduced the SVPDF temporal analysis
model in which the synchronization statements of tasks are modeled. The SVPDF
model adds structured dynamic behavior in the form of parameterized blocks.
It has been shown that worst-case temporal analysis methods can be applied
recursively on each block where each parameter of nested blocks has a value
of one. An important modeling technique that is applied is that multiple actors
are added for a stream argument of a module, each of these actors models the
distribution of values of a stream argument to a loop. The combination of these
actors thus models the entire task that performs this distribution of values.
The temporal behavior of parallel modules can be modeled in a CTA model, as
is shown in Chapter 6. Next to that an abstraction can be made from a sequential
module to a CTA component. This abstraction includes the parameterized blocks
of the SVPDF model. It is shown that the latency introduced by modules can be
parameterized in the rate of the input and output stream arguments of a module,
which enables composition. Furthermore, latency constraints between sources
and sinks can be modeled in a CTA model.
A number of interesting aspects of our multiprocessor compiler are demon-

148
Chapter 8 | Conclusion

strated using a number of applications in Chapter 7. A DVB-T receiver application is used to demonstrate the parallelization and analysis method for multiple
operation modes. The generated schedule shows that a pipelined execution over
mode switches is possible using the buffer capacities as determined by analysis on
the generated SVPDF analysis model. A simplified OFDM transmitter application
is used to demonstrate multi-rate behavior using sequential modules whereas
a PAL decoder application is used to demonstrate multi-rate behavior using
parallel modules. This PAL decoder application is also used to demonstrate the
derivation of a corresponding CTA model, including latency constraints between
a source and sink.

8.2

Contributions

In this thesis a number of contributions have been described. These are summarized in this section.
1. We have introduced the programming language OIL which allows for the
specification of real-time stream processing applications containing modes
and multi-rate behavior. A number of aspect of the OIL language are taken
from the language introduced by Bijlsma [Bij11].
OIL contains a notion of parallel and sequential modules. Parallel modules
allow for a convenient specification of multi-rate behavior. Communication between parallel modules is done unconditionally such that the
specification of modal behavior is not possible at this level and analysis for
deadlock is decidable. In the sequential modules modal behavior may be
specified because by definition sequential programs are deadlock-free.
Furthermore, compared to state-of-the-art, OIL programs no longer have
to be in SA form because a compiler transformation is introduced which
can always transform an OIL program to a functionally equivalent program
in SA form.
Also we introduced a language construct which allows for the specification
of behavior which is dependent on the amount of elapsed time. A differentiating feature of this way of specifying and implementing time-aware
behavior is that no functionally non-deterministic behavior is introduced
in the application. We also showed that these language constructs enable a
number of new optimization opportunities.
2. We have also shown that the synchronization overhead for while-loops
can be drastically reduced compared to state-of-the-art approaches at the
cost of additional memory copy operations. The overhead is reduced by the
decoupling of the synchronization between tasks derived from statements
located outside and inside a while-loop. This intuitively corresponds with
the fact that a value produced before a while-loop can be read multiple
times inside that loop, but this value needs to be communicated only once.

A variable written inside a while can be overwritten multiple times but
only the last written value can be read after this loop.

In the SVPDF model we have introduced modeling constructs in the form
of port actors and we used multiple actors to represent a stream argument
of a module.
Furthermore, we introduced hierarchical levels in the SVPDF model and we
showed that these levels always induce a certain graph topology because
they are derived from loop constructs in an OIL program. Therefore, we
called this model the structured VPDF model. This structure enabled us
to prove that temporal analysis techniques can be applied recursively at
each hierarchical level given the assumption that each nested while-loop
executes only once. As a result CSDF analysis techniques can be applied.
An abstraction from a structured VPDF model to a CTA model combined
with the modeling of parallel modules as CTA components enables incremental design of parallel OIL modules.
4. We also extended the experimental Omphale multiprocessor compiler
such that it can parallelize OIL programs having modules and time-aware
statements and generate internally a corresponding temporal analysis
model. We showed that this model can be used to compute sufficient
buffer capacities such that the throughput and latency constraints of the
application are satisfied.
We showed that Omphale can generate code for an embedded multiprocessor system, and code for parallel execution on a general purpose system.
This compiler can also be used to generate a HAPI SystemC model which
can execute self-timed. This self-timed execution will generate a trace
which shows the worst-case data production moments of the tasks.
We demonstrated the capacities of this compiler using three stream processing applications. One application demonstrated the handling of modal
behavior, the other two the handling of multi-rate behavior using the
SVPDF and CTA models respectively.

8.3

Future Work

Related to the automatic parallelization and corresponding analysis of real-time
stream processing applications are a number of interesting options for future
work. These options are discussed in this section.
• An interesting point for future work is to study whether and which automatic program transformations can be applied for the optimization of
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3. We have shown that from every OIL program a corresponding temporal
analysis model can be derived. Two temporal analysis models are derived,
namely the SVPDF and the CTA model.
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real-time stream processing applications executing on MPSoCs. The analysis models introduced in Chapters 5 and 6 can be used to see what the
effect is of a program transformation on the throughput and latency of
the application. An example transformation is the technique introduced
in [DBM+ 11] where splitting a loop in multiple parts can result in a better
utilization of the memory bandwidth. An automatically derived temporal
analysis model can reveal which transformations should be applied to
improve the worst-case temporal behavior such that temporal constraints
are met.
• Another optimization can be the use of different buffers. At the moment
only CB-Os are considered because they provide the required flexibility
for a deadlock-free execution. However, in some cases this flexibility is
not needed for a buffer and CB-S’s or FIFOs can also be used. Sometimes
an even more general buffer such as the RIRO buffer [GHB14a] can be
more efficient. An extension to the analysis approach would be required to
automatically select the buffer type which results in the minimal synchronization overhead while still providing the required flexibility.
• Data-parallelism is an orthogonal approach for increasing the throughput of an application compared to pipeline parallelism, as explained in
Section 1.3. Hausmans [HGWB14a] has shown that a trade-off between
pipeline and data-parallelism can be made using a single SDF model. An
interesting extension would be to see if this method can be extended to
support SVPDF models. Also, it would be possible for many applications
to reach a higher throughput with our compiler if this method would be
included.
• The OIL language can be extended with features which allow for more parallelism to be extracted in special cases. For example in search algorithms
the order of processing the elements in a search list is not relevant for the
result [BJAAS09]. A language addition that makes this freedom explicit
can be introduced to increase the available parallelism and thus also the
throughput.
• As indicated in Section 3.5, the current implementation of time-aware
statements breaks the concept of compositional modules. This is because
the frequency of sources and sinks must be known in order to verify
whether a time-aware statement can be implemented and is thus a valid
statement. The interface of modules in terms of streams does not carry
this frequency information. An interesting point for future work is to see
whether this module interface can be extended to carry this information or
to see whether an alternative implementation can be devised which does
not have this requirement without sacrificing the deterministic properties
of our time-aware statements.

• This thesis is concerned with the automatic parallelization and temporal
analysis of multi-rate real-time stream processing applications. However,
the mapping of such a parallelized application to a set of processing cores is
not considered. The use of a ring based NoC [DWBS13] allows for distinct
segments of the ring to be used simultaneously. This makes mapping more
difficult because mapping communicating tasks close to each other on the
ring is often beneficial in terms of throughput and latency.
• Another interesting aspect is to extend the multiprocessor compiler with
functional verification techniques. The main functionality of an OIL
program is specified by sequential modules. Because the parallelization
method preserves this functional behavior, a functional verification tool
only needs to consider the sequential modules and their parallel composition. Existing functional verification techniques can probably be adapted
for application to OIL programs.
• In this thesis we focused on the compilation of real-time stream processing
applications. It would be interesting to study whether the OIL language and
analysis approach is also suitable for other domains than stream processing
applications. Related domains can be image processing applications where
data usually consists of two dimensional images, or more control oriented
domains where latency constraints are more demanding than throughput
constraints.

151
8.3. Future Work

• In Section 6.2.2 we presented a method to make an abstraction of an
SVPDF actor having multiple phases to a CTA component. We presented
a derivation of the linear bounds using a schedule with an amount of time
between firings that is dependent on the current transfer rate. However, we
did not present an efficient method to calculate the offset of these bounds
with respect to the x-axis. We expect that an efficient algorithm exists
to find this offset because of the bounded number of phases of an actor
and because the vertical distance between the bound and a consumed or
produced token is monotonically decreasing.
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1 – Voor het programmeren van modal multi-rate realtime embedded systemen is de inzet van multiprocessor compilers wenselijk.
(Hoofdstuk 1)
2 – De meeste programmeertalen zijn ongeschikt voor het programmeren van
realtime multiprocessor systemen.
(Hoofdstuk 3)
3 – Automatisch een parallelle implementatie en een bijbehorend analyse model genereren is nodig voor het programmeren van realtime multiprocessor
systemen.
(Dit proefschrift)
4 – Herdefiniëren van een programmeertaal is beter dan het toevoegen van
pragma’s.
5 – Wat je niet kan specificeren in een programmeertaal is vaak net zo belangrijk als wat je wel kan specificeren.
6 – Een specifiek probleem vraagt om een specifieke aanpak.
7 – Het afdwingen van structuur vereenvoudigt het oplossen van een complex
probleem.
8 – Gelukkig is de kwaliteit van wetenschappelijk werk vaak pas na langere
tijd zichtbaar.
9 – Geen stelling opnemen is beter dan een inspiratieloze stelling opnemen.
10 – Goede muziek roept het juiste gevoel op.
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1 – The use of multiprocessor compilers is desirable for the programming of
modal multi-rate real-time embedded systems.
(Chapter 1)
2 – Most programming languages are unsuitable for the programming of realtime multiprocessor systems.
(Chapter 3)
3 – Automatically generating a parallel implementation and a corresponding
analysis model is needed for the programming of real-time multiprocessor
systems.
(This thesis)
4 – Redefining a programming language is better than adding pragmas.
5 – When defining a programming language it is often as important to exclude
non-sense as it is to include sense.
6 – A specific problem asks for a specific approach.
7 – Enforcing structure simplifies solving complex problems.
8 – Fortunately, the quality of scientific work is often only visible after a longer
period of time.
9 – Not including a proposition is better than including an uninspired proposition.
10 – Good music evokes the right feeling.

