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Preface
It is not customary for me to receive phone calls in a supermarket, but in 2009,
I received a call telling me that I got the job as a PhD researcher. Looking back,
I still wonder how I managed to keep all groceries in the basket as I literally
jumped up in all excitement.
The project I was going to work on focused on distributed search and in particular on including deep web data in the search process. The project was full of
challenges and I am grateful for the opportunity for doing this research. I have
long been fascinated by the quickness and effectiveness with which all sorts of information can be retrieved from a digital data store. This fascination is perhaps
due to the many success stories of information retrieval, from relational databases
empowering corporate companies around the world, to inverted-indices driving
millions of our daily information needs on the web. Yet web search, which can be
regarded as the biggest success story, is far from a finished product. This thesis
shows some of the shortcomings of current web search, but more importantly, it
shows promising directions for dealing with these shortcomings.
The web is full of (not-so-)stylish websites, (ir)relevant information, and (very)
complex web forms, and, unless someone comes along and tells us otherwise, we
simply take the hassle of using those complex web forms for granted. That people
crave for easier ways of searching through complex web forms became evident after launching the “Treinplanner”, which received a lot of media attention through
Twitter, Facebook, local radio and even national television. I guess that this is
one of the things which makes doing research so worthwhile, the understanding
that it can make the life of people easier.
I hope those who read this thesis will get a better understanding of the issues of
and opportunities for improving deep web search.

ix

x

PREFACE

Acknowledgements
Finishing a PhD thesis is not something that you achieve on your own. That’s
why I want to grasp this opportunity to thank everyone who supported me during these past four years and I would like to mention some of them in particular.
First off all, my thanks go to my daily supervisors, Djoerd Hiemstra and Dolf
Trieschnigg. This thesis would not have been written without the valuable input
of you both, which definitely raised this end-product to a higher level. Djoerd,
thank you for your trust in me when you offered me this PhD position. It was a
very valuable experience. Your knowledge of, practical approach to, and dedication to research in information retrieval certainly stimulate many researchers and
I am grateful that I was in the position to learn from that. Dolf, your interest
and enthusiasm worked very inspiring and you continuously stimulated me to get
to the bottom of things. You always had (or otherwise made) time for a good
critical discussion, and yes, we had many of these over the years. They were
without a doubt very helpful. I admire your vigorousness and the way you can
look at things from different perspectives.
Next, I would like to thank my promotors and committee members. Peter, thank
you for steering the work in the right direction and in particular for firing up the
engine. Franciska, thank you for your valuable feedback on my thesis and for
helping me with the finishing touch. I feel honored that Weiyi Meng, Gert-Jan
van Noord, Theo Huibers, and Vanessa Evers all agreed to take place in my dissertation committee. Thank you very much.
Also, I would like to thank all those who participated in my user-studies. Without their help I would not have been able to collect so much data. Special thanks
to Han Mooiman for his valuable support in bringing about the Treinplanner
demo. I really appreciate the willingness of people to make a contribution to
scientific studies.
Speaking of support, this research would not have been possible without the
funding of the Nederlandse Organisatie voor Wetenschappelijk Onderzoek (NWO).
Next, a word of thanks to all my colleagues from the database group: without
you those four years would not have been so nice. You created a good working
environment and a friendly atmosphere with room for serious conversations as
well as for fun. I really enjoyed the lunches we had together, the Friday afterxi

xii

ACKNOWLEDGEMENTS

noon jokes, and the occasional times we played a game of Atlantis. Especially
how we warned all newcomers to watch out for the “oops” moments and then
everyone asked “what are those exactly?” and then... “oops”. I have also seen
several roommates come and go during those past four years, but I appreciated
the company of each of you. Between all the hard work we had some nice conversations and discussions. Of course, there were also the nice conferences, and I
have seen plenty of empirical evidence at these scientific gatherings that science,
creativity, and beer can go well together. A special thanks should go to Ida, and
to Suse, who did make life easier. You always stood by to assist with the flight
and hotel reservations (even for my girlfriend when she was traveling with me).
I appreciate your support throughout the years.
Then last, but certainly not least, I would like to thank my family, family-in-law,
and friends for the interest they showed in my work and the support they offered
me. There are some people who I would like to mention in particular. Mom and
dad, thanks for your relentless support and love. You always stood beside me.
Though my dad is no longer with us, I know he would have been proud. Thank
you for always believing in me and for giving me the opportunity to study in the
Netherlands. I would also like to express my gratitude to Kam-Fong and Arnout,
for the nice weekends filled with relaxation and eating, and to Wolter, for simply
being a very inspiring person. I am also grateful for the love and support from
my father- and mother-in-law, Charles and Reini. Thank you, for your constant
interest in my work, the fruitful discussions, and for being there for me.
Now, I would like to thank the one dearest to me. Honestly, I can’t imagine what
it would have been like without the unconditional love and full support of my
girlfriend. Liseth, I cannot thank you enough.
Enschede, November 2013

Contents
Preface

ix

Acknowledgements

xi

1 Introduction
1.1 The web search landscape . . . . . . . . . . .
1.1.1 Problems with crawling and indexing .
1.1.2 Query types: keyword, structured, and
1.2 A distributed deep web search approach . . .
1.3 Research questions . . . . . . . . . . . . . . .
1.4 Thesis overview . . . . . . . . . . . . . . . . .

. . . . . .
. . . . . .
free-text
. . . . . .
. . . . . .
. . . . . .

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

1
1
2
4
5
6
7

2 Deep web search paradigms
2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . .
2.1.1 Deep web interfaces: a problem for crawlers .
2.1.2 Understanding the deep web interface . . . .
2.1.3 Web scraping: understanding the results page
2.1.4 Machine readable results . . . . . . . . . . . .
2.2 Surfacing versus virtual integration . . . . . . . . . .
2.2.1 Surfacing . . . . . . . . . . . . . . . . . . . .
2.2.2 Virtual integration . . . . . . . . . . . . . . .
2.2.3 Summary . . . . . . . . . . . . . . . . . . . .
2.3 Seven aspects of deep web search systems . . . . . .
2.4 A classification of deep web search systems . . . . .
2.5 Virtual surfacing: the third paradigm . . . . . . . .
2.5.1 Scientific motivation . . . . . . . . . . . . . .
2.5.2 Two federated search architectures . . . . . .
2.6 Summary . . . . . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

9
9
10
12
13
14
14
14
15
16
17
20
22
23
24
26

3 Rule-based query translation
3.1 Introduction . . . . . . . . . . .
3.2 The FTI framework . . . . . .
3.2.1 Query interpretation . .
3.2.2 Generating suggestions .

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

27
27
29
29
32

.
.
.
.

xiii

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

xiv

CONTENTS
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

32
32
33
33
33
34
34
36
36
37
37
37
38
38
39
40
40
40
40
41
43

4 Free-text query log analysis
4.1 Introduction . . . . . . . . . . . . . . . . . . .
4.2 Data acquisition . . . . . . . . . . . . . . . .
4.3 Free-text query log analysis and results . . .
4.3.1 Cleaning and grouping the data . . . .
4.3.2 Manual sample analysis . . . . . . . .
4.3.3 Session analysis . . . . . . . . . . . . .
4.3.4 Template extraction . . . . . . . . . .
4.3.5 Query suggestion usage . . . . . . . .
4.3.6 Usability study – quantitative analysis
4.3.7 User opinions – qualitative analysis . .
4.4 Comparison with other web search logs . . . .
4.5 Discussion . . . . . . . . . . . . . . . . . . . .
4.6 Conclusion . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

45
45
47
49
49
51
53
56
57
57
59
59
60
61

5 Probabilistic query translation
5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . .
5.2 Goal and problem decomposition . . . . . . . . . . . . .
5.2.1 An action model for formulating free-text queries
5.2.2 Tokenization methods . . . . . . . . . . . . . . .
5.2.3 Ranking with the Hidden Markov Model . . . . .
5.3 Token models and smoothing . . . . . . . . . . . . . . .
5.3.1 Token models for discriminating OOV tokens . .
5.3.2 Smoothing by using linear interpolation . . . . .

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

63
63
65
66
66
67
69
69
70

3.3

3.4

3.5

3.6

3.7
3.8

3.2.3 Generating result snippets . .
Configuring the framework . . . . .
3.3.1 Lexicon . . . . . . . . . . . .
3.3.2 Constraints . . . . . . . . . .
3.3.3 Patterns . . . . . . . . . . . .
3.3.4 Result generation rules . . . .
3.3.5 An example configuration . .
Laboratory experiment . . . . . . . .
3.4.1 Experimental procedure . . .
3.4.2 Analysis . . . . . . . . . . . .
Results . . . . . . . . . . . . . . . . .
3.5.1 Opinions about the FTI . . .
3.5.2 Speed and success rate . . . .
3.5.3 Pros and cons . . . . . . . . .
3.5.4 Formulation consistency . . .
Discussion . . . . . . . . . . . . . . .
3.6.1 Methodology and results . . .
3.6.2 Specialized features . . . . .
3.6.3 Practicality of the framework
Related work . . . . . . . . . . . . .
Conclusion . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

CONTENTS
5.4

xv
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

70
70
71
71
72
72
72
72
74
74

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

77
77
78
78
79
80
80
80
81
82
82
83
83
84
84
84
85
86
86
87
87
90
92
93
94
95

7 Conclusion
7.1 Research questions revisited . . . . . . . . . . . . . . . . . . . . .
7.1.1 Translating free-text queries to structured queries . . . .
7.1.2 When end-users interact with the free-text search system
7.2 Future directions . . . . . . . . . . . . . . . . . . . . . . . . . . .

.
.
.
.

97
97
98
100
102

5.5

5.6

Experiment . . . . . . . . . . . . . . . . . . . . . .
5.4.1 Training data for building the HMM . . . .
5.4.2 Validation and test data . . . . . . . . . . .
5.4.3 Method – systems without station names .
5.4.4 Upper bound – systems with station names
Results and discussion . . . . . . . . . . . . . . . .
5.5.1 Validation results . . . . . . . . . . . . . . .
5.5.2 Test results . . . . . . . . . . . . . . . . . .
5.5.3 Discussion . . . . . . . . . . . . . . . . . . .
Conclusion . . . . . . . . . . . . . . . . . . . . . .

6 A stack decoder for structured search
6.1 Introduction . . . . . . . . . . . . . . . . . . . . .
6.2 Related work . . . . . . . . . . . . . . . . . . . .
6.2.1 Query segmentation for web IR . . . . . .
6.2.2 Query segmentation and labeling . . . . .
6.2.3 Keyword search over relational databases
6.2.4 Conclusion . . . . . . . . . . . . . . . . .
6.3 Problem description and approach . . . . . . . .
6.3.1 Hard constraints . . . . . . . . . . . . . .
6.3.2 Soft constraints . . . . . . . . . . . . . . .
6.3.3 Approach . . . . . . . . . . . . . . . . . .
6.4 Stack decoding . . . . . . . . . . . . . . . . . . .
6.4.1 Scoring . . . . . . . . . . . . . . . . . . .
6.4.2 Pruning . . . . . . . . . . . . . . . . . . .
6.4.3 Boosting and discounting . . . . . . . . .
6.5 Data used for evaluation . . . . . . . . . . . . . .
6.5.1 Data acquisition . . . . . . . . . . . . . .
6.5.2 Manual analysis and labeling . . . . . . .
6.5.3 Data obtained . . . . . . . . . . . . . . .
6.6 Evaluating the stack decoder . . . . . . . . . . .
6.6.1 Individual, “per form” evaluation . . . . .
6.6.2 Collective, “aggregated forms” evaluation
6.6.3 Efficiency . . . . . . . . . . . . . . . . . .
6.6.4 Baseline evaluation . . . . . . . . . . . . .
6.6.5 Further discussion . . . . . . . . . . . . .
6.7 Conclusion . . . . . . . . . . . . . . . . . . . . .

Bibliography

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

103

xvi

CONTENTS

List of the author’s publications

113

SIKS dissertation list

115

Summary

123

Samenvatting

124

Chapter 1

Introduction
“The only thing that is constant is change -”
– Heraclitus
This thesis introduces a new method for searching dynamic and structured content
across multiple websites and domains. This chapter provides an outline of current
web search practices, identifies problems of current web search technologies, and
presents the research questions that will be answered throughout the remaining
chapters.

1.1

The web search landscape

The World Wide Web, also referred to as the web1 , has radically changed the
way in which we produce and consume information. Notably, it contains billions
of documents which makes it likely that some document will contain the answer
or content you are searching for. The web has been growing at a tremendous rate
and is in a constant state of flux: some documents change over time, some just
disappear completely, and yet others are newly created. To give an idea of how
the web has grown over the last decade: in 1999, it was estimated that the web
consisted of 800 million web pages and that no web search engine indexed more
than 16% of the web (Lawrence and Giles, 2000); in 2005, the web was estimated
at 11.5 billion pages (Gulli and Signorini, 2005); in 2008, Google announced2
the discovery of one trillion (1,000,000,000,000) unique URLs on the web; and
in 2013, Google updated this number to 30 trillion3 . The immense size of the
web, its continuous growth, and its highly dynamic nature, make it challenging
to build a web search engine that is effective, fast, and that can scale up to web
proportions (Baeza-Yates et al., 2007). It is difficult to assess to what extent
major search engines like Bing and Google actually keep up with the growth of
1 http://en.wikipedia.org/wiki/Www

(April 16th 2013)

2 http://googleblog.blogspot.com/2008/07/we-knew-web-was-big.html
3 http://www.google.com/insidesearch/howsearchworks/thestory/

1

(May 1st 2013)
(May 14th 2013)

2

CHAPTER 1. INTRODUCTION

the web; however, they often do manage to return satisfying results within just
a few milliseconds.
The driving force behind a web search engine is its inverted index, which
works much like the index in the back of a book: for each word, it contains a
list of pages in which the word occurs4 . Before a search engine can build its
index, it first downloads and analyzes many web pages using a program called
a crawler. Essentially, a crawler downloads web pages by following hyperlinks.
That is, it first downloads a predefined set of (popular) web pages. Then, it
scans the downloaded pages for new hyperlinks to other pages and downloads
the other pages, and so on. While inspecting the crawled web pages, the search
engine keeps track of which words appear on which pages and builds up its index.
However, not all web pages can be crawled or found by following hyperlinks. For
example, if no web site links to a particular page, then that particular page cannot
be found by crawling. Traditionally, the part of the web that can be crawled is
referred to as the visible web or surface web, and the part that cannot be crawled
is referred to as the invisible web or hidden web (Bergman, 2001; Florescu et al.,
1998). A further distinction is often made in the hidden web: those pages that
are retrieved by submitting a web form are referred to as the deep web (Bergman,
2001; Madhavan et al., 2008; Chang et al., 2004a).
We wish to point out that the terms invisible web, hidden web, and deep web
are sometimes used synonymously, denoting either the part of the web that cannot
be crawled, or the pages that are accessed via web forms (Bergman, 2001; Calı̀
and Martinenghi, 2010; Raghavan and Garcia-Molina, 2001). Also, note that the
definition “if something can be crawled, it is part of the surface web; otherwise, it
is part of the deep web” bares an ill-definition. As crawler technology advances,
what is now considered as part of the “deep web” might not be considered “deep”
anymore at some point in the future. So, even if the content stays the same, it
could go from being “deep” to being “surface” content. The real issue is that
some content can exhibit certain properties that are problematic when it comes
to crawling and indexing the content.

1.1.1

Problems with crawling and indexing

Crawlers automatically gather web content to be indexed. However, as we will
explain below, some content cannot be crawled, and some content is not suited
to be indexed. Furthermore, since the contents of a page can change over time,
all indexed pages must regularly be re-crawled and re-indexed to keep the index
up-to-date. We say that the content has changed when a request yields different
contents upon re-issuing the same request5 . We refer to content that rarely or
never changes as static content; content that changes often as dynamic content 6 ;
and content that changes very frequently as highly dynamic content.
4 The word may also have other relations with the document, e.g., it may also occur in anchor
texts of hyperlinks pointing to the page.
5 The content as intended here refers to the main content or information on a page, and
disregards generated data such as advertisements, timestamps, or session IDs.
6 This does not refer to multimedia content such as videos, unless they are regularly updated.
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A URL (universal resource locator) is necessary to retrieve web content. URLs
may contain optional parameters, which can be specified via a web form. However, web forms can either use a HTTP GET request method, or a HTTP POST
request method. In short, the parameters are included as part of the URL in the
case of HTTP GET, but not in the case of HTTP POST. This means that, if some
pages can only be retrieved via a form that uses HTTP POST, then no one will
be able to publish a URL to link to those pages (since the URL does not include
all parameters); hence, those pages cannot be crawled in the conventional way of
following hyperlinks. In general, content that must be retrieved via a web form
bears two kinds of problems. First, the content is hard to crawl, because:
a) crawlers generally cannot fill out the necessary web forms; and,
b) if forms use HTTP POST, then there may be no URL to link to these pages.
This means that, unless additional measures have been taken, such as using
search engine friendly 7 URLs, content behind web forms cannot be crawled by
a typical search engine. Second, even if the content could be crawled (either by
trying to fill out a web form or by following hyperlinks), the content itself may
not be suited for indexing, because:
a) the content is highly dynamic. For example, in booking sites or shopping
sites, the availability or number of items in stock may change rapidly. Also,
new products are repeatedly added and old ones removed. If such content
would be indexed, it should then also be frequently re-indexed;
b) the content is seemingly unlimited. For example, certain web forms like
that of a web calculator or ones that convert values from one unit into
another, produce results for every input. Since the input possibilities are
endless, the output is also endless. Note that even without a web form, a
website can still produce endless output. For example, on a website that
shows a monthly calendar with a link to next month’s calendar, there may
be no end to the number of times you can click the link to next month’s
calendar. The point is that a very large or even infinite amount of data is
being generated by some function. Instead of indexing the generated data,
developers should rather acquire the function that generated the data, but
the functions may be proprietary and not publicly available; and,
c) the content resides in a structured database and must be accessed by means
of a structured query. A structured query is a way to represent an information need by specifying restrictions on one or more attributes of an item.
For example, if an end-user is searching for an laptop that costs no more
than 450 dollars, the end-user could specify the minimum price attribute
and the maximum price attribute as shown in Figure 1.1. The results for
7 http://en.wikipedia.org/wiki/Search_engine_friendly_URLs (April 18th 2013)
Search engine friendly URLs contain all parameters as short informative texts instead of seemingly random characters. For example, instead of a URL like http://example.com/blog.php?
ext=id%3D1, a more descriptive URL might be http://example.com/blog/the_deep_web.
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Refine your search
GO

laptop
Price

$0
From:

$0

$2500
To:

$ 450

UPDATE

Any Price

Figure 1.1: A structured query
interface. In this particular
example, an end-user has
$0.00 - $24.99
149,803
entered a search request for laptops with a price between 0 and 450 dollars.
$25.00 - $49.99
211,611
$50.00 - $99.99

351,308

- $149.99
this query should only $100.00
contain laptops
(so no 16,918
mobile phones, game consoles,
or desktop computers)$150.00
which are
less
than
450
dollars (so no popular laptop
- $299.99
2,038
for 699 dollars). Though
this
example
might
seem
$300.00 - $499.99
689obvious, a keyword based
retrieval system, e.g., like a general web search engine, might return erroneous results, such as mobile phones or desktops. This is because a keyword
index does not keepBrand
track of attributes, it simply returns pages that contain
the “words” laptop, 0, or 450.

Why then bother indexing this kind of content if it is such a hassle? One reason is
that this content generally informs about a service that is offered by a company,
e.g., a rental service, a travel planning service, or an online shopping service.
These services can be highly relevant to the end-user. Another reason is that
it would be nice to have a single-point-of-entry to these pages. Today, if you
need to compare products from different websites, you would have to re-enter the
query in each website’s form. This is not only tiresome, it is also easier to make a
mistake. Every form is different so you must first spend some effort in analyzing
and understanding the form, meanwhile, you may forget to specify one attribute
(in which case you must start all over again).
Summarizing, there are two different kinds of problems when it comes to
indexing web content: first, the process of getting the content can be a problem;
and second, the content itself can be a problem (which can be divided in three
subproblems: highly dynamic, seemingly unlimited, and result of a structured
query). In the rest of this thesis, the term deep web will be used to refer to web
pages that share one or more of these (sub)problems.

1.1.2

Query types: keyword, structured, and free-text

Web search engines generally retrieve documents containing as many of the keywords in the query as possible. Though it could matter whether a keyword occurs
in the title, in the introduction, or near the document’s end, users generally cannot influence these structural aspects. Also, it does not matter whether or not
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the keyword order as specified in the query corresponds with the order of the
keywords found in the document. Therefore, keyword queries are also said to be
unstructured queries, and are often regarded as a set, or bag, of words. However,
when it is possible to specify in what structural part or for what attribute a
keyword must occur, the query is regarded as a structured query consisting of a
collection of key-value pairs. Web forms with multiple input fields, like the one
in Figure 1.1, are often used to enter structured queries consisting of key-value
pairs. The key identifies the attribute or structural part, and the value basically
denotes a restriction on that attribute or part. The notion of a structured query
appears in other research areas as well, and should not be confused with, for
instance, an SQL query (Codd, 1970) or an XQuery8 . Throughout this thesis,
unless stated otherwise, the term structured query refers to a set of key-value
pairs. In the next section, we motivate a different means of entering a structured
query. Rather than a multi-field web form, end-users can textually describe the
structured query and enter the description in a single text field. We will use
the term free-text query to distinguish such a textual description of a structured
query from an ordinary keyword query.

1.2

A distributed deep web search approach

Ideally, we envision that end-users can search all web content using just one
search engine: they will have a single-point-of-entry to both the deep web and the
surface web. Generally however, deep content can only be accessed by submitting
a structured query via a web form that has multiple input fields. It is impossible
to aggregate all web forms into one large form in which one can enter all different
kinds of structured queries. Besides, even if such a form could be created, it would
have unworkably many fields and would become too complex and practically
unusable. It is possible though to aggregate web forms per domain, using a
method which is commonly referred to as virtual integration (see Chapter 2). For
example, all travel-related web forms or sports-related forms could be aggregated.
The aggregated forms would have reasonably many fields and would still be
usable, but this approach would not lead to a single-point-of-entry.
Rather than creating forms with many fields, the approach that we propose
in this thesis is to use a single text field and translate the end-user’s free-text
query into a structured query. The system that translates a free-text query
will be referred to as a free-text search system, and the text field or interface in
which a free-text query can be entered will be referred to as a free-text interface
(to distinguish it from the traditional keyword-based web search interface). We
further describe our approach and its related paradigm in Section 2.5.
Creating a single-point-of-entry to the deep web would be easier if deep web
content could be accessed via free-text interfaces instead of via multi-field web
forms. For instance, consider a search broker that mediates between end-users
and all web sites or sources that offer deep web content (and that these sources
8 http://www.w3.org/TR/xquery/

(September 16th 2013)
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have a free-text interface). This broker serves as the single-point-of-entry, so
end-users only need to interact with the broker. When a user submits a free-text
query to the broker, the latter simply forwards the query to the most relevant
sources. Whether or not a source is selected should depend on the query, e.g.,
if the query is about travel planning, it should not be forwarded to a shopping
site. The sources would return their results to the broker which, in turn, would
combine these results and return a single ranked list of results to the end-user.

1.3

Research questions

Our proposed solution for distributed deep web search assumes that a free-text
query can be translated into a structured query either at the broker or at the
deep web source. So, a necessary step is to ensure that a free-text query can be
effectively translated into a structured query. We distinguish between two cases.
In the first case, the free-text search system has full knowledge of the values
that can be entered in a web form and how these values are typically used in a
free-text query. In the second case, the free-text search system has only partial
knowledge of the values that can be entered in a web form and how these values
are typically used in a free-text query.
The effective translation of a free-text query into a structured query is an important aspect. Yet another important aspect is to ensure that a free-text query
can be translated within a few milliseconds, and thus that the query translation
process is efficient. However, a higher effectiveness may come at the price of a
lower efficiency.
Our first set of research questions relates to the effectiveness and efficiency of
translating a free-text query into a structured query:
RQ1: What is an effective approach to translate free-text queries into structured
queries, when the free-text search system:
a) fully knows what values can be entered in a single form and how these
values are typically used in a free-text query?
b) partially knows what values can be entered in a single form and how
these values are typically used in a free-text query?
c) fully knows what values can be entered in multiple forms and how these
values are typically used in a free-text query?
RQ2: What is the trade-off between efficiency and effectiveness in translating a
free-text query into a structured query?
The most common way to submit a structured query is via a web form that
has multiple input fields. Even though in theory it may be possible to submit
a structured query using a free-text interface, the question remains whether or
not the free-text interface would be of practical use. That is, would end-users
actually use this new way of searching to search for structured content. Therefore,
our second set of research questions is user-centric and concerns the interaction
between end-users and the prototype system in our experiments:
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RQ3: Do end-users prefer to use a free-text interface rather than a complex web
form for submitting structured queries?
RQ4: How do end-users phrase free-text queries when they intend to describe
structured queries?
RQ5: What are the most frequent mistakes, if any, that should be taken into
account in future free-text systems?

1.4

Thesis overview

Chapter 2 sketches the big picture surrounding deep web search. It introduces
the classical surfacing and virtual integration paradigms, and explains why this
two-sided classification scheme is too simplistic for a proper classification of existing deep web search systems. It then proposes a 7-point classification scheme
and elaborates on a third paradigm, virtual surfacing, which is our vision of future web search systems.
Chapter 3 focuses on the scenario where the free-text search system knows all
values that can be entered in a web form. It introduces a rule-based approach
for translating free-text queries and describes a user study as a validation mechanism. The results of the user study serve to answer Research Question RQ1a,
RQ3, and RQ4.
Chapter 4 focuses on how end-users interact with the free-text search system
that was introduced in Chapter 3. Over 30,000 queries from almost 12,000 users
were collected in an online experiment. This chapter summarizes the various
ways in which end-users formulate their queries, and it evaluates the accuracy
of the free-text search system. Further, 116 end-users participated in an online
questionnaire, which compared the free-text interface with its multi-field counterpart. The results of this study will serve to answer Research Question RQ1a,
RQ3, RQ4, and RQ5.
Chapter 5 focuses on the scenario where the free-text search system does not
know all values that can be entered in a web form. It extends the rule-based
approach of Chapter 3 by introducing three segmentation models, but re-ranks
the results based on probabilistic Hidden Markov models. The results of this
experiment will serve to answer Research Question RQ1b.
Chapter 6 focuses on the scenario where multiple web forms can be searched simultaneously. It introduces a stack decoding implementation of the probabilistic
approach of Chapter 5, and uses heuristics to further increase the efficiency of the
decoding process. The system is evaluated using data from an online experiment,
and the results will serve to answer Research Question RQ1c and RQ2.
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Chapter 7 concludes this thesis by revisiting the research questions of this chapter, and putting the conclusions from Chapters 3 to 6 in perspective. It discusses
the limitations of our approach and gives suggestions for future work.

Chapter 2

Deep web search paradigms
“If fifty million people say a foolish thing, it is still a foolish thing -”
– Anatole France
In this chapter, we review prominent aspects for designing deep web search systems and introduce the classic paradigms: surfacing and virtual integration. We
observe that there is much variation between existing deep web search systems
and that it would be better to describe these systems in terms of seven key aspects
that we have identified. Finally, we motivate and introduce a third paradigm,
virtual surfacing, which, in our vision, is a better way of searching the web.
Parts of this chapter have been published in Tjin-Kam-Jet (2010); Tjin-Kam-Jet
et al. (2011c).

2.1

Introduction

Web surfers are used to finding information on the web with search engines such as
Bing, Google, and Yahoo. The speed at which these search engines return results
can be largely attributed to their use of a centralized, inverted index. However,
as discussed in Chapter 1, a centralized index also has several drawbacks. First,
the index only contains a snapshot of the web page. If for instance, the actual
page changes, the old content is still mirrored in the index instead of the new
content. Thus, to keep the index up-to-date, a search engine must repeatedly
re-crawl and re-index its pages. Second, much information on the web cannot be
easily indexed because it is either difficult to crawl or it is inherently difficult to
index: such content is referred to as deep web content.
Deep web content is usually accessed via web forms that have multiple fields.
We refer to these web forms as deep web interfaces or as complex web forms.
There are many possibilities for filling out a complex web form. However, some
ways of filling out a form may not make sense and will either result in an error
or in no response. Therefore, it is important to understand the interface and to
know, for example, what kind of values make sense to enter in which fields in
9
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order to gain access to the content behind the form. Next, we describe why it is a
problem for crawlers to fill out web forms automatically, and describe approaches
for accessing the content behind deep web interfaces.

2.1.1

Deep web interfaces: a problem for crawlers

When it comes to designing deep web interfaces, there is no standard for interface
design1 . Web developers are free to place or not to place labels that explain the
kind of data that should be entered in each input field. They may use radio
buttons, checkboxes, and selection menus; there is no pre-defined meaning for
these control elements. Even worse, some web forms alter the typical behavior
of certain control elements using small programs (e.g., JavaScript).
search filter
search

A

B
Fill out one or more words in the search form below and add the desired settings
Author
Title words
ISBN (books)
Date of purchase

ఔ
ఔ
ఔ
ఔ

and
or
and not

sort by year of publication
year of publication
approximate search

D

clear form

ఔ

ఔ
ఔ
ఔ

E
for example: 1948-1980 or 1948- or 1955

C

F

material selection all | none
క

Books

క

Periodicals/Series (printed)

క

Online resources

క

Sound

క

Periodicals/Series (online)

క

Audio visual

క

Software

Figure 2.1: The advanced library catalogue search form of the University of
Twente3 . Certain fields affect how the values of other fields must be interpreted.
Consider the complex web form of the University of Twente library catalog
depicted in Figure 2.1. The checkbox denoted by C affects whether the year that
is entered in F must match exactly or approximately. Likewise, the options in
group A and in group B affect how the values that can be entered in group E
must be interpreted. Note that checkbox C has a label to its left (“approximate
search”), while the fields in group E have no labels, instead, they have select
menus (group A) that serve as labels in this case. This example shows that there
is no pre-defined meaning of control elements and that the meaning of an element
is to be determined in context of the other elements. Further, it is customary
1 The

W3C has standardized2 what control elements can be used and how these should be
rendered by the client browser. In other words, they have standardized the building blocks that
developers can use.
2 http://www.w3.org/TR/html401/interact/forms.html (April 16th 2013)
3 http://opc4.utsp.utwente.nl/DB=1/ADVANCED_SEARCHFILTER (September 16th 2013)
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that multiple options can be chosen from a group of related checkboxes, while
only one option can be chosen from a group of related radio buttons. In this
example, the checkboxes in group D adhere to this custom as they can all be
selected. However, Figure 2.2 (group B) shows an example where this typical
behavior is altered so that only one option can be selected.

A
A

B

Search interface of
Booking.com.

Part of the interface, before selecting some options.

B

Part of the interface, after selecting
some options.

Figure 2.2: A complex, faceted search form in which the typical behavior of a
checkbox is altered. Normally, from a group of checkboxes, you can select any
number of options, as is the case in group A. However, in group B, as soon as
one option is selected, the other options disappear.
We thus rely on common sense of the web developer to design, and the enduser to understand the web form and interact in a fruitful way. However, human
end-users sometimes find it difficult to understand a deep web interface; an automated approach to understand and fill out a deep web interface, as needed by
crawlers, is even more difficult to come up with.
As an aside, there is a technical reason why crawlers may refrain from interacting with web forms. As mentioned in Chapter 1, a form may use either a
HTTP POST, or a HTTP GET request method. By convention, HTTP POST is
used when a request affects the internal state of the web server, such as purchasing a product. A search request would typically not affect the internal state of a
server, so a search form would typically use a HTTP GET request. However, there
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can be (badly designed) web forms that use HTTP GET when in fact they should
use HTTP POST, and vice versa. Therefore, crawlers generally refrain from interacting with arbitrary web forms to avoid any side effects such as deleting an
item, or creating an account on behalf of someone else.

2.1.2

Understanding the deep web interface

The purpose of interface understanding is to enable a program to automatically
submit queries and receive responses. Understanding a response is a related but
different issue and discussed in the next section. In the simplest case concerning
a single web form, interface understanding just means knowing the fields that
can be filled out. A program could then fill out random values in these fields.
Though not strictly necessary, it would be handy to also know what kind of
values to enter in which fields, and how the values are related (e.g., knowing that
a particular country has particular cities, or that a minimum value should be less
than or equal to a maximum value). In more complex cases involving multiple
web forms, interface understanding means knowing which fields share a similar
semantic concept, thus enabling the program to (simultaneously) enter the same
query in several related web forms.
Raghavan and Garcia-Molina (2001) adopt a task-specific, human-assisted approach to crawl deep web content. Their HiWE (Hidden Web Exposer) crawler
issues structured queries that are relevant to a particular task, with some human assistance. For instance, by providing initial sets of “products” that are
of interest, the crawler will know what to fill in if it encounters a form with a
“product” field. They apply fuzzy matching to determine what values, if any, to
fill in a field. They note: “The main challenge in form analysis is the accurate
extraction of the labels and domains of form elements. Label extraction is a hard
problem, since the nesting relationship between forms and labels in the HTML
markup language is not fixed.” By computing the layout for only that part of
the page that contains the form, they aim to extract the labels that are visually
adjacent to the fields. Álvarez et al. (2007) developed a crawler called DeepBot
that is somewhat similar to HiWE. It also extracts labels that are visually adjacent to fields, and it uses domain-specific definitions. However, it fully supports
JavaScript, and it is more flexible, e.g., it can detect if a field has more than one
“label”, which can result in better accuracy.
Zhang et al. (2004) hypothesize the existence of a hidden syntax that guides
the creation of interfaces. This hypothesis effectively states that interfaces are
utterances of a language with a non-prescribed grammar. Therefore, interface
understanding is reduced to a parsing problem, for which they devised a 2P
grammar and a best-effort parser. The 2P grammar specifies “patterns” and
their “precedences” (hence the name 2P), as well as their relative positions from
each other (e.g., left, right). A pattern is a production rule for a part of the
interface. For example, in the patterns P1 and P2 below, pattern P1 states
that a query interface, QI, consists of one or more “rows” of HQI. Pattern P2
states that each HQI consists of horizontally aligned patterns CP. Such patterns
will eventually boil down to the actual fields and labels in the form. Generally,
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the parser must capture all conventional patterns, which means that the parser
should contain a large pattern database. However, having many patterns may
lead to conflicts due to parsing ambiguity, in which case the precedence of the
patterns should resolve the conflict.
QI ← HQI | above(QI, HQI)
HQI ← CP | left(HQI, CP)

(P1)
(P2)

In terms of identifying related interfaces, one approach is to hypothesize
that “homogeneous” sources share a similar hidden generative model for their
schemas (He et al., 2004a). Then, clusters should be chosen such that the statistical heterogeneity among the clusters is maximized. Another approach is to
cluster the interfaces using fuzzy set theory (Zhao et al., 2008). Wu et al. (2004)
rather aim for accurate, richer and more complex matching, that involves manual
interaction to resolve uncertain mappings. Adequate interface clustering can in
turn benefit query interface integration, for instance, He et al. (2004b, 2005) explore methods for integrating interfaces of a similar domain. A survey by Khare
et al. (2010) is as a good starting point for further reading on query interface understanding. A recently published book titled Deep Web Query Interface Understanding and Integration by Dragut et al. (2012) gives a comprehensive overview
of the approaches that have been developed over the last decade. The book is
written from a virtual integration perspective. We introduce virtual integration
in Section 2.2.2.

2.1.3

Web scraping: understanding the results page

It is natural to expect the results of a query to contain one or more (links to)
relevant answers. However, the page that contains the relevant answer will usually also contain a lot of irrelevant information such as advertisements, navigation
links, and information about other items. Therefore, the actual meaningful pieces
of information must be extracted from the web page. This is referred to as web
scraping, and programs used for scraping are often called web wrappers or web
scrapers. Initially, wrappers were built by hand, which was a tedious job for
developers. Wrappers were often site-specific, so if a new site was added, a new
wrapper had to be built. Therefore, research shifted towards “generic” information extraction techniques, and automatic wrapper generation techniques, called
wrapper induction. Wrappers based on generic techniques were less accurate than
domain-specific wrappers, but they were also less susceptible to changes in the
result page. There is much research on wrapper induction (Kushmerick et al.,
1997; Kushmerick, 2000; Wang and Lochovsky, 2003; Zhao et al., 2005; Zheng
et al., 2007; Chuang et al., 2007; Senellart et al., 2008; Liu et al., 2010; Weninger
et al., 2010; Dalvi et al., 2011). For further reading, we recommend early surveys
on wrapper induction by Laender et al. (2002); Flesca et al. (2004), and more
recent articles by Dalvi et al. (2011); Trieschnigg et al. (2012).
It is not our intention to further explain how wrappers work, so for further
reading, we refer to the material listed above on wrapper induction and scraping
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techniques. We do wish to emphasize what can be concluded from this research:
it is possible to automate the extraction of structured content (i.e., to extract the
values of a particular aspect or attribute from a page), although the extraction
process may sometimes yield wrong results.

2.1.4

Machine readable results

One reason why scraping is needed is because web sites are designed for people,
e.g., the content is formatted in HTML pages intended for human reading and
browsing (Kushmerick et al., 1997). To make “scraping” easier, websites can
enrich the HTML structure with a standard meta-data markup scheme4 (this
falls between scraping and being machine readable). However, the content could
also be made available in a standard machine readable format (e.g., XML, JSON,
RDF, Atom, RSS), or accessed directly through an API (application programming interface). If a web site provides a feed of frequently updated content, it
may choose to publish this in a syndication format, like Atom and RSS. Clients
can then subscribe to this feed, and can check for updated content. Additionally, if a site also provides a search service, it can specify how to use its search
interface by describing it in a document according to the OpenSearch standard5 .
If deep web content would be made available in a standardized machine readable
format, it would mean a step forward for deep web search systems. However,
if all web companies would provide customized APIs, then separate code would
have to written for each API. For now however, web companies have no incentive
to provide separate interfaces to their data besides their public web interfaces.
When companies do provide a separate API, studies have shown that the results
retrieved via the API do not always correspond to those retrieved from the web
interface (Alba et al., 2008; McCown and Nelson, 2007).

2.2

Surfacing versus virtual integration

In this section, we describe how the approaches of the previous section, to automatically fill out forms and extract content, are used to build deep web search
systems. In literature, two paradigms for deep web search systems are distinguished: surfacing, and virtual integration. We now introduce these paradigms
and point out their main strengths and weaknesses.

2.2.1

Surfacing

In surfacing, web forms are automatically submitted with “guessed” field values and the resulting pages are indexed like a surface web page6 (Raghavan and
Garcia-Molina, 2001; Álvarez et al., 2007; Barbosa and Freire, 2007; Wu et al.,
2006; Madhavan et al., 2008). This approach has several disadvantages: since
4 http://www.schema.org/

(May 11th 2013)
(May 11th 2013)
6 A web page which can be crawled by following hyperlinks.

5 http://www.opensearch.org
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there are many deep web sources, the crawler cannot afford to linger on each
source, but it is challenging to efficiently guess how to fill out the web forms (Cafarella et al., 2008b); the goal is to index as much content of the source as possible
without causing too much traffic, but maximizing content coverage while minimizing query traffic is challenging (Wu et al., 2006; Callan and Connell, 2001;
Madhavan et al., 2008); the surfaced content is often the result of a structured
query and is then stored in a keyword index, which may result in a loss of semantics. Therefore, it may not be possible to retrieve the content from the keyword
index using a (structured) query (Madhavan et al., 2009); lastly, surfacing is
effective only for certain kinds of deep content, e.g., not for highly-dynamic content, since this would require the system to frequently re-crawl the contents. Yet
the biggest advantage is that this approach can be coalesced in the existing infrastructure of a search engine. Therefore, it can scale to web proportions and
serve as a single-point-of-entry to both traditional search results as well as deep
web search results.
We illustrate the surfacing approach and its offline and online processes in
Figure 2.3. The offline process (depicted in the gray background) probes the
deep sites by repeatedly submitting web forms with guessed values for the input
fields. The deep sites respond with web pages that possibly contain search results.
These pages are then indexed by the search engine. The online process accepts
and matches the user query against the search engine’s local index and returns
results from this index.

online
Single-field
interface

offline

Deep web search engine

Deep site
Deep site

Text
query
Matching
results

Local
content
index

Query
probing

Deep site

Figure 2.3: Schematic overview of surfacing.

2.2.2

Virtual integration

In virtual integration, related deep sources are integrated in a larger, virtual
system by merging their interfaces (Dragut et al., 2009b; Madhavan et al., 2009;
Calı̀ and Martinenghi, 2010; He et al., 2005; Chang et al., 2004b; Halevy et al.,
2006b). It is important to understand how the interfaces relate to each other,
and which fields share similar semantics. A unified multi-field interface (MFI)
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must be created such that each field of the MFI links to the related field(s) in
each deep source’s web form. Effectively, when an end-user fills out the unified
MFI, the user is filling out multiple web forms at the same time. This approach
has several disadvantages: creating a unified MFI is challenging because the deep
sources may have different query capabilities, e.g., one source can search for a
particular attribute, whereas the other cannot; the field mapping is not always
straightforward. In one form, an information need can be specified by entering
one value in one field, whereas in another form, multiple fields may be required
(e.g., one form may have a field for “person name”, and another may have fields
for “first name” and “last name”); and finally, despite the efforts in automatic
interface extraction and schema mapping, this approach does not scale to web
proportions. However, if there are not too many sources and they can be well
managed, the biggest advantages are that it supports structured queries, that it
fully covers the contents of the underlying sources, and that it can effectively be
used for any kind of deep web content.
We illustrate the virtual integration approach and its offline and online processes in Figure 2.4. The offline process (depicted in the gray background) detects the schemas of (the query interfaces of) the deep sites and stores them in a
database. It then uses the schemas to build a unified MFI (i.e., it knows exactly
how each field of the unified interface maps to some field of a deep site). The
online process forwards the user query to the deep sites, downloads and merges
the content of the disparate sources, and presents the results to the user.

online

Multi-field
interface

offline

Deep web search engine

Schema
mappings

Schema
detection

Deep site
Deep site

structured
query
results

Forwarding
& merging

Deep site

Figure 2.4: Schematic overview of virtual integration.

2.2.3

Summary

To recapitulate, surfacing means submitting forms and putting the contents in
a centralized keyword index, end-users can then use keyword queries to search;
virtual integration means building a unified interface and leaving the contents at
the deep web sources, end-users can then use structured queries to search. For
surfacing deep web content, we can get away with “not really understanding”

2.3. SEVEN ASPECTS OF DEEP WEB SEARCH SYSTEMS

17

the deep web interface, and simply submitting guessed values. For virtual integration however, understanding the interface is important because fields that
are semantically related must be linked. Arguably, the virtual system must also
interpret the results of deep web sources. For example, if a query requires that
all results be sorted by price in ascending order, then the virtual system must
understand how the results can be compared in order to sort them.

2.3

Seven aspects of deep web search systems

The traditional distinction between, and the definition of, surfacing and virtual
integration seems to take only two aspects into account: index location and
query handling. But what if a system has some aspects that are typical of
both approaches? It would be better to describe deep web search solutions by
their key aspects as it is more specific. It is also more insightful to explain
the advantages and disadvantages of each aspect individually. Based on our
observation of the differences amongst deep web search systems, e.g., their query
handling and design choices, we propose seven aspects in which these systems
can be categorized. These aspects do not cover implementation details, but
up to some extent, this can be inferred. For example, to support keyword query
handling, it is likely that the data will be stored in an inverted index. To support
structured query handling, it is likely that the data will be stored as structured
records in a relational database. We now describe the seven aspects:
1. Index location. We distinguish between a local index and a remote
index. A search engine can build a local index of deep content and serve
results from this index. Alternatively, it can forward the query to the
remote deep site, and thereby “use the remote index” to show results. A
local index has the advantage that it usually has faster response times
compared to a remote index, as it does not have to wait for other systems
to respond. However, a disadvantage is that it can get out-of-date, whereas
the remote index is by definition7 up-to-date. Furthermore, the choice of
index location has impact on the effort needed to keep the index up-todate, and on what kind of content can be effectively retrieved.
2. Content dynamics. In Chapter 1, we introduced the terms static, dynamic, and highly dynamic to refer to content that rarely or never changes,
that changes often, or that changes very frequently, respectively.
Mostly static and dynamic content can be effectively served from a local
index. A local index could in theory contain up-to-date highly-dynamic
content, if the content was crawled and indexed just before the query was
issued. However, it is not a reliable way to show highly-dynamic content:
forwarding the query to the deep source and displaying those results is the
safest way to show highly-dynamic content. Also, if some content has the
7 The content in a remote index is used to generate deep web pages. Therefore, the contents
of the generated deep web pages and the remote index will always be in sync.
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seemingly unlimited property (see Chapter 1), only part of this content
can be indexed and thus retrieved. In other words, if the content is highly
dynamic, or if it has the seemingly unlimited property, then a local index
clearly has a disadvantage over a remote index.
3. Query handling. We distinguish between (also) supporting structured
queries or only supporting keyword queries. An advantage of a structured
query is that it enables end-users to specify restrictions on one or more
attributes of an item so that they can expect focused results. For example,
the search results for a laptop costing less than 450 dollars, should only
contain laptops (so no mobile phones, game consoles, or desktop computers) which are less than 450 dollars (so no popular laptop for 699 dollars).
Though the example might seem trivial, a keyword based retrieval system
might actually produce erroneous results, such as mobile phones or desktops. A disadvantage of structured queries is that it may be more complex
to maintain the data.
4. Query interface. We distinguish between a single-field interface (SFI),
or a multi-field interface (MFI). Both interfaces could in theory be used
for entering structured queries and/or keyword queries, but in practice,
the SFI is often used for keyword queries, and the MFI is often used
for structured queries. We now consider a search system that supports
structured queries. If the system has an MFI, then each field of the MFI
will link to one or more fields of the underlying interfaces of the deep
sources. If the system has an SFI, then it must first translate a freetext query to a structured query for each of the deep sources. Compared
to the SFI, the MFI has the advantage that it significantly reduces the
processing steps required at query-time. However, automatically creating
and maintaining the MFI in the first place is challenging. Furthermore,
MFIs have the disadvantage that separate interfaces must be maintained
per domain since each domain has its own set of “generic fields”. SFIs, on
the other hand, do not have this disadvantage.
5. Content acquisition. We distinguish between crawling links, crawling
forms, scraping, and obtaining data via machine readable results. Crawling
links refers to the conventional way of following hyperlinks to download
content, which is relatively easy. Crawling forms refers to submitting web
forms to download deep content, which is relatively hard, as we explained
in the beginning of this chapter. The advantage of crawling is that, since
the content is acquired through the standard web interface (through which
end-users access the content), the acquired content is consistent with the
content that end-users see. Scraping refers to extracting structured information from crawled web pages. The ability to extract structured information is an advantage. However, scraping may sometimes yield wrong
results. Finally, obtaining data via machine readable results refers to data
that is acquired through APIs, or in standardized formats like XML. The
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Table 2.1: Most important differences between surfacing and virtual integration.

1. Index location
2. Content dynamics
3.
4.
5.
6.
7.

Query handling
Query interface
Content acquisition
Domains & sources
Results interface

Surfacing

Virtual integration

local
static, dynamic,
partial coverage
keyword query
single-field interface
crawling forms
sources of any domain
local-static

remote
static, dynamic,
highly-dynamic, full coverage
structured query
multi-field interface
scraping or API
sources of same domain
local-interactive

advantage is that this allows complex, structured information to be described to a computer. In practice however, companies sometimes provide
machine readable content that is inconsistent with the content that endusers see (see Section 2.1.4).
6. Domains and sources. We distinguish between single or multiple topical
domains (e.g., travel planning, hotel booking, or car rental), and single
or multiple sources. A deep web search system serves results from one
or more sources which can be from the same domain, or they could be
from multiple domains. The ability to query over multiple domains has
the advantage that it would provide a single-point-of-entry to all sorts
of systems. Querying over a single domain has the advantage that the
user interface can be tailored to the domain, potentially providing better
guidance for end-users to formulate their queries.
7. Results interface. We distinguish between a remote results interface,
a local-static interface, or a local-interactive interface. If, after a query
has been submitted, a search system immediately redirects the user to the
deep site containing the most likely result, then the system uses a remote
results interface. If the system displays a list of results so that the user can
select which results to view, then the system uses a local-static interface.
If the system provides additional faceted search capabilities, like sorting
and filtering on specific attributes (e.g., size, color, or price), then the
system uses a local-interactive interface. A remote results interface has
the advantage that it removes some cognitive load from end-users, as they
do not have to inspect the result list before they can decide what result
to click. A local-static interface has the advantage that it gives end-users
the freedom to make their own selection of possibly relevant results, but
at a higher cognitive load. A local-interactive interface does not only offer
the freedom to select your own results, but also offers added functionality
to further refine your query and slice-and-dice the results.
In terms of these aspects, we can quickly summarize the differences between
surfacing and virtual integration, as shown in Table 2.1. The aspects content
acquisition (no. 5) and results interface (no. 7) are not explicitly reported in
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literature, that is why we used italics to indicate what we believe to be the
most likely choices for the aspects in each paradigm. As a final remark, note
that one can search content from multiple domains and sources in the surfacing
paradigm, whereas one can only search content from a single domain in the virtual
integration paradigm. As a consequence, surfacing is better suited for being a
single-point-of-entry to the entire web.

2.4

A classification of deep web search systems

Deep web search systems come in more variations than just surfacing or virtual
integration. We illustrate this in Table 2.2, where we tabulate several systems
according to the seven aspects of the previous section. We do not claim that
this list of systems is exhaustive; however, it includes enough different systems
to give an overview of current solutions to deep web search. We briefly describe
each system in Table 2.2.
Table 2.2: A classification of deep web search systems. Items between parenthesis
are hypothetical and are not explicitly reported in the original paper(s).
Search
functionality

Query
interface

Content
acquisition

Domains
and sources

Results
interface

HiWE
DeepBot
WebTables
Google surfacing
“Item search”
Flight planners
MetaQuerier
WISE-integrator
VisQI
FTI-3
FTI-6

Retrievable
content

Virtual
integration

Surfacing

System

Index
location

Aspect

L
L
L
L
L
R
R
R
R
R
R

(2)
(2)
1,2
1,2
1,2
2,3
2,3
2,3
2,3
2,3
2,3

(1)
2
(1,2)
1
1
1
1
1
1

(1)
1
1
2
2
2
2
1
1

2,4
2
4
2
1,4
4
4
4
4
4
4

B,2
B,2
B,2
B,2
B,2
A,2
A,1
A,2
A,2
A,1
B,2

(2)
2
3
3
(2)
(2)
(2)
1,2
1,2

The first two systems, HiWE (Raghavan and Garcia-Molina, 2001) and DeepBot (Álvarez et al., 2007), are actually deep web crawlers and are not complete
search systems. However, the kind of results we could expect with a hypothetical search system on top of the crawled data would be dynamic in nature; this
hypothetical finding is indicated with parenthesis in the table.
The WebTables project (Cafarella et al., 2008a; Cafarella, 2009), extracts
structured content from tables (i.e., indicated with the <table> HTML tag)
residing in web pages found in the Google index. It is not entirely clear what kind
of structured queries are supported, and what kind of query and results interfaces
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Table 2.3: Legend explaining the aspects and values in Table 2.2.
Aspect

Short description

Index location
R Remote
L Local

Search engine shows results from remote data source(s)
Search engine shows results from local index

Content dynamics
1
Static
2
Dynamic
3
Structured

Content is not likely to change over time
Content is very likely to (repeatedly) change over time
Content is the result of a (proprietary) web application

Query handling
1
Structured
2
Non-structured

Search engine supports structured (key-value) queries
Search engine supports basic keyword queries

Query interface
1
Single field
2
Multiple fields

Search interface consists of single text field
Search interface has multiple input fields

Content acquisition
1
Crawling links
2
Crawling forms
3
Scraping
4
Machine readable
results

Search engine downloads web pages by following hyperlinks
Search engine surfaces web pages by submitting web forms
Search engine extracts structured records from web pages
Web pages either contain meta-data markup which aids
scraping, or web site and search engine transfer structured
data via custom APIs

Domains and sources
1
Single
2
Multiple
A Single
B Multiple

Search engine can only return answers from one source
Search engine can return answers from multiple source
All sources are from the same domain
Sources are or can be from different domains

Results interface
1
Remote
2
Local-static
3
Local-interactive

Results are accessed and displayed from the original source
Result summaries are simply displayed at the search engine
Results can be filtered or sorted on different attributes

are used. According to the authors, queries may contain spatial operators (e.g,
samecol and samerow, which only return results if the search terms appear in
cells in the same column or row of the table) and query-appropriate visualization
methods are used to render the results.
Google also surfaces deep content (Madhavan et al., 2008; Cafarella et al.,
2008b), but, to our knowledge, the system does not support structured (keyvalue) queries; instead, the standard keyword index is used.
“Item search”8 refers to structured (key-value) search that is enabled because: i) the search engine supports structured queries; and ii) the (surface or
8 Examples of search engines that support structured queries over items that are specified in
a machine readable format:
http://www.bing.com/shopping/search?q=example (August 19th 2013),
http://www.google.com/prdhp?hl=en&tab=pf (August 19th 2013),
http://www.bing.com/recipe/search?q=chocolate (August 19th 2013),
http://www.pricerunner.co.uk (August 19th 2013),
http://shopping.yahoo.com (August 19th 2013).
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deep web) data is published in an open standard, or is delivered via an API.
Examples of item search systems include Bing Product Search, Yahoo Shopping,
and PriceRunner. These systems use a central index since some data may be
crawled from the surface web. Also, they support structured search by means of
facets. For example, in PriceRunner, the search results for the keywords “digital
camera” can be narrowed down further by facets like manufacturer, effective pixels, and optical zoom. Structured queries can only be specified by making use of
the facets, e.g., typing “digital camera, manufacturer: Sony” in the search field
does not yield the same results as typing “digital camera” and choosing “Sony”
for the manufacturer facet. Note that the structured queries are only possible
after issuing a keyword query, because the facets are only shown in the results
interface. The initial query interface only shows a keyword input field.
A flight planner9 brokers over many airline sites and shows highly-dynamic
flight results. A multi-field search interface allows users to enter structured
queries. The available flights are shown in a local interactive interface allowing
the user to refine the results and easily compare results from different sources.
MetaQuerier (He et al., 2005) translates, on-the-fly, a query expressed in one
interface to a set of queries in a target interface. Translation can take place without specifically prepared translation knowledge; so it should be applicable over
various domains as long as both source and target interfaces are from the same
domain. We do not know what kind of results interface is used by MetaQuerier.
WISE-integrator (He et al., 2004b) automatically creates a unified interface
for a group of web forms of the same domain. Based on the visual layout of a
web form, it extracts attributes which are used to match and integrate multiple
interfaces into a unified interface. The unified interface consists of multiple fields,
so users can pose structured queries. We do not know what kind of results
interface is used by WISE-integrator.
VisQI (Dragut et al., 2009a,b; Kabisch et al., 2010) also automatically creates
unified interfaces for groups of web forms of the same domain. It adopts a hierarchical representation of query interfaces, and it outperforms previous approaches
(on extracting query interfaces) with about 6.5%. We do not know what kind of
results interface is used by VisQI.
FTI-3 and FTI-6 are free-text search systems that are described in more
detail in Chapters 3 and 6, respectively. In terms of their functionality, FTI-3
only searches a single source in a single domain, whereas FTI-6 searches multiple
sources in multiple domains.

2.5

Virtual surfacing: the third paradigm

As introduced in Chapter 1, we envision a system where end-users can search both
the deep web and the surface web using just one single-field interface. It would not
9 Examples of search brokers that support structured queries and search multiple airlines:
http://www.kayak.com/flights (August 19th 2013),
http://www.travelocity.co.uk/site/travel/flights (August 19th 2013),
http://www.cheapoair.com (August 19th 2013).

2.5. VIRTUAL SURFACING: THE THIRD PARADIGM

23

only serve as a single-point-of-entry to the complete web, it would also offer both
unstructured (keyword) and structured (key-value) search capabilities. However,
neither within the bounds of the surfacing paradigm, nor within the bounds of
the virtual integration paradigm, can we create such a system. Therefore, we
need a new paradigm. As can be seen in Table 2.2, FTI-6 contains aspects that
are normally found in surfacing approaches (e.g., a single-field search interface to
all data, searching of many sources and domains), but in essence it is a virtual
integration approach (e.g., remote indices, dynamic and highly-dynamic results);
as such, it tries to combine the best of both worlds. In a way, it represents a new
paradigm as it offers: multi-domain keyword search capabilities and multi-domain
structured search capabilities through a uniform, single-field search interface. We
refer to this as virtual surfacing.

2.5.1

Scientific motivation

The scientific motivation for virtual surfacing comes both from a dataspace perspective (Franklin et al., 2005; Halevy et al., 2006a), as well as a distributed
information retrieval perspective (Callan, 2000; Si and Callan, 2005).
After observing that deep web sites are autonomous, independent, and offer
site-specific (structured) search capabilities on a specific data set, we can regard
deep web sites as participants in a dataspace. In a dataspace, there is no central
coordination, all participants simply co-exist, and one requirement is that each
participant provides support for at least basic text querying. The dataspace
roadmap identifies six research challenges, one of which concerns the ability to
pose basic queries to any participant in such a heterogeneous environment. This
is where our free-text query translation plays a key role and can be part of the
solution, as it enables each deep site to provide support for text querying.
The motivation from a distributed information retrieval perspective comes
from the fact that the (structured) search functionality of certain deep sites can
be much more advanced than that of other sites in the same domain. Rather
than providing only the general search functionality that is available across all
sites of a given domain, it would be beneficial to also provide the more advanced,
site-specific, search functionality. This requires a query to be issued at the deep
site itself, which can be accomplished by having a search broker that forwards
the end-user’s query to relevant participants. Having a broker that mediates
between end-users and (deep) web search engines is essentially a federated search
architecture. One of the research challenges in distributed or federated search
concerns the broker’s ability to select the most relevant search engine, or resource,
for the given query. Existing resource selection methods either treat each resource
as a very large document and apply bag-of-words retrieval methods to select the
best resource, or simply select the most popular resources. In this respect, the
contribution of our virtual surfacing approach is that, rather than modeling the
contents of a resource, we model the queries that can be accepted by the resource.
In turn, this information could lead to better resource selection methods.
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2.5.2

Two federated search architectures

We distinguish two federated architectures in which virtual surfacing can be
realized. In the first architecture, shown in Figure 2.5, a free-text search system
is placed as an abstraction layer on top of a deep web site so that free-text queries
can be translated to structured queries. This in turn simplifies federated search
in two ways. First, there is no need for a unified schema per domain, because all
sources of all domains have a single field, free-text interface. Second, no query
adaptation is needed at the search broker: the free-text query can be forwarded as
is. In this architecture, the broker provides (structured) deep web search through
the free-text search capabilities of deep sites, and it provides surface web search
through the keyword search capabilities of general surface web search engines.
Offline, the broker creates a description of each search engine, this is indicated in
gray in Figure 2.5. Online, at query time, the broker uses these descriptions to
select search engines that are most likely to return relevant results for the given
query, and forwards the query to those search engines. This incurs additional
network latency as, once the query has been forwarded, the broker must wait for
the responses of the remote engines before it can merge their results and show
the results to the user. Despite the additional network latency, the benefit of this
architecture is that the results are always up-to-date, that the search broker does
not need to maintain the free-text configurations of the deep web sites, and that
it can simply forward the free-text query to remote search engines. In Chapter 3,
we will introduce a rule-based free-text search system which can be configured
to translate free-text queries into structured queries for a particular deep site.
In Federated Search Architecture 2, shown in Figure 2.6, the search broker
keeps a free-text-configuration for each deep web site in a deep web entry-point
index. This index does not contain actual deep web content. Instead, it is used to

Deep site

Search broker

Free-text system

Single-field
interface

Source
descriptions

Source
description

Deep site
Free-text system

Deep site
Free-text system

query
results

Source selection,
query forwarding,
results merging

Surface web
search
engine

Figure 2.5: Federated Search Architecture 1. Offline, depicted in gray, the search
broker creates a description of each search engine. Online, the broker forwards
the query to one or more search engines, merges their results, and presents the
results to the end-user.
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generate ‘entry-points’ that provide access to deep data. In this case, an entrypoint is a filled-out web form: by submitting the web form, end-users can obtain
the actual deep web results. In this architecture, the broker provides (structured)
deep web search by translating free-text queries into structured queries. The
broker knows how to interpret and translate a free-text query for each deep
site because it keeps a free-text-configuration for each deep site. Consequently,
the broker can generate deep web search results without having to consult the
remote search engines, and therefore, without the incurred network latency of
consulting the remote engines. The broker has two alternatives for providing
surface web search results (these alternatives are not depicted in the figure).
The first alternative is to “outsource” surface web search and thus to forward the
query to existing web search engines. Like in the first architecture, this introduces
additional network latency. The second alternative is to let the search broker itself
crawl and index the surface web, and maintain a local keyword index. A query
can then be matched against both local indexes (i.e., the deep web entry-point
index and the keyword index). This alternative has two advantages. First, there
is no additional network latency which is otherwise introduced by forwarding the
query and waiting for the response. Second, since the broker has access to the
result scores, it can lead to better final rankings of the combined deep web and
surface web results. Overall, the benefits of this second architecture are that it
minimizes network latency, and that it can potentially deliver better combined
rankings since it has more information about the type of queries that can be
answered by each deep site. However, unlike the first architecture, the broker
cannot simply forward a free-text query to remote search engines. Instead, the
query translation task falls to the broker. In Chapter 6, we will introduce a free-

Deep site

Search broker
Free-text configuration
Single-field
interface

Deep site

Free-text configuration
Free-text configuration

Deep web
entry-point
index

query

Deep site

Matching
results
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Figure 2.6: Federated Search Architecture 2. Offline, the broker obtains freetext-configurations from each deep site. Online, the broker translates the freetext query to produce deep web search results; and, it obtains surface web search
results either from other search engines, or from its own keyword index.
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text search system which can be configured to translate free-text queries into
structured queries for multiple deep sites.

2.6

Summary

In this chapter, we presented an overview of the problems, solutions, and paradigms for deep web search. We introduced the two traditional search paradigms,
surfacing and virtual integration, and observed that existing deep web search
systems sometimes contained aspects of both paradigms. We therefore proposed
to describe deep web search systems by seven key aspects: i) index location;
ii) Content dynamics; iii) query handling; iv) query interface; v) content acquisition; vi) domains and sources; and, vii) results interface. It is not only more
specific to describe search systems by these aspects, it is also more insightful
for explaining the advantages and disadvantages of each individual aspect. Furthermore, each paradigm has different problems and benefits. In the surfacing
paradigm, the main problems are that it is hard for crawlers to automatically fill
out and submit complex web forms to access deep web content, and that it is
not possible to perform structured search. The main benefit is that it is possible to search in multiple domains using a simple search interface. In the virtual
integration paradigm, the main problems are that it is hard to unify the search
interfaces of deep sites, and that a separate virtual search system must be created
for each domain. The main benefits are that it is possible to perform structured
search and that the results are up-to-date. Finally, we motivated and introduced
a third paradigm, virtual surfacing. Virtual surfacing offers multi-domain keyword search capabilities and multi-domain structured search capabilities through
a uniform, single-field search interface. Its main challenge is the translation of
free-text query to structured queries. Virtual surfacing contains aspects that
are normally found in surfacing (e.g., a single text search interface to all data,
searching of many sources and domains), as well as aspects that are normally
found in virtual integration (e.g., remote indices, structured queries, dynamic
and highly-dynamic results); as such, it tries to combine the best of both worlds.

Chapter 3

A rule-based approach to
translate free-text queries
into structured queries
“They are ill discoverers that think there is no land,
when they can see nothing but sea -”
– Francis Bacon
In this chapter, we investigate the problem of using free-text queries as an alternative means for searching ‘behind’ web forms. First, we describe a rule-based
system for translating the free-text queries into filled out web forms, and a specification language for specifying free-text interfaces. Second, we validate the approach with a user study in a laboratory experiment.
Parts of this chapter have been published in Tjin-Kam-Jet et al. (2011b,a).

3.1

Introduction

Many web pages can only be accessed by submitting complex web forms. Journey
planners, real estate websites, online auction and shopping websites commonly
require the end-user to fill out a form consisting of a number of fields in a graphical
interface. The end-user must first interpret the form and then translate his or her
information need to the appropriate fields. Filling out these forms can be slow
because the user typically switches between using the mouse to select an input
field and using the keyboard to enter a value. A free-text interface (FTI) alleviates
these problems by allowing the end-user to enter an information need in a single
textual statement. Rather than navigating between and entering information in
the components of the web form, the end-user can focus on formulating his or
her information need in an intuitive way.
27
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An FTI should offer simple textual access to content behind a complex web
form that consists of multiple input fields and options. It should accept an enduser’s free-text query as input, which is a description of a structured information
need, and return a ranked list of plausible interpretations (which are ways of filling out the complex web form) as output. A study about the usability of natural
language search interfaces showed that end-users often do not know what capabilities a system has and that they should be guided during the query formulation
process (Kaufmann and Bernstein, 2010). An FTI should therefore offer dynamic
query suggestions as a means to guide users in formulating their queries. Lastly,
it should be easy for developers to configure or specify the query capabilities of
an FTI. Examples of a complex web form for a travel planning website and an
FTI to the same form, are given in Figs. 3.1 and 3.2, respectively.
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utrecht centraal
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Figure 3.1: A complex web form that offers interactive query suggestions, based
on the Dutch Railways site.
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utrecht maliebaan
utrecht overvecht
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Figure 3.2: A free-text interface that offers interactive query suggestions, tailored
to the complex web form.
Throughout this thesis, we postulate that an FTI would be more user-friendly
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and that end-users would rather use an FTI instead of a complex web form. In
this chapter, we demonstrate that a rule-based approach can be used to extract
the underlying structured information need from a free-text query and we provide
answers to the following questions:
1. Can a rule-based approach effectively be used to translate free-text queries
into structured queries for a single web form?
2. Do end-users prefer to use a single-field, free-text interface over a multifield, complex web form to enter structured queries?
3. How much variation exists in the query formulations of end-users?
4. Are end-users consistent in their query formulations?
5. What are positive and negative aspects of the free-text interface?
6. Is searching by means of a free-text interface faster than searching by means
of a complex web form?
Next, we describe a general, rule-based framework for translating free-text
queries into structured queries and describe how it can be configured for a particular form. We then describe a user study experiment that provides answers to
the questions listed above, and conclude this chapter.

3.2

The FTI framework

Let us start with the assumption that an end-user is familiar with a particular
complex web form and that, instead of filling out this form, he or she can enter
the query as a textual description. Also assume that this description contains
the exact values that would otherwise have been used to fill out the web form.
From the system’s perspective, the free-text query of the end-user is just a
sequence of characters. In order to distill the intended fields and values, it must
perform three tasks: i) it must decide how to split the input into smaller segments;
ii) for each segment, it must decide whether the segment denotes a value that
should be entered in one of the form’s input fields; and, iii) if that is the case,
the system should also decide in which field to put the value. This process of
finding the intended fields and their corresponding values is referred to as query
interpretation. After query interpretation, the system will either generate query
suggestions or generate result snippets. The following subsections explain these
processes in more detail.

3.2.1

Query interpretation

To simplify the interpretation process, we require that all values that can possibly
be entered in the complex form must be specified to the system (e.g., put in a
dictionary or described by a regular expression). Let us define the following:
a segment is a substring of the user’s input and consists just of a sequence of
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characters. A token is a textual unit that can be assigned to a field, consists of
one or more words, and belongs to one type. A type denotes a set of tokens. A
pattern is a regular expression that is used to identify known (combinations of)
tokens. A label is assigned to a segment to denote that the segment contains
some (part of a) pattern. Finally, an interpretation is a set of labeled segments.
The query interpretation process consists of five steps:
1. Identifying segments: the free-text query is scanned for known patterns
from left to right. At each word (words are delineated by a white space), all
matching patterns starting from that word are stored. Pattern matching is
greedy, meaning that a pattern will match as much of the query as possible.
This process yields a set of possibly overlapping segments;
2. Generating non-overlapping sets of segments: because the found segments
may overlap, the set Γ of all combinations of segments must be generated
such that: i ) each combination contains no overlapping segments. And, ii )
each combination must have maximal coverage of the input, i.e., adding
another segment would cause one or more segments to overlap;
3. Generating interpretations: each segment can have multiple labels since
it can be matched by multiple patterns, e.g., a segment containing the
characters ‘2000’ could be labeled as a year, an amount of money, or a
car model. Therefore, for each combination of non-overlapping segments
γ ∈ Γ, all combinations of labels must be generated such that each segment
corresponds to one label. This yields the set of possible interpretations;
4. Filtering interpretations: first, interpretations are ‘cleaned’ by removing
extraneous labels. For example, if a label that denotes the start or prefix of
a pattern is not followed by a label that denotes the body of a pattern, it
is removed. Also, labels that exceed the number of times they can appear
in the underlying web form are removed. Second, interpretations that are
completely subsumed by other interpretations are removed; and,
5. Ranking interpretations: the interpretations are first ranked by the number of labels they contain, then by the order in which the patterns are
specified in the configuration file, and finally by the order in which the
non-overlapping sets of segments were generated.
Figure 3.3 shows a step-by-step example for a travel-related query “Wycombe to
shopping paradise Bicester North Camp”. For sake of simplicity, assume that the
system has two simple patterns p1 = (from station), and p2 = (to station).
Here, from and to are optional prefix tokens (which are labeled as pr1 and pr2 ,
respectively), and station is a type consisting of only three tokens: ‘Wycombe’,
‘Bicester North’, and ‘North Camp’. Lastly, a pattern may occur at most once.
Step 1 underlines the segments of the input that are matched by one or more
patterns. The first segment s1 is matched by both patterns p1 and p2 . Segment
s2 contains the prefix of pattern p2 , labeled as pr2 . The overlapping segments s3
and s4 are split in step 2, yielding the non-overlapping sets of segments γ1 and
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1. Identifying segments:
Wycombe

s1 (p1 , p2 )

to

shopping paradise

Bicester

s2 (pr2 )

North

Camp

s3 (p1 , p2 )
s4 (p1 , p2 )

2. Generating non-overlapping sets of segments:
Γ = { γ1 = {s1 , s2 , s3 } , γ2 = {s1 , s2 , s4 } }
3. Generating interpretations:
γ1 7→

i1
i2
i3
i4

= {p1 , pr2 , p1 }
= {p1 , pr2 , p2 }
= {p2 , pr2 , p1 }
= {p2 , pr2 , p2 }

γ2 7→

i5
i6
i7
i8

= {p1 , pr2 , p1 }
= {p1 , pr2 , p2 }
= {p2 , pr2 , p1 }
= {p2 , pr2 , p2 }

4. Filtering interpretations:
i)

i1
i2
i3
i4

= {p1 ,pr2 , p1 }
= {p1 , pr2 , p2 }
= {p2 ,pr2 , p1 }
= {p2 ,pr2 , p2 }

i5
i6
i7
i8

= {p1 ,pr2 , p1 }
= {p1 , pr2 , p2 }
= {p2 ,pr2 , p1 }
= {p2 ,pr2 , p2 }

ii)

i1
i2
i3
i4

= {p1 }
= {p1 , pr2 , p2 }
= {p2 , p1 }
= {p2 }

i5
i6
i7
i8

= {p1 }
= {p1 , pr2 , p2 }
= {p2 , p1 }
= {p2 }

5. Ranking interpretations:
Ranked list = [i2 , i6 ]
Figure 3.3: An illustration of the query interpretation process.

γ2 . For each set γ ∈ Γ, step 3 generates all possible label combinations. Such
a combination is in fact an interpretation, thus step 3 yields the interpretations
i1 . . . i8 . Step 4-i removes the erroneous labels in each interpretation, in this case,
it removes the prefix pr2 when it is not followed by the pattern p2 , and it removes
a label if it already occurred. In step 4-ii, an entire interpretation is removed if it
is a subset of any other interpretation. At the end of step four, we are left with
two interpretations i2 and i6 , denoting “from Wycombe to Bicester North”, and
“from Wycombe to North Camp”, respectively. Since the two interpretations
contain an equal number of labels in the same order, the interpretations are
ranked by the order in which the non-overlapping sets were generated. So, in
step 5, i2 is ranked higher than i6 .
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3.2.2

Generating suggestions

The query interpretation process can be extended to generate suggestions which
are interactive query expansions (White and Marchionini, 2007). The suggestions
are generated based on the last segment in the interpretation, and filtered based
on the entire interpretation. Three types of query suggestions can be generated
and are listed next, along with the conditions that trigger them:
Token expansions. If the last segment contains just the first few characters
of known tokens, then up to 10 possible token completions are shown in
alphabetical order.
Pattern expansions. If the last segment denotes a complete prefix of a pattern,
then this triggers token suggestions of the expected type, but only if the
type was defined by a list of tokens. If the expected type was defined by a
regular expression, no suggestions can be shown.
If the last segment denotes the body of some pattern and if the set of postfix
strings of this pattern is non-empty, then the default (longest) postfix is
shown.
Relation expansions. If the last segment denotes a token (like a car brand)
for which there are related tokens (like the corresponding car models), then
those tokens are shown.

3.2.3

Generating result snippets

The result generation process is another extension of the query interpretation
process, and is triggered when the end-user submits the query. Each interpretation is post-processed in three steps:
1. For all fields that are not in the interpretation and for which default values
are known, the system adds those fields and values to the interpretation.
For example, the current time could be added to the example query given
earlier as a default value.
2. The interpretation is discarded if it does not satisfy all constraints in the
FTI’s configuration (see Section 3.3.2), otherwise:
3. The field values of the interpretation are normalized if needed, and a result snippet is generated according to the FTI’s configured rules (see Section 3.3.4).

3.3

Configuring the framework

The FTI can be configured by specifying the following items: i) the types and
tokens, i.e., the web form’s lexicon; ii) the constraints, iii) the patterns; and
iv) the result generation rules. Together, these items are used for: identifying
and limiting the set of valid queries, ranking query interpretations, and generating
query suggestions.
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Lexicon

The lexicon contains all known values that can be entered in the complex web
form: it consists of a list of tokens, regular expressions, and a mapping from
external strings to internal values. The lexicon closely corresponds to the syntactic constraints that are imposed by input fields. For example, a field can
limit the number of characters, or only accept a token from a pre-defined list of
tokens; hence the need for a list of tokens. Some fields pose other kinds of syntactic restrictions by using regular expressions, such as, allowing only numbers
or zip-codes; hence the need for regular expressions. Finally, some fields (e.g.,
drop-down menus, radio buttons, and check boxes) can map external strings to
internal form values; hence the need for mapping external to internal values.

3.3.2

Constraints

There are two types of constraints that can be used to determine if an interpretation is valid or not: mandatory field constraints indicate that certain fields should
be present in an interpretation, regardless of the value in these fields; and, value
comparison constraints indicate that if the interpretation contains values of two
related fields, the values should satisfy some boolean function. Many web forms
have constraints. For example, in the car-sales domain, a web form may require
the end-user to enter at least a value for a car make (which is a mandatory field
constraint). Further, if the end-user also wishes to enter a car model, it should
correspond with the specified car make (which is a value constraint).

3.3.3

Patterns

A pattern consists of three parts: a prefix (context), a token (value), and a postfix
(context) part. The prefix and postfix each denote a finite, possibly empty, list
of tokens. Patterns take field-specific context words into account, so a pattern
should be specified for each input field. This enforces that if a token is labeled
as a prefix for (the pattern of) some field F , then the token that follows must
always be labeled as a value token for (the pattern of) field F .
Consider the query “find me a trip to Amsterdam from Paris”. Here, the
values are ‘Amsterdam’ and ‘Paris’, and the contexts are ‘to’ and ‘from’, respectively. A naive system that only considers values without their context could
return two possible interpretations: either “from Amsterdam, to Paris”, or “from
Paris, to Amsterdam”. However, such a response would not be intuitive. By using patterns, we can produce responses that are more intuitive.
Two patterns can be combined into a range pattern. A range pattern is
useful for disambiguation. For example, the input ‘1000 - 2000 euros’ would be
interpreted as ‘minimal 1000 euros and maximal 2000 euros’. Without range
patterns, the system would encounter ‘1000’ (which could be a car model, a
minimum price, or a maximum price) and ‘2000 euros’ (it could be minimum
price or maximum price), which would have to be further processed in order to
remove erroneous interpretations.
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Result generation rules

The goal is to give short textual descriptions of a query interpretation, as shown
in Figure 3.4. Since an interpretation can have too many fields and values to fit
in a short description, a decision must be made of which ones to show to the user.
Therefore, the title and the description are generated based on an ordered set of
field templates. A field template specifies how a field’s value should be displayed.
A threshold M further specifies the maximum number of fields that can be shown
in the short description, so up to M fields are displayed in the specified order.
The snippet also contains the necessary parameters to retrieve the content. This
includes the the web form’s (action) URL, its http-request method (i.e., HTTP
GET or HTTP POST), and the field-value pairs that are interpreted from the
free-text query.
Routes from Amsterdam to Utrecht
Details: travelling on 22-4-2011, departure at 10:00
http://www.example.com/travel
Routes from Utrecht to Amsterdam
Details: travelling on 22-4-2011, departure at 10:00
http://www.example.com/travel

Figure 3.4: Query interpretations shown as result snippets.

3.3.5

An example configuration

Figure 3.5 depicts an example configuration file and shows how the lexicon, the
constraints, the patterns, and the result generation rules, are specified.
The tokens element contains token instances. Each instance belongs to
a specific type, has one internal value and a list of external values (treated as
synonyms by the system). Multiple instances can belong to a single type.
The pattern element’s id attribute contains the name of the input field to
which the captured value should be assigned. A capture element specifies the
type to be captured. The prefix and postfix elements specify a finite list
of strings. This list may be specified by fully writing out all possibilities, or
by a Kleene star-free regular expression, which will be automatically expanded
to the list of possible strings. A pattern’s option element relates a particular prefix with a particular postfix. The use of options is portrayed in the
following example. Consider an input field to enter some minimum mileage,
and three prefix-capture-postfix combinations: “minimum . . . kilometers”, “minimum number of kilometers . . . ”, and “minimum number of kilometers . . . kilometers”. The latter of these combinations is peculiar and it would be parsed
if we specified just one pattern option consisting of: “<prefix>minimum( number of kilometers)?</prefix>” and “<postfix>kilometers</postfix>”. Moreover, the system would also generate the postfix suggestion “kilometers” if it
parsed “minimum number of kilometers . . . ”. To prevent this behavior, we could
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specify two options, one containing just the prefix “<prefix>minimum number of kilometers</prefix>”, and the other containing both “<prefix>minimum
</prefix>” and “<postfix>kilometers</postfix>”.
<?xml version=’1.0’ encoding=’UTF−8’ standalone=’yes’ ?>
<root>
<tokens>
<instance type=’station’ internal=’1’>
<external>amsterdam amstel</external>
<external>amstel</external>
</instance>
<instance type=’station’ internal=’2’>
...
</tokens>
<patterns>
<pattern id=’fromloc’>
<option>
<prefix>((depart(ing|ure)? )?from)?</prefix>
<capture>station</capture>
</option>
</pattern>
<pattern id=’toloc’>
...
</patterns>
<constraints>
<mandatory fields>
< fieldset >
<field>fromloc</field>
<field>toloc</field>
</fieldset>
</mandatory fields>
< field field not equal=’fromloc’ to=’toloc’ />
</constraints>
<results>
<url method=’get’>http://www.example.com/search.html?loc1={fromloc}&amp;...</url>
<title max=’3’ starttext=’Example.com: search results for ’>
<fieldtemplate id=’fromloc’ prefix =’from ’ postfix =’ ’ />
<fieldtemplate id=’toloc’ prefix =’to ’ postfix =’ ’ />
...
</title>
<defaults>
<field id=’arrivalTime’ external=’arriving on ’ internal =’true’/>
</defaults>
</results>
</root>

Figure 3.5: An example configuration file.
The constraints element may contain: i) a list of mandatory field combinations; and ii) a list of field value comparisons, e.g., comparing the value of
one field to the value of another or to some constant value. An interpretation is
valid if it satisfies at least one of the mandatory field combinations, and all value
comparisons.
Lastly, the results element specifies what the interpretation’s title, description, and URL should look like. Here, a developer could also specify default
(internal) values (with corresponding external values) for input fields. The url
element specifies both the action-URL and http-request method. The title element (just like the omitted description element) contains an ordered list of
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field templates. Each template corresponds to exactly one of the form’s input fields, indicated by the id attribute. The title (as well as the description)
is generated by listing the contents of its start text attribute and concatenating the contents of the active field templates, up to the specified max number of
templates. A template is active if the value of the field it refers to is not empty.

3.4

Laboratory experiment

We evaluated this framework on an existing travel-planner site. Figure 3.1 (on
page 28) illustrates the site’s web form. Six information items can be specified
in the form: a departure location, an arrival location, an optional via location,
the time, the date, and a flag indicating whether the date and time are for
arrival or departure. We configured the framework so it can interpret queries for
this travel-planner site, and the resulting FTI is depicted in Figure 3.2 (also on
page 28).

3.4.1

Experimental procedure

The experiment consisted of an offline part, an online part, and a questionnaire.
We first prepared a randomly generated set of search tasks, or artificial information needs. These tasks were shown either graphically as a route on a map, or
described textually as a sequence of (two or three) station names, a date, and a
time. Dates were either relative, such as “next week Wednesday”, or absolute,
such as “1-2-2011”. Times were described either textually, such as “half past
ten”, or numerically, such as “17.30”.
During the offline part, the participants provided background information
(e.g., age, gender, highest education), and wrote down their most recent travel
question, at least, if they could remember it. Next, an information need was
shown as a route on a map, along with a desired date and time. The participants
were asked to fill out the complex web form on paper based on this information
need. Likewise, they were shown a different information need and were asked to
fill out the FTI on paper. Finally, the participants were shown a filled out complex
web form, and they reformulated that into a question suitable for the FTI. We
aimed to collect query formulations with as little bias to the question as possible.
That is why we asked the participants to formulate a query from memory, and
to formulate a query based on graphical instead of textual descriptions of the
information need.
During the online part, the participant had to look up the departure and
arrival times of 10 specific train routes. Each route or task was described textually, with a different order of the information items (i.e., the date, time, and
locations), and with different wordings (e.g., ten past one, or 13:10 ). The tasks
were split into 5 tasks per system, and were handed to the participants on a
piece of paper. Participants first familiarized themselves with an online system
before performing 5 search tasks, then, they familiarized themselves with the
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other system before performing the remaining 5 search tasks. We recorded the
total search time for each set of tasks.
Regarding the questionnaire, we used a five-point Likert scale by which participants could indicate whether or not they thought that: the FTI was easy to
use; they could find results faster using the FTI than using the complex form;
the results of the FTI were correct; the FTI was nicer and/or better than the
complex form; they preferred the FTI over the complex form. We also asked the
participants to indicate the most negative and the most positive aspects of the
system, and explained why they thought so.

3.4.2

Analysis

Using a Paired Samples T-Test (Kutner et al., 2005), we tested whether the task
completion times of the FTI differed significantly (p < 0.05) from those of the
complex web form, and whether the five-point Likert scale values differed significantly from neutral (i.e., the number ‘3’), also using the T-Test. We further
evaluated the query formulation consistency by looking at the order of the information items. Each item was first replaced by a symbol: we replaced the ‘from’
(location) with A, ‘to’ with B, ‘via’ with V, ‘date’ with D, and the ‘time’ with T.
For example, the input “from Amsterdam via Haarlem to The Hague, tomorrow
at 10am.” was represented as AVBDT. Using Kendall’s τ (Kendall, 1975), we
measured how the item order in the participant’s formulation of the task description correlated with the item order in the original task description. Also, for each
participant, we measured the average Kendall’s τ over the combinations of that
participant’s own formulations.

3.5

Results

A total of 17 participants (11 male, 6 female) participated in the study. The
age of the participants ranged from 21 to 66 (median: 27, mean: 32). Most
participants were between the age of 21 and 33. Their educational background
ranged from (under)graduate students in various studies to people working in
healthcare, consultancy, and IT-software development. On average, the time to
complete the experiment (including the questionnaire) took around 30 minutes
per participant.

3.5.1

Opinions about the FTI

Comparing the free-text interface (FTI) against the complex web form, the participants indicated on a five-point Likert scale whether the FTI was: faster, nicer,
better, and preferred. The results are given in Table 3.1, where ‘1’ indicates full
agreement, and ‘5’ denotes the opposite. All results were in favor of the FTI and
differed significantly from neutral (p < 0.05), except for the third aspect (i.e.,
whether the FTI is “better” than the complex form). On average, the participants felt they could search faster using the FTI than using the complex web
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form, which was supported by the times measured for the web form and the FTI,
shown in Table 3.2. The participants were significantly (p = 0.032) faster, by
about 9%, when using the FTI instead of the complex form.
Table 3.1: Average results of the questionnaire, comparing the FTI to the
complex web form on a five point LikertScale from 1 (full agreement) to 5 (full
disagreement). Results in bold are significant (p < 0.05).
Question Score
Faster
2.4
Nicer
1.8
Better
2.5
Preferred 2.0

3.5.2

Table 3.2: Average time in minutes
to complete all five search tasks for
each interface. The results differ significantly (p = 0.032).

Interface
Free-text interface
Complex web form

Average time
in minutes
6.7
7.3

Speed and success rate

We counted the number of incorrect routes reported by the participants in the
online experiment. Out of the 170 answers, 14 were wrong: 6 errors were made
using the FTI, and 8 using the complex form. The most likely explanation for
the errors is that the participants misread the task, and entered a wrong time
or station name. Out of the 17 participants, 10 participants made zero errors, 2
participants made one error, 3 participants made two errors, and 2 participants
made three errors. However, since we did not measure the time per query, we
cannot omit the times for the failed queries for comparing the two systems. Yet
if we use only the data from the 10 participants who made no errors, there is still
a 9% difference in time, in favor of the FTI.

3.5.3

Pros and cons

The participants listed the most negative and most positive aspects of the FTI.
The following negative aspects were mentioned: 24% of the participants indicated that there was no example or short manual (forcing the participants to
‘just type in something, and it worked’); 18% indicated that the interface was
too simple, e.g., it lacked pictures; and 12% disliked that they had to explicitly
click a result snippet to view the travel plan, even when only a single result snippet was returned. The following positive aspects were mentioned: 41% of the
participants liked how the system ‘understood’ dates like tomorrow and Tuesday, and written time like ‘ten past nine’; 41% liked that you only had to type
(without clicking on menus); 35% mentioned the query-suggestions as a useful
feature; and 18% appreciated the fact that the input order of information items
(e.g., time, date, places) did not matter.
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Formulation consistency

When considering only the order of the information items1 in a query, there were
17 different query formulations. As can be seen in Figure 3.6, the five most
frequent online query formulations were: ABDT 41%, ABVDT 15%, and, tied at
third place with 6%, were ABTD, DTABV, and TABVD.

ABDT
41%

ABVDT
15%

Figure 3.6: Distribution of the most frequent online query formulations
When inspecting whether or not the participants formulated their queries
with the same order of information items as that of the online task descriptions,
the mean Kendall’s τ was 0.42. Each of the five tasks of the FTI has a different
information order. The task with the highest average τ (0.96) was sequenced
ABDT, the other four tasks were BADT (0.67), TABVD (0.39), DTABV (0.09),
and TBAD (-0.02). Two participants always followed the same information order
of the task descriptions and had an average τ of 1.0 (though they used different
wordings). Three participants had an average τ between 0.6 and 1.0, and the
remaining twelve participants had an average less than or equal to 0.3.
The mean Kendall’s τ for the (within participants) online query formulations
was 0.64. Six participants always formulated their questions in the same order,
regardless of the task description, and had an average τ of 1; six other participants
averaged between 0.7 and 0.9; and, the remaining five participants had an average
τ less than 0.2.
Overall, the participants were highly consistent in their query formulations
individually; however, there was considerable query variation between participants. Further, the task descriptions had little effect on the participants’ query
formulations; the moderate correlation (0.42) is most probably an artifact caused
by participants consistently formulating their queries as ABDT. This explains the
high correlations between the query formulations and the two tasks ABDT and
BADT.
1 i.e.,

the ‘date’ (D), ‘time’ (T), and the ‘from’ (A), ‘to’ (B), and ‘via’ (V) locations.
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Discussion
Methodology and results

Query variation
We tried to prevent the participants from mindless copying of the task descriptions by presenting the tasks on paper instead of on screen. Nevertheless, the
large number of different query formulations we collected was surprising, since:
i) the participants could have just retyped the task descriptions; ii) there were
only 17 participants; and iii) the travel-planner web form was relatively simple.
With so much query variation in this limited scenario (in both the order of information items and wordings used), even higher variation might be expected in
a more complex scenario.
Time difference
The paper&pencil-approach demanded manual time measurement. We measured
the total time to complete all 5 search tasks, as it would be more difficult to obtain accurate measurements for individual tasks. Consequently, we could not
determine whether the time per task decreased or not. Even though we noticed
several times that participants were clearly experimenting with the free-text interface during the tests (as they were talking out loud, saying ‘what if I typed...’),
the average time of the FTI is still significantly lower than that of the complex
web form.

3.6.2

Specialized features

In some cases, it could be handy to invoke a suitable function with the detected
values as arguments. For instance, to extract the actual ‘dd-mm-yyyy’ time
format from the input ‘next week Friday’, some function similar to ‘getDate()’
should be called to obtain the current date in order to calculate the intended date.
The framework contains several pre-defined functions (e.g., for extracting dates
and times) which can be invoked simply by specifying the field(s) that accept(s)
a function value. Future versions of the framework will allow developers to add
new functions.

3.6.3

Practicality of the framework

For end-users
Our work could add to the solution of the deep web problem. Given a free-text
query, we can generate “real-time deep web results” (i.e., result snippets with
valid query-URLs as data-entry points). Deep web search ultimately enhances
our search experience by allowing end-users to search more content and to specify
attribute or facet restrictions, besides merely a list of key words. Our work may
benefit other search environments as well, particularly when there is some sort of
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semi-structured search involved, examples could be desktop search and intranet
search.
For providers
We believe that companies that offer deep web content will be encouraged to
create their own configuration files for three reasons: i) we showed that end-users
prefer such an interface; ii) (we claim that) it is easy to write a configuration file;
and iii) visibility and user-friendliness are crucial for web companies.
Evidence for the last point can be found in a study by Alba et al. (2008),
where they observed that: (1) the revenues of websites depend on the data that
users see on the site’s web pages; (2) websites are extremely motivated to ensure
correctness, accuracy, and consistency on the web pages shown to the end-user;
and (3) websites do not accord the same level of significance to the data delivered
by the APIs. Alba et al. (2008) also show that web companies care greatly for
their ‘public image’, since: i) selling products or services is difficult if users do
not know about you; and ii) online users are more inclined to make a purchase if
they feel positive about the website. Furthermore, the large number of articles on
the web about search engine optimization strongly indicates that web companies
make serious investments to increase their visibility to the users.
Our free-text interface for searching over web forms has the potential to both
increase the visibility of a web site (i.e., deep web search, enabling search over
otherwise uncrawlable data) and to provide more user-friendly search interfaces
for websites that implement this interface.

3.7

Related work

The problem of filling out a complex web form for a given text query was tackled
by Meng (1999). Meng used various statistical disambiguation techniques to
infer the underlying meaning of a query. However, statistical approaches require
large amounts of (training) data that are often difficult to obtain (e.g., they
require domain-specific queries which often involve manual labeling). Instead of
statistical disambiguation, the free-text interface described in this chapter adopts
a rule-based approach to search for valid pattern combinations and returns a
ranked list of alternative interpretations to the end-user.
Though the free-text interface is not a natural language interface, it is possible
to enter queries that may resemble natural language statements. We now briefly
consider certain aspects of natural language systems. One of the earliest natural
language systems is Eliza (Weizenbaum, 1966). Eliza parses its input text using
decomposition rules that are triggered by keywords. It generates responses based
on reassembly rules pertaining to the decomposition rule. All rules are stored in
a script which can be easily modified. During a session, a re-triggered decomposition rule may generate a different response. Unlike Eliza, the free-text interface
described in this chapter generates responses based on a set of detected patterns
rather than based on a single decomposition rule. Other natural language inter-
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faces have been developed that were based on grammars (Burton, 1976; Hendrix
et al., 1978; Carbonell et al., 1983; Carbonell and Hayes, 1981); however, the
majority of these systems were application-specific which made it difficult to
port the systems to different applications (Androutsopoulos et al., 1995). The
difficulty of porting a system from one application (domain) to another is also
apparent in information extraction systems, i.e., systems that extract all entities from large bodies of texts. To overcome the difficulty of porting, Appelt
and Onyshkevych (1998) propose the Common Pattern Specification Language
(CPSL). At the heart of the CPSL grammar are the rules. Each rule has a priority, a pattern and an action. Input matched by the pattern part can be operated
on by the action part of the rule. Ambiguity arises when multiple rules match
at a given input location, and is resolved as follows: the rule that matches the
largest part of the input is preferred, and if two rules match the same portion of
the input, the rule with the highest priority is preferred. In case of equal priorities
of matching rules, the rule declared earlier in the specification file is preferred.
Like Appelt and Onyshkevych, we propose a pattern specification language, and
the patterns are used to scan the input text. However, we generate interactive
query suggestions and we produce a ranked list of interpretations instead of a
single interpretation.
Besides natural language systems, there are also keyword-based retrieval systems to search structured data. From this group of systems, one of the earliest
systems was DataSpot (Dar et al., 1998). DataSpot used free-form queries and
navigations to explore a hyperbase (a graph of associated elements) for publishing
content of a database on the web. Recent systems (Demidova et al., 2010; Tran
et al., 2007; Zhou et al., 2007; Tata and Lohman, 2008; Kandogan et al., 2006)
generate a ranked list of structured queries or query interpretations, such that
the user can select the right interpretation. These systems use a probabilistic or
heuristic approach to rank the interpretations. However, most of these systems
model the query as a bag of terms, disregarding the context of the extracted
values, whereas the free-text interface described in this chapter uses patterns to
capture the context of the extracted values.
All systems described so far process textual input using either grammarbased approaches, statistical approaches, or heuristic approaches. However, if
we also consider spoken input, then we must consider the OVIS project which
provides access to public transport information in the Netherlands through spoken input (Nederhof et al., 1997). An evaluation of the two natural language
processing approaches within the OVIS project shows that the grammar-based
approach performs much better than the data-oriented one (van Zanten et al.,
1999). The grammar-based approach in the OVIS project uses a detailed grammar for Dutch, as well as acoustic evidence and n-gram statistics. Conceptually,
the approach described in this chapter and the grammar-based approach in OVIS
have two things in common. First, there is no need for grammatically well-formed
input, as long as the system can extract the right pieces of information. Second,
the interpretations are ranked by simple heuristics, the most important one being that the interpretation should account for as much of the input as possible.
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The main difference between the two approaches is that one approach is based
on grammatical processing whereas the other (ours) is not. Though grammars
can be used to parse complex expressions which cannot be parsed using simple
heuristics, grammars can be difficult to port to different languages or application
domains.

3.8

Conclusion

In this chapter, we described a general, rule-based framework for interpreting
an end-user’s free-text query and extracting a structured query which represents
a filled out web form. The framework can be used for both generating query
suggestions on the fly and generating ranked query interpretations. Since the
framework is configurable, we also described a novel specification language for
describing a free-text interface (FTI) to a particular web form. Finally, we validated the framework by means of a user study, providing answers to the following
research questions:
i) Can a rule-based approach effectively be used to translate free-text queries
into structured queries for a single web form? Participants could successfully
complete their search tasks using our free-text search system, which uses a rulebased approach to translate the free-text query. Therefore, we can conclude that
a rule-based approach can effectively be used to translate free-text queries into
structured queries for a single web form.
ii) Do end-users prefer to use a single-field, free-text interface over a multifield, complex web form to enter structured queries? Yes, there was a statistically
significant number of participants that preferred the free-text interface over the
complex web form.
iii) How much variation exists in the query formulations of end-users? If
we only consider the order of information items in a query (see Section 3.5.4),
then the 85 free-text queries can be reduced to 17 unique query formulations.
As can be expected, certain query formulations are more common than others,
for instance, the top five query formulations make up almost three quarters of
the free-text queries. However, the number of query formulations is considerable
if we take into account that there were only 17 participants and that they were
given the same 5 artificial tasks. This experiment suggests that we can expect
a so called “long tail”, or in other words, a large number of query formulations
that do not occur very often.
iv) Are end-users consistent in their query formulations? Yes, the withinparticipants analysis showed a high correlation of 0.64 for the participants’ query
formulations.
v) What are positive and negative aspects of the free-text interface? The
negative aspects are that participants do not know how they should formulate a
query, and that the free-text interface lacks some short manual or example. The
positive aspects are that the free-text interface “understands” written dates and
times, and that it is possible to just type a query, without switching between or
selecting different fields.
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vi) Is searching by means of a free-text interface faster than searching by
means of a complex web form? Yes, both subjective and objective measurements
showed that participants finished their search tasks in less time if they used the
free-text interface rather than the original complex web form. The time difference
statistically significant, and on average, participants were 9% faster.
Overall, we can conclude that the participants could find results faster using
the free-text interface rather than using the complex form, that they preferred
the free-text interface over the complex form, and that they were highly consistent in their query formulations. Furthermore, we can conclude that there was
considerable query variation between participants, even in this relatively simple
scenario where we studied free-text queries containing only six information items.

Chapter 4

Free-text query log analysis
“Big Brother is Watching You -”
– George Orwell
In this chapter, we analyze how end-users interact with an experimental freetext search system. The system was publicly available and we logged over 30,000
queries from almost 12,000 users. An analysis of the log shows that there is great
variety in query formulation, as over 400 query templates were found at least
4 times, and that over 92% of the queries were correctly interpreted. We also
conducted a usability study and found that a significant number of users prefer
the free-text interface over the complex web form for searching.
Parts of this chapter have been published in Tjin-Kam-Jet et al. (2012a).

4.1

Introduction

A free-text search system provides end-users with a simple means of accessing deep web content. Rather than entering structured queries in a complex,
multi-field web form, end-users can enter their queries in a single-field, free-text
interface. In the previous chapter, we focused on the nuts and bolts of the freetext search system, and described a rule-based approach to translate free-text
queries into structured queries. In this chapter, we focus on the usability of the
free-text search system: how do end-users interact with the system and is it well
adapted to their needs? After all, the aim is to make it easier for end-users to
search the web. To this end, we use a methodology that is referred as search log
analysis, query log analysis, or transaction log analysis. The name given to the
methodology varies depending on the research subject. For instance, since web
search engines maintain log files that contain the end-user’s search query, the
shorter names search log or query log are often used instead of the more generic
name transaction log, to refer to the type of log that is being analyzed. Logs are
an unobtrusive way of collecting and analyzing significant amounts of data on
the search behavior of a large number of users; query log analysis enables one to
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“examine the characteristics of searching episodes in order to isolate trends and
identify typical interactions between searchers and the system” (Jansen, 2006).
Many studies have already applied query log analysis within various domains with
the aim of improving, for example, retrieval functions (Joachims, 2002), spelling
corrections (Ahmad and Kondrak, 2005), and query segmentation (Li et al., 2011;
Hagen et al., 2011). In our case, our aim is of an exploratory nature: we use query
log analysis to investigate how end-users phrase free-text queries. To start with,
we measure the free-text query length and the search session length to find out
whether these statistics differ from those of general web queries. While there are
multiple definitions of search sessions, the definition we use, and the definitions
used in the related work at the end of in this chapter, conform to the definition
given by Gayo-Avello (2009): a search session consists of one or more successive
queries related to a single information need or goal during, at most, one day. We
also measure more specific aspects, such as, how often users reformulate their
query, and how much query variation can be found in the query log. To quantify
the amount of query variation, we count the different query templates that can
be found in the query log. Recall that a free-text query describes values to fill out
a form, each value is intended for a specific field. A query template is basically
just the sequence of intended fields in a query.
In addition to the query log analysis, we analyzed Twitter messages for opinions about the system, and we used a questionnaire to evaluate the usability of
both our free-text search system and of the complex web form.
In this chapter, we answer the following research questions:
1. Do end-users prefer to use our single-field, free-text interface over a multifield, complex interface to enter structured queries?
2. How much variation does exist in the query formulations of end-users?
3. Are end-users consistent in their query formulations?
4. Do end-users make use of query suggestions?
5. If the free-text search system returns unsatisfactory results, what was the
cause?
6. What is the free-text search system’s accuracy in correctly interpreting
free-text queries?
The remainder of this chapter is organized as follows. In Section 4.2, we describe our online experiment to gather query log data and questionnaire data for
further analysis. In Section 4.3, we analyze a different aspect in each subsection
and first describe how we analyzed the data, and then describe the results. In
Section 4.4, we compare related query logs to ours, and we further discuss our
work in Section 4.5. Finally, we conclude this chapter in Section 4.6.
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Data acquisition

We developed a website1 that serves as an alternative single-field interface for
the travel-planning service of the Dutch railways2 . We will use the terms Trein-

The Treinplanner interface: a single-field search box. Inside the
search box, an example query is shown (translated as search example: tomorrow at eleven departing from Amsterdam to Utrecht).
(a)

The NSplanner interface: a multi-field search form. (We have
emphasized the search form by darkening the picture surrounding
of the form.)
(b)

Figure 4.1: Single- and multi-field interfaces.
planner and NSplanner to refer to our alternative site and the Dutch railways
site, respectively. Figure 4.1a illustrates the single-field interface of Treinplanner,
and Figure 4.1b illustrates the multi-field interface of NSplanner. Using the rulebased approach introduced in Chapter 3, Treinplanner interprets the free-text
queries and returns a list of interpretations (which denote filled out NSplanner
1 http://treinplanner.info
2 http://www.ns.nl

(May 14th 2013)
(May 14th 2013)
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forms). If the end-user enters a valid free-text query, then Treinplanner returns
one or more interpretations, i.e., ways in which NSplanner can be filled out. After
receiving the list of interpretations, the client’s browser automatically submits
the top interpretation to NSplanner and displays the results from NSplanner to
the user. Examples of an invalid query and a valid query are shown in Figure 4.2a
and Figure 4.2b, respectively. The queries that were submitted to Treinplanner

(a) An invalid query,

in this case due to a spelling error, Treinplanner
returns the error message “geen aankomststation gevonden”, which
means “no destination station found”.

The free-text interface
Results from the NS
website of the first
query interpretation

Suggestion of the second
query interpretation
(b)

A valid query shows the results from NSplanner.

Figure 4.2: Results of the Treinplanner system.
were logged. Also, the method used to select query suggestions that were shown
while entering a query was logged (i.e., using a mouse or a keyboard).
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Visitors of the Treinplanner site can also provide feedback and participate
in a study to assess the usability of NSplanner and of Treinplanner. They can
provide feedback as either a general comment, or as specific feedback on the
results for a particular query (i.e., giving a brief description of the error and
annotating what they meant with the query). A visitor that wants to participate
in the usability study must first enter some demographic information like his
or her age, gender, and highest education level. The visitor must also indicate
how much experience he or she has with both NSplanner and Treinplanner. A
visitor who has enough experience with both systems can continue to the System
Usability Scale (SUS) questionnaire. The SUS questionnaire is a simple, ten-item
Likert scale giving a global view of subjective assessments of usability (Brooke,
1996). The questionnaire is administered for each system. This results in two
scores ranging from 0 to 100, a higher score indicating a better usability of the
system.
We gathered participants for our experiment through announcements on social media and through a number of press releases. In particular, we issued a
tweet which was also re-tweeted by the official Twitter channel of the NS (which
has over 30,000 followers). Furthermore, we crawled all tweets containing the
keyword “Treinplanner” to gain qualitative data on the end-users’ opinion (on
Twitter) about using this single-field search interface to actually perform structured search. The data used for our analysis (query log data, usability study,
opinion, tweets) were collected in 2012 from January the 23rd till March the
25th .

4.3

Free-text query log analysis and results

As stated by Jansen (2006), the first step after collecting data in a query log
is to clean and prepare the data before it is further analyzed. Therefore, in
Section 4.3.1, we first explain how we cleaned and prepared the data. Then we
describe the following: in Section 4.3.2, we manually analyze a sample of the
queries to find out what mistakes are made, and whether they are made by the
system or by the end-user; in Section 4.3.3, we analyze the sessions. Specifically,
we investigate how end-users change their queries during a session, we classify
the types of changes, and we analyze whether end-users are consistent in the way
they formulate their queries; in Section 4.3.4, we examine the amount of query
variation; in Section 4.3.3, we examine how end-users make use of the query
suggestions shown while typing a query; in Section 4.3.6, we present the findings
from our questionnaire; and finally, in Section 4.3.7, we examine the opinions
about Treinplanner from Twitter messages.

4.3.1

Cleaning and grouping the data

Cleaning the query log data involved two steps. First, we removed all queries
issued by ourselves (based on our ip addresses). Second, we discarded all queries
that did not contain a cookie ID (this could happen when client browsers did
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not accept cookies). By using cookies, we can easily discriminate the queries of
one client from another. Next, we grouped all queries by their cookie ID and
then segmented those queries into search episodes and search sessions using the
geometric session detection method proposed by Gayo-Avello (2009). A search
episode denotes all actions performed by a single user within a search engine
during, at most, one day. An episode comprises one or more sessions, and each
session comprises one or more successive queries related to one single information
need or goal.
Results
We collected a total of 36,271 queries, which, after cleaning, resulted in 30,472
queries. These queries were issued by 11,933 different clients, based on the client’s
cookie ID. The distributions of query lengths over valid, invalid, and all queries
is depicted in Figure 4.3. Valid queries are slightly longer than invalid queries
on average. More detailed query length statistics are given in Table 4.1. After
grouping the queries by client and applying the geometric query segmentation
method, we found 13,058 search episodes and 14,541 search sessions. This data
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Frequency
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0
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Figure 4.3: Distribution of query lengths.

Table 4.1: Query length in characters (c), words (w).

Invalid
Valid
All

Total
Queries
29%
71%
100%

avg.
c (w)
33 (5)
45 (7)
42 (7)

min.
c (w)
1 (1)
9 (2)
1 (1)

max.
c (w)
100 (43)
141 (34)
141 (43)

std.dev.
c (w)
16 (3)
14 (3)
16 (3)
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Figure 4.4: Distribution of session lengths.
Table 4.2: Query log entries by granularity level.

Queries
Sessions
Episodes
Clients

Total
30,472
14,541
13,058
11,933

is summarized in Table 4.2. The distribution of the number of queries within a
session is depicted on a log-log plot in Figure 4.4. It can be seen from the figure
that the session length follows a Zipfian distribution (the dots are approximately
linearly aligned), which is consistent with findings in related literature (Spink
et al., 2001).

4.3.2

Manual sample analysis

We counted how many times Treinplanner incorrectly interpreted a query. We
also determined and classified the cause of these mistakes. Let us first introduce
some new terminology. Treinplanner only returns results if: i) it can detect at
least a departure and an arrival station name in the query, so if the query contains
sufficient information; and if ii) none of the departure, arrival, or via-stations are
the same, so if the information is non-conflicting. Otherwise, Treinplanner either
indicates that some information is missing or that there is conflicting information. We refer to queries that contain sufficient and non-conflicting information
as valid queries. Conversely, we refer to queries that contain insufficient or conflicting information as invalid queries. Since Treinplanner does not apply spelling
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corrections, queries with spelling errors for which the search intent is obvious,
like “Amstredam to Utrecht”, are invalid because Treinplanner could not detect
at least two stations3 .
If a user enters a valid query, it does not necessarily mean that the query will
be correctly interpreted, e.g., Treinplanner might have extracted the wrong date
or wrong time, the wrong station names, or might have missed some important
pieces of information. Therefore, we assessed the correctness of the interpretations by manually inspecting a random sample of the query log. We distinguish
between: true negatives, i.e., invalid queries that Treinplanner correctly marked
as invalid; false negatives, i.e., valid queries that Treinplanner incorrectly marked
as invalid; true positives, i.e., valid queries from which Treinplanner correctly extracted the right fields and values; and, false positives, i.e., valid queries from
which Treinplanner extracted the wrong fields and values.
In our manual inspection, we used the following rules of thumb. For queries
that are marked as invalid by Treinplanner: if a human annotator could make
sense from the query (by finding sufficient and non-conflicting information) we
marked the query as a false negative. For queries that are marked as valid by
Treinplanner: if a human annotator could find meaningful pieces of information
that were misinterpreted by Treinplanner, we marked the query as a false positive.
In both cases, we noted what caused the error (e.g., a spelling mistake, a synonym
that is not in Treinplanner’s lexicon, or some concatenated words).
Finally, we manually analyzed the explicit user feedback on wrong query
interpretations such as when Treinplanner has mixed up the intended input fields
of the stations, or has failed to recognize a relevant piece of information.
Results
We randomly selected a total of 1,500 queries, or 5% of the query log: 750 valid
queries, and 750 invalid queries. Table 4.3 summarizes our findings, it reports the
number of accurate results (true positives and true negatives) and the number of
mistakes (false positives and false negatives).
Table 4.3: Contingency table of the system’s query interpretation accuracy.
System indicates valid query
Correctly interpreted
704
(true positive)
Incorrectly interpreted
46
(false positive)

System indicates invalid query
Wrongly marked as invalid
66
(false negative)
Correctly marked as invalid
684
(true negative)

False positives. Out of the 750 queries that the system indicated as valid,
46 (6.1%) were incorrectly interpreted. In all false positives, Treinplanner failed
to interpret certain meaningful parts of the query, such as: “1800”, “ten past 2”,
“next month”, and “around rush hour”. Other frequent mistakes were the lack
3 Amstredam

should be spelled as Amster dam
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of spaces between two meaningful parts (e.g., “Wednesday10 am”) and spelling
errors (e.g., “Amsterdam Utrecht elevn o’clock”).
False negatives. Out of the 750 queries that the system indicated as invalid,
66 (8.8%) were wrongly marked as invalid. The most frequent mistake, causing
just over half of the false negatives, could be attributed to the lack of certain
synonyms for some station names. Therefore, given a query that is perfectly
interpretable by a human annotator, Treinplanner would indicate that there was
no departure station, or no arrival station. The second most frequent mistake
was the use of dashes as a separator between meaningful parts, like “AmsterdamUtrecht”. The third reason, causing 7 false negatives, was that if a query was
phrased in a particular way4 , there would be no result. Further, we observed
many spelling errors and a frequent lack of spaces between two meaningful parts
in a query. However, even if those mistakes could be corrected, most of those
queries would still be invalid as they only mentioned one station or something
that is not in the scope of Treinplanner (e.g., like street or place names).
Accuracy. In this random sample of 1,500 manually inspected queries, we
found that the system made 110 mistakes. This means that 1,390 out of 1,500
queries were handled correctly, resulting in an accuracy of 92.7%.
Explicit feedback. There were 31 queries reported by users for which Treinplanner gave a misinterpreted result. Reasons for the most frequently reported
mistakes could be attributed to: an incomplete lexicon (26%); usage of particular
terms by which users indicate arrival time instead of departure time (23%); and,
issues relating to either the recognition of times or the interpretation of times —
e.g., five o’clock, but is that in the evening or morning? (31%).

4.3.3

Session analysis

We performed three kinds of analysis. First, we analyzed the sessions in terms
of their query validity. We counted the number of sessions that started with a
valid query; and in sessions that did not start with a valid query, we counted how
many queries were needed on average to reach a valid query. Also, we counted
the number of sessions did not have any valid queries at all.
Second, we analyzed the sessions in terms of the development or change of
queries in a session. We classified successive queries within a session into one of
the following query types:
1. Lexical repeat. A successive query is a lexical repetition of its previous
query if the Levenshtein distance between the characters of both queries is
less than some threshold5 .
2. Specialization. A successive query is a specialization if the set of terms of
the successive query is a proper superset of the set of terms of the preced4 A date (consisting of a day and a month), followed by a two-digit number, followed by some
indication of a time (e.g., “am”, “pm”, “hour”)
5 We used different thresholds depending on the length l (in number of characters) of the
longest query: 0, if 1 ≤ l ≤ 3; 1, if 4 ≤ l ≤ 14; 2, if 15 ≤ l ≤ 24; and 3 for l ≥ 25
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ing query. For example, when one subsequently enters “Amsterdam” and
“Amsterdam Utrecht”, the latter query is a specialization query.

3. Generalization. A successive query is a generalization if the set of terms of
the successive query is a proper subset of the set of terms of the preceding
query. A generalization is the opposite of a specialization. For example,
when one subsequently enters “Amsterdam Utrecht” and “Amsterdam”,
the latter query is a generalization query.
4. Mixture. A successive query is a mixture if both queries contain at least
one term that is not in the other query, and if the intersection of the set of
terms of both queries is not empty. For example, when one subsequently enters “Amsterdam Utrecht” and “Amsterdam Rotterdam”, the latter query
is a mixture query.
5. New. A successive query is new if the intersection of the set of terms of
both queries is empty, while the queries themselves are not empty. For
example, when one subsequently enters “Amsterdam Utrecht” and “Rotterdam Tilburg”, the latter query is a new query.
6. Semantic repeat. A successive query is a semantic repetition of its previous query if the same set of key-value pairs can be extracted from both
queries. For example, when one first enters “from Amsterdam to Utrecht”
and then “to Utrecht from Amsterdam” (or just “Amsterdam Utrecht”),
then the latter query is a semantic repetition.
Successive queries within a session were classified according to the specified order
of the classes. That is, if a query could not be classified as the first class, lexical
repeat, we tried the second class, specialization. If it could not be classified
as specialization, we tried the third, and so on, until the query was classified.
This way, we ensured that a query belonged to, at most, one class. Note the
asymmetric output of this procedure: queries from the class lexical repeat could
in theory also belong to the class semantic repeat; however, queries from the class
semantic repeat could never belong to the class lexical repeat. Related work on
query log analysis (see Section 4.1) normally concerns keyword search queries;
however, due to our experimental setup, our query log contains free-text queries
that contain structured key-value pairs. Therefore, we can classify a successive
query as a semantic repetition with its previous query if the set of key-value pairs
of both queries are the same.
Third, we analyzed the query formulation consistency and compared it with
our findings from the laboratory experiment in Chapter 3. We adopted the same
method as in the laboratory experiment. That is, we looked at the order of
the information items in a query, and calculated the average Kendall’s τ over all
queries of a single user. In the laboratory experiment, each participant submitted
5 queries; therefore, we used sessions containing exactly five valid queries for our
analysis.
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Results
Out of the 14,541 sessions, 7,256 sessions consisted of just one query, and 7,285
consisted of two or more queries. Table 4.4 shows how many sessions started
with a valid query and how many started with an invalid query. It also shows
the number of single-query and multi-query sessions. In the majority (67.8%) of
the sessions, the very first query is already successful and returns results. From
the 3,795 multi-query sessions that started with an invalid query, 3,192 (84%)
contained at least one valid query, and 603 (16%) contained no valid queries.
Further analysis showed that, if the initial query is invalid, it takes 1.7 queries
on average to reach a valid query.
Table 4.4: Sessions grouped by their length and by their initial query’s validity.

Session length
Single-query sessions
Multi-query sessions
Total

Sessions where the first query is
Valid
Invalid
6,367 (87.7%)
889 (12.3%)
3,490 (47.9%)
3,795 (52.1%)
9,857 (67.8%)
4,684 (32.2%)

Total
7,256 (100%)
7,285 (100%)
14,541 (100%)

During the classification, we noted that some queries could not be assigned
to any class, and inspected those queries manually. Almost all unclassifiable
pairs of queries looked like this: “tomorrow from Utrecht to The Hague” and
“tomorrow from The Hague to Utrecht”. That is, the queries contained the same
terms, which is why they could not be classified as any of the specialization,
generalization, mixture, or new query types. Further, the queries were neither
lexical nor semantic repetitions of each other. Whether these queries should still
be considered as mixture queries or as a new query type is open for discussion.
For now, we will use the query type other to refer to these queries. Figure 4.5
depicts the query type distribution of successive queries within a session. The
types are split into valid and invalid queries. From this figure we can see that,
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Figure 4.5: Distribution of query modification types in multi-query sessions.
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apart from new and semantic repetition queries, the majority of successive queries
within a session end up as valid queries. Specialization and mixture queries
perform particularly well. A plausible explanation is that users naturally submit
a specialization query after an invalid query when, for instance, the preceding
invalid query did not contain both a departure and arrival station.
Regarding query formulation consistency, there were 125 sessions containing
exactly five valid queries. In these sessions, the average correlation of the withinuser query formulation was 0.88. This is a high correlation, which up to some
degree, can be explained by the fact that some sessions contained queries of the
type lexical repeat. Yet even in the sessions without lexical repeat, the average
correlation (over the 50 sessions without lexical repeat) was 0.84. This suggests
that end-users formulate their queries in a consistent manner.

4.3.4

Template extraction

Agarwal et al. (2010) consider a query as a sequence of keywords and domain
attributes, e.g., station, date, or time. By abstracting away the specific instances
of each attribute, a query can be represented by its query template. We extracted
the query templates using the Treinplanner system in an automated process.
Pieces of text that it recognized as stations were marked as station; keywords
indicating the role of a station (departure, destination, or intermediate) were
marked as from, to, or via, respectively; dates, times, or keywords indicating
time of departure or time of arrival, were marked as date, time, or arr/dep,
respectively. Finally, words that were not recognized were marked as oov (out-ofvocabulary). For instance, the query “Amsterdam, destination: Utrecht, arrival
time 10 pm” is represented by the template: station to station arr/dep
time.
Table 4.5: Most frequent query templates.
Template
[INVALID] no destination given
[INVALID] no departure given
date time from station to station
date from station to station
station to station
station station
from station to station
date from station to station time
date time arr/dep from station to station
oov from station to station
date from station to station arr/dep time
date station station

...

frequency
15.8%
12.6%
7.7%
6.8%
3.4%
2.8%
2.3%
2.1%
2.0%
1.9%
1.1%
1.0%
40.5%
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Results
Table 4.5 lists the 12 most frequent templates. The first and second templates
denote the type of error in invalid queries as perceived by Treinplanner. For
example, if a users enters “to Amsterdam via Utrecht” or just “to Amsterdam”,
then Treinplanner would indicate that no departure station was given. Over 400
templates occurred at least 4 times, and in total almost 1,500 templates were
logged. This shows that there is great variety in how users formulate structured
information needs.

4.3.5

Query suggestion usage

Treinplanner’s interface shows query suggestions while typing, but are these suggestions used? And does it have a positive effect to use the suggestions, i.e., do
users who use query suggestions issue more valid queries than users who do not
use suggestions? We compared the queries where no suggestions were selected
to those where a suggestion was used once or multiple times. We applied the
Pearson’s chi-square test (χ2 ) to find out whether or not using suggestions and
entering valid queries are correlated (Manning and Schütze, 1999). The χ2 test
checks for dependence and does not assume a normal probability distribution.
Results
Table 4.6 summarizes how many times query suggestions were used, and describes
how the suggestions were selected. Most queries were issued without using query
suggestions. However, end-users could also have copied a suggestion simply by
typing what was suggested, but we cannot know from the query log whether
end-users actually saw the suggestions, or whether they were only looking at
their keyboard while typing. If suggestions are used, we can see that they are
more often selected using a mouse rather than using a keyboard. On the one
hand, this is surprising since we assumed that the ease of formulating a query
using only a keyboard would outweigh the effort of grabbing the mouse to make
a selection from query suggestions. On the other hand, most queries were typed
in completely, which may indicate that users do prefer to just use the keyboard.
Nevertheless, the results suggest that one should select the query suggestions
more often since the ratio between valid and invalid queries, when selecting and
making use of the query suggestion (ratio of 3.1 : 1.0), is significantly higher
(p < 0.001) than when not making use of the query suggestions (ratio of 2.3 : 1.0).

4.3.6

Usability study – quantitative analysis

We compared the usability scores of Treinplanner to those of NSplanner. We
checked whether the scores differed significantly using the paired T-test, with
p < 0.05. Since the T-test assumes a normal distribution on the data and since
we do not know for certain that our data follows a normal distribution, we also
applied the statistically weaker sign test which does make this assumption. The
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tests were performed over all participants and over groups of participants to check
whether or not the difference is significant across all groups.
Results
There were 116 participants (99 male and 17 female) that opted in and completed
our online survey. The modal, average, and standard deviation of the ages of the
participants were 25, 40, and 19 years, respectively. The education background
of the participants is summarized in Table 4.7. The Simple Usability Scale (SUS)
scores for NSplanner and Treinplanner are shown in Table 4.8. Overall, a sig-

Table 4.6: Statistics on the usage of query suggestions.

No use of suggestions
Use of suggestions
Suggestion selection method
Mouse only
Keyboard only
Both mouse and keyboard

Total
queries
22,308
8,164

Valid
queries
15,517
6,171

Invalid
queries
6,791
1,993

6,447
1,651
66

4,902
1,209
60

1,545
442
6

Table 4.7: Participant’s education level.
Education level
Elementary or middle school
High or junior high school
College or university

Studying
0
4
32

Completed
1
19
60

Table 4.8: Survey scores grouped by participants’ experience with search engines
(e.g., Bing, Google, or Yahoo). Numbers in bold are statistically significant.

All participants

Group
size
116

Participants grouped by daily search
engine use (e.g., Bing, Google, or Yahoo)
54
Frequent—over 20 times a day
53
Often—5 to 20 times a day
9
Rare—less than 5 times a day

NSplanner
score
71

Treinplanner
score
84

68
72
78

85
84
80
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nificant number of participants prefer the Treinplanner system (first row in the
table). By grouping the participants by their daily usage of search engines, we
can see that as the daily usage increases, the difference between interface preference grows larger. A significant number of participants in the groups ‘frequent’
and ‘often’ prefer the single-field interface, whereas in the group ‘rare’ there is
almost no difference between the two systems. In other words, the more frequent a participant uses search engines, the more that participant will prefer the
free-text interface over the complex web form.

4.3.7

User opinions – qualitative analysis

We also performed a qualitative analysis of the user’s opinions about Treinplanner. The user opinions were obtained from comments that were given at
the Treinplanner site, and from tweets that mentioned “Treinplanner”. From
the comments, we counted how many mentioned positive aspects, negative aspects, bugs, or possible improvements. From the tweets, we counted how many
mentioned positive aspects, and how many mentioned negative aspects of the
Treinplanner system. Tweets that were otherwise neutral were discarded.
Results
During the period of January the 25th to February the 29th in 2012, we collected
over 150 opinions on the Treinplanner site and over 300 tweets mentioning the
Treinplanner. Out of all 150 opinions, 64% were positive, expressing statements
like “great initiative”, “nice!”,“works great and fast”; 21% gave suggestions on
for improving Treinplanner; 6% were negative or skeptical of Treinplanner; and,
9% indicated mistakes like how a query was misinterpreted. It was even uttered
9 times, asking if such an interface would become available for another major
travel planning site. From the Twitter messages, 6 tweets mentioned a bug
or expressed doubts about Treinplanner (e.g., “is the Treinplanner interface an
improvement?”, or “the site does not work”), the rest were positive (re)tweets.

4.4

Comparison with other web search logs

According to a study of an Altavista general web search log, end-users tend to
formulate short queries containing 2.3 words per query on average. Furthermore,
search sessions are relatively short, containing just 2 queries on average (Silverstein et al., 1999). The Altavista log is very large and consists of about 1 billion
entries. Two other search log studies, an Excite search log study (Spink et al.,
2001) and an MSN search log study (Bendersky and Croft, 2009), have reported
similar findings on query and session lengths. In the MSN study it was noted
that, if we assumed direct relation between the reciprocal rank of the clicks and
the effectiveness of the retrieval, the effectiveness decreases as the query length
increases. The Excite and MSN logs contain roughly 1 million entries and 15
million entries, respectively. Compared to our query length and session length
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findings, we see that normal web queries are over two times shorter than free-text
queries, but that the number of queries in a session is comparable. This can be
explained by the fact that users essentially specify the field values for a complex
web form in their free-text query, so naturally their queries will contain more
words. Also, due to the high accuracy of the system, end-users could quickly
find the information they were looking for, which explains the relatively short
sessions.
Other recent studies like Agarwal et al. (2010) and Li et al. (2009) have
analyzed general search logs to extract query templates or to extract structured
information from queries. The focus of these studies was to develop a suitable information extraction algorithm, which can explain why they did not report query
length and session length statistics. However, these studies provide evidence that
many queries in a general web search log follow a certain query template. This
further motivates our study of the complexity of free-text queries, and how endusers search for structured content in a single-field interface, since web users are
issuing such kinds of queries. As an aside, Hearst (2011) notes a trend toward
more “natural” user interfaces in which end-users could use, amongst others,
natural language queries. Our free-text query brings us one step closer toward
more natural user interfaces.

4.5

Discussion

There are two issues related to our data collection method to be addressed here.
First, while the collected queries may reflect the expected types of queries in a
production system, it is possible that our sample contains an overestimate of testqueries. Some users may have been inclined to explore the limits of Treinplanner
and issued many different queries not necessarily related to a real information
need. However, even if our data sample contained an overestimate of test-queries,
we expect that this would mainly impact the query variation results and the
system’s query interpretation accuracy: in the worst case, we may have reported
a greater query variety and a lower system accuracy than what would actually
be the case. Second, we note that the results presented in Section 4.3.6 and
Section 4.3.7 were based on not-so-random sampling. It is possible that only
those users who would like to say something were analyzed and not the silent
majority (if any). That is, it could have been the case that only those people
who were positive about our system gave positive feedback and people who were
not positive simply left our website.
Regarding the results, one remarkable observation is the relatively high number of queries with insufficient or conflicting information. Search log studies
typically deal with keyword queries since the search engine in question provides
a keyword search service to its users. In contrast, Treinplanner allows its users
to enter anything ranging from keyword queries up to complete natural language
sentences. Therefore, the question arises whether the users’ expectations will
match the actual capabilities of Treinplanner. That is, will the users’ queries be
such that they make good use of Treinplanner’s query understanding capabilities,
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will they be too simple, or will they be too complex? This has also been referred
to as the habitability problem (Thompson et al., 2005). After manually inspecting
a sample of the query log, we noticed that some users had a dialog system in
mind. For instance, after submitting a query, they submit a subsequent query
like “no, from amsterdam”. Another wrongful expectation was that Treinplanner
could interpret more than Dutch train station names, e.g., like street names or
station names in foreign countries. This is partly reflected by the large proportion
(over 55%) of invalid to invalid semantic repetitions. In other words, users would
re-phrase their information needs, which contained unrecognized places, hoping
or expecting that Treinplanner would then understand their query if it was formulated differently. Finally, many queries contained just one station name. This
could indicate that users expected Treinplanner to know their current location
(similar to how modern mobile devices know their geographic location) and assume it as their departure location. This was explicitly given as feedback by some
users. While the habitability problem might account for some of these invalid
queries, we again point out the possibility that some users were plainly biased
toward testing the limits of Treinplanner.
Another remarkable observation is that the most likely valid-query template
(date time from station to station) corresponds to the template of the example query shown in the Treinplanner interface. In contrast, in the laboratory
experiment of the previous chapter, the majority of the users did not follow the
templates of the descriptions of the search tasks. Yet despite the apparent bias
towards the template of the example query, we still found almost 1,500 unique
templates and over 400 templates which occurred at least 4 times.

4.6

Conclusion

We have described an in-depth analysis of how free-text queries are formulated.
In addition, we have conducted a user study and analyzed user opinions to find
out whether or not users prefer a single-field interface or a multi-field interface
for formulating structured queries. The research questions of this chapter can be
answered as follows.
i) Do end-users prefer to use our single-field, free-text interface over a multifield, complex interface to enter structured queries? End-users generally prefer
the free-text interface. From our questionnaire we can conclude that the more
experience a user has with general web search engines, the more pronounced the
preference is for the free-text interface. Also, looking at the qualitative data
obtained from the tweets and user opinions, the positive responses towards the
free-text interface are most pertinent, which support our findings that end-users
prefer the free-text interface over a complex interface.
ii) How much variation does exist in the query formulations of end-users?
We have extracted almost 1,500 unique templates describing how users formulate
their queries. With over 400 query templates occurring at least 4 times, we can
say that there is great variation in how queries are formulated.
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iii) Are end-users consistent in their query formulations? Yes, the within-user
analysis showed a high correlation of 0.88 for the query formulations of end-users.
In the previous chapter, we concluded that end-users are consistent in their query
formulations in a laboratory setting. Now, we can conclude that end-users are
also consistent in their query formulations in a real world setting.
iv) Do end-users make use of query suggestions? End-users actively selected
a query suggestion in 27% of the queries. The mouse was the most frequently
used medium to select a suggestion. On the one hand, this is surprising since
we assumed that the ease of formulating a query using only a keyboard would
outweigh the effort of grabbing the mouse to select a query suggestion. On the
other hand, most queries were typed in completely, which may indicate that users
do prefer to just use the keyboard. Further, the proportion of valid queries is
larger in the group of queries where suggestions are used, than in the group where
suggestions are not used. This shows the benefits of query suggestions.
v) If the free-text search system returns unsatisfactory results, what was the
cause? The most common cause leading to unsatisfactory results could be attributed to the lack of certain synonyms for some station names. Especially when
end-users use their own abbreviations for station names. Other causes include
spelling errors made by end-users, or when end-users forget to separate words
with a white space.
vi) What is the free-text search system’s accuracy in correctly interpreting freetext queries? In this experiment we used a rule-based system to interpret and
translate the user queries. Our manual analysis of 5% of the query log showed that
7.3% of the queries were incorrectly interpreted. The reasons for most mistakes
could be attributed to the query containing spelling errors, or Treinplanner not
containing enough synonyms. Certain types of errors might be challenging for a
rule-based approach; but overall, Treinplanner correctly interpreted most queries
with an accuracy of over 92%.
Overall, we can conclude that a very flexible system is needed to handle
the large variety in free-text query formulations. Also, spelling errors are an
important problem that can be partially solved by query suggestions. Finally,
users suffer from the habitability problem which partially explains why they enter
invalid queries. However, users are able to rephrase their query into a valid query,
requiring less than two reformulations on average.

Chapter 5

A probabilistic approach to
translate free-text queries
into structured queries
“It’s choice – not chance – that determines your destiny -”
– Jean Nidetch
In this chapter, we investigate how to translate a free-text query into a structured
query when the free-text query contains OOV (out-of-vocabulary) words. In the
previous chapters we discarded such words because we focused on cases where it
was not necessary to use OOV words to fill out a form. However, in this chapter,
we focus instead on cases where a form must be filled out using some OOV words
in the query. This means that any sequence of one or more OOV words, called
a token, might be used to fill out a form. Therefore, we introduce three novel
tokenization methods to split a free-text query into possible tokens, and four novel
token models to decide which tokens should most likely be used. We investigate
which combination of tokenization method and token models increases our odds
of, essentially, guessing how to correctly fill out a form.
Parts of this chapter have been published in Tjin-Kam-Jet et al. (2012b).

5.1

Introduction

A free-text interface enables end-users to enter free-text queries with words like
“tomorrow” instead of fully written out dates like “05-08-2013”. In a way, it
inspires natural language-like queries, such as, “Tomorrow, I need to go from
Amsterdam to The Hague”. Queries, and in particular natural language queries,
can be problematic because end-users may unknowingly use words that are not
in the system’s dictionary or vocabulary. Such words are referred to as out-ofvocabulary (OOV) words. If a query contains OOV words, a deep website may
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simply return no results, indicating that there is no item containing the given
words. Yet a free-text search system must return results (i.e., filled out forms),
even if a query contains OOV words. The reason is that a free-text search system
just interprets queries and returns filled out forms that can be submitted to a
deep website. The actual searching happens at the deep site, but only after the
end-user has submitted the form. Therefore, it is important that the free-text
search system returns correctly filled out forms, even if the query contains OOV
words.
Anything that is entered in, or assigned to, a field of a form is referred to as
a token. A token, as defined in Chapter 3, is a textual unit that can be assigned
to a field, consists of one or more words, and belongs to one type. A type denotes
a set of tokens. We say that a free-text search system’s dictionary is complete
when it contains all tokens that can be entered in a web form. If the dictionary
is complete, then by definition, any word or any combination of words that is
not in the dictionary cannot be entered in the web form1 . As a consequence, a
free-text search system can safely ignore all OOV words in the query. However,
if the dictionary is incomplete, then the system cannot ignore OOV words since
it may be necessary to use some OOV words for filling out a form.
We illustrate this by means of an example. Consider an online bookstore for
which there is a free-text search system. The bookstore’s web form is shown in
Figure 5.1a. The form has three closed fields which accept a fixed set of tokens.

(a) A complex form of an online bookstore. The Title field is open, it accepts any
value. In contrast, the Genre field is closed, it only accepts a fixed set of tokens.

(b) A free-text interface to the online bookstore.

Figure 5.1: An example of how a free-text query should be interpreted to fill out
a complex web form.
1 This must be nuanced; on the one hand, a web form can inhibit end-users from submitting
OOV words, either by validating the input before submitting the form, or by restricting the
possible tokens that can be entered (e.g., by using menus, check boxes, or JavaScript). On the
other hand, a web form can allow end-users to submit forms containing OOV words, but may
return either an error or no results.
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For instance, the Max price field only accepts numbers between 0 and 100 as
tokens (anything else would result in a warning); the Genre field only accepts
the tokens “Any”, “Biography”, “Novel”, and “Thriller”; and, the Language
field only accepts, say, the token “English”. The form further has an open field,
Title, which accepts virtually anything and is not limited to a fixed set of tokens.
Regarding the free-text search system, we can populate its dictionary with tokens
that act as indicators to specific fields, e.g., “title” or “titled” for the Title field,
and “max price” or “less than” for the Max price field. Additionally, since we
know exactly what tokens can be entered in the closed fields, we can put also those
tokens in the dictionary, but we cannot do so for the open fields. Therefore, in the
query “a thriller titled little big planet for less than $10” shown in Figure 5.1b,
the words “a”, “little”, “big”, “planet”, “for”, and “$” are OOV words. Even so,
we expect some of these OOV words to be correctly considered as a token (i.e.,
a textual unit) and filled out as shown in Figure 5.1a.
Note that even in the extreme case that the dictionary is empty and that,
as a consequence, every word is OOV, we can still tokenize the query (i.e., split
the query into tokens), and assign tokens to fields. Though we would not know
exactly what the tokens are, we could model what a token should look like, e.g.,
we could assume that a token should never consist of more than, say, 5 words.
We could use the model to determine the likeliness of a token, and rank the most
likely tokens that should be extracted from the query. Then, we could decide the
most likely fields to which the extracted tokens should be assigned, and fill out
the form. Therefore, in this chapter, we answer the following research questions:
1. What are effective methods to tokenize a free-text query, when we need to
take into account that OOV words must also be used to fill out a web form?
2. What are effective probabilistic models to rank the filled out forms such
that the most likely ways of filling out a single form are ranked highest?
3. Does our probabilistic approach improve on the rule-based approach of
Chapter 3?
The rest of this chapter is organized as follows. In Section 5.2, we motivate
that a query can be seen as a sequence of events, and discuss a possible process for
generating a query. We then introduce the Hidden Markov Model (HMM), and
explain how it can be applied to infer the process that generated query. Essentially, this will allow us to infer the tokens and the fields to which they should be
assigned. In Section 5.3, we further explain the specific probability models of our
HMM. Then, in Section 5.4, we describe our experiment to test the effectiveness
of our (rule-based tokenization and probabilistic ranking) approach, and discuss
our results in Section 5.5. Finally, we conclude this chapter in Section 5.6.

5.2

Goal and problem decomposition

Given a free-text query and a target web form with a set of input fields F , the
goal is to find the best mapping from parts of the query to fields. Specifically,

66

CHAPTER 5. PROBABILISTIC QUERY TRANSLATION

the query should be tokenized into tokens, and each token should be mapped to
a field f ∈ F . F includes a special junk field for tokens that are not intended as
actual field values for the web form. We identify two problems. First, how to split
a free-text query into tokens; second, how to map these tokens to the intended
fields. On a high level, our solution is to generate all tokenizations according to a
tokenization strategy. Then generate all possible mappings for each tokenization
and rank these mappings based on their probability. In the following subsections
we first describe an intuitive model for formulating a free-text query, and then
discuss the tokenization and ranking in more detail.

5.2.1

An action model for formulating free-text queries

We now define an action model to describe the actions a user takes to construct
a free-text query. This model will be used to obtain and rank possible interpretations of a free-text query. We define our action model as follows. Given a
complex web form with input fields F , a user: i) decides which input field f ∈ F
to use; ii) decides what token to enter in f ; and, iii) either decides to use an
additional field upon which the process repeats itself, or decides to use no more
fields, upon which the process stops. Each form field may be used at most once,
and only the special junk field may be used multiple times.
As an example, we illustrate how a user formulated the free-text query shown
in Figure 5.1b for the complex web form shown in Figure 5.1a. According to our
action model, the user first chose a junk field and entered the token {a}. The
user then chose the Genre field and entered the token {thriller}; followed by the
Title field with the token {titled little big planet}; and finally, the Max price
field with the token {for less than $10}. The tokens titled and for less than $
serve as indicators and are discussed in the next section.

5.2.2

Tokenization methods

Before we explain how we process OOV words, we first describe what words are in
the vocabulary, and thus, what words can be recognized in a query: i) dictionary
entries, i.e., tokens found in a dictionary; ii) hard separators, i.e., a sequence of
characters consisting of at least a punctuation mark followed by a white space
character (the character set is denoted by the regular expression [- \?!;,\.]);
and, iii) indicators, i.e., a hint telling the system that an adjacent piece of text
should be mapped to a specific field. Indicators reside either at the start or at
the end of a token and are referred to as a prefix indicator or a postfix indicator,
respectively.
The free-text search system will scan a query and try to recognize everything
that is in its vocabulary. Each part of the query that has not been recognized is
called a left-over. A left-over can consist of one or more words, all of these words
are OOV (otherwise the system would have recognized them). The interesting
part is how to treat the left-overs. We will investigate three tokenization methods: naive, rigid, and tolerant. To better explain the differences between these
methods, we will show how these methods tokenize the query “Boston to New
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York”, given that the vocabulary contains only the prefix indicator ‘to’. We will
use striked text to denote junk tokens; surrounding braces { } to denote tokens;
and surrounding brackets [ ] to denote indicators.
Naive. Each left-over is considered a single token on its own.
The example query would be tokenized as: {Boston} {[to] New York}.
Rigid. Each left-over consisting of more than one word is further segmented into
multiple smaller tokens.
The example query would be tokenized as in the naive method, and in addition: {Boston} {[to] New} {York}, {Boston} {[to] New} York, and {Boston}
{[to]} New {York}.
Tolerant. Like rigid, but with the addition that indicators can be placed between the tokens created from left-overs.
The example query would be tokenized as in the rigid method, and in addition: {Boston to New York}, {Boston to New} {York}, {Boston to New}
York, etcetera.
Tolerant tokenization is needed when whatever the system recognizes as an
indicator is actually part of the token that should be entered in some field. For
example, if someone searches for book titles and the word ‘titled’ serves as an
indicator, then only the tolerant method can yield the right tokenization for the
query: “a titled maiden”, which is the actual book title. In the naive and rigid
methods, the indicator [titled] acts like a token separator, thereby splitting the
input into two tokens.

5.2.3

Ranking with the Hidden Markov Model

We use a Hidden Markov Model (HMM) to find the most likely mappings from
tokens to fields for a given tokenization. Readers familiar with the HMM can skip
to the next paragraph. A HMM is a probabilistic finite state automaton (Rabiner,
1989; Rabiner and Juang, 1993). It consists of a set of states, a set of transition
probabilities from state to state, and a set of emission probabilities to model how
each state produces some specific output. There are two special states: a start
state and an end state. Except for the special states, each state emits one output
symbol. The sequence of symbols can be observed, whereas the sequence of states
cannot be observed, i.e., it is “hidden”. Although the state sequence cannot be
observed directly, a sequence of symbols gives some information about the hidden
sequence of states. More specifically, beginning from the start state and finishing
at the end state, the HMM generated the symbol sequence O = o1 , o2 , . . . , ok
by making k + 1 transitions from one state to the next. Each state emitted one
symbol with some probability. In other words, we can compute the most likely
sequence of states that produced the sequence O, if we knew the parameters of
the HMM. If we compare this with our action model described in Section 5.2.1,
we see that our action model can be cast as an HMM problem: find the most
likely sequence of input fields chosen by the user, given the observed sequence of
tokens that the user has typed.
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Building the HMM
Here we explain how to setup simple variants of the HMM parameters: the set
of states, transition probabilities, and emission probabilities.
1. The HMM states can be setup as follows. Each input field f ∈ F must be
represented as a state. Additionally, there must be a start state and an end
state.
2. The transition probabilities of transiting from one state to the next can be
learnt from manually labeled free-text queries. That is, each query is manually tokenized, and each token is manually labeled with the intended input
field. We then learn the maximum likelihood estimate (MLE) PM LE (fj |fi )
of transiting from input fields fi to fj as follows:

PM LE (fj |fi ) =

Number of times fi appears before fj
.
Total number of times fi appears

3. The token emission probabilities can also be learnt from manually labeled
free-text queries. For each input field, we learn the maximum likelihood
estimate PM LE (oj |fi ) that the field fi emitted the j-th token in the vocabulary and that we observed this as oj as follows:

PM LE (oj |fi ) =

Number of times observation oj happened at fi
.
Total number of observations at fi

Applying the HMM
Once the HMM is built, we can use it to output the most probable field sequence
that could have generated a given token sequence. The learnt probabilities are
smoothed beforehand, otherwise, an observation containing one token that was
never seen during training will have a probability of zero. Smoothing is discussed
in the next section. In any case, when applying the HMM, we must find the state
sequence F which maximizes the probability of the observation O = o1 , o2 , . . . , ok ,
given the model β:
F = arg max P (O|F 0 , β) P (F 0 |β) ,
F0 ∈ Q

where Q denotes all possible state (field) sequences that could have generated
the observation (tokens) O.
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Token models and smoothing

Each input field has its own set of accepted tokens. As we explained in the
introduction, a dictionary may not be exhaustive and a query could contain OOV
tokens, i.e., tokens not listed in the dictionary. We need methods that can assign
adequate probabilities to such OOV tokens. The MLE assigns a probability of
zero to an OOV token, hence, it is not adequate for our purposes. One way to
obtain non-zero probabilities for such tokens is to apply Laplace smoothing:
PLaplace (oj |fi ) =

Number of times observation oj happened at fi + α
Total number of observations at fi +
α * total number of different observations at fi

,

where α is usually set to one. However, this method assigns the same probability
to each and every OOV token: even two tokens that look completely different
from each other get the same probability. This is also not adequate for our purposes. Therefore, we will investigate several token models that could differentiate
between OOV tokens.

5.3.1

Token models for discriminating OOV tokens

We investigate four different aspects that can potentially be used to discriminate
between OOV tokens. We create a separate probability model for each aspect.
In the next subsection, we show how these models can be combined into larger
token emission models.
Word n-grams approximate the probability that a field emitted a particular
token, based on the word sequence in that token. Words are separated by
(an optional punctuation mark (;,.!?) followed by) a white space.
Character n-grams approximate the probability that a field emitted a particular token, based on the sequence of characters in that token.
Word-length n-grams approximate the probability that a field emitted a particular token, based on the sequence of word-lengths in that token. As a
variation, we can also consider the length differences between the words in
a token, which can be measured as either absolute or relative differences.
We can also decide to categorize the lengths or differences into, for example:
zero, small, medium, and large lengths or differences. One benefit of using
(categorized) length differences instead of plain lengths, is that it reduces
the sparsity in the training data.
Poisson models approximate the probability that a field emitted a particular
token, based on the token’s average word length, conditioned on the number
of words in that token. Unlike n-gram models which usually assign higher
probabilities to smaller tokens, this model assigns higher probabilities if
the token’s average word length is closer to the average word length of the
bin the token belongs to. For example, if the expected length per word
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for tokens consisting of three words is 5 characters, and our OOV token
(consisting of 3 words) has an average word length of 6.7 characters, then
the Poisson probability of that token is PP ois (6.7, 5) = 0.11.

5.3.2

Smoothing by using linear interpolation

N -grams operate under the assumption that the probability of an event in a
sequence of events does not depend on all previous events, but only on the last
n − 1 events. Larger values for n generally increase the prediction accuracy of
n-grams. For instance, if we must predict a word in some sequence, but without
information about the previous words (so n = 1), then the most common word
would be the best answer. Yet if we knew that the previous word was “or” (so
n = 2), then “not” may be a better answer; and if we knew that the previous
two words were “better or” (so n = 3), then “worse” might be an even better
answer. However, with larger n, n-grams suffer more from data sparseness (i.e.,
when many items from the vocabulary are not present in the training data). One
solution is to make a linear combination of an n-gram with n-grams that have
smaller n which suffer less from data sparseness. If the combination results in
a probability function, then this is also referred to as linear interpolation. We
could make a linear interpolation of a trigram (n = 3), with a bigram (n = 2)
and a unigram (n = 1) as follows:
P30 (wn |wn−2 , wn−1 ) = γ1 P1 (wn ) + γ2 P2 (wn |wn−1 ) + γ3 P3 (wn |wn−2 , wn−1 ) ,
P
where 0 ≤ γi ≤ 1, and i γi = 1. When all functions being interpolated use a
subset of the conditioning information of the most discriminating function, this
is often referred to as deleted interpolation (Manning and Schütze, 1999). We
can use linear interpolation both as a smoothing mechanism for n-grams, as well
as a method for combining different kinds of token models like:
0
0
0
P (tok) = λ1 Pword
(tok)+λ2 Pchar
(tok)+λ3 Plen
(tok)+λ4 PP ois (tok)+λ5 Pdict (tok) ,
P
1
if tok ∈ dict, 0 otherwise.
where 0 ≤ λi ≤ 1, i λi = 1, and Pdict (tok) = |dict|
In this case, P (tok) assigns a probability to a token based on (smoothed) word,
character and length n-gram models, a Poisson model, and a dictionary.

5.4

Experiment

We evaluated our system in the travel planning scenario of Chapter 3. The
system had to find the best query interpretation without it knowing the actual
Dutch train station names. Our token models were trained on non-Dutch train
station names and should compensate for the lack of Dutch station names.

5.4.1

Training data for building the HMM

The training data for the token emission models of the from, to, and via input
fields, was a list of station names crawled from Wikipedia; it contained stations

5.4. EXPERIMENT

71

from Belgium, France, Indonesia, the UK, and Germany. The training data for
the token emission models of the junk field was a list of words crawled from
web blogs containing the words ik, trein, and van (in English: I, train, and
from, respectively). We scraped the pages from the web blogs and used simple
heuristics to create sentences: we split the text on certain HTML tags (like
<br> and <p>), on a question or exclamation mark, or on a dot followed by
white space. Only those sentences containing at least two station names were
tokenized with the naive method from Section 5.2.2 and the left-overs constituted
the training data for the token emission model of the junk field.
The training data for the field transition model was manually created,
and based on the field sequences reported in Chapter 3. Those sequences did
not contain any ‘junk’ fields, so we created and added variations containing junk
fields. For example, if the transition sequence “from-to” appeared x times, then
we added these sequences to our training data: “junk -from-to” 12 x, “from-junk to” 14 x, and “from-to-junk ” 41 x. This reflects our belief that it is more likely for
“junk” text to appear at the start of a query.

5.4.2

Validation and test data

We used a list of Dutch train station names from Wikipedia to create queries;
we randomly selected 50% of the stations for creating a validation set and the
other 50% for creating a test set. For each set, we used a script to randomly
generate 50 train station name pairs (from and to) and 50 train station name
triples (from, to, and via) for a total of 100 different information needs. As each
information need can be phrased differently, we also generated 12 different query
formulations based on query templates reported in Chapter 3. As an example, say
that we have the information need (“Amsterdam”, “Hoek van holland haven”),
and two query templates “van from naar to op date om time”, and “naar to
from rond time”. We substituted the station names in the corresponding slots
of each template, and we simply replaced the time and date with 13:00 and 11-2012, respectively resulting in the queries: “van Amsterdam naar Hoek van
holland haven op 1-1-2012 om 13:00”, and “naar Hoek van holland haven
Amsterdam rond 13:00”.

5.4.3

Method – systems without station names

The same transition model (to score the sequence of field names) was used
throughout all experiments. For each tokenization method, using the validation
data, we applied a simple parameter sweep to find the best linear interpolation
weights for the emission models (to predict the score of the tokens – see the final
equation at the end of Section 5.3.2). Each λ could (initially) take a value of 0,
0.01, 0.1, or 1, which was then normalized. For example, if we combined the word
0
0
and length models, we could have 0.01Pword
+ 0.01Plen
which was normalized to
1 0
1 0
P
+
P
(the
character,
Poisson,
and
dictionary
models are ignored by
2 word
2 len
0
0
setting their λs to zero). As another example, 0.01Pword
+ 0.1Plen
would be
10 0
1
0
normalized to 11 Pword + 11 Plen , and so on. We selected the systems with the
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highest MRR (mean reciprocal rank) in the validation data. Then we compared
them with two baseline systems using the test data.
Note that the dictionary did not contain any station names. It was used to
assign a constant score to the dates and times, otherwise the emission probability
of those fields would be zero. Furthermore, we fixed the dictionary’s weight at
0.1 so that all other components could have a lower (0.01), equal (0.1) or higher
(1.0) contribution to the total token score.

5.4.4

Upper bound – systems with station names

We compared our validated systems C, with two other “baseline” systems A and
B which can be considered as upper bounds. System A is the system reported
in Chapter 3: it knows all station names, ignores OOV parts of the query, and
uses rules to rank the query interpretations. System B is almost like A, it knows
all station names, ignores OOV parts of the input, but uses probabilistic ranking
(i.e., the transition probabilities discussed in Section 5.2.3). The systems in
C do not know the station names and must apply the tokenization methods
and emission models which were introduced in Section 5.2.2 and Section 5.3,
respectively. The same transition probabilities of system B are also used in C.

5.5
5.5.1

Results and discussion
Validation results

Table 5.1 shows the emission models that yielded the highest MRR results per
tokenization. It also shows the components of the emission model, their corresponding weights are shown in Table 5.2. The reported average MRR is averaged
over all parameter combinations (i.e., non-zero weights for each component) of
the given emission model. The total average MRR per tokenization is averaged over all parameter combinations of all emission models (not just the stated
components). From these results we can see that, for example for the tolerant
tokenization, it is better to use an emission model consisting of a character and
a dictionary component rather than any other combination of components, since
on average, these two components yield a much higher MRR. We can also see
that, from naive to rigid to tolerant, the difference between the maximum and
the average MRR grows. This difference is consistent across all our validation
results. This can be explained by the fact that each tokenization method induces
a search space. A smaller search space contains less erroneous answers, but on
the other hand, it may often fail to include the right answer in the first place.

5.5.2

Test results

The test results are shown in Table 5.3. The baselines (upper bound A and
upper bound B) are equipped with a dictionary containing all Dutch train station
names. Since they ignore OOV words, they have almost perfect performance; the
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Table 5.1: Validation results: best emission models per tokenization method.
The letters stand for word (W), character (C), length (L), Poisson (P), and
dictionary (D). E.g., the emission model L+P+D consists of a length n-gram, a
Poisson model and a dictionary.
Tokenization
method

Emission
model

Naive
Rigid
Tolerant

L+P+D
W+C+L+D
C+D

Max. MRR
over selected
emission model
0.481
0.703
0.725

Avg. MRR
over selected
emission model
0.477
0.678
0.666

Avg. MRR
over all
emission models
0.455
0.584
0.447

Table 5.2: Weights corresponding to the emission model’s components that
yielded the maximum MRR in Table 5.1.
Tokenization
method
Naive
Rigid
Tolerant

Normalized weights per component
Word Character Length Poisson Dictionary
0.048
0.476
0.476
0.474
0.474
0.005
0.047
0.500
0.500

only thing they do not know for sure is which station name should be mapped
to which field. In any case, the high MRRs indicate that the ranking heuristics
and the transition probabilities are well suited to the task at hand. By using the
same transition probabilities and discarding the dictionary, we see the impact of
tokenization and token modeling. The tolerant and rigid tokenization methods
perform much better than the naive method. This can be seen in both the
validation and test runs. There is almost no difference between the rigid and the
tolerant methods. A closer inspection of the data showed that the validation data
contained train station names that contained indicators, while no names in the
test data contained indicators. This explains why the tolerant method was better
than rigid method according to the validation runs, but not according to the test
results. This finding reveals two things. First, it confirms what we mentioned
earlier, that the added value of the tolerant method over the rigid method is
Table 5.3: Test results.

With
dictionary
Without
dictionary

System
Upper bound A (heuristic)
Upper bound B (probabilistic)

MRR
0.953
0.996

System C-Naive
System C-Rigid
System C-Tolerant

0.533
0.738
0.732
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apparent when the tokens contain indicators. Second, even when tokens contain
no indicators, the benefits of the rigid method over the tolerant method are small
in terms of retrieval performance.
System B is significantly better than system A (p <= 0.01). Systems A and
B are both significantly better than (all variants of) system C. Finally, both the
rigid and tolerant methods are significantly better than the naive method.

5.5.3

Discussion

Generalizability
Why would someone want to use train station names from other countries as
training data to model Dutch station names? Normally, they would not. We
used a large list of train station names that did not contain the actual Dutch
names to avoid overfitting. We may reasonably assume that if the training data
looks more similar to the actual testing data, it will have a beneficial effect on
retrieval performance. More importantly, the station and junk training data had
sufficiently distinct characteristics that allowed the system to distinguish train
stations from junk tokens. We believe that our approach is generic and that it
would work well in other domains. Ideally we would train our models from query
log data. Again, to prevent overfitting, we used junk tokens that were extracted
from blogs instead of query logs.
Flexibility
The fact that baseline B performs even better than baseline A shows that our approach can alleviate developers from spending effort in designing ranking heuristics because it is capable of learning a suitable ranking function. Also, once the
system is up and running it could continuously adapt its ranking function given
the stream of query log data.

5.6

Conclusion

We introduced and examined three tokenization methods (naive, rigid, and tolerant) and four token models (character n-gram, word n-gram, word-length n-gram,
and a Poisson model). We adopted a probabilistic approach based on a Hidden
Markov Model to assign tokens to fields, and focused on correctly assigning both
tokens that are in the vocabulary, as well as tokens that are out-of-vocabulary
(OOV). In contrast, previous work simply neglected OOV words. The research
questions of this chapter can be answered as follows.
i) What are effective methods to tokenize a free-text query, when we need to
take into account that OOV words can also be filled out in a single web form?
Our results show that the rigid and tolerant tokenization methods are much more
effective than the naive approach. However, the tolerant approach generates more
candidates than the rigid approach and is therefore slower. Since the rigid and
tolerant methods show comparable retrieval effectiveness when comparing the
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overall system performance, we can recommend using the rigid method which is
both effective and relatively efficient.
ii) What are effective probabilistic models to rank the filled out forms such
that the most likely ways of filling out a single form are ranked highest? Overall,
the Hidden Markov Model serves as an effective framework for ranking the filled
out forms. We cannot simply say what are the most effective emission models,
since these depend on the choice of tokenization method. However, our results
do show that we can use and combine the four token models that we introduced
in this chapter.
iii) Does our probabilistic approach improve on the rule-based approach of
Chapter 3? Yes, the probabilistic approach does improve on the rule-based approach (in both systems, the dictionary is complete).
Overall, we can conclude that our probabilistic ranking improves over the
rule-based baseline when our system is equipped with a dictionary. Also, even
without a dictionary, we can still correctly interpret many queries; however, we
must process the OOV tokens in a clever way, as the results show that the naive
tokenization method is far inferior the other methods.
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Chapter 6

A stack decoder for
structured search
“A journey of a thousand miles begins with a single step -”
– Lao-tzu
In this chapter, we experiment with a novel method for translating free-text
queries into structured queries. In contrast to the previous chapters, the focus
of this chapter is on filling out multiple web forms, on handling spelling errors,
and on efficiency. Rather than computing all possible interpretations for a given
free-text query, we adopt a stack decoding approach which allows us to iteratively
examine the most likely partial interpretation. In addition, it allows us to discard invalid interpretations as soon as they are found. We show that a stack
decoding approach can be applied to a multi-domain, multi-site per domain setting; that our boosting and discounting heuristics increase efficiency; and, that
our approach outperforms a well known baseline on a segmentation and labeling
task.
Parts of this chapter have been published in Tjin-Kam-Jet et al. (2013).

6.1

Introduction

In the previous chapters, we focused on filling out a single form, given a freetext query. We first introduced a rule-based approach in Chapter 3, and showed
its effectiveness in a situation where the free-text search system’s dictionary is
complete, containing all possible tokens. Then, we introduced a probabilistic
approach in Chapter 5, and showed that, even if the dictionary is incomplete,
we could use a probabilistic approach to effectively guess the right answer. In
this chapter, we shift our focus on the ability to fill out multiple web forms.
This means that the set of possible results is now larger, since there may be
several relevant web forms that must be filled out for a given query. We revisit
77
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the query segmentation and labeling problem of Chapters 3 and 5, but now,
rather than a brute-force approach, we adopt a more efficient stack decoding
implementation to deal with the larger search space. In addition, the stack
decoding implementation enables us to easily detect mistakes such as words that
are accidentally glued together, and tolerate spelling errors up to some degree.
From our earlier experiments, we noted that free-text queries sometimes contain
spelling errors or concatenated words and that our rule-based implementation
could not cope with such mistakes. If the free-text search system could correct
such mistakes, it could lead to improved query interpretation accuracy and to
a more user-friendly system. In this chapter, we answer the following research
questions:
1. What is an effective query translation method to fill out multiple web forms
given a free-text query?
2. How can we increase the efficiency of the query translation method?
3. Does the query translation method improve on a state-of-the-art baseline?
The rest of this chapter is organized as follows. In Section 6.2, we discuss
work related to query segmentation and labeling. We formalize the problem in
Section 6.3 and and describe our stack decoding framework in Section 6.4. In
Section 6.5, we describe our online experiment to gain the data used for further evaluation of the system. We show and discuss our evaluation results in
Section 6.6, and conclude this chapter in Section 6.7.

6.2

Related work

The problem of translating free-text queries into structured queries relates to several fields of research. We first review studies about segmentation, giving insight
and potential solutions to the labeling problem; then review work about both
segmentation and labeling; then briefly discuss keyword search over databases,
and conclude this section.

6.2.1

Query segmentation for web IR

In web IR, correct query segmentation can substantially improve retrieval results,
e.g., grouping ‘new’ and ‘york’ as ‘new york’ can make a big difference. Li et al.
(2011) argue that supervised methods require expensive labeled data and propose
an unsupervised segmentation model that can be trained on click log data. Hagen
et al. (2011) show that their segmentation algorithm, which uses only raw web
n-gram frequencies and Wikipedia titles, is faster than state-of-the-art techniques
while having comparable segmentation accuracy. Lastly, Yu and Shi (2009) train
a CRF (Conditional Random Field1 ) with tokens from a database. They first
predict labels for each word in the query, then segment at each start (S-) label.
1 See

Lafferty et al. (2001).
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For example, given the query Green Mile Tom Hanks and the predicted labels
{[S-MOVIE], [R-MOVIE], [S-ACTOR], [R-ACTOR]}, it is segmented as “Green
Mile” and “Tom Hanks”. It is unclear why Yu and Shi used this S/R (start, rest)
labeling scheme instead of the more common BIO (begin, inside, out) labeling
scheme proposed by Ramshaw and Marcus (1995). Perhaps because all query
words were required to appear in the database at least once, there was no use for
the O-label (to indicate that a word is out-of-vocabulary).

6.2.2

Query segmentation and labeling

The example in the previous section illustrates that CRFs can both indicate segment offsets (e.g., with start/rest labels) and assign entire segments to fields (e.g.,
ACTOR or MOVIE). However, CRFs need a lot of expensive (manually labeled)
training data. To avoid the high costs of manually labeled data, Li et al. (2009)
used two data sources to train CRFs: a pool of 19K queries labeled by human
annotators; and a pool of 70K queries, automatically generated by matching entries from click logs with information from a product listings database. However,
the generated queries did not contain all possible labels. Still, the highest performance was obtained when combining the evidence of both sources. In contrast,
Kiseleva et al. (2010) train multiple CRFs solely on click log data. But unlike
manually labeled data, click log data suffers from noise and sparsity. In a followup study (Kiseleva et al., 2011), they did use some manual data (brand synonyms
and abbreviations) and artificially expanded their training set aiming to reduce
data sparsity.
Sarkas et al. (2010) propose an unsupervised approach to segment and label
web queries. They train an open language model (LM) on tokens derived from a
general web log, and attribute LMs on tokens from the structured data residing in
tables. They score results using a generative model of the probability of choosing:
a set of attributes T.A from table T , a set of tokens AT given T.A, and a set
of free tokens FT given the table T . Further, they decide whether a query is
intended as a web keyword query, or as a structured search query.
Datamold, by Borkar et al. (2001), uses nested HMMs (Hidden Markov
Models2 ) to segment and label short unformatted text into structured records.
They introduce a taxonomy on the symbols (words, numbers, delimiters) in order
to generalize the dictionary derived from training data. They modify the Viterbi
algorithm3 to include semantic constraints, restricting it from exploring invalid
paths. Since this violates the independence assumption, they re-evaluate a path
when some state transition is disallowed by the constraints.
Zhang and Clark (2011) describe a framework that uses the averaged perceptron algorithm for training and a beam search algorithm (which is essentially, a
stack decoder with a small stack) for decoding, and apply it to various syntactic
processing tasks, like joint segmentation and POS-tagging.
2 See
3 See

Rabiner (1989); Rabiner and Juang (1993).
Forney (1973).
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Our approach distinguishes itself from these approaches in many respects,
to name a few: it uses a stack decoder (Bahl et al., 1990) and incorporates
additional information to enable pruning, boosting and discounting; it is not
purely probabilistic and works without training; and while it does not require, it
can benefit from training.

6.2.3

Keyword search over relational databases

The problem of converting non-structured queries to structured queries goes back
as far as 30 years, and is largely motivated from the area of structured, relational
databases. The aim is to map a keyword query directly to SQL queries (e.g.,
a join over two or more tables), and initially, solutions were proposed based on
heuristics, grammars, and graphs. Unlike web IR where the result is typically a
(list of) URL(s), the result of KSORD systems ranges from a single value to a
complete table with multiple columns and rows. This raises issues like deciding
what unit of information to return (e.g., a table, row, or single value) (Termehchy
and Winslett, 2011). Calado et al. (2004) use a Bayesian network to score and
rank the SQL queries based on data populating the database, while Jayram et al.
(2006) use a rule based approach.

6.2.4

Conclusion

State-of-the-art segmentation and labeling methods are based on HMMs or CRFs
and consistently outperform other baseline methods on the segmentation and
labeling task. These methods operate in a pipelined fashion: first do a trivial segmentation by splitting the query into words separated by whitespaces or
punctuation characters, then do labeling probabilistically. However, they were
designed for cases with little or no constraints (see Section 6.3) and without the
need for normalizing values, whereas several constraints apply to our case and
values sometimes need to be normalized. Furthermore, these methods need large
amounts of (manually labeled) training data, while fully unsupervised methods
suffer from noisy training data. As a general remark, there is no agreed upon
test collection for comparing these methods, which makes it hard to determine
the best method. That is, if such a conclusion can be made at all, since each
method has been developed for very specific use cases.

6.3

Problem description and approach

Our query translation problem can be formalized as:
Given a web form and a free-text query, find the intended values and assign the
values to their intended fields, under the constraints imposed by the web form.
Here, a web form has one or more input fields; it only accepts queries as structured
information needs consisting of a set of field-value assignments, e.g., F1 = v1 ,
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F2 = v2 , . . . , Fn = vn . Also, it may impose constraints, only allowing certain
combinations of fields and values. Finally, a free-text query is an unstructured
sequence of characters that describes an intended structured information need.
Next, we describe the different types of constraints, how they can aid translating free-text queries to structured queries, and our approach.

6.3.1

Hard constraints

Web forms may restrict the combinations of allowed fields and values in several
ways. Queries that do not satisfy these constraints are not accepted by the web
form, such queries are invalid. Otherwise, they are valid.
Mandatory fields. A web form may require certain fields to be filled out before
it can be submitted. For example, it may require either the make field, or
both the min and max price fields to be filled out before it can be submitted.
Formally, mandatory field constraints are propositions of the form: (Fi ) ∨
(Fj ∧ Fk ) ∨ . . . , stating that at least one set of fields must be present in the
query.
Conditional fields. While a field may not be mandatory, it may be required
if some other field is used. For example, consider a query that contains
the text 5 miles near, which states a radius (near some place). A web
form with fields radius and place, may require that if you fill out radius,
you must also fill out place. Formally, assertive conditional constraints
are implications of the form: Fi → Fj , stating that if some field Fi is
present in the query, then so must Fj . Negative conditional constraints are
implications of the form: Fi → ¬Fj , stating that if some field Fi is present
in the query, then Fj must not also be present.
Field frequency We refer to fields that allow only one value as single-valued
fields and to fields that allow more values as multi-valued fields. Formally,
frequency constraints are implications stating that if a field is single-valued,
it can be used at most once.
Types. A type defines a set of values. For example, the type base color defines
‘red’, ‘green’ and ‘blue’ as values, while year could define numbers between
1970 and 2015 as values. Closed types have a limited set of values, which
are typically stored in a dictionary. Open types have a limitless set of
values, such as the set of real numbers. These are typically modeled by
regular expressions. An input field will only accept values of one specific
type.
Dependencies. The values allowed for one field may depend on the value of
another. For example, if a make field has value Ford, then model may have
Fiesta, but not Laguna. Formally, dependency constraints are implications
of the form: Fi ∧ Fj → f (λ(Fi ), λ(Fj )) , stating that if two dependent fields
Fi and Fj are used, then the function f applied on their values λ(Fi ) and

82

CHAPTER 6. A STACK DECODER FOR STRUCTURED SEARCH
λ(Fj ) must be true. Here, f can be any function that takes two values as
input and returns a boolean.

6.3.2

Soft constraints

Assuming that a given query is valid, soft constraints indicate which filled out
web form is more likely.
Patterns. A pattern determines when values of some type should be assigned to
a particular field. For example, consider the query to New York from Dallas
and assume that New York and Dallas are values of the type city, which
can be assigned to the fields: departure or destination. The system would
benefit from knowing that the segments just before each value contain hints
indicating the fields to which the values should be assigned.
For a given field, a pattern specifies the field-specific hints that can precede
or follow values of the type expected by the field. Formally, a pattern
is defined as a 4-tuple {field name, prefixes, type, postfixes}. Prefixes and
postfixes denote a set of words which may be empty. For example, a pattern
for the destination field could be specified as: {destination, [to], city, []}.
Field order. Ideally, when a query contains a hint for some field F , followed
by a value V of the type expected by F , then by all means, assign V to
F . In practice however, queries may just contain values, like the query
New York Dallas. The system would benefit from knowing that a particular field order is more likely then another, e.g., that P(departure, destination) ≥ P(destination, departure). We make the Markov assumption
and model the probability of a sequence of fields as: P (f1 , f2 , . . . , fn ) =
Q
n
i=1 P (fi |fi−2 , fi−1 ) .

6.3.3

Approach

Our approach consists of three steps: 1) segmenting, i.e., splitting the free-text
query into smaller segments ready to be assigned to some field—a segment is a
subsequence of the characters of the free-text query; 2) labeling, i.e., assigning a
segment value to its intended field; and 3) normalizing, i.e., if necessary, (slightly)
rewriting the field value into a format accepted by the web form.
Segmenting. The intended fields and values in a free-text query are described
by specific segments of the query. In order to find these segments, we
do a left to right search for known values at each character position in the
query. Known values are defined by a regular expression or are contained in
a dictionary. Our dictionary is based on a Bursttrie (Heinz et al., 2002), but
is modified to: 1) be tolerant to spelling errors, provided that the beginning
of the search string is error free; and 2) return search completions, even if
the string being completed has a spelling error.
Whenever a value is found, it is added to the segment in which it was
found. This process yields a set of segments, each segment containing a list
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of values, e.g., the segment ‘red’ can contain the values ‘4’ (a color), and
‘red hat’ (an operating system name).
Labeling. A label assigned to a segment indicates one of three roles, namely that
the segment contains: 1) a value v that will be assigned to some field F ;
2) a field name, hinting that the value of an adjacent segment must be
assigned to the stated field; or 3) no useful information for filling out the
web form.
The labeling process must not only determine appropriate segment labels,
it must also determine a segmentation. A segmentation denotes a list of
segments such that the whole query can be reconstructed by concatenating
each segment from the list. This also implies that the segments may not
overlap each other. In Section 4, we discuss how we apply our stack decoder
for this labeling task.
Normalizing. A field determines a format in which a value must be specified.
For example, a field may require that a time be entered as hh:mm, i.e., two
digits for the hour, a colon, and two digits for the minutes. If the query
contains a time as ten to five am, it should be normalized to 04:50. For
normalizing dates and times, we created a separate function. Conceptually,
a function extends the set of input fields of a web form, thereby extending
the possible formats in which values can be specified. Other normalizations,
like when the color red actually has a value 4, or when a word is misspelt,
are dealt with using a dictionary.

6.4

Stack decoding

Given a free-text query, we first segment it into a set of segments, each segment
containing a list of values. Next, we initialize a sorted stack with an empty path.
A path has a score and a list of labeled segments. We then iteratively decode
the query as follows: 1) remove the best path from the stack; 2) look up all
segments S that follow immediately after the last segment in the path; 3) for
each value in each segment s ∈ S, determine the possible labels and label the
segment; 4) for each labeled segment, create a new path and add it to the stack.
The process iteratively extends partial paths to become complete paths. When
a path is complete, it is removed from the stack and stored as a result for further
processing. The decoding stops when the stack is empty, or when some stopping
criterion is met (e.g., some max decoding time t has elapsed).

6.4.1

Scoring

A path’s score is based on the field values, and on the field order which was
discussed in Section 6.3.2. The score of a value v from some closed type C is
1
initially modeled as a uniform probability of |C|
for observing v. The score of
a numeric value from an open type is determined heuristically: based on the
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number of digits, it diminishes quadratically such that a 4-digit value gets the
highest score, then 3-digit and 5-digit values, and so on. An important issue in
stack decoders is the comparability of partial paths (Bahl et al., 1990; Zhang and
Clark, 2011). We lower a partial path’s score by the number of characters that
must yet be processed. This basically estimates for any partial path what the
score would be if the whole query was processed. Note that lowering the score
too much causes the decoder to proceed in a depth-first search manner instead
of best-first search manner.

6.4.2

Pruning

With enough time and memory resources, we could theoretically examine all
possible paths, including invalid ones. In practice however, we have little time
and resources and need to reduce the time spent on processing invalid paths.
Therefore, we prune partial paths that violate the dependency, field frequency,
or negative conditional constraints defined in Section 6.3.1. Pruning such partial
paths will not prune possible valid complete paths from our search space.

6.4.3

Boosting and discounting

The speed of a stack decoder depends on whether it repeatedly chooses and
expands the best partial path, until it reaches the most likely complete path.
The choice is based on fields and values seen so far, without regard for possible
further fields and values. This is not always desirable. For example, consider
the query BMW 2000 euro and a form with three fields: make, year and price.
The segment ‘BMW’ is labeled as make and we must now label the segment
‘2000’. If we only considered segments up to and including ‘2000’, then both
labels year and price would seem fine. However, if we would have looked ahead
when labeling ‘2000’ as year, we would have known that this label is not likely,
therefore we would have lowered the position of this path in the stack. The
process of looking ahead and deciding to raise or lower a path’s position in the
stack is referred to as boosting or discounting, respectively. We can rank the
complete paths by their original scores or by the boosted and discounted scores.

6.5

Data used for evaluation

Our aim was to obtain realistic queries under the following three conditions:
1. Multi-domain search environment. Participants should ask queries
in an environment where they get real-time query suggestions and where
they can query about different domains, like travel planning or second
hand cars.
2. Multi-site domains. Each domain should have different sites that may
or may not offer the same search functionality. For example, in travel
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planning, one site might offer bus travel results, while other sites offer
train or flight results.
3. Minimal query bias. Participants should not be persuaded to any kind
of information need nor to any structure in which the they can phrase their
query.

6.5.1

Data acquisition

We setup an online search system covering 3 multi-site domains, and instructed
the participants that they could search these domains. Next, we briefly describe
the domains, the instructions for the participants, and how we obtained free-text
queries from the participants.
1. Travel planning. This domain has 3 sites, each providing either bus,
train, or flight travel information. Instruction: Find travel advice (for
example, a train trip to someone you know) and rate the result.
2. Second hand cars. This domain has 5 sites, each having a web form
with fields for at least minimum price, maximum price, make, and model.
Instruction: Find cars with specific characteristics (for example, find cars
with characteristics like your own car or a car of someone you know) and
rate the result.
3. Currency exchange. This domain has 3 sites, each having a web form
with three input fields (from currency, to currency, and amount). Instruction: Find the exchange rate (of currencies of your choice) and rate the
result.
Participants started with a training session in which they could issue multiple
queries in each of the three domains. Whenever a result was clicked on, a box
appeared asking to rate the result as either: ‘completely wrong’, ‘iffy’, or ‘completely right’. After rating a result, the system prompted for the next domain.
It is natural to rephrase the query if a system returns no or unsatisfying results.
However, if a participant believed that the query could have been answered correctly by the system, he/she could indicate this and optionally describe what
kind of results should have been returned. During the training session, participants got acquainted with the system and discovered the search functionality by
themselves. After introducing all domains, the participant was asked to conduct
10 different searches and rate at least one result of each search request. As an
incentive to continue with the experiment, a score was shown based on, amongst
others: the number of queries issued, the number of results rated, and the search
functionality4 discovered so far. Participants could quit whenever they wanted.
4 Search functionality here means the number of different fields in all clicked results, divided
by the total number of fields from all web forms configured in the system.
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Manual analysis and labeling

We manually analyzed all submitted queries and specified which forms could
return relevant results and how the forms should be filled out. For each form, we
compiled a test corpus specifying the set of field-value assignments for the queries
that make sense to the web form. We then measured how much our judgments
agreed with those of the participants using the overlap between our manually
assigned query-result pairs and those of the participants. Overlap is defined as
the size of the intersection of the sets of relevant results divided by the size of
their union, and has been used by several studies for quantifying the agreement
among different annotators (Voorhees, 2000; Hiemstra and van Leeuwen, 2002;
Demeester et al., 2012). We needed to compile the test corpora ourselves because:
first, participants did not (and were not expected to) find and label all correct
results. Second, the system may not have returned any correct results, making
it impossible for participants to label all correct results.

6.5.3

Data obtained

In total, 47 participants interacted with the system and 23 participants opted to
enter their age and gender information, resulting in 17 males (age ranging from 19
to 81, avg. 39) and 6 females (age ranging from 25 to 41, avg. 30). We analyzed
363 queries, nearly half of which were invalid: either missing mandatory fields
or asking information that was out of scope. Examples of invalid queries are:
to Amsterdam; how long is the Golden Gate bridge; kg to pound ; and, for sale:
15 year old Mercedes. In total, we labeled 194 valid queries containing enough
information so that we could fill out one of the web forms from our experiment.
When multiple web forms could be filled out for a given query, we chose the
ones in which we could specify most or all key-value pairs of the query. Our
manual labeling results for the travel planning, currency exchange, and second
hand cars domains are shown in Table 6.1. The rows ‘A’ to ‘K’ each correspond
to a web form in the specified domain and contain: Queries: the number of
queries submitted in that form; Max: the maximum number of different ways to
fill out that form for a single query; Avg: the average number of filled out forms
per query; and, Std.dev: the standard deviation from this average. The row ‘All’
shows the results when aggregating all forms into one, and should be interpreted
as: 194 queries were submitted in this aggregated form; there was a query that
could be filled out in 19 different ways; there were 2.99 differently filled out forms
per query on average, with a standard deviation of 2.43.
A result (i.e., a filled out form) denotes a set of field-value pairs. On a
result level, the agreement of our judgments and those of the participants is
0.33, which is consistent with the “key” agreement reported in (Demeester et al.,
2012). Though it might seem low, it is a direct result of the strict comparison: one
slightly different field value causes results to disagree completely. If we considered
field-value pairs instead, and averaged the field-value agreement per result, the
agreement is 0.68.
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Table 6.1: Manual labeling results.
Travel
A
B
C

Queries
52
5
12

Max.
8
5
3

Avg.
1.19
1.80
1.25

Std.dev.
0.99
1.79
0.62

D
E
F

61
61
62

1
2
1

1.00
1.03
1.00

0.00
0.18
0.00

G
H
I
J
K

24
59
61
52
49

2
7
9
4
3

1.04
1.39
1.38
1.12
1.20

0.20
1.16
1.29
0.51
0.58

All

194

19

2.99

2.43

Currency

Cars

Merged

6.6

Evaluating the stack decoder

We evaluated our system using the data described in Section 6.5.3. We investigated how different stopping criteria, boosting, discounting, and ranking on
original or on boosted scores, affected the decoding time and retrieval performance. The performance was measured using MAP (Mean Average Precision5 ).
Table 6.2 lists the 6 stopping criteria that we used. Each row states that the decoding should stop whenever: a maximum of r results was found; or, more than
t time elapsed during decoding; or, the next result’s score was lower than some
absolute minimum abs.min; or, when it was lower than some minimum rel.min
relative to the best result. Further, we tested two settings for pruning probably
irrelevant paths based on the percentage of the query that was ignored. A path
was discarded if more than j% was ignored (e.g., due to unknown words). One
(fairly strict) setting required the system to interpret at least 60% of the query,
while the other required only 20%.

6.6.1

Individual, “per form” evaluation

One at a time, we loaded a form’s dictionary and constraints and ran its tests.
We first ran the tests without training our system, i.e., we used a uniform field
order distribution6 . Table 6.3(a) shows the averaged results of the individual
tests, weighted by the number queries per form. Then, we conducted a 5-fold
5 See

Voorhees (2000).
in one form where we manually specified that “departure” fields were more likely
followed by “destination” fields, instead of other fields. However, this was done before going
online and gathering data, so before we had even seen the test data.
6 Except
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Table 6.2: Stopping criteria, sorted by number of results and “strictness”.

A
B
C
D
E
F

Results Time Absolute minimum Relative minimum Ignore%
10
0.5
-200
-150
40
10
0.5
-200
-150
80
10
0.5
-600
-550
80
50
45
-200
-150
40
50
45
-200
-150
80
50
45
-600
-550
80

cross validation and trained our system on the field order distribution, or field
transitions, from the labeled queries. These results are shown in Table 6.3(b).
Table legend
In Table 6.3, the leftmost letters B, D, and R denote boosting, discounting, and
ranking by original score, respectively. Time is the average query decoding time.
MAP1 and MAP2 are the MAP of filled out forms, and of segmentation &
labeling, respectively. The headers A–F denote stopping criteria (see Table 6.2).
The seven MAP1 values under each header are represented in a color gradient:
red denotes the lowest scores, yellow denotes moderate scores, and blue denotes
the highest scores. Per table, the values for MAP1, time, and MAP2, are further
accompanied by green, red, and blue bars, respectively. The length of a bar
represents the value in a cell, longer bars correspond to higher values.
Results
In both the untrained and the trained systems, when we compare the results
under headers A and B, and those under D and E, the results under A are
consistently lower than those under B; and the results under D are consistently
lower than those under E. Criteria A differs from B, just like D differs from E,
only in terms of the percentage of OOV words that determines when a query
should be discarded. The results show that paths in which 40% to 80% of the
query is OOV should not be pruned.
When we compare the results of the trained system with those of the untrained
system, we see that training increases the MAP performance and that it decreases
the processing time. We also see that the best performance is obtained by ranking
on the original scores when the system is not trained, but that we should rank
on the boosted scores when the system is trained.
Regarding our boosting and discounting heuristics, we see that they do affect
the system’s performance, especially with relatively strict stopping criteria; and
that as the criteria relaxes, the effect decreases. This is due to the relatively
small search space in the individual tests. The stopping criteria limit the part
of the search space that can be inspected, while the boosting and discounting
try to sneak in as many relevant paths to this limited space as possible. Thus
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when the stopping criteria are sufficiently relaxed, the effects of boosting and
discounting will naturally decrease. Furthermore, both boosting and discounting
Table 6.3: Individual test results, averaged over individual forms.
(a) Averaged results of the untrained system.
Individual, untrained
tests
B D R

MAP1

A
Time

MAP2

MAP1

B
Time

MAP2

MAP1

C
Time

MAP2

0
1
1
0
1
1

0.485
0.502
0.503
0.504
0.519
0.521
0.522

0.05
0.04
0.04
0.04
0.04
0.04
0.04

0.549
0.576
0.567
0.579
0.583
0.580
0.585

0.551
0.568
0.569
0.570
0.582
0.583
0.584

0.04
0.04
0.04
0.04
0.04
0.04
0.04

0.608
0.636
0.627
0.638
0.644
0.642
0.646

0.622
0.641
0.639
0.640
0.642
0.642
0.643

0.07
0.07
0.07
0.07
0.07
0.07
0.07

0.625
0.656
0.641
0.652
0.664
0.656
0.659

B D R

MAP1

D
Time

MAP2

MAP1

E
Time

MAP2

MAP1

F
Time

MAP2

0
1
1
0
1
1

0.485
0.501
0.503
0.504
0.521
0.522
0.523

0.05
0.05
0.05
0.04
0.05
0.05
0.04

0.548
0.575
0.566
0.577
0.586
0.583
0.588

0.551
0.568
0.569
0.570
0.583
0.585
0.586

0.05
0.05
0.05
0.04
0.04
0.05
0.04

0.608
0.635
0.626
0.637
0.647
0.645
0.649

0.629
0.647
0.647
0.649
0.649
0.649
0.650

0.31
0.30
0.16
0.15
0.31
0.16
0.16

0.627
0.653
0.645
0.656
0.666
0.664
0.668

1
0
1
1
0
1

1
0
1
1
0
1

0
0
0
1
1
1

0
0
0
1
1
1

(b) Averaged 5-fold cross-validated results of the trained system.
Individual,
cross-validated tests
B D R

MAP1

A
Time

MAP2

MAP1

B
Time

MAP2

MAP1

C
Time

MAP2

0
1
1
0
1
1

0.530
0.552
0.553
0.553
0.537
0.538
0.538

0.03
0.03
0.03
0.03
0.03
0.03
0.03

0.613
0.636
0.635
0.637
0.637
0.635
0.637

0.607
0.629
0.629
0.630
0.616
0.616
0.617

0.03
0.03
0.03
0.03
0.03
0.03
0.03

0.680
0.703
0.701
0.704
0.703
0.702
0.704

0.687
0.709
0.711
0.711
0.698
0.701
0.701

0.05
0.05
0.05
0.05
0.05
0.05
0.05

0.696
0.718
0.717
0.716
0.718
0.717
0.717

B D R

MAP1

D
Time

MAP2

MAP1

E
Time

MAP2

MAP1

F
Time

MAP2

0
1
1
0
1
1

0.527
0.548
0.550
0.551
0.534
0.535
0.536

0.03
0.03
0.04
0.03
0.03
0.04
0.03

0.610
0.633
0.632
0.634
0.633
0.632
0.634

0.605
0.627
0.627
0.628
0.613
0.613
0.614

0.03
0.03
0.04
0.03
0.03
0.03
0.03

0.677
0.700
0.698
0.700
0.700
0.698
0.700

0.685
0.708
0.708
0.709
0.692
0.693
0.693

0.14
0.15
0.09
0.09
0.14
0.09
0.09

0.695
0.716
0.716
0.716
0.716
0.716
0.716

1
0
1
1
0
1

1
0
1
1
0
1

0
0
0
1
1
1

0
0
0
1
1
1

lead to higher MAP without increasing the processing time. For now, we can say
that the improvements are statistically significant, but we will give an overview
of the significance tests in Section 6.6.3.
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Conclusions
From the individual tests, we can conclude that training, boosting, and discounting each increase MAP and reduce decoding time. Applying both heuristics is
better than applying just one; and to achieve the best retrieval performance, we
should apply both heuristics, train the system, and rank on boosted scores.

6.6.2

Collective, “aggregated forms” evaluation

We collectively loaded all forms into our system. This causes the search space to
be much larger, and aside from determining how to fill out a form, the system
must also determine which forms to return in the first place. We aggregated the
tests and specified all forms that should be returned and all ways of filling out a
form for a given query. Like in the individual tests, we first ran the tests without
training the system, these results are shown in Table 6.4(a). Then, we trained
our system and conducted a stratified, 5-fold cross-validation of which the results
are shown in Table 6.4(b).
Table legend
The structure of Table 6.4 is similar to that of Table 6.3, and is described on
page 88.
Results
Just like in the individual tests, the results of the collective tests show that we
should not prune paths in which 40% to 80% of the query is OOV; and that
training, boosting, and discounting each lead to statistically significant improvements both in terms of increasing MAP as well lowering decoding time. However,
there are three notable differences between the collective tests and the individual
tests. First, the MAP1 in the collective tests is much lower than in the individual tests. This could be because we increased the number of forms, but not the
number of results to return. According to Table 6.1, the average number of ways
to fill out a single form for a given query is close to one. Therefore, on average,
there is just one path that leads to the correct result. However, other paths may
be ranked higher than the correct path, so if the decoding stops because the
specified number of paths (e.g., 10) have been decoded, then it is possible that
the correct path is not among the retrieved paths. By increasing the number of
forms, we also increase the number of incorrect paths that compete for the top-N
positions, which may lower the odds of having the correct path among the top-N
paths. While we did not specifically test for this hypothesis, there is evidence
suggesting that we should also increase the number of results if we increase the
number of forms. Consider the results of the trained systems from the individual
tests in Table 6.3(b), and from the collective tests in Table 6.4(b), under criteria
A and D. The decoding times under both criteria is always less than 0.5 seconds;
therefore, the practical difference between A and D is only the number of results
to return: 10 results in A, and 50 results in D. Under A, the average MAP1 in
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Table 6.4: Collective tests results over the aggregated forms.
(a) Evaluation results of the untrained system.
Collective, untrained
tests
B D R

MAP1

A
Time

MAP2

MAP1

B
Time

MAP2

MAP1

C
Time

MAP2

0
1
1
0
1
1

0.414
0.424
0.427
0.428
0.402
0.407
0.408

0.09
0.08
0.08
0.08
0.08
0.08
0.08

0.523
0.539
0.539
0.545
0.509
0.511
0.514

0.444
0.454
0.463
0.464
0.434
0.440
0.441

0.08
0.08
0.08
0.08
0.08
0.08
0.08

0.547
0.562
0.570
0.576
0.540
0.548
0.550

0.442
0.453
0.461
0.464
0.439
0.447
0.449

0.23
0.22
0.22
0.22
0.22
0.22
0.22

0.539
0.554
0.553
0.558
0.540
0.538
0.537

B D R

MAP1

D
Time

MAP2

MAP1

E
Time

MAP2

MAP1

F
Time

MAP2

0
1
1
0
1
1

0.446
0.455
0.462
0.461
0.417
0.424
0.422

0.11
0.11
0.14
0.13
0.10
0.13
0.12

0.556
0.571
0.573
0.576
0.527
0.533
0.532

0.475
0.484
0.495
0.493
0.452
0.457
0.456

0.10
0.10
0.13
0.12
0.10
0.12
0.12

0.581
0.596
0.603
0.606
0.558
0.567
0.567

0.504
0.516
0.514
0.517
0.479
0.477
0.478

1.64
1.66
1.09
1.16
1.88
1.23
1.25

0.597
0.611
0.608
0.613
0.579
0.579
0.582

1
0
1
1
0
1

1
0
1
1
0
1

0
0
0
1
1
1

0
0
0
1
1
1

(b) 5-fold, stratified cross-validation results of the trained system.

Collective, cross-validated tests
B D R

MAP1

A
Time

MAP2

MAP1

B
Time

MAP2

MAP1

C
Time

MAP2

0
1
1
0
1
1

0.445
0.463
0.465
0.465
0.456
0.458
0.458

0.09
0.08
0.07
0.07
0.07
0.07
0.07

0.560
0.585
0.580
0.588
0.589
0.582
0.591

0.494
0.510
0.517
0.517
0.509
0.512
0.513

0.07
0.07
0.07
0.07
0.07
0.07
0.07

0.597
0.620
0.620
0.629
0.626
0.623
0.634

0.486
0.506
0.512
0.513
0.501
0.510
0.512

0.21
0.21
0.20
0.20
0.21
0.20
0.20

0.574
0.597
0.586
0.592
0.598
0.589
0.596

B D R

MAP1

D
Time

MAP2

MAP1

E
Time

MAP2

MAP1

F
Time

MAP2

0
1
1
0
1
1

0.484
0.498
0.504
0.502
0.482
0.487
0.485

0.11
0.10
0.12
0.11
0.10
0.12
0.11

0.587
0.607
0.607
0.609
0.608
0.608
0.611

0.530
0.545
0.552
0.550
0.537
0.541
0.539

0.09
0.09
0.10
0.10
0.09
0.10
0.10

0.625
0.645
0.647
0.650
0.649
0.649
0.653

0.562
0.581
0.579
0.582
0.569
0.568
0.568

1.21
1.20
0.91
0.90
1.19
0.89
0.90

0.631
0.648
0.648
0.652
0.652
0.650
0.655

1
0
1
1
0
1

1
0
1
1
0
1

0
0
0
1
1
1

0
0
0
1
1
1

the individual tests is 0.54, while in the collective results it is 0.46. Under D however, the average MAP1 in the individual tests is still 0.54, while in the collective
tests it increases to 0.49. This suggests that we should also increase the number
of results to return if we increase the number of forms, at least, if we wish to
obtain comparable MAPs. Second, both boosting and discounting increase MAP
and decrease decoding time in the individual tests. However, in the aggregated
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tests, this is only the case with the trained system (with a slight exception under
criteria D). Note that this is also reflected in Table 6.5: boosting or discounting
alone do not decrease decoding time if the system is not trained, but they do
if the system is trained. With the untrained system, the heuristics actually reduce MAP if we do not also rank on the boosted scores (i.e., R must be zero).
Third, regardless of whether or not the system is trained, we should always apply
boosting and rank on the boosted scores, as these settings consistently yield the
highest MAP.
Conclusions
From the collective tests, we can conclude that if we increase the number of forms,
then we should also increase the number of results that should be returned if we
want to obtain comparable MAP. To achieve the best retrieval performance, we
should train the system, apply our boosting and discounting heuristics, and rank
on boosted scores. Finally, we can conclude that our system can effectively act
as a broker over different sites across different domains (e.g., travel planning,
currency, second hand cars).

6.6.3

Efficiency

We used the sign test to see whether training, boosting, discounting, or ranking
on original scores have a statistically significant effect with p ≤ 0.05. Table 6.5
on page 93 shows the results of the 15 comparisons we have performed. Since we
have multiple significance tests, we applied the Bonferroni method (Bland and
Altman, 1995) and used an adjusted p-value of 0.003 per test. Table 6.5 shows
that boosting, discounting, as well as boosting and discounting, improve over the
basic stack decoder (i.e., the decoder without any heuristic). This holds both
when the system is trained and when it is not trained. The table also shows that
training improves over the untrained decoder, and that training and boosting
and discounting improves over training. Lastly, compared to the untrained basic
stack decoder, the combination of training, boosting, and discounting increases
MAP by 12% and decreases decoding time by 28%, on average.
So far, the results show that it is best to train the system and apply the
heuristics as this always increases MAP and lowers decoding time. However, if
we look at Tables 6.3 and 6.4, we see that the stopping criteria also influence the
MAP and the decoding time. Without the stopping criteria, the stack decoder
would decode until its stack is empty, and potentially examine hundreds of millions of query interpretations, many of which would be highly unlikely. So, on
the one hand, the stopping criteria are meant to keep the decoder from examining highly unlikely interpretations. On the other, they can speed up the stack
decoder, albeit at the cost of reducing the MAP. If we plot the average MAP1
per criteria against the average query decoding time per criteria, as in Figure 6.1,
we can indeed see that we can speed up the decoder, but at the cost of losing
MAP. So, in a way, we can say that the best criteria depends on how much time
you can afford.
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Table 6.5: Comparisons for statistical significance (p ≤ 0.05), testing whether
certain combinations of training (T), boosting (B), discounting (D), and ranking
by original score (R) improves over another combination. A statistically significant increase in MAP is indicated with N, while a significant decrease in decoding
time is indicated with H.
TBDR
–010
–100
–110
–110
–110
–111
–111
1–––
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MAP Time
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N
N
N
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MAP Time
N
N
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H
H
N

H
H
H
H
H

N
N
N
N
N

H
H
H
H
H

N

Baseline evaluation

To our knowledge, no other system translates free-text queries to filled out forms
while at the same time normalizing values and checking against constraints. However, LingPipe7 is a suitable baseline, as it recognizes named entities by segmenting & labeling text, and is a widely used text processing toolkit. We manually
segmented the queries and labeled each segment. Filled out forms naturally correlate with segmented & labeled queries. However, due to normalization and
constraint checking, there may not be a valid filled out form even if the query is
correctly segmented.
We evaluated both systems on their prediction of which query segments contained field values and what label to assign to each segment. We used 3 data sets
to simulate “untrained” up to “fully trained” systems: set A contains uniform
field transitions and uniform token counts; set B contains field transitions from
the queries, but uniform token counts; and, set C contains both field transitions
and token counts taken from the queries. We cross-validated LingPipe using
out-of-the-box settings for named entity recognition. In each test, we loaded the
dictionary but no regular expressions because they cannot be used together (at
least, not out-of-the-box). We cross-validated our system using the parameters
from Table 6.3(a) and from Table 6.4(a) that gave the best filled out forms when
returning 10 results (i.e., with the highest MAP1 , and lowest time if MAP1 is
7 Alias-i.

2013. LingPipe 4.1.0. http://alias-i.com/lingpipe (accessed March 1, 2013)
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Figure 6.1: Average MAP1 and average query decoding time per criteria.

equal). So, for the individual tests we used {criteria=C; B,D,R=1,1,1}, and for
the collective tests {criteria=B; B,D,R=1,1,0}.
The segmentation & labeling results are shown in Table 6.6. Row A denotes
results of untrained systems (i.e., they are only “trained” on uniform distributions). Rows B and C denote 5-fold cross validation results of the systems. The
collective cross-validations tests are stratified, i.e., 1/5-th of the queries of each
form is used in each fold. As expected with no training (row A), LingPipe performs poorly, which contrasts with our untrained system. For now, our system
can only train on field transitions (row B), and this already improves performance. Training LingPipe on only field transitions also improves performance;
but training on both transitions and token counts (for which it was designed)
gives the biggest improvement. Since LingPipe does not know that once it uses
labels of one form it cannot use labels of others, it performs very poorly in the
collective tests. Then again, it was not developed for such a task. Finally, in
almost all cases where our system is better than LingPipe, the difference is statistically significant (p ≤ 0.05). Only in the individual tests, when we compare
our trained system (row B) against a trained LingPipe system (row C), the difference is not statistically significant. However, we have something in reserve and
we believe that training our system on training set C could lead to a significant
improvement over the LingPipe system trained on training set C.

6.6.5

Further discussion

After inspecting a sample of the results we noted that OOV (out-of-vocabulary)
words and spelling errors were lowering retrieval performance. While some OOV
words can easily be added (e.g., new car models), others constitute natural language phrases that should be interpreted in context and cannot easily be added.
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Table 6.6: Segmentation & labeling results. Training set A involves no training.
In B we train on field transitions, and in C on both field transitions and token
counts.
LingPipe
Our system
Training set

MAP

Time

Training set

MAP

Time

(a)
averaged0.27
over the individual
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per form.
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A
0.659
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B LingPipe
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5.11
- set MAP
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MAP
Time
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Time
A
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A
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B
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B
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C
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Further research must be done in coping with these OOV words, and an online
learning approach using click log data is potentially the cheapest solution. In
Section 6.5.2 we mentioned two challenges related to using click log data for
learning what kind of mistakes are made by the system. We noticed that only
few labels occurred for numerical tokens, e.g., a number was often intended as a
price, but never as the engine displacement. This makes it easier for LingPipe
to guess the right label, as it is ignorant of the actual possible labels for each
numerical token and just considers the labels seen during training.

6.7

Conclusion

We introduced a novel and flexible method for translating free-text queries to
structured queries for filling out web forms. This enables users to search structured content using free-text queries. In contrast, web search engines struggle
to index structured content from web databases, and users cannot enter structured queries in a typical web search engine. Our method consists of three steps:
segmenting, labeling, and normalizing. We use the constraints imposed by web
forms to prune the search space and apply boosting & discounting heuristics to
further increase efficiency. Our results confirm that our heuristics are effective,
reducing decoding time and raising retrieval performance. We also showed that
without training, our system outperforms an untrained baseline on the individual and the collective tests. Compared to a trained baseline, our trained system
showed better results on the individual tests, but the difference was not statistically significant. However, on the collective tests, our system outperformed the
baseline.
The research questions of this chapter can be answered as follows.

96

CHAPTER 6. A STACK DECODER FOR STRUCTURED SEARCH

i) What is an effective query translation method to fill out multiple web forms
given a free-text query? Stack decoding is an effective method to fill out multiple
web forms.
ii) How can we increase the efficiency of the query translation method? We
have shown that the stopping criteria influence both the decoding time as well as
the MAP, and that the best criteria depends on how much time one is willing to
spend per query. Furthermore, regardless of what stopping criteria is used, the
efficiency can always be increased by training, and by applying our boosting and
discounting heuristics. Iteratively inspecting the most likely path and pruning
invalid paths as soon as they are found are necessary to increase efficiency. We
introduced boosting and discounting heuristics to aid the system in determining
the most likely path. Our results show that these heuristics are effective, as they
increase the retrieval performance and decrease the decoding time.
iii) Does the query translation method improve on a state-of-the-art baseline?
To our knowledge, no other system translates free-text queries to filled out forms
while at the same time normalizing values and checking against constraints. We
therefore used LingPipe, a state-of-the-art baseline, to compare the segmentation
and labeling performance, which correlates with the performance of filling out
forms. We compared our system against the baseline in several scenarios, and
our system was always better than, or at least as good as, the baseline.
Overall, we can conclude that our stack decoding approach is both effective
and efficient in terms of selecting relevant web forms and adequately filling out
the selected forms for a given free-text query. Our system works best when it is
trained and when both boosting and discounting heuristics are applied.

Chapter 7

Conclusion
“The future is here. It’s just not widely distributed yet -”
– William Gibson
In this thesis, we investigated some of the main challenges for creating a deep web
search engine in which it is possible to search across multiple sites of different
domains, while maintaining the ability to enter structured queries. A structured
query refers to a query in which end-users can specify restrictions on one or
more attributes of an item; it can be entered via a multi-field interface such as
a web form with multiple input fields. In essence, a structured query consists
of pairs of attributes and values. Rather than specifying pairs of attributes and
values via a multi-field interface, we investigated the possibility of using a singlefield, free-text interface in which end-users can enter a free-text query, which is
a textual description of a structured query. Particularly, we investigated some
technical aspects of deriving the intended structured query from a free-text query,
and some aspects of how end-users tend to interact with a free-text interface. In
this final chapter, we conclude this thesis by summarizing the research questions
introduced in Chapter 1, by discussing the limitations of our approach, and by
suggesting directions for future work.

7.1

Research questions revisited

In Chapter 1, we motivated the need for a deep web search engine to translate free-text queries into structured queries. Adequate query translation is
paramount to a successful deployment of our proposed approach of distributed
deep web search. The first set of research questions in Chapter 1 focuses on investigating the effectiveness of several approaches to the translation of free-text
queries into structured queries. The second set of research questions focuses on
studying the interaction of end-users with a prototype system based on these
approaches. In the following two subsections, we discuss both sets of research
questions, and end each subsection with the conclusions reached.
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Translating free-text queries to structured queries

RQ1: What is an effective approach to translate free-text queries into structured
queries, under each of the following constraints where the free-text search
system:
a) fully knows what values can be entered in a single form and how these
values are typically used in a free-text query
b) partially knows what values can be entered in a single form and how
these values are typically used in a free-text query?
c) fully knows what values can be entered in multiple forms and how these
values are typically used in a free-text query?
For the first constraint, when all values that can be entered in a single form are
known, we showed that a rule-based query translation approach is effective. In
an online experiment to test the rule-based approach, we obtained over 30,000
queries from nearly 12,000 end-users. We manually analyzed a sample of 1,500
queries and showed that the rule-based approach achieved an accuracy of 0.927
(see Chapter 4). For the second constraint, when not all values that can be
entered in a single form are known, we showed that a probabilistic approach
of first generating candidate structured queries, and then using a probabilistic
model to rank the candidate queries, can be effective. In the extreme case where
each query contained at least two tokens that were unknown to the system,
the probabilistic approach achieved a MRR (mean reciprocal rank) of 0.738. In
the other extreme where all tokens were known, it achieved a MRR of 0.996,
whereas the rule-based approach achieved a MRR of 0.953 on the same dataset
(see Chapter 5). Finally, for the third constraint, when all values that can be
entered in multiple forms are known, we showed that a stack decoding approach
can effectively translate free-text queries to structured queries, achieving a MAP
(mean average precision) of over 0.55. Note that MAP and MRR are correlated,
and although we did not report the MRR for the experiments in Chapter 6, we
can say that, on average, the MRR was 1% higher than the MAP in the individual
experiments and 16% higher than the MAP in the collective experiments. MRR
only considers the first relevant result that is retrieved, while MAP considers
all relevant results that are retrieved. Moreover, if there is exactly one relevant
result per query, then MAP is equal to MRR. In the individual experiments, the
average number of relevant results per query that can be retrieved is close to one,
while in the collective experiments, it is close to three.
These measurements should be put into perspective. For the first constraint,
we evaluated the rule-based approach on a web form with six input fields, in a
relatively simple travel-planning domain. Our preliminary tests, and the laboratory experiment (see Chapter 3), allowed us to fine-tune the patterns (i.e., the
translation rules, the cues or words that hinted at some field) and the vocabulary
(i.e., the tokens and their synonyms that could be entered in the form) before
setting up the public demo. Compared to formulating a query about the desired
brand, model, and fuel capacity of a car, it is relatively simple to formulate a
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query about how to go from one place to another. This relative simplicity, and
the fact that we could fine-tune the system, could explain the high performance
measures. For the second constraint, we evaluated the probabilistic approach
on a synthetic dataset for the same web form with six fields. The aim was to
measure what performance could be achieved if the system could detect all values except the station names. While the lack of station names makes it more
difficult to correctly interpret a query, the underlying web form is still relatively
simple. For the third constraint, we evaluated the stack-decoding approach with
multiple web forms, most containing more than six input fields. Not only were
there many more vocabulary terms to consider, the system also considered several spelling variations and considered whether or not terms were concatenated
(which was not done in the first system), as one of our earlier experiments showed
that end-users tend to make such mistakes. Moreover, we did not spend the same
amount of fine-tuning as we did in the first experiment. The higher complexity
and the lack of fine-tuning could explain the lower performance measures in this
experiment, compared to those in the previous experiments. We also showed that
our stack-decoding approach performed at least as good as LingPipe, which is
a state-of-the-art tagger. The fact that another state-of-the-art system could at
best perform as good as ours, is indicative for both the higher complexity in the
scenario with multiple web forms, and the effectiveness of our approach.
RQ2: What is the trade-off between efficiency and effectiveness in translating a
free-text query into a structured query?
In Chapter 6, we described a stack decoding approach to iteratively examine
the best partial interpretation (and translation) of a free-text query. Unlike our
rule-based approach (see Chapter 3) and our probabilistic approach (see Chapter 5), the stack decoding approach examines only a small fraction of all possible
interpretations, which requires less processing time and is therefore potentially
more efficient. However, because the approach only examines a fraction of all
possibilities, it may fail to find the correct interpretation, resulting in a lower
effectiveness. By adjusting the stopping criteria, we can influence the fraction
that is examined, and hence also influence the total processing time and the retrieval performance. Our results show that there is a trade-off between efficiency
and effectiveness, and that this trade-off is not linear. If we sort all stopping
criteria by their average MAP in descending order, and compare the first criteria against the second, we see that the MAP drops 5% while the decoding time
drops 80%. If we compare the second against the third, the MAP drops 4%
while the time drops 47%; and, if we compare the third against the fourth, the
MAP drops 2% while the time drops 24%. In other words, the trade-off between
effectiveness and efficiency is not linear. Furthermore, we have shown that (in
a given stopping criteria) training, boosting and discounting each increase MAP
and decrease decoding time (i.e., there is a win-win situation). It is best to apply
training, boosting and discounting together since this increases MAP by 12% and
decreases decoding time by 28%.
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Conclusions
From the answers to research questions RQ1 and RQ2, we can conclude that:
1. With an adequate set of translation rules and a well prepared vocabulary, our rule-based query translation approach can achieve an accuracy
of 0.927, and a MRR (mean reciprocal rank) of 0.953.
2. When a free-text query contains out-of-vocabulary (OOV) words, our
probabilistic query translation approach can effectively determine which
OOV words to assign to which fields, achieving a MRR of 0.738.
3. When a free-text query does not contain OOV words, our probabilistic
query translation approach can achieve a MRR of 0.996.
4. Our stack decoding approach is both efficient and effective for translating
free-text queries to structured queries for multiple web forms, achieving a
MAP of over 0.55.
5. The stopping criteria largely determine the time spent on decoding a query
as well as the MAP that can be achieved. The criteria should be chosen
such that the highest MAP is achieved within the amount of time one is
willing to wait to decode a query.
6. The trade-off between effectiveness and efficiency is not linear.
7. In a given set of stopping criteria, training, boosting, and discounting
each increase the efficiency (increasing effectiveness and lowering decoding
time) of our stack decoding approach.
8. The effects of training, boosting, and discounting add up. Together they
increase the efficiency our stack decoding approach, leading to a total
increase in MAP by 12% and a total decrease in decoding time by 28%.

7.1.2

When end-users interact with the free-text search
system

RQ3: Do end-users prefer to use a free-text interface rather than a complex web
form for submitting structured queries?
In the case of a single domain and single site, we have shown that end-users prefer
the free-text interface over the complex web form. Both in our laboratory experiment (N = 17) as well as in our public demo experiment (N = 116), a significant
number of end-users indicated that they prefer the free-text interface over the
complex form (p ≤ 0.05). Furthermore, we have seen that the more frequent a
user uses a web search engine, the more pronounced that user’s preference is for
the free-text interface. In the case of multiple domains and multiple sites per
domain, further study is needed to find out whether or not end-users prefer one
single free-text interface over multiple complex web forms.
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RQ4: How do end-users phrase free-text queries when they intend to describe
structured queries?
First, single users formulate free-text queries by consistently using a similar query
template, as the within-user analysis showed a high correlation of 0.88 for the
query formulations of end-users. However, there was great variety between endusers. After analyzing over 30,000 queries for a form with 6 input fields, we found
almost 1,500 unique templates of which over 400 templates occurred at least 4
times. Second, in nearly 3 out of 4 queries, end-users fully typed in their query
without making use of query suggestions. Even so, they perceived that they
could obtain results faster when using our free-text interface instead of using a
complex web form. This feeling was confirmed by our objective measurements:
using our free-text interface, end-users finished their search tasks 9% faster than
when using the original web form. Third, end-users seem to be susceptible to the
example query shown in the free-text interface, as we have seen that the most
frequent template (of valid queries) corresponds to the template of the example
query: 7.7% of all queries had this template. Fourth and finally, after submitting
an invalid query, end-users were able to rephrase their query into a valid query,
requiring less than 2 reformulations on average.
RQ5: What are the most frequent mistakes that should be taken into account
in future free-text systems?
The three most frequent mistakes that were causing unsatisfying results were:
i) spelling errors in the free-text query (20%); ii) the use of tokens or synonyms
that were not in the system’s vocabulary (18%); and, iii) tokens that were concatenated by a dash, or due to the lack of a space between two tokens (17%).
Perhaps the least difficult of the three problems is dealing with concatenated
tokens since, of the three approaches that we have described in this thesis, the
stack decoding approach is capable of detecting and separating concatenated tokens. The stack decoder can also correct certain kinds of spelling errors, however,
its spelling correcting capabilities are limited. One alternative besides correcting
spelling errors is to clearly indicate that the system cannot interpret or disambiguate a certain part of the query. Showing clear error messages to the end-user
and providing the means to explicitly indicate how a query should be interpreted,
e.g., by reverting to a complex form, may also be a possible solution for dealing
with tokens that are not in the system’s vocabulary.
Conclusions
9. In the case of a single domain and single site, a significant number of endusers prefer a free-text interface over a single complex web form (p ≤ 0.05).
10. Using a free-text interface, end-users find results 9% faster than using a
complex web form.
11. Query formulations are generally consistent within end-users, showing a
within-user correlation of 0.88.
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12. There is great variation in how queries are formulated. We found almost
1,500 unique query templates of which over 400 templates occurred at
least 4 times.
13. After submitting an invalid query, end-users were able to rephrase their
query into a valid query in less than 2 reformulations on average.
14. End-users are guided by the example shown in the free-text interface. The
majority of the valid queries (7.7%) had the same template as that of the
example query.

7.2

Future directions

In this thesis, we focused on “one-shot” queries, that is, when each query is
evaluated on its own and the results of that query are not influenced by previous
queries and previous results in the same search session. Consequently, each query
should completely specify what information the end-user is searching for. However, there are situations where, rather than repeating the question and changing
one or two words, it is easier and more natural for the end-user to ask a short
follow-up question, as if the end-user is having a dialog with the system.
Free-text interfaces that support dialog sessions are a promising direction for
future work. In such sessions, a new query may refer to information that has
been specified either in previous queries or in previous results during the session.
The key aspect here is that future systems should maintain some kind of dynamic
contextual information for interpreting queries within a session.
We can generalize this notion of contextual information to include more than
just information acquired from the dialogue. For example, we could consider the
geographical locations of the end-user and of the named entities mentioned in
the dialogue. Further research will have to point out what kind of contextual
information is useful for better interpreting queries within a session. Though
it is tempting to say that one should use user profiles that have been built up
over longer periods of time, this potentially touches upon privacy concerns that
should be clarified first. On a final note, we remark that it is not only search
algorithms that have to change. User interfaces through which we specify our
information needs should change accordingly in order to provide ample support
for formulating complex queries. There is no point in having a system that can
handle millions of data items per second, if the infrastructure to feed data to the
system can only handle a few items per second. Though perhaps, the biggest
change should be the way we humans, we creatures of habit, search on the web.
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Summary
The World Wide Web contains billions of documents (and counting); hence, it is
likely that some document will contain the answer or content you are searching
for. While major search engines like Bing and Google often manage to return
relevant results to your query, there are plenty of situations in which they are less
capable of doing so. Specifically, there is a noticeable shortcoming in situations
that involve the retrieval of data from the deep web. Deep web data is difficult
to crawl and index for today’s web search engines, and this is largely due to the
fact that the data must be accessed via complex web forms. However, deep web
data can be highly relevant to the information-need of the end-user. This thesis
overviews the problems, solutions, and paradigms for deep web search. Moreover,
it proposes a new paradigm to overcome the apparent limitations in the current
state of deep web search, and makes the following scientific contributions:
1. A more specific classification scheme for deep web search systems, to better
illustrate the differences and variation between these systems.
2. Virtual surfacing, a new, and in our opinion better, deep web search paradigm which tries to combine the benefits of the two already existing paradigms, surfacing and virtual integration, and which also raises new research
opportunities.
3. A stack decoding approach which combines rules and statistical usage information for interpreting the end-user’s free-text query, and to subsequently
derive filled-out web forms based on that interpretation.
4. A practical comparison of the developed approach against a well-established
text-processing toolkit.
5. Empirical evidence that, for a single site, end-users would rather use the
proposed free-text search interface instead of a complex web form.
Analysis of data obtained from user studies shows that the stack decoding approach works as well as, or better than, today’s top-performing alternatives.
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Samenvatting
Het Wereldwijde Web bevat miljarden documenten (en tellende). Het is dus
waarschijnlijk dat er ergens een document zal zijn dat het antwoord of de inhoud
bevat waar je naar op zoek bent. Hoewel het grote zoekmachines zoals Bing en
Google vaak lukt om relevante documenten als antwoord op je vraag te leveren,
zijn er ook talrijke situaties waarin ze minder capabel zijn om dit voor elkaar te
krijgen. Dit is in het bijzonder merkbaar in situaties waarbij er gezocht wordt
naar gegevens uit het diepe web. Zoekmachines worstelen om data uit het diepe
web te verzamelen en te indexeren, wat vooral komt doordat deze data eerst
verkregen moet worden via complexe webformulieren. Echter, het diepe web
kan gegevens bevatten die zeer relevant zijn voor de informatiebehoefte van de
eindgebruiker. Dit proefschrift geeft een overzicht van de problemen, oplossingen
en paradigma’s voor het zoeken in het diepe web. Tevens stelt het een nieuw paradigma voor om de huidige beperkingen te overwinnen en levert het de volgende
wetenschappelijke bijdragen:
1. Een specifiekere classificatie van zoeksystemen voor het diepe web, om de
verschillen en variëteit beter in kaart te brengen.
2. Virtual surfacing, een nieuw en volgens ons beter paradigma voor het
zoeken in het diepe web wat de voordelen van de twee al bestaande paradigma’s, surfacing en virtual integration, probeert te combineren en ook
nieuwe onderzoeksmogelijkheden biedt.
3. Een stack decoding aanpak waarin regels en statistische gebruiksinformatie
gecombineerd worden om de zoekvraag te interpreteren, om zodoende een
webformulier mee te kunnen invullen.
4. Een praktische vergelijking tussen de nieuwe aanpak en gevestigde software
voor de verwerking van natuurlijke taal.
5. Empirisch bewijs dat, voor een enkele site, eindgebruikers liever de voorgestelde zoekinterface gebruiken dan een complex webformulier.
Uit de analyse van data die is verkregen uit gebruikersonderzoeken blijkt dat de
stack decoding aanpak net zo goed is als, of beter is dan, de best presterende
hedendaagse alternatieven.
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