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SUMMARY (ENGLISH)
Stories, in games, novels, films, and all media alike, help us understand our world.
Stories provide an escape from the real world, but they also reflect reality. They
provide situations that may previously have been unimaginable, leading us to
think about concepts in diﬀerent ways. We learn through stories, we construct our
mental model of the world through them.
In this dissertation, I investigate the use of storytelling techniques in the
domains of interactive storytelling and serious gaming. The field of interactive
storytelling attempts to create and analyse systems that provide an interactive
experience to users: the latter can influence the plot of story as it is being told.
Serious gaming is concerned with the use of games for purposes other than only
entertainment; in this dissertation, I investigate serious games with educational
purposes. In both domains, I inspect how both human users and virtual agents
(artificial, autonomous entities) can perceive stories.
In Part i of this dissertation, I present my main thesis: the meta matters when
interacting with interactive storytelling systems and serious games. All stories and
games take place in a context: they take place in virtual worlds embedded within
the real world. This concept is captured by the term magic circle. Virtual worlds
are not separated from the real world; they are interconnected. Moreover, events
and perceptions in the real world influence people’s behaviour in the virtual world
and vice versa. My research revolves around the use of such meta-information to
improve experiences with interactive storytelling systems and serious games.
In Part ii of this dissertation, I delve into the field of interactive storytelling,
specifically focusing on the Virtual Storyteller (vst) and its successor, the
Interactive Storyteller (ist). The vst provides users with an emergent narrative:
stories are generated based on the interactions between virtual agents which
play characters in the story. In the ist, users can take control of one of the
characters, substituting a virtual agent, and influence how the story plays out. I
first investigated how the meta matters to these systems by analysing interactions
between pairs of children and the ist. This analysis showed that children, apart
from only enacting in-character (ic) behaviour, actively go meta to reason about
their plans and discuss their experience amongst each other (out-of-character
behaviour, ooc). We created a scheme that allows for the annotation of this
communication to discern the types of ic and ooc behaviour. With this scheme,
we could see how the children’s perspectives toward their interaction changed over
time.
Using the vst, we investigated how the meta can matter to its virtual agents.
The generation of stories in the vst relies on the characters in the story world
performing actions that advance the story. However, this does not necessarily
entail that characters will take those actions. For example, if they can go about their
way and never meet each other, possible conflicts can be avoided. To circumvent
this problem, we outfitted the virtual agents with ooc techniques that allow them
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to go meta to plan actions that result in conflicts. For example, a character can
go meta to assume (ooc) that an object it is looking for is at the location of its
antagonist, leading to a confrontation between the two. This way, generated stories
can become more interesting.
In Part iii of this dissertation, I investigate serious games and take an approach
which is similarly structured to that of Part ii. We created a digital serious
game called loiter which features a police oﬃcer (the player character) who
has to convince a small group of loitering juveniles to cease their loitering. The
overarching learning objective of this game is that players should improve their
social awareness, being able to interpret how their own behaviour influences that
of others and vice versa. To bring about this understanding in players, I designed
feedback mechanics that are shown during the game and give insight into the
thoughts of the virtual juveniles: thought bubbles and flashbacks. These mechanics
allow players to briefly go meta while they are playing the game, giving them the
opportunity to reflect and learn from their interaction.
Secondly, I investigated how the virtual agents can further support the learning
objectives of loiter. I designed mechanics that allow the virtual agents to make
use of meta-information to adapt the game’s diﬃculty to players. Based on a
player’s competence, the virtual agent can determine whether that player has
reached a certain level of social awareness. If so, the virtual agent adapts its
behaviour to be less cooperative so that the player will have a harder challenge
to convince the virtual juvenile to stop loitering. As this change in behaviour may
come across as incoherent, the game presents motivations for such a change in
the form of either a thought bubble or flashback. This way, loiter can provide a
diﬃculty level that is tailored to individual players.
This dissertation concludes with Part iv, in which I summarize the above points
and provide an outlook on future work. One such research direction concerns
envisioned improvements to the Interactive Storyteller, most notable how such
an interactive storytelling system can receive player input. Future work should
also expand on the possibilities of virtual reality (vr) for serious gaming. We
already took a small step in this direction by implementing loiter in a multimodal vr environment. Here, again, the challenge is to correctly interpret players’
intentions through the available channels for input.
In the end, this dissertation shows that, by enabling and stimulating both virtual
agents and human users to use meta-information, interactive storytelling systems
and serious games can be improved.
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SAMENVATTING (NEDERLANDS)
Verhalen, in games, romans, films, en alle vergelijkbare media, helpen ons om
de wereld te begrijpen. Verhalen bieden de mogelijkheid om te ontsnappen aan
de echte wereld, maar reflecteren ook de realiteit. Ze verschaﬀen situaties die
we voorheen niet hadden kunnen voorstellen, zodat we na kunnen denken over
concepten op verschillende manieren. We leren dankzij verhalen, dankzij hun
creëren we een mentaal model van de wereld.
In dit proefschrift onderzoek ik het gebruik van verhaaltechnieken in de
domeinen interactive storytelling (interactieve verhalen) en serious games (educatieve spellen). Het veld van interactieve verhalen poogt systemen te maken en
analyseren om een interactieve beleving aan te bieden aan gebruikers: die laatsten kunnen het plot van het verhaal beïnvloeden terwijl het verteld wordt. Serious games zijn spellen met een ander doel dan louter vermaak; in dit proefschrift
onderzoek ik serious games met educatieve doeleinden. In beide domeinen analyseer ik hoe menselijke gebruikers en virtuele agenten (kunstmatige, autonome
entiteiten) verhalen waarnemen.
In Deel i van dit proefschrift presenteer ik mijn hoofdthese: de meta maakt uit
tijdens het interageren met interactieve verhaalsystemen en educatieve spellen.
Alle verhalen en spellen spelen zich af in een context: ze spelen zich af in
virtuele werelden die ingebed zijn in de echte wereld. Dit concept is omvat in de
term de magic circle. Virtuele werelden zijn niet gescheiden van de echte wereld;
zij zijn onderling verbonden. Gebeurtenissen en percepties in de echte wereld
beïnvloeden bovendien het gedrag van mensen in de virtuele wereld en vice
versa. Mijn onderzoek draait om het gebruiken van meta-informatie met als doel
belevingen met interactieve verhaalsystemen en educatieve spellen te verbeteren.
In Deel ii van dit proefschrift verdiep ik me in het veld van interactieve verhalen,
waarbij ik me concentreer op de Virtual Storyteller (vst) en haar opvolger, de
Interactive Storyteller (ist). De vst biedt gebruikers een emergente vertelling aan:
verhalen worden gegenereerd op basis van de interacties van virtuele agenten die
karakters spelen in het verhaal. In de ist kunnen gebruikers de rol van een virtuele
agent overnemen en een karakter spelen om op die manier te beïnvloeden hoe dat
verhaal verloopt. Ik heb onderzocht wat de meta uitmaakt voor deze systemen door
interacties tussen kinderparen en de ist te analyseren. Deze analyse toonde aan dat
kinderen, naast het uitdragen van in-karakter (ik) gedrag, actief meta gaan om na
te denken over hun plannen en hun ervaringen met elkaar te bespreken (buitenkarakter gedrag, bk).
Met behulp van de vst onderzochten we hoe de meta uitmaakt voor haar virtuele agenten. Het genereren van verhalen in de vst geschiedt doordat karakters
in de verhaalwereld acties uitvoeren die het verhaal laten vorderen. Dit betekent echter niet noodzakelijk dat de karakters daadwerkelijk die acties uitvoeren.
Zij kunnen bijvoorbeeld mogelijke conflicten ontwijken, als zij vrijelijk hun gang
kunnen gaan en elkaar nooit ontmoeten. Om dit probleem te overbruggen rustten
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we de virtuele agenten uit met bk-technieken die hen in staat stellen om meta te
gaan zodat ze acties kunnen plannen die uitmonden in conflicten. Een karakter
kan bijvoorbeeld (bk) aannemen dat een object waar zij naar zoekt zich op de locatie van een antagonist bevindt, wat leidt tot een confrontatie tussen deze twee
karakters. Op deze manier kunnen gegenereerde verhalen interessanter worden.
In Deel iii van dit proefschrift onderzoek ik educatieve spellen met eenzelfde
benadering als die in Deel ii. We hebben een digital, educatief spel gemaakt
genaamd loiter, waarin een politieagent (de speler) een groep hangjongeren
moet overtuigen om hun overlastgevende gedrag te staken. Het overkoepelende
leerdoel van dit spel is dat spelers hun sociale inzicht moeten verbeteren, dat
wil zeggen, in staat zijn te interpreteren hoe hun eigen gedrag dat van anderen
beïnvloedt en vice versa. Om dit begrip over te brengen op spelers heb ik feedbackmechanismes ontworpen die tijdens het spel getoond worden om inzicht te geven
in de gedachten van de virtuele jongeren: gedachtewolkjes en flashbacks. Deze
mechanismes geven spelers de kans om kortstondig meta te gaan terwijl ze het
spel spelen, zodat ze de gelegenheid hebben te reflecteren en te leren van hun
interactie.
Hierna heb ik bekeken hoe virtuele agenten verder de leerdoelen van loiter
kunnen ondersteunen. Ik heb mechanismes ontworpen die virtuele agenten
toestaan om met meta-informatie de moeilijkheidsgraad van het spel aan te passen
aan spelers. Gebaseerd op de competentie van een speler kan de virtuele agent
bepalen of die speler een bepaald niveau van sociaal inzicht heeft bereikt. Als dat
het geval is past de virtuele agent zijn gedrag aan om zich minder coöperatief
te gedragen, zodat de speler een grotere uitdaging heeft om de virtuele jongere
te overtuigen te stoppen met overlast veroorzaken. Omdat deze verandering
in gedrag incoherent kan overkomen toont het spel verklaringen voor zulke
veranderingen in de vorm van gedachtewolkjes en flashbacks. Op deze manier
kan loiter een moeilijkheidsniveau aanbieden dat is toegespitst op individuele
spelers.
Dit proefschrift sluit met Deel iv, waarin ik de bovenstaande punten samenvat
en een blik op de toekomst werp. Eén onderzoeksrichting heeft betrekking op
beoogde verbeteringen van de Interactive Storyteller, in het bijzonder hoe een
dergelijk interactief verhaalsysteem om kan gaan met spelerskeuzes. Toekomstig
onderzoek zal ook de mogelijkheden van virtual reality (vr) moeten exploiteren
voor educatieve spellen. We hebben reeds een kleine stap in die richting genomen
door loiter te implementeren in een multimodale vr-omgeving. Ook hier is het
een uitdaging om de intenties van spelers correct te interpreteren middels de
beschikbare kanalen voor spelerskeuzes.
Tot slot laat dit proefschrift zien dat interactieve verhaalsystemen en educatieve
spellen verbeterd kunnen worden door het virtuele agenten en menselijke
gebruikers zowel mogelijk te maken als te stimuleren om meta-informatie te
gebruiken.
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SAMEVATTING (LIMBURGS)
Dur verhaole kunne weej liere en de wèlt snappe. Ien dit proefschrift onderzuuk ik
ut gebruuk van verhaoltechnieke ien interactieve verhaole en serieuze spelle. Ien
interactieve verhaole kunde zelf beslisse hoe ut verhaol aflöpt. Van serieuze spelle
kunde wat liere. Ik kiek hoe minse en virtuele pupkes verhaole bekieëke.
Ien Deel i van dit proefschrift zeg ik waor dit allemaol op slut: de meta makt uut.
Alle verhaole en spelle speule zich af ien un context: ze zien virtueel (nie echt),
maar hebbe wel te make mit de echte wèlt. Wat dur buuten ut spel gebeurt het un
eﬀect op wat dur ien ut spel kan gebeure en andersum. Mien onderzuuk draoit um
ut gebruuken hiervan um de belèvinge mit interactieve verhaole en serieuze spelle
te verbètere.
Ien Deel ii bekieëk ik urst de interactieve verhaole die te make hebbe mit
de Virtual Storyteller (vst) en Interactive Storyteller (ist). Dun urste gebruukt
virtuele pupkes die vur zichzelf dinke om een verhaol te make. Ien de ist kunne
minse un pupke ien ut verhaol speule. Ik heb gekeke naor hoe kiender mit de ist
verhaole make en hoe ze daorbeej meta gaon. Ien de vst hebbe weej gekeke naor
hoe virtuele pupkes ruzie mit elkaor könne zuuke, zodat ut verhaol ienteressanter
kan worre.
Ien Deel iii kieëk ik naor un serieus spel: loiter. Hierien mot un agent (de
speuler) un groep hangjongens aovertuuge om te kappe mit hun herrie. Speulers
motten daorbeej inzien dat hun gedrag dat van andere kan bepaole en andersum.
Hiervur heb ik dinge gemakt die speulers laoten stilstaon beej wat ze duun:
gedachtewolke en flashbacks die laoten zien hoe un hangjonge aover hun dinkt.
Hiernao heb ik gekeke hoe die virtuele pupkes ut moeilijker kunne make vur
speulers. Dit duun ze dur minder goed same te werke mit speulers die wat verder
zien ien ut spel. Speulers hebben dan een grotere uutdaging. Om daorvur te zörge
dat speulers nie ien de war rake van die verandering in gedrag van de pupkes, laot
ik hun uutlegge waorum ze dat duun mit gedachtewolke en flashbacks.
Dit proefschrift sluut mit Deel iv mit unne samevatting en unne blik op de
toekomst. Onderzuuk mot kieëke naor hoe spelle en zulke systeme bèter om kunne
gaon mit de keuzes van speulers (beejvurbeeld ien virtual reality).
Om af te sluute: interactieve verhaole en serieuze spelle kunne verbèterd worre
dur virtuele pupkes en minselijke gebruukers te stimuliere meta-informatie te
gebruuke.
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PART I
INTRODUCTION: SETTING THE STAGE
In this part, I reveal what this dissertation is about.
I introduce the fields of interactive storytelling and serious games,
discussing the roles human and virtual agents play in these fields. My
main thesis is that, to improve systems in these fields, both human and
virtual agents need to go meta: they need to reflect about what they
are doing to adapt their behaviour. In this part, I pose four research
questions which I investigate in Parts ii and iii.

THE NARRATIVE OF THIS
DISSERTATION

1

In your Primer you have a resource that will make you highly
educated, but it will never make you intelligent. That comes
from life. Your life up to this point has given you all of the
experience you need to be intelligent, but you have to think
about those experiences. If you don’t think about them, you’ll
be psychologically unwell. If you do think about them, you will
become not merely educated but intelligent.
Constable Moore
The Diamond Age: Or, the Young Lady’s Illustrated Primer
Stephenson (1996)

Two children, a boy and a girl, are standing on opposite sides of a table.
Intently, they look at the screen embedded in the table, which
shows a landscape in a cartoonish style. Three characters seem to
inhabit this small, two-dimensional world: Red, a girl with a red
riding hood, her Grandmother, and a big bad Wolf.
Suddenly, the Wolf moves to Red: ‘Hello!’ The Wolf is controlled by the
computer, so the children don’t know for sure what he might do.
The boy looks across the table into the girl’s eyes: ‘You have to give
him the cake!’
The girl replies: ‘It has to be poisoned first.’
The boy picks up on her plan: ‘(..) I will do that, alright?’
The girl drags the image of Red to Grandmother’s house, making her
walk over there. Letting her in, the boy makes Grandmother add
a few droplets of deadly poison to Red’s cake. In the meantime,
the Wolf grows ever more hungry and decides to bother Red and
Grandmother again.
The children exchange looks, the girl saying: ‘Gee, he eats a lot!’
The Wolf enters Grandmother’s house as well and snatches the cake
from Red: ‘Give it to me!’
Both children laugh in expectation of the drama about to befall the
Wolf.
The girl selects an action to make Red laugh as well. The table plays a
short audio clip of a little girl laughing.
Then, with a loud chomp, the Wolf sets his teeth into the cake, its last
meal.
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he above is a short example of what may happen when children play with
an interactive storytelling system. While they instruct their characters
to take actions, the children are aware of most of the events happening
in the story. They can see where their characters are in the storyworld, what
they are doing, but they do not necessarily know the plan of the Wolf, the
computer-controlled antagonist. Yet the children also know about more than just
the storyworld. They are aware that they are playing this story and they know they
can discuss which actions to take in the story without the Wolf listening in on them.
More than just being characters inside the story world, the children experience the
events and possibilities outside of the story world: they have a view that extends
beyond it.
In this dissertation, I discuss the meta matters of such interactions with
intelligent technology. People may reason about their choices, plot, reflect, or
simply be amused when they look at things from a meta-perspective. I assert that
this perspective can be used to improve existing systems when implemented in a
way that lets people use it to enrich their experiences. Furthermore, intelligent
systems themselves may also inspect interactions from a meta-perspective to
improve the user’s experience.
I carried out my research in the Dutch national program COMMIT/, in the project
Interaction for Universal Access (iuall).1 The aim of this project was to investigate
how interactive computer systems can be designed in such a way that all people
of today’s society can interact with them. This holds especially for groups that
are often overlooked, such as people with low literacy, children, and elderly. The
key of iuall lies in designing computer systems to have social intelligence and
providing tools to make it possible to design for all people. My part in this project
was to investigate how interactive technology can support social skills training
using techniques from interactive storytelling. This is reflected in the structure
of this dissertation: its two central parts revolve around interactive storytelling
and serious games for social skills training.
To properly introduce the basis of my research, I discuss some seminal works
about humans as storytellers and players in Section 1.1. I follow up on this by
providing a context for my research in Section 1.2. In Section 1.3, I expand upon
my idea of people and systems going meta to improve their interactions. Section 1.4
provides the research questions I investigate in this dissertation. In Section 1.5,
I conclude this introductory chapter with an overview of this dissertation’s
narrative.
1.1 a play on worlds
Stories help us understand the world we inhabit. By reading articles, news feeds,
updates on social media, and conversing with people, we build a mental model
of our world. We causally link events and weave our interpretations into stories
that we use to make sense of the world. This way, we learn about the universe:
our surroundings, social relations, physics, morality, biology, et cetera. Similarly,
by reading novels, experiencing plays, watching films and series, we explore
1 See http://www.commit-nl.nl.
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a multitude of possible situations in alternate realities. Again, by interpreting
the events and actions, the metaphors and allusions, and the characters’ coping
with their emotions in these stories, we learn about our own world. These are
the thoughts underlying Ricoeur’s concept of a narrative identity (Ricoeur, 1983):
humans construct their identity through stories, both by telling and listening
to them. Niles (1999) coined the term homo narrans to describe humans as both
creators and interpreters of stories. Such a view is also prevalent in Campbell’s
writings, which delve into the archetypical structure of a hero’s journey (Campbell,
1949). All cultures exist by the grace of their ability to tell stories which help them
shape their lives, for example, through a story’s morals, the catharsis which a story
may provide, or by following rituals.
Fisher (1989) suggests a paradigm of narrative rationality through which we can
understand how we experience and learn from stories. This paradigm informs
us that a narrative can only be useful to the reader2 when it satisfies narrative
coherence and narrative rationality. The former requires a story to ‘hang together’
to make sense, while the latter entails that we only accept a story if it matches
our experiences and beliefs. Recent research has shown that, indeed, experiencing
and also creating stories helps people to understand situations by determining the
causality between events (A. D. Brown, Stacey & Nandhakumar, 2008). Similarly,
Graesser, Olde and Klettke (2002) looked at several studies on text comprehension
and concluded that ‘narrative text is recalled approximately twice as good as
expository text and is read approximately twice as fast,’ showing the benefit of
stories as instructional material.
Rather than being strictly linear, stories can be interacted with in several ways to
influence their outcomes. For example, Choose Your Own Adventure (cyao) novels
allow people to make decisions for the characters in the story. Current advances in
supporting the creation of stories with technological means also allow for stories to
become even more interactive. I describe the field of interactive storytelling research
in more detail in the following section.
More so than only being readers of stories, people can also create narratives
themselves, for example, by role-playing and improvising how a story turns out.
At the start of his book Homo Ludens (the playing man), Huizinga (1949) goes as
far as asserting that play is not just an integral part of culture, like narratives and
storytelling. It is more: play presupposes human society, and it is through play that
animals and humans alike can learn. Bateson (1972) investigated how play-fighting
monkeys were able to discern between their playtime activities like scratching
and biting, and actual fighting, by communicating this meta-information about
their type of activity to each other. This entails that play is something that
can be entered wilfully by players. Importantly, the outcomes of playing do not
have direct consequences for the world outside play (Salen & Zimmerman, 2004).
When monkeys play, and, by extension, when humans play, they are aware of the
boundaries of play and will act according to the agreed-upon rules of play. Through
play, players are creating fictional play spaces in which they can experiment with
their physical and mental skills. This way, players are able to attain and improve
2 Here, I use ‘reader’ as a general term to indicate a person experiencing a story, whether in the form of a
play, a film, or a diﬀerent manifestation.
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these skills in a safe environment. Despite Bateson asserting that play does not
have direct consequences outside of play activities, the improvement of players’
skills still transgresses those activities. Based on the notion that play underlies
attainment of a lot of basic skills, especially in the early stages of life, there has been
a massive increase in interest in creating playful learning experiences (Kirriemuir
& McFarlane, 2004; Hirsh-Pasek, Golinkoﬀ, Berk & Singer, 2008; Lillard et al., 2013).
In the following section, I go into more detail about using games to teach and
learn. I choose the term serious games to describe the types of games I deal with
in this dissertation. While being an indistinct term at first sight, serious games are
not a contradictio in terminis, precisely because of Bateson’s example of play-fighting
monkeys (Bateson, 1955). Play aﬀords learning and can hence be serious.
1.2 research context
The foundations of the domains of interactive storytelling and serious games
can be found in the paradigms of homo narrans and homo ludens. The research I
present in this dissertation builds on recent advancements in these two domains.
Specifically, it focuses on the use of digital technology to improve both domains. In
this section, I provide a short overview of these fields. In later chapters, I discuss
interactive storytelling (Chapter 2) and serious games (Chapter 5) in more detail.
1.2.1 Interactive digital storytelling

branching
narrative

The most basic example of making it possible for people to interact with a story is
that of presenting a choice to readers at a certain point in the narrative through
which they can decide how the story progresses. For example, a reader may
choose to let the protagonist of a story take the road across high mountains
or the road through murky swamps to reach her beloved prince. Depending on
this choice, diﬀerent events may befall the heroine. Extending this example, a
story can be constructed that branches at several points, resulting in a larger
number of story lines (Lethbridge & Mildorf, 2003). Such a branching narrative
is typically seen in Choose Your Own Adventure novels such as the Lone Wolf
Series (Dever & Chalk, 1984).3 In these novels, readers can influence how the plot
proceeds by choosing from diﬀerent options that are presented to them through
text. One drawback of this method of using static decision points is that each
storyline needs to be authored manually. Instead of previously having written
one narrative, an author now has to write multiple coherent narratives. Because
of this combinatorial explosion of story lines, this task becomes infeasible when
authoring for a multitude of choices.
Linear stories as presented in most novels and films always feature a plot over
which their authors have complete control. While opinions disagree on the precise
definition of interactive storytelling (is), the basis of all definitions resides in
the notion that a story can be influenced by its reader (Murray, 1997). As this
influence on the story goes beyond the typical aﬀordances of a reader, I use
3 See https://www.projectaon.org for digitally augmented versions of these novels.
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the term interactant as a description of a person interacting with a story. In her
well-known work Hamlet on the Holodeck, Murray (1997) describes contemporary
ideas about interactive fiction. Her vision of future interactive storytelling systems
closely resembles the idea of Star Trek’s Holodeck. She envisions the Holodeck as
the ultimate form of interactive storytelling: it is a virtual reality environment
which is indistinguishable from real life, including interactions with other (virtual)
entities. Murray asserts that the feeling of immersion is important to experiencing
an engrossing interactive story. This feeling is mostly constituted by providing
interactants with suﬃcient agency so that they feel that their actions influence the
story (Mateas & Stern, 2003). This introduces a challenge for the story’s author: she
has to design the system with which the interactant interacts in such a way that
it is able to cope with the users’ choices. In other words: how can a story be told
while at the same time being interactive? This question captures the essence of the
narrative paradox there is a trade-oﬀ between the plot of a narrative and the freedom
of choice an interactant has (Aylett, 1999). The crux of the narrative paradox lies
in the way a system balances the maintaining of a good plot and the provision
of choices. The above example of a branching narrative in cyao novels is only
one possible approach to balance the possibility for making choices and having
a structured plot. Such an approach only provides limited functionality to make a
story interactive. To overcome this hurdle, the field of interactive digital storytelling
(ids) investigates methods that automate story generation and handle interactant
actions (Arinbjarnar, Barber & Kudenko, 2009; Roberts & Isbell, 2008).
There are two main approaches in the field of ids that try to tackle the
narrative paradox, namely the strong story approach and the strong autonomy
approach (Mateas & Stern, 2002). These approaches diﬀer because of their focus:
interactive storytelling systems (iss) adopting the strong story approach aim
to maintain a consistent storyline, while isss following the strong autonomy
approach emphasise the autonomy of the characters in the story. Generally, a
strong story iss uses a top-down approach to steer a story’s characters based on
a narrative structure. This approach is most alike to the typical form of directing a
play or a film: one person is in charge of the behaviour of all the others, instructing
them about which actions to take. A possible consequence of this is that characters
might exhibit inconsistent behaviour when they are directed to do so in the service
of the plot. In contrast, a strong autonomy iss uses a bottom-up approach by letting
the characters interact and create the story through their interaction. While the
strong story approach is rooted in practices such as theatre, the strong autonomy
approach builds on those found in improvisational (improv) theatre. In improv theatre,
actors receive instructions about an imaginary setting, for example, a location or a
character description, and do their best at improvising an entertaining scene with
this information (Johnstone, 2012). In strong autonomy isss, virtual agents take on
the role of characters in a story. Virtual agents are autonomous entities in a virtual
environment that observe what happens in their environment and act on this. The
strong autonomy approach gives the agents more freedom to carry out actions
than the strong story approach, but the former may result in a narrative without
a coherent structure or overarching plot.
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In this dissertation, I investigate the field of interactive digital storytelling
systems from two perspectives: that of the users (interactants) of such systems and
that of the agents used in these systems. My work expands the research carried out
with the Virtual Storyteller (Swartjes, 2010), a story generation system which has
been adapted to enable user interaction (Alofs, Theune & Swartjes, 2015). I look at
how users interact with the Virtual Storyteller and how agents can reason about a
story’s plot to overcome the narrative paradox. What I conclude is that both human
and virtual agents can reflect on their interactions in and outside of the story and
that we can use insights into the cause and eﬀect of these reflections to improve
the interactions with interactive storytelling systems.
1.2.2 Serious games
Over the years, a variety of terms has been coined to describe playful learning
experiences, among others: simulations, simulation games, serious games, educational games, applied games, (digital) game-based learning, gamification, and edutainment (Breuer & Bente, 2010; Djaouti, Alvarez & Jessel, 2011). In this dissertation,
I use the term serious games. I first provide an overview of various possible definitions of serious games before I propose the definition I use in the remainder of
this dissertation. It turns out that the field of serious games is still struggling with
a definition that is both broad and specific enough to contain its avails (Breuer &
Bente, 2010; Djaouti, Alvarez & Jessel, 2011). This is also found in Abt’s definition
of serious games:
‘Reduced to its formal essence, a game is an activity among two
or more independent decision-makers seeking to achieve their
objectives in some limiting context [in single-player games, the
game or system is the opposing player]. A more conventional
definition would say that a game is a context with rules among
adversaries trying to win objectives. We are concerned with
serious games in the sense that these games have an explicit and
carefully thought-out educational purpose and are not intended
to be played primarily for amusement.’ (Abt, 1987)
Thus, in their broadest definition, serious games can be defined as all games
that do not have entertainment as their prime purpose. These can be games that
are intended to instil awareness in people, for example, about their influence on
the environment. Serious games can be used for in-company trainings, such as
decision-making role plays, or for practising fine motor skills, such as surgical
accuracy. They may also be used for advertisement, scientific exploration, and
simulating social processes. Therefore, this definition includes games used to
educate or inform people (Djaouti, Alvarez, Jessel & Rampnoux, 2011), persuade
them (Bogost, 2007), or assist in understanding scientific systems, such as chemical
processes (Cooper et al., 2010). Additionally, this definition imposes no limitation
on the implementation of a serious game. Serious games may, for example,
incorporate state-of-start technology using virtual reality (Lohse, Hilderman,
Cheung, Tatla & Van der Loos, 2014) or photo-realistic environments (Albert,

1.2 research context

9

Hallowell, Kleiner, Chen & Golparvar-Fard, 2014). Yet they can also be analogue
board games (Amaro et al., 2006) or educational role plays (Nestel & Tierney, 2007).
With this broad range of application domains, taxonomies for serious games are
equally wide-ranging. The taxonomy of Laamarti, Eid and El Saddik (2014) classifies
serious games by their application area, activity, modality, interaction style,
and environment (or interface). The Gameplay/Purpose/Scope (g/p/s) model of
Djaouti, Alvarez and Jessel (2011) distinguishes between a serious game’s gameplay,
the rules that constitute how the game is played; its purpose, broadcasting a
message, training cognitive or motor skills, and exchanging data; and its scope,
the application domain.
Any definition of serious games presupposes an understanding of the definition
of games themselves. Salen and Zimmerman (2004) give an explicit definition of
games as follows: ‘A game is a system in which players engage in an artificial conflict,
defined by rules, that results in a quantifiable outcome.’ This definition can be
complemented by that of Caillois (2001), who lists the following characteristics of
games:

1

fun The activity is chosen for its light-hearted character.
separate It is circumscribed in time and place.
uncertain The outcome of the activity is unforeseeable.
non-productive Participation does not accomplish anything useful.
fictitious It is accompanied by the awareness of a diﬀerent reality.
For this dissertation, key words in these attempts at defining games are artificial
conflict and diﬀerent reality. A game is a game because it takes place by itself, in
a world separated from the outside world. Salen & Zimmerman popularized the
term magic circle to describe this separation, based on work by Huizinga (1949) and
Caillois (2001). The play world or game world that players inhabit while playing
is contained within this magic circle. It is a diﬀerent reality: not a real one, but
a fictitious, virtual one. This way, a game can oﬀer players a safe environment to
practice and explore their mental and physical skills.
Thus, the seemingly oxymoronic term of serious games starts to make sense.
What is key to all games, serious or not, is that they convey information that can
only be understood through the interactive nature of games. As van der Spek (2011,
p. 4) puts it: ‘All games, whether intended for leisure or “serious”, revolve around
learning.’ The distinction between games for leisure and games with educational
purposes lies in the use of the knowledge gained from the game. Contrary to
entertainment games, knowledge gained in serious games is not only necessary
to progress within the game’s magic circle. This attainment of knowledge is also of
importance outside the game’s reality. In this respect, the goal of serious games lies
not only in the experience while playing the game, but also in the experience when
the game has finished and players have attained knowledge that is of importance
in their real-world lives. Thus, in order to learn from serious games, players should
be able to breach the magic circle and use their newly gained knowledge outside
of the virtual world. This directly opposes Caillios’ view that games should be

magic circle
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non-productive; serious games are only serious games when they actually are
productive outside of their virtual worlds.
To narrow down the use of the term serious games in this dissertation, I define
serious games as follows.

1

serious game A game through which players gain knowledge, skills, or
awareness that is of importance outside of the game itself.

artificial
intelligence

serious
games
lemniscate
model

In this dissertation, I focus on serious games that have as their explicit learning
goal educating people about social interaction, social awareness and related social
skills. To this end, I was involved in the design, implementation and evaluation of
several prototype serious games. These games relate to training certain cognitive
and behavioural skills within the domain of law enforcement, specifically street
interventions by the police.
Interactive systems such as those used for interactive digital storytelling and
serious gaming always revolve around influencing what happens in the game
or story world. In the context of this dissertation, the systems I study revolve
around influencing the behaviour of virtual characters. Therefore, a part of
this dissertation builds on research in artificial intelligence (ai) in order to
automate the behaviour of these characters. Yannakakis and Togelius (2014)
distinguish ten research areas of artificial and computational intelligence that
were identified at a Dagstuhl seminar: non-player character behaviour learning,
search and planning, player modelling, games as ai benchmarks, procedural
content generation, computational narrative, believable agents, ai-assisted game
design, general game ai, and ai in commercial games. My research in serious
games for social skills training relates to both believable agents and computational
narratives.
The main part of my research on serious games concerns ensuring people learn
from these games. Therefore, I investigate how learning theories align with game
design. Arnab et al. (2014) provide an extensive mapping of learning mechanics
such as reflection and feedback to game mechanics such as role playing and
assessment. Wu, Hsiao, Wu, Lin and Huang (2012) provide an overview of existing
learning theories and how they relate to design practices for serious games,
concluding that the latter often lack a proper underlying learning theory. The main
learning theory on which I base my research is that of reflection with the help of
feedback. The Serious Games Lemniscate Model (sglm) schematically illustrates
this concept, see Figure 1 (Koops & Hoevenaar, 2012). When someone interacts with
a serious game, she enters a (play) cycle in which she observes what happens and
processes this information to decide which action to take next. In order to learn,
she needs to actively reflect on her actions and the game’s responses by translating
the in-game knowledge to real-world knowledge and then returning to the game
world again (the learn cycle). Through this process of active reflection, this player
takes a meta-perspective by breaching the magic circle’s barrier. This illustrates
how and why the meta matters for serious games. In this dissertation, I look at
how this concept can be implemented in serious games for social skills training.

Intuitive
experimentation

Reflective
observation

Play

Learn

Explicit
observation

Active
experimentation
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1.3 going meta: agens reputans

Figure 1.: The Serious Games Lemniscate Model (adapted from Koops and Hoevenaar (2012)).

1.3 going meta: agens reputans
The fields of interactive storytelling and serious games have overlapping interests:
the use of (interactive) narrative, the presence of intelligent agents, and the
possibility of users reflecting on their experiences. My main research question
boils down to this:
How can both users and virtual agents use meta-thinking to enrich
interactions with interactive storytelling systems and serious games?
In these contexts, enriching interactions means improving players’ interactions
with these systems, for example, their engagement while creating a story and
their learning gains when they play a serious game. In this dissertation, I explain
why one of the approaches to answering this question is: by going meta. I do so by
discussing the design of techniques that allow both virtual agents and users to go
meta as well as by explaining how users experience their interactions from a metaperspective.
In their discussion of Huizinga’s and Salen and Zimmerman’s ideas about the
magic circle, Frissen, de Lange, de Mul and Raessens (2015) do away with the notion
that this circle is an impenetrable barrier. On the contrary, they emphasize that
Huizinga never intended this term to mean that there is such a strict separation
between the virtual and the real world. Instead, it is the case that players of games
and readers of stories can be completely aware of inhabiting both worlds at the
same time. This entails that user interaction is not limited to the virtual world:
users may go meta and, for example, reason about the system’s usability or the
experience they are having. The Serious Games Lemniscate Model asserts that
serious games should be designed with this exact thought in mind: players need
to become aware of what they have been doing by reasoning on a meta-level about
their experience in the game in order to learn from it. Thus, the game mechanics

going meta
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of serious games need to be designed in such a way that they aﬀord players to go
meta and learn.
Similarly, players of interactive storytelling systems want to create and interact
with stories that appeal to their fantasies and their desires. For example, some
might want to explore a rich and varied story world, discovering hidden treasures,
while others will be more into building their characters and having social
interactions with others.4 This meta-level, which revolves around the players’
personal experiences, requires interactive storytelling systems to take players’
real-world desires into account, in addition to the their character’s desires in the
virtual story worlds.
Investigating how and why users go meta, and how to encourage them to go
meta is essential to improving the experiences they have. Yet the story of this
dissertation does not stop there. I assert that not only the users, but also the
systems themselves need to go meta and deliberate about their situation. Like
human agents, virtual agents can also go meta by thinking about ways in which a
player’s experience can be improved and adapting their system to match the user’s
needs.
Figure 2 shows a schematic overview of the interaction between players and
agents, including their deliberative meta-cycles. The main interaction cycle in
a virtual world (of an interactive storytelling systems or serious game) revolves
around the player and the agent (the system) responding to each other through
their respective sense-think-act cycles. That is, both types of entities sense the
virtual environment through their available sensors, reason about the eﬀects of
the changes in the world they inhabit, and act towards goals or intentions. Such
interactions take place in the virtual world, which is contained by the real world.
These are the interactions which typically take place within the classic view of the
magic circle. However, as explained above, both users and agents can meta-think
about their interaction and take that into account when planning their actions.
More than simply thinking about which action to take next, this process of metathinking lets both agent and user step outside of their role in the interaction. For
example, a human player might think she doesn’t like the story she is playing and
try to take action to make it more enjoyable or simply quit the interaction. On a
similar level, a virtual agent in a serious game may detect that the user has trouble
with progressing to the next level, and adapt its behaviour to make it easier for her
to continue.
To describe this paradigm of users and agents meta-thinking about their
behaviour, inhabiting worlds both virtual and real concurrently, I coin the term
agens reputans. Similar to homo narrans and homo ludens, describing man as
storyteller and player, agens reputans denotes the concept of an entity (from Latin
agens) being able to reflect and deliberate (from Latin reputare). Rather than being
limited to humans (homo), this term explicitly emphasizes that any entity capable
of acting (agens) on its own behalf can take a meta-point of view, and reflect and
deliberate. In the following section, I explain how the research presented in this
dissertation is supports this paradigm.

4 Cf. Bartle’s work on player types (Bartle, 1996).
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Figure 2.: A Venn diagram showing how players and agents relate to the virtual and real
worlds. Both entities follow the same sense-think-act cycle and have the means to
think on a meta-level about their interaction.

1.4 research questions
In this dissertation, I take an explorative approach to investigate the agens reputans
from the two sides involved in human-media interaction: from that of the users
of a system and from the side of the system itself, divided over the fields of
interactive storytelling and serious games. This results in the following four
research questions which form the core of this dissertation. The first two deal with
meta-thinking in storytelling and the second two with meta-thinking in serious
gaming.
rq1 What kind of meta-thinking do people do while co-creating stories?
I investigate to what extent and about which factors players of interactive storytelling systems go meta. I address this question by analysing the communication
of pairs of players who interacted with the Interactive Storyteller. This provides information about the design of the system, for example, whether its mechanics are
clear and whether users are satisfied with their influence on the story.
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rq2 How can virtual agents use meta-thinking to improve the generation of stories?

1

I explain the design of techniques that enable virtual agents to deliberate about
the story state to plan towards a good plot. These techniques let agents go meta and
reason about which situations in the story may cause conflict, thereby enabling
them to create more interesting stories. To exemplify this, I discuss how several
such techniques were implemented in the Virtual Storyteller.
rq3 How can serious games stimulate meta-thinking to increase their eﬀectiveness?
Building on the notion that people do indeed meta-think about their interaction
(rq1), I designed techniques intended to stimulate reflection of players of
serious games. These techniques let virtual agents show meta-information about
the players’ behaviour, which would otherwise not be available to them. This
additional information is intended for players to go meta, letting them enter the
reflection cycle of the Serious Game Lemniscate Model, and thus improving the
learning eﬀects of the serious game. I evaluate these designs in loiter, a series of
serious game prototypes revolving around gaining social awareness.
rq4 How can virtual agents use meta-thinking to adapt serious games to the user’s
competence?
I describe how we designed techniques to provide adaptive diﬃculty in loiter,
based on the insights gained from answering rq2 and rq3. The game keeps track
of the competence of players and makes this information accessible to the game’s
virtual agents. This way, the virtual agents change their behaviour to adapt the
diﬃculty of playable scenarios, depending on this meta-information. To keep
their behaviour coherent, the virtual agents provide a reason (within in the game
world) why they have changed their behaviour. I discuss implementations of these
techniques in a loiter serious game, and analyse to what extent it influenced
players’ experiences and the game’s learning eﬀects.
1.5 outline of this dissertation
This dissertation is divided into four parts, of which Parts ii and iii tackle the
research questions posed above.
part i Introduction: Setting the stage
This is the part you, the reader, are currently reading. In this part, I introduce
the context, research questions, and goals of this dissertation.
chapter 1 The narrative of this dissertation
In this chapter, I give a short overview of the fields of interactive
storytelling and serious games. Four research questions, divided over
the domains of interactive storytelling and serious games, treat the
perspective of human and virtual agents going meta.
part ii Meta matters in interactive storytelling
This part illustrates how users and agents go meta when interacting with
interactive storytelling systems.

1.5 outline of this dissertation

chapter 2 Interactive storytelling
I start this part with a detailed overview of existing interactive
storytelling systems and a discussion of the Interactive Storyteller, an
interactive storytelling system which I used for further analysis.
chapter 3 The user perspective on interactive storytelling
This chapter addresses rq1. I discuss how previous research has looked
at interactions with interactive storytelling systems and I provide
analyses of the way users meta-think while interacting with the
Interactive Storyteller.
chapter 4 Agents that perceive and assume to steer stories
This chapter addresses rq2. I describe the workings of techniques for
the Virtual Storyteller that enable virtual agents to meta-think to plan
towards more dramatic plots than beforehand.
part iii Meta matters in serious gaming
Similar to Part ii, this part discusses how users and agents go meta, but this
time, in serious games.
chapter 5 Serious games
In this chapter, I provide an overview of research on serious games,
detailing learning theories and existing systems.
chapter 6 Feedback in serious games
This chapter addresses rq3. I scrutinize how feedback can be presented
in serious games and explain my approach in designing techniques to
stimulate meta-thinking, and hence reflecting, in our serious games.
chapter 7 Adaptive serious games
This chapter addresses rq4. I describe how I used techniques inspired
by Chapter 4 to implement adaptive diﬃculty in our serious games by
letting virtual agents meta-think.
part iv Conclusion: Reflecting on the research
In this part, I go meta and reflect on my dissertation.
chapter 8 Lessons learnt
In this chapter, I recapitulate the answers to the four research
questions and summarize which lessons I have learnt.
chapter 9 Future work
I close this dissertation with an outlook on future work, addressing
challenges and sketching how these can be tackled.
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PART II
META MATTERS IN INTERACTIVE
STORYTELLING
In this part, I look at how the meta matters in the field of interactive
storytelling, from the perspectives of both human and virtual agents.
In Chapter 2, I provide an overview of existing interactive storytelling
systems and an explanation of the Virtual Storyteller, the system
which we used for our studies in the following two chapters.
In Chapter 3, I answer Research Question 1:
What kind of meta-thinking do people do while co-creating stories?
I show that users of the Interactive Storyteller, an interactive version
of the vst, actively go meta and reflect on their experiences.
Designers of interactive storytelling systems can profit from analysing
the users’ reflection process, as it provides them with valuable
insights into the functioning of their systems.
In Chapter 4, I answer Research Question 2:
How can virtual agents use meta-thinking to improve the generation of
stories?
I show that the virtual agents in the Virtual Storyteller can improve
the generation of stories by going meta. Using information that
is only available to them from a meta-perspective, the agents can
reason towards conflicts that might otherwise not come to pass. This
reasoning may be used to improve the richness and variety of story
generation.

INTERACTIVE STORYTELLING

2

We all make choices, but in the end, our choices make us.

2

Andrew Ryan
Bioshock
2K Boston and 2K Australia (2007)

T

his chapter provides background material on interactive storytelling for
Chapters 3 and 4. It comprises two parts. In Section 2.1, I provide an
overview of interactive digital storytelling systems. In Section 2.2, I
discuss the system I used and extended for this part of this dissertation: the
(Interactive) Virtual Storteller.1
2.1 interactive storytelling systems
In Chapter 1, I discussed the origins of the field of interactive digital storytelling.
Below, I provide an overview of a selection of well-known interactive storytelling
systems (isss) by discussing their unique techniques and by comparing their merits
and drawbacks. The systems developed in this field can be distinguished by their
approach of steering the story: either through a centralized, top-down director
agent (the strong story approach), or through multiple actor agents collaborating
to create a story (the strong autonomy approach) (Linssen, 2012). First, I discuss
the isss using the strong story approach in Section 2.1.1 and isss using the strong
autonomy approach in Section 2.1.2. In Section 2.1.3, I discuss two systems which
use a combination of the two approaches.
2.1.1 The strong story approach
As described above, strong story isss emphasize sustaining a coherent plot over
the consistency of the behaviour of individual characters. These isss rely on
planning and re-planning of such story plots. I describe two such systems that use
techniques to overcome the narrative paradox.
2.1.1.1 Mimesis
Designed as a module for use in existing game engines, the Mimesis architecture
is dedicated to the creation of narratives in games (Young et al., 2004). It is a
drama manager which is responsible for the generation of plans for a game and
its agents. It safeguards the coherence of generated stories when situations arise
1 This chapter is based on Linssen (2012) and Swartjes (2010).
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that deviate from the constructed plan. In Mimesis, narratives are first constructed
as plans, which are triggered by plan requests by the game itself in the form of a
certain goal or state the story needs to reach, see Figure 3. Plan-construction is
a three-stage procedure that consists of story world planning, discourse planning
and execution management. The story world planner composes a plan that fulfils
the given goal through use of available actions, based on a certain world state.
This plan is fed forward to the discourse planner, which combines the story world
plan and its associated narrative elements, for example, background music. Finally,
the execution manager constructs and monitors a directed acyclic graph of the
complete plan. Each action that is to be carried out in the game world represents
one node in the graph. When such an action is executed, the corresponding node
is removed from the graph and the narrative advances according to plan.

2

Figure 3.: The Mimesis architecture, using Unreal Tournament 2003 as a sample game engine
(adapted from Young et al. (2004)).

narrative
mediation

In isss, it is rule rather than exception that a player does not behave according
to any pre-constructed plan. In this case, Mimesis uses narrative mediation to stay
one step ahead of the player by detecting actions that may result in possible
conflict with one or more steps of the plan (Riedl, Saretto & Young, 2003).Riedl et al.
developed two approaches to narrative mediation that either try to accommodate
the plan or intervene, circumventing minor and major conflicts, respectively.
When accommodating, Mimesis allows the player’s action which is an exception to
the current plan to be carried out, but revises the remainder of the narrative plan to
account for conflicts of the action. Intervening on the player’s exceptional action
substitutes its expected outcome by one or multiple eﬀects that do not threaten
the constructed plan. Riedl et al. give the example of a player trying to purchase a
beverage from a vending machine for which she inserts a coin which has a diﬀerent
intended use in the game. Therefore, the game intervenes and lets the vending
machine produce an error so that the coin is not accepted and given back to the
player in order to be used for its intended goal. It is important that the eﬀects of
interventions do not deviate too much from the player’s expectations. For instance,
if the same logical action (inserting the coin) fails to produce its usually expected
eﬀects (receiving a drink) again and again, this can lead to a decrease in the player’s
agency.

2.1 interactive storytelling systems
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Narrative mediation has two limitations to its use. One of these lies in the
recognition of exceptional actions, because they may also arise as steps in a longer
plan of the player and not merely as single constituents of one. In that case,
exception recognition needs to expand its search space in plans, which may result
in feasibility problems. Second, intervention has only been designed to replace the
eﬀects of one action. In theory, narrative mediation seems a useful technique for
coping with the narrative paradox. However, its reliance on detecting deviations
from plans and its need for authoring for these exceptions imply feasibility
problems that have to be overcome before it can be implemented successfully.

2

2.1.1.2 U-Director
Adopting a detective-style setting, Crystal Island is an educational 3D game in which
the player tries to determine the cause of illness in his team of scientists (Mott
& Lester, 2006). She does so by inspecting objects, witnessing events and through
dialogues with virtual characters. To construct a storyline with a logical succession
of events, an architecture called the U-Director is used (see Figure 4), which is
designed to maximise the narrative utility of the story. Mott et al. describe this
as the game aiming to give the player suﬃcient hints about where she should go
next or what actions she should perform. These hints should not be overly explicit
to prevent the player’s feeling of agency dropping or losing the overall challenge
of the game.

crystal
island

u-director

Figure 4.: The U-Director architecture (adapted from Mott and Lester (2006)).

U-Director’s reasoning is based on dynamic decision networks, which are Bayesian
networks extended with decision processes that incorporate temporal aspects. At
each moment in time (a time slice), the U-Director keeps track of the plot progress
and the narrative flow (the narrative objectives); the plot focus and the physical

dynamic
decision
network
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state of the story world; and a model of the user’s goals, beliefs and expectations
(the user state). Eﬀects of director actions and how they influence the narrative are
calculated for the next time slice as well as the eﬀects of possible user actions for
the time slice thereafter. The dynamic decision networks evaluate the available
actions to select the director action that enables maximal narrative utility after
which the steps are repeated for the successive time slices.
Maximizing the narrative utility is analogous to making the storyline conform
to a desired story arc. Unlike Mimesis, U-Director’s approach does not directly
intervene on a player’s actions, but tries to nudge her toward a desired state from
which the story can progress.

2

2.1.2 The strong autonomy approach
Strong autonomy isss place the responsibility for handling the narrative paradox
into the hands of a story’s characters. These isss rely on characters who are
modelled in more detail than those in strong story isss, with their interaction
with a player determining how a story progresses. In this section, I discuss
only one strong autonomy approach; I expand on a second one, the Virtual
Storyteller, in Section 2.2. Other approaches that may be considered strong
autonomy approaches often are hybrid approaches as they use a centralized drama
manager to structure the overarching story (see Section 2.1.3) .
2.1.2.1 EmoEmma
emoemma

madame
bovary

EmoEmma is an interactive storytelling system focusing on immersion. It was
designed to be a virtual reality demonstrator for multi-modal interaction in a
nineteenth century setting in which the player interacts with Emma Bovary, see
Figure 5 (Cavazza, Lugrin, Pizzi & Charles, 2007). It takes its subject matter from
Gustave Flaubert’s novel Madame Bovary (Flaubert, 2004), in which Emma is a lady
of blue blood who is fed up with her lifestyle and decides to run away. EmoEmma’s
scenario is mainly influenced by a few chapters in which Emma decides to have
an aﬀair with Rodolphe, another aristocrat. During the game, the player acts as
Rodolphe and can interact with a virtual character representing Emma who does
not have a concrete goal, but a set of feelings that she wishes to reach (Pizzi &
Cavazza, 2007). This is in line with Flaubert’s thoughts about his novel that the
narrative should focus on feelings instead of on actions.
EmoEmma is played in a virtual reality environment with life-size in-game
characters. Physical interaction is limited to recognition of the distance of the
player to the characters and whether or not the player is facing a character.
A player can influence the story by either agreeing or disagreeing with Emma
which leads to diﬀerent outcomes. For example, when Emma says that she ‘would
leave everything behind for you [the player],’ the player can turn his back to her
which is recognised by the system and to which Emma responds by expressing
disappointment.
This iss distinguishes itself from the previous systems in that it lets virtual
characters infer how to feel through a heuristic search planner. Pizzi and Cavazza
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Figure 5.: The reasoning behaviour of agents in EmoEmma (adapted from Cavazza, Lugrin,
Pizzi and Charles (2007)).

(2007) give the example of when a character needs to feel bored, which can be
recognised by determining the ‘distance’ of a character to his or her intended
emotional state. For example, if there has been a lack of progression for some
time, the character will recognize this as boredom and will start to perform an
action to overcome it. This type of inference is performed by the interpretation
operators, which update the character’s feelings. The characters have two other
operators at their disposal: character interaction operators, which modify another
character’s mental state; and physical operators, which are used for physical
actions. EmoEmma lacks a drama manager, as each character is motivated purely
by his or her own feelings.
Lugrin, Cavazza, Pizzi, Vogt and André (2010) evaluated player involvement in
this multi-modal experience in a between-subjects experiment. In one condition,
the participant assumed the role of Rodolphe and was able to interact with
Emma directly. In the other condition, the player was a ‘ghost actor’ who could
influence the characters by manipulating the physical world and by influencing
their thoughts through speech. Results from the experiment showed that both
conditions resulted in equal story lengths as well as equal amounts of user actions.
This is an indication that both approaches to user interaction may be equally suited
for further use in isss.
In essence, EmoEmma adopts an approach that is much more concerned with a
‘narrative description of characters’ psychology rather than cognitive models’ (Pizzi
& Cavazza, 2007, p. 116). That is, the behaviour of the agents conforms to narrative
norms and expectations, but does not necessarily entail natural, real-life behaviour.
This makes it suitable for story generation, yet less so for more realistic scenarios
which emphasize coherent behaviour of the characters from a cognitive point of
view.
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2.1.3 Hybrid approaches
Some systems use a combination of strong story and strong autonomy techniques,
letting drama managers share responsibility for a good plot together with
autonomous characters.
2.1.3.1 FearNot!

2

fearnot!

fatima
occ model

Fun with Empathic Agents to Reach Novel Outcomes in Teaching (FearNot!) is a
demonstrator devised for children to evoke awareness of bullying practices and
to teach them how to cope with such behaviour (Aylett, Dias & Paiva, 2006). Users
assist the game’s protagonist through diﬀerent scenarios by giving advice to him
after conflict with a bully. There is no direct intervention by the player as the
protagonist and the bully behave according to their emotions during these episodic
conflicts. In each of these scenarios, the bully assumes a dominant stance and tries
to overpower the protagonist, for example, by inducing fear. If users give good
advice to the protagonist, he may overcome his fear of the bully and stand up to
him in successive scenarios.
FearNot!’s agent architecture FAtiMA (FearNot! Aﬀective Mind Architecture)
enables the characters to be subject to emotions by implementing a subset of
the occ model, a framework for emotions (Ortony, Clore & Collins, 1990). FAtiMA
specifically features hope and fear, both of which are emotions with a temporal
aspect which can influence the creation of plans. When a character is driven by
hope, he may become bolder and more optimistic, whereas fear may let characters
refrain from carrying out certain plans. To generate emotions, FAtiMA relies on the
appraisal of and coping with events, see Figure 6. FearNot! also incorporates decay
of the intensity of emotions over time because of the dynamic aspect of emotions.
Appraisal
Reactive level
Sensors

Agent in the
world

Objects
Agents
Events

Emotional State

Impulsive Actions
Deliberated Actions
(problem-focused)

Effectors

Coping

Reappraisal

Body
Speech
Facial
expressions

Deliberative level
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World Agent
model
+
Goals
+
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+
Plans
(‘memories’)

Reactive level
(Action tendencies)
Deliberative level
(Prospect-focused +
emotion-focused)

Change World
Interpretation
(emotion-focused)

Figure 6.: The FearNot! Aﬀective Mind Architecture (adapted from Aylett, Dias and Paiva
(2006)).
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An important property of FAtiMA is that its appraisal mechanism is comprised
of a reactive layer and a deliberative layer, accounting for instantaneous emotional
responses like anger, and prospective ones such as hope and fear.The deliberative
layer creates and changes plans based on the appraisals of every event it witnesses
and checks what the eﬀects are on the character’s goals. The same distinction
between reactive and deliberative behaviour is found in the character’s coping
mechanism, in which reactive actions are triggered when certain conditions are
met. The goal of deliberative reasoning is to generate the strongest emotion, as
Aylett et al. assume this to be the most urgent one. FAtiMA generates a plan
that will fulfil this goal, after which the emotions of hope and fear are updated,
corresponding to that plan. These emotions denote how likely a character thinks
his or her plan will succeed based on the possible eﬀects on his or her current
state. Furthermore, deliberative reasoning has the possibility to use one of three
emotion-focused coping strategies: acceptance, acknowledging a plan failure;
mental disengagement, lowering one’s expectations of a plan; and denial, ignoring
possible threats to the plan.
Aylett et al. (2008) propose two approaches to overcome the narrative paradox.
The first of this is inspired by plot or way points as used by Weyhrauch (1997). The
Story Facilitator structures the overarching narrative into diﬀerent episodes based
on the actions taken by the characters in previous episodes. This resembles a strong
story approach, as a central entity decides the confines within which character
agents have their say. This control does not influence the characters in each of the
episodes directly, but provides a context in the following episode that, for example,
features characters with whom the player had interacted before, and in which
location the episode takes place.
Out-of-character thinking (ooc) is the second approach to dealing with the
narrative paradox in FearNot! uses a strong autonomy approach. The characters
are designed in such a way they are aware of the dramatic impact of their
actions through a process called double appraisal. This process determines all the
possible emotional consequences of the eﬀects of available actions and ranks these
according to their emotional impact. Then, the action with most emotional and
therefore dramatic impact on all characters is selected to be carried out. Here,
we see the possibilities of characters that think beyond their role in the story.
In Section 2.2, I expand on the possibilities of ooc reasoning in an iss called the
Virtual Storyteller.

25

2

plot points
story
facilitator

out-ofcharacter
thinking
double
appraisal

2.1.3.2 Façade
Perhaps one of the most well-known interactive storytelling systems is Façade
(Mateas & Stern, 2003), a 3D ‘interactive drama’ which places the player in the
role of a person visiting a couple (Grace and Trip) whom she has not spoken in
a while.2 This is all the background information that is given to the player at the
start of the game. Mateas and Stern’s goal was to create a narrative that evolves
over time based on the player’s interactions with the characters and the story
world. The player can interact with the couple by talking to them through text
2 Façade is available at http://www.interactivestory.net.

façade
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input as well as by performing physical actions through mouse clicks. Through
interacting with the couple, she can discover and influence what is going on
between them. For example, the player may ask the couple how they are doing
after which they respond a little bit hesitantly that everything is okay. If the player
decides to continue questioning them it may become clear that they in fact have
some marital problems. Then, she can choose to try to comfort them or to take
sides in the ensuing discussion. There are no static points at which the player has
to choose distinct options as everything happens continuously and the player is
able to interrupt the couple when they are saying something.
Central to Façade’s design is a drama manager that manages the narrative
progression, see Figure 7. It does so by trying to mould the narrative so that it
corresponds to a desired story arc such as the one of Freytag’s Pyramid, see Figure
8. Freytag divided dramas into five parts: exposition, rising action, climax, falling
action, and dénouement, as is explained in the discussion of Freytag (1863) by
Lethbridge and Mildorf (2003). Exposition implies an introductory state, wherein
the reader is familiarised with the story’s subjects. Rising action describes the
events that occur and actions that are undertaken previously to the story’s climax,
while building the tension. The climax features the highest peak in dramatic
tension. Thereafter, there is falling action, namely the decrease of tension by
letting the main conflict unravel. Lastly, dénouement addresses the resolution of
the conflict and the final release of tension.

Drama Manager

Current story
values

Bag of beats
beat
beat

Desired value
arc(s)
selected
beat

beat

Player

Story Memory

Trip

time
beat

beat

beat

Activity not part of a beat

Surface text → discourse acts

Grace

Story World

Previous action

Discourse acts → reactions

Natural Language Processing

Figure 7.: The Façade architecture (adapted from Mateas and Stern (2003)).
story beats

Façade uses story beats to manage the narrative.: instantiations of story
situations, for example, one in which Grace and Trip both ask the player what he
wants to drink.These beats have preconditions and eﬀects that serve the purpose
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Figure 8.: Freytag’s Pyramid, a model of the dramatic tension in narratives.

of a partial ordering of a collection of beats. By sequencing beats based on their
correspondence to the story arc, a narrative of the desired form emerges. Beats
become either available or unavailable based on a player’s actions, which are first
translated into discourse acts.3 These are abstractions of the player’s actions, for
example, ‘praising’ or ‘expressing anger’.This happens through natural-language
processing, which categorizes the meaning of the player’s action, after which a
potential reaction is chosen based on the beat the story is in. In this manner, the
player is able to influence the story’s flow and outcome. Each beat enables certain
behaviour on the agents’ behalves, for when the player seems to be expressing
anger, Grace and Trip need to respond in a natural way. For example, they can react
somewhat laconically and ask if the player really meant to react this way, or they
can point her to the door if they feel they are tired of her behaviour.
Mateas and Stern note that although their framework enables an emergent
narrative to be constructed, a large amount of eﬀort was put into the creation
of the characters’ behaviours (Mateas & Stern, 2005a). Responses to situations
and utterances still needed to be authored, which called for envisioning possible
situations. As Mateas and Stern (2005a) explain, this does indeed limit the
interactivity of Façade, as only pre-constructed behaviours, specific to preenvisioned situations, can be enacted by the characters.

discourse
act

2.1.3.3 IN-TALE
The Interactive Narrative Tacit Adaptive Leader Experience (in-tale) is a virtual
environment dedicated to negotiation training for the military. It uses a similar
approach to that of Façade: it combines the limited autonomous behaviour of
Façade’s character with the incorporation of a drama manager alike to that of
Mimesis (Riedl & Stern, 2006a). in-tale restricts the agents’ behaviour to nonscenario-specific activities (local autonomous behaviour, lab). Complementing this,
in-tale’s drama manager concerns itself with scenario-specific actions (narrative
directive behaviour, ndb). More concretely, an example of a lab is an ‘opening
the store’ activity, which consists of all the subtasks necessary to achieve its
eﬀect. ndbs describe more complex behaviour that is tightly related to a specific
scenario, for example, for a scenario involving a terrorist, ‘planting a bomb’. These
behaviours are used by a drama manager in the same way that Mimesis used
3 In this context, ‘discourse’ means the dialogue that is performed, not the way of representation.

in-tale

local
autonomous
behaviour
narrative
directive
behaviour
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its story world plans. The plans are evaluated before execution and checked for
possible inconsistencies between the simulation state and the expected narrative.
For each inconsistency, an alternative plan is created.However, this only leads
to a shift in problems as pre-constructing all possible plans would still lead
to a combinatorial explosion of possibilities, hence the need for a dynamically
constructed narrative.
The conflict between character actions and planned goals is further elaborated
on by Riedl and Stern (2006b), who describe agents that fail believably. To do so,
the distinction between prescriptive and proscriptive directives is made, which
instruct characters which goals to pursue and which story world states to refrain
from reaching, respectively. When characters are given a prescriptive directive to
achieve something, they can either merge their current goal with the given goal;
complete their current goal and continue with reaching the given goal; or they can
abort or suspend their current behaviour and focus on the given goal. In case of the
latter situation, an agent uses a transition behaviour to make this transition and
still remain believable.
Proscriptive directives entail analysis of the constructed plans in order to
check whether a conflicting situation arises as well as failing believably when a
conflicting, planned action is inevitable. A restoration mode serves as a safety net
for the latter as characters are given the ability to explain why they refrain from
continuing to perform conflicting actions. This diﬀers from the above transition
behaviour in that the character already is in conflict with a directive.
2.2 the interactive virtual storyteller
The research I discuss in Chapters 3 and 4 builds on previous work done on the
Virtual Storyteller and its derivative, the Interactive Storyteller. Here, I discuss the
workings of these (interactive) storytelling systems.
2.2.1 The Virtual Storyteller

the virtual
storyteller

director
agent
character
agent

narrator
agent
presenter
agent

In 2001, Faas (2002) made the first attempts at designing and implementing
The Virtual Storyteller (vst), a system meant to generate stories.4 Rather than
generating stories through explicit representations of story structures, the vst
adopted a character-based view. Inspired by theatre, the vst uses agents that take
on diﬀerent roles in the system, see Figure 9. Crucial to the creation of a story
are the Director and Character Agents. The Director Agent issues story roles to the
diﬀerent Character Agents and makes sure that they have goals to attain in the
story world. This way, it tries to guide the story by narrowing the possibilities
of the Character Agents. These, on the other hand, attempt to plan and act out
actions towards attaining the goals that have been set out for them. When a story
has been acted out, the Narrator Agent translates the actions that have taken place
into natural language text. Finally, the Presenter Agent is able to narrate this story
using an embodied agent with speech capabilities.
4 See http://www.virtualstoryteller.info for a complete overview of all the work relating to the vst.
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Figure 9.: A schematic overview of the agent-based architecture of the vst.

In Transcript 1, I show a story generated by Faas’ implementation, reproduced
from (Faas, 2002, p. 50). Despite being a relatively simple story, this example shows
the processes underlying its generation in the vst. What is apparent at first sight is
that the story is presented in natural language, courtesy of the Narrator Agent.5 At
the beginning of the story, the current state of aﬀairs is explained. This is followed
by a motivation (the dwarf being hungry), which leads Plop to take up the goal of
eating something to overcome his hunger. He does this by planning actions to go
to the house as he knows it contains an apple that he can eat to satiate his hunger.
Once upon a time there was a dwarf. He was called Plop. Plop was in the
forest. A house was in the forest. A apple was in the house. Plop was
hungry. Plop walked to the house. He entered the house. He picked
up the apple. He ate the apple. Plop lived happily ever after.
Transcript 1.: The story of a dwarf called Plop.

The crux of the vst is that, through the Character agents’ interactions with
each other and the story world, a story emerges. The vst originally started out
as a hybrid approach to character-based story generation, with the Director agent
guiding the Character agents in the stories. In the years following the creation of
the vst, several adaptations have been made, most notably by Swartjes (2010). He
improved the way the vst represents causality between actions and events in the
story world, which is termed the fabula of a story (Bal, 2009). Swartjes revised the
General Transition Network, a fabula model by Trabasso, Stein, Rodkin, Park Munger
and Baughn (1992) used to describe subjective interpretations of characters in
stories, to allow for objectively capturing events in stories. Figure 10 shows the
fabula model designed by Swartjes and Theune (2006).

5 Slabbers (2006) and Hoek (2014) have since looked at improving the Narrator agent, enabling more proper
use of grammar as well as the generation of more complex sentences.

fabula
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Figure 10.: The vst’s fabula model, showing the possible causal relations in the story world
(adapted from Swartjes (2010)).

In total, there are seven types of elements in this fabula model, with four possible
causal relations between them. I briefly discuss them here and refer to Swartjes
(2010, pp. 123–124) for a more in-depth discussion of his model.
setting element (se) An initial state of some part of the story world before
starting the system.
goal (g) A character’s desire to attain, maintain or avoid some state of aﬀairs.
action (a) Any change a character can aﬀect on the story world.
outcome (o) Whether or not a character attained a goal.
event (e) Any change in the world not directly resulting from a character’s
action.
perception (p) The act of a character perceiving an action or event happening.
internal element (ie) A character’s conscious and subconscious thought
process, such as emotions and beliefs.
As can be seen in Figure 10, these elements can be causally connected by either
physical causality (ϕ) resulting from an event or action causing something, a
character’s motivation (m) through adopted goals, physiological causality (ψ)
causally linking perceptions and beliefs, and enablement (e) which simply satisfies
the preconditions of another element.
Character agents try to attain their goals, but it may be the case that they are
unable to reach them, because they do not have an Action available to do so. The
Director agent might have chosen a diﬀerent story setting to prevent this from
happening or it might try to change the story so that the problem is circumvented,
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as we saw in the strong story approaches described earlier in this chapter. However,
Swartjes, Kruizinga and Theune (2008) argue that the Character agents can solve
these problems by giving them more responsibilities in creating stories. To do
so, they looked at the way improvisational theatre (improv in short) tackles such
situations. When improvising, actors in such plays are aware of their being in
a story, which they can use to their advantage by planning actions in such a
way that a coherent and meaningful story emerges from their interactions. This
notion of meta-thinking in improv is called as out-of-character reasoning (ooc),
equivalent to that in FearNot! (Aylett et al., 2006). Translating this idea to the vst,
the Character agents can think on two diﬀerent levels: in-character (ic) and outof-character. Through this addition of the ooc level of thinking, Character agents
can deliberate on which actions are of best interest to the story as a whole. For
example, if the story seems to halt because the characters cannot progress towards
their goals, they can use ooc reasoning to solve this.
Late commitment is a technique of using ooc reasoning implemented by Swartjes
et al. (2008). It heavily relies on the idea in improv theatre that a story world
is not fixed when a play is being acted out. Instead, the actors themselves
build this world by oﬀering new information, for example new locations that
appear or new, unexpected events that take place (Johnstone, 2012). Moreover,
improvisation wholly relies on stories being created this way, as late commitment
can have dramatic eﬀects on the actors and viewers of the play alike. Through late
commitment, Character agents can decide to frame the story the way they would
like to see it. For example, a pirate character wants to attain a goal of obtaining
a pile of gold. Two framing operators enable him to attain it as they satisfy the
goal’s preconditions, see Figure 11. First, the Character agent asserts that there
is gold in a mine, using the GoldInMine framing operator. However, no mine does
yet exist in the storyworld. Using a second framing operator, MineAtIsland, the
Character agent assers that there is a mine on the island to fulfil this requirement
and complete his plan of attaining the gold.
Ultimately, the vst was able to generate richer and more entertaining stories
than its first incarnation, based on Swartjes’ work. In Transcript 2, I show one
such story from the plunder6 domain which features the use of framing operators
as well as more complex characters interactions and more advanced narration
(Swartjes, 2010, p. 179). This story starts out with two characters with initially
separated goals which they try to solve by themselves. Yet as soon as Billy sees
that Anne drinks some rum, he also becomes thirsty for some rum and uses a
framing operator (indicated by sentences in typewriter font) to incite a conflict
between the two of them. The vst provides a way to generate stories with a
strong autonomy approach, as the characters themselves are fully autonomous in
choosing their actions. Yet, with the addition of framing operators, this system is
also able to generate stories that have some sense of direction towards a good plot.

6 plunder is an acronym of Pirates Looming in Unscripted Narrative: towards Dramatic Emergent Roleplay.
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Figure 11.: Example schematic fabula. The pirate is able to attain his goal because he uses
out-of-character reasoning to employ framing operators (adapted from Swartjes
(2010)).

The water supply contains water.
Billy Bones is the captain of the ship.
Suddenly, the ship’s water supply is exhausted!
Anne Bonney becomes thirsty for some rum.
Billy Bones sets sail towards Treasure Island.
Anne Bonney takes the bottle of rum from the deck.
Billy Bones walks back and forth, replenishing the water supply with
water from a pond of fresh water on the island.
Anne Bonney drinks rum from the bottle of rum.
Billy Bones becomes thirsty for some rum.
Billy Bones hates drunkards.
‘Prepare to meet your seaman’s grave, Anne Bonney!’ says Billy Bones.
Anne Bonney carries a rapier.
‘No way, Anne Bonney!’ says Billy Bones.
Anne Bonney draws a rapier.
Billy Bones carries a rapier.
Anne Bonney stabs Billy Bones with a rapier.
Transcript 2.: The use of framing operators in the plunder domain.
Framing operators are shown in italics.
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2.2.2 The Interactive Storyteller
In Section 2.2.1 on interactive storytelling systems, I outlined several such systems
that use their own specific methods to handle user interaction with the story.
While the Virtual Storyteller was not initially planned to lend itself for user
interaction during story generation, the developments by Swartjes (2010) opened
new possibilities. As I explained above, actors in improv theatre can adopt
character roles to act out a story. Analogously, it should be possible for human
users to adopt character roles in the vst, taking over the responsibilities of the
Character agents. The main challenge in this was a technical one, as users need
an interface through which to control their characters and interact with the story
world. Based on the vst, Alofs et al. (2015) created a table-top system called the
Interactive Storyteller (ist) which lets users act out a variation on the story of Little
Red Riding Hood (J. Grimm & Grimm, 2008) in a story domain of the vst specifically
manufactured for this purpose (red). The target group of users for the ist was
children aged 8 to 12 years. The main motivation behind creating this system was to
enable co-creation of stories through a symbiosis of these users and virtual agents.
All interactions with the ist took place through the Surface Touch, a multi-touch
table, see Figure 12.

Figure 12.: The Surface Touch table, on which the Interactive Storyteller could be played.

While interacting with the ist in the red domain, users can adopt any of
three roles in the story: that of Red herself, of her Grandma, and of the Wolf.
Assigning these roles can be done by selecting a character’s portrait in the interface
and choosing whether that character should be controlled by a user or an ai.
Interaction takes place in a turn-based fashion, with each character in the story
being allowed to take one action in their turn. When users control a character, their
character’s available actions are presented to them through the ist’s interface
as in Figure 13. Diﬀerent actions are available to characters, depending on their
occupied location, previous actions, other characters present at their location,
and held items. For example, Red can walk from her house to Grandma’s house
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and hand her a delicious cake. Users can move characters between the adjoining
locations, indicated by blue circles, by dragging their portraits from one location
to another.7 If the Wolf chases Red and apprehends her, he can grab the cake from
her hands to eat it himself. When this happens, Red and Grandma can conspire to
bake a poisoned cake to get back at the Wolf, who will appease his hunger with the
cake and die a tragic death.

2

Figure 13.: The panel through which users can decide which action to take. The actions are
readable from both sides of the table.

When characters are not controlled by users, they will behave autonomously,
creating their own plans based on goals they adopt. For example, the Wolf will
always become hungry after a set amount of turns, leading him to adopt the goal
of eating something to satiate himself. Therefore, he will determine whether there
is something edible in the story world, like Red’s delicious cake. If he detects such
a delicacy, he will plan to journey to the food’s location, retrieve it, and consume
it. As alluded to above, Red’s initial plan is to get the cake to Grandmother. If she
succeeds, Grandmother will be happy with the cake. If Red fails to do so, because
the Wolf snatched her cake, she will converse with Grandma to form the plan of
killing the Wolf with a poisoned cake. As the Wolf will become hungry again, he
will surely eat the poisoned cake, leading to the completion of Red’s goal of taking
revenge.
The main goal of the ist was to stimulate social interaction between multiple
users while co-creating a story with the system. Interactions with the system were
set up to include two children who played the roles of Red and Grandma, with a
Character agent taking on the role of the big bad Wolf. Figure 14 shows the multiuser interface of the Interactive Storyteller that was used. To support the children’s
exploration of the story world, several locations and actions are available to be
visited and carried out. For example, characters can play on the beach or look
at birds at a clearing in the forest. The interface narrates the character’s actions
through the Narrator agent, which uses a text-to-speech module. Additionally, all
actions are listed in natural text in story scrolls, which can be read, enlarged and
scrolled through.
A series of interactions with the ist by four pairs of children yielded a variety
of created stories (Alofs et al., 2015). Each of the pairs played two sessions, one
with the touch-only version of the system, and one with the characters being
7 To increase the similarity to board games, Alofs et al. created another form of interacting with the
characters, namely through tangible playing pieces instead of the portraits in the interface. These playing
pieces can be recognised by the multi-touch table and can therefore be dragged from location to location
in the same manner the children would drag the portraits.
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Figure 14.: The graphical user interface of the Interactive Storyteller.

represented through tangibles. Play sessions typically lasted about 12 minutes,
during which the interactions were recorded through video and the created stories.
One such story, co-created by two children, is shown in Transcript 3.8
This log of actions does not show a complete picture of the interaction. The
reasons for the children taking some actions in the story above only became clear
when analysing the video footage. Grandma’s seemingly random outburst in tears
was explained by one child by saying that Red was leaving Grandma’s location.
Furthermore, this analysis showed that interacting with the ist incited various
social behaviours between the children. For example, the children made lots of
shared eye contact and laughed often. They also discussed how they could help
each other’s characters in the story and tried to plan their actions.
The evaluation of the ist by Alofs et al. (2015) raised several questions. Firstly,
the coherence of the children’s co-created stories is not always apparent at first
sight. How do we determine whether the children were goal-oriented or were just
playing around? Secondly, Alofs et al. analysed the children’s social interaction
by determining which kinds of behaviour they showed. Yet on which topics were
the children discussing their experience? In Chapter 3, I scrutinize the children’s
interactions with the system in more detail by cross-examining the story logs
and the video footage. I argue that, to more fully understand such user-system
interactions, we need to look at them from a meta point of view.

8 This story has been translated from Dutch to English, see Transcript 19 in Appendix A for the original
version.
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Once upon a time, there was a little girl with a red cap. She wanted to
bring a birthday cake to her grandmother...
Wolf is mean.
Red bursts out in laughter.
Grandma bakes the cheese cake.
Wolf sneaks to Red’s house.
‘Hello, Wolf,’ says Red.
With a little bit of cyanide, Grandma poisons the cheese cake.
‘Oh, hey, Red!’ says Wolf.
Red does the dishes.
Grandma shuﬄes to the beach.
‘Give me the birthday cake,’ says Wolf, and forcefully takes it away
from Red.
‘Give that back!’ says Red, and takes the birthday cake back from Wolf.
Grandma shuﬄes to Red’s house.
‘Give that back!’ says Wolf, and takes the birthday cake back from Red.
‘Oh Grandma,’ says Red, ‘Wolf stole the birthday cake from me!’
‘Oh that is not nice, I feel very sorry for you,’ says Grandma to Red.
Wolf eats the birthday cake.
‘Here you go, Wolf,’ says Grandma, giving the cheese cake to Wolf.
Red bursts out laughing.
Grandma bursts out in tears.
Wolf becomes very hungry.
‘What should I do, Grandma?’, asks Red.
‘Well, Red,’ says Grandma, ‘I have a plan to poison Wolf. You just wait
and see!’
Wolf eats the cheese cake.
Transcript 3.: A story created by two children with the Interactive
Storyteller.

3

THE USER PERSPECTIVE ON
INTERACTIVE STORYTELLING

Nobody gets a good view of a system from the inside, no matter
who they are. The view’s distorted.
Siri Keeton
Blindsight
Watts (2006)

I

3
n this chapter, I discuss how the meta matters to users of the Interactive
Storyteller (ist).1 This chapter deals with Research Question 1 of this dissertation:

rq1 What kind of meta-thinking do people do while co-creating stories?
To answer this research question, I investigate interactions of pairs of children
with the Interactive Storyteller by looking at the coherency of their actions and the
communication between these children during play. As described in the previous
chapter (see Section 2.2.2), the Interactive Storyteller system lets users create
stories in collaboration with virtual agents that respond to the users’ actions.
Intended for children around the age of 10, the ist uses the red domain, which
is a variation on the story about Red visiting Grandma and encountering the Wolf
(J. Grimm & Grimm, 2008). A previous analysis of children interacting with the ist
by Alofs et al. (2015) showed that children were able to use the system to co-create
stories. My approach in answering the above research questions comprises two
steps. Firstly, I discuss how we investigated interactions of pairs of children with
the Interactive Storyteller by looking at the coherency of their actions. Secondly,
following on this study, we looked at the communication between these children.
This turned out to be paramount to understanding both their created stories and
their interactions with each other and the ist. More specifically, the children
actively conversed about their interaction from a meta-perspective, discussing
their behaviour in the storyworld, the system itself and their thoughts about their
created stories. In this chapter, I provide a method to scrutinize such interactions
by classifying to what extent the children go meta when interacting with the ist.
In Section 3.1, I discuss previous work on the perspective of users on interactive
storytelling systems. The remainder of this chapter is based on the interaction
corpus collected by Alofs et al. (2015), which I discuss in Section 3.2. In Section 3.3,
I explain how we analysed the coherence of stories that users of the Interactive
Storyteller created. Based on that study, we expanded our investigation and
1 This chapter is based on Theune, Alofs, Linssen and Swartjes (2013) and Theune, Linssen and Alofs (2013).
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developed an annotation scheme to classify the perspective of users, which I detail
in Section 3.4. I close this chapter in Section 3.5 with the message that analysing
the perspective of users on their interaction with the ist could inform the design
of systems for interactive storytelling.
3.1 interaction with interactive storytelling systems

3

narrative
coherence
narrative
rationality
narrative
fidelity

teatrix

Children’s narratives have been the subject of many studies in the field of cognitive
psychology, investigating the influence on narrative coherence of factors such as
children’s age (Reese et al., 2011). In most of these studies, data were gathered
by having children narrate the events shown in picture sequences. For example,
Shapiro and Hudson (1991) conducted a study in which preschoolers were only
able to construct coherent stories when they were supplied with pictures that
corresponded to correctly formed story structures. First-graders showed to have a
more expansive understanding of stories, as they were able to create more complex
stories containing goals and plots. Trabasso et al. (1992) acknowledge Shapiro and
Hudson’s findings. In their study, children as young as 4 years old used a goal
plan to interpret pictorial representations of stories. This was supported by these
children selectively encoding parts of the story that contributed to the plan. This
process relies on intentionality: children are able to determine the intentions of
story characters. The findings of the study of Low and Durkin (1998) on TV shows
further support the conclusion of children being able to causally relate scenes.
Children are highly organized when inferring relations between scenes, being able
to determine goals, obstacles and repairs. Through imagining why a person would
do something, children, just like older people, get a sense of the coherence of a
story. Fisher (1989) states that narrative coherence is one of two prerequisites for
narrative rationality, the other being narrative fidelity. The former requires a story
to ‘hang together’ to make sense, while the latter entails that people only accept a
story if it matches our experiences and beliefs. The work I discuss here is inspired
by Fisher’s theory on narrative coherence and Trabasso et al.’s studies, in that
we use similar methods to determine coherence. However, instead of studying
narrations of given event sequences, we have looked at stories created by children
using the ist, an interactive storytelling system.
In the past, several such interactive storytelling systems aimed at children have
been developed. FearNot! is an educational system in which intelligent virtual
characters autonomously act out bullying scenarios, with the children giving
advice to the victim (Aylett, Louchart, Dias, Paiva & Vala, 2005, see Section 2.1.3.1).
Preliminary evaluations showed promising results concerning the eﬃcacy of this
system, yet no studies investigating the children’s understanding of the stories
were conducted. Teatrix is a tool for the development of narrative competence
through collaborative story creation (Prada, Paiva, Machado & Gouveia, 2002).
Multiple children can take on the roles of diﬀerent characters and interact with
computer-controlled characters in a virtual environment to create stories. They
were also able to create their own scenes, deciding which props and characters
to include. Prada et al. included a Hot Seating type of control which required
children to explain their planned actions for a certain character, thus narrating

3.2 study setup

how they felt the story would be causally connected (Paiva, Machado & Prada,
2001). A similar system was developed by Robertson and Despa (2006) in the
form of Ghostwriter. This is a virtual role-playing environment for children, who
interact with one computer-controlled character and two characters controlled by
a human role-play leader. Stories children wrote after having played Ghostwriter
were found to contain more complex character interaction than pre-game stories,
indicating that the environment motivated the children to create characters with
more depth (Robertson, 2000). Like the ist, these systems all take an emergent
narrative approach and support children’s story improvisation through roleplay
in interaction with virtual characters. However, except for an analysis of the
GhostWriter role play logs for indications of characters’ personalities and moods
(Robertson & Despa, 2006), we have found no analyses of the stories that have been
created with these (or other) interactive storytelling systems.
Storytelling systems with tabletop interfaces, like the ist, include Reactoon
(Alves, Lopes, Matos, Velho & Silva, 2010), TellTable (Helmes, Cao, Lindley & Sellen,
2009) and StoryTable (Zancanaro et al., 2007). These systems intend to facilitate
storytelling by children, allowing children to choose characters, create animations,
and use physical objects in combination with a virtual environment. None of
these systems incorporate intelligent agents as characters in the story. Moreover,
in most cases, there appears to have been no evaluation of the stories created
with these systems, with the exception of the StoryTable system. A comparison of
stories created with or without the StoryTable revealed no significant diﬀerences
in structure and cohesion (Zancanaro et al., 2007).
In the field of interactive digital storytelling, evaluation has received considerably less attention than system design and development. There is no generally accepted methodology for the empirical evaluation of interactive digital storytelling
systems. Methods that have been used in user studies include questionnaires (Aylett et al., 2005; Vermeulen, Roth, Vorderer & Klimmt, 2010), interviews (Helmes
et al., 2009; Prada et al., 2002), analysis of system logs and created stories (Theune,
Alofs et al., 2013; Zancanaro et al., 2007), and observations of user behaviour (Alofs
et al., 2015; Helmes et al., 2009; Prada et al., 2002; Theune, Alofs et al., 2013). Aspects
of the interactive narrative experience that are considered include the user’s sense
of presence and immersion, enjoyment, feelings of agency and control, believability of and identification with the characters, and system usability aspects. In this
chapter, I discuss an approach that combines the analysis of created stories and
user behaviour to provide additional insights into the process of creating stories
using an interactive storytelling system.
3.2 study setup
In their study on the Interactive Storyteller, Alofs et al. (2015) investigated to what
extent this system supported social interaction, scrutinizing how it stimulated
cooperation. Building on their work, we studied the coherence of stories the
children co-created with the ist. First, I discuss the experimental setup Alofs et
al. used before continuing to our analysis of the interactions in the next section.
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Table 1.: The four pairs of children in the setup of Alofs, Theune and Swartjes (2015).

pair

participants (age)

relationship

interaction
session 1

3

session 2

1

Female (9) + male (9)

Friends

Touch-only

Tangibles

2

Female (10) + male (8)

Siblings

Tangibles

Touch-only

3

Male (8) + male (10)

Siblings

Touch-only

Tangibles

4

Female (10) + female (11)

Friends

Tangibles

Touch-only

Our analyses of the children’s interactions with the ist are fully based on the
interactions recorded by Alofs et al. (2015), see Section 2.2.2. In their evaluation,
four pairs of children interacted with the ist in two sessions, one with the use
of tangible characters and one without, see Table 1. All participants were pairs of
siblings or friends. One child controlled the character Red; the other controlled
Granny. Wolf was always computer-controlled.
The experiment was originally set up to test, among other things, whether
the use of tangibles in our system setup is preferred over a touch-only approach.
Therefore, each pair of children carried out two play sessions, one with and one
without tangibles (in a counterbalanced order). The results of this comparison are
reported in Alofs et al. (2015); here, I only focus on the stories that were created
by the children during the experiment. Because system version (tangible or touchonly) appeared to have no influence on the stories that were created, I ignore this
factor in the remainder of this chapter.
The procedure of the experiment consisted of 8 steps as follows.
introduction The facilitator explained to the children what the experiment
would consist of and that their interactions would help the researchers
improve the system.
explanation The children received an explanation about how to use the system
for creating stories together, and on how they could interact with it. The
facilitator did not give them a goal to attain with system, as our intention
was to investigate spontaneous behaviour of the children.
role assignment The ist allows users to take on any role in the story world.
For this evaluation, Alofs et al. decided to let the Wolf be controlled
by a Character agent, and Grandma and Red by the children, in all the
play sessions. This way, the children would have a common antagonist.
The children could chose themselves whether they would rather play as
Grandma or as Red and situate themselves at the corresponding side of the
table.
session 1 The children interacted either with the version of the ist with
tangibles or without.
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questionnaire 1 The children answered questions on what they liked and
disliked about the system and what they thought about the way in which
they moved their characters
session 2 The children interacted with the version of the ist they had not yet
interacted with: with tangibles or without.
questionnaire 2 Again, the children answered the same questions as from
Questionnaire 1.
interview The facilitator conducted an informal interview with the children,
focusing on the social interaction they experienced, which version of the
system was more fun and which was easier to use, and whether they would
like to play again with either of the versions. Additionally, the children
answered whether they would prefer playing in couples or by themselves,
and whether they had experience with multi-touch interfaces.
Each evaluation with the ist lasted for a total of about 45 minutes. The play
sessions took between 9 and 14 minutes, with an average of 12 minutes of play
time. This includes time spent on other matters such as resolving technical
issues and asking questions. Video recordings captured the play sessions from
both sides of the touch table to cover all angles. Additionally, they also captured
the questionnaires and the final interview. All story actions taken through the
Interactive Storyteller interface were logged, and the children’s communication
during the play sessions was transcribed. For the analyses of children’s interaction
I discuss below, I only consider the recordings of the actual play sessions, together
with the characters’ actions logged by the ist. In total, the video recordings added
up to 146 minutes of play time.
3.3 coherent co-creation
In this study, we explored the coherence of stories created by children with the
Interactive Storyteller from three perspectives (Theune, Alofs et al., 2013). Firstly,
we analysed which story components children selected (Section 3.3.1). Secondly,
we investigated the causal connectedness of these components (Section 3.3.2).
Thirdly, I discuss the connectedness from the children’s points of view, based on
video recordings (Section 3.3.3).
We analysed the stories generated in the experiment to see to what extent the
children made use of the possibilities to create coherent stories oﬀered by the
Interactive Storyteller. Transcripts 4 and 5 show excerpts of two of the stories
that were created. The fragments are shown as they were narrated in the story
scrolls,2 with each line describing the action of a character, controlled either by
one of the children (playing the roles of Red and Granny) or an autonomous agent
(Wolf). For convenience, the lines are numbered and the transcripts contains added
information about the characters’ initial locations between brackets. Because the
actions are described one by one as they happen during the interaction, the
2 The texts are translated from Dutch, see an example story in Dutch in Transcript 19 in Appendix A.
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narrations are not very fluent, unlike the fabula-based narratives that could be
generated by the VST after simulation is finished. However, in our story analysis
we focus on the created story content and not how it is narrated.

3

1.

[At Granny’s house] Granny bakes the cheese cake.

2.

Wolf sneaks to Red’s house.

3.

[At Red’s house] ‘Hello,’ Red says to Wolf.

4.

With a little bit of cyanide, Granny poisons the cheese cake.

5.

‘Hello back to you,’ Wolf says to Red.

6.

Red does the dishes.

7.

Granny shuﬄes to the beach.

8.

‘Give me that!’ says Wolf, and takes the birthday cake from Red.

9.

‘Give that back, it is mine!’ says Red, and takes the birthday cake
back from Wolf.

10.

Granny shuﬄes to Red’s house.

11.

‘Give that back!’ says Wolf, and takes the birthday cake back from
Red.

12.

‘Oh Granny,’ says Red, ‘Wolf stole the birthday cake from me!’

13.

‘Oh, I feel sorry for you,’ Granny says to Red.

14.

Wolf eats the birthday cake.

15.

‘This is for you,’ says Granny, and gives the cheese cake to Wolf.

16.

Red bursts out laughing.

Transcript 4.: A story fragment from the first play session of Pair 4.

1.

[At the lake] Red treads water for one minute.

2.

[At the lake] Granny farts under water.

3.

Red skips to the beach.

4.

Granny bursts out in tears.

5.

[At the lake] Wolf gets pretty hungry.

6.

Red skips to Red’s house.

7.

Granny shuﬄes to the beach.

8.

Red is angry at Granny.

9.

Granny shuﬄes to Granny’s house.

10.

Red skips to the clearing in the forest.

Transcript 5.: A story fragment from the second play session of Pair 1.
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3.3.1 Story components
First, we analyse the stories created by the children in terms of their components:
the character actions the children selected during their interactive storytelling
sessions, as captured in the system logs.
Previous studies of story coherence have looked at the presence of narrative
components such as setting information, character descriptions, actions, dialogue,
internal responses, obstacles and repairs (Low & Durkin, 1998; Shapiro & Hudson,
1991). Of these component types, only three are available for selection by the
players in the Interactive Storyteller: dialogue, internal responses (emotions), and
physical actions. Interactions with the ist always started with the system narrating
the following introduction in the story scrolls: ‘Once upon a time, there was a
little girl wearing a little red riding hood. She wanted to bring a birthday cake to
her grandmother. . .’ While this text was meant to incite the player controlling
Red to bring Grandma the cake, the system by no means forced this goal upon
the player. The ist contains no mechanism for determining the goals of players,
which results in a lack of information on players’ goals in our story logs. Therefore,
we attempted to analyse the player goals by looking at the story components
players used. Players can choose from three types of components in the ist:
dialogue, internal responses (emotions), and physical actions. For physical actions,
we distinguish between causal chain and dead-end events, based on Trabasso, Secco
and Van den Broek (1984). Causal chain events are causally connected to other
events in a goal-action-outcome sequence, while dead-end events have no followup and do not lead to goal satisfaction or failure. In Trabasso’s causal network
model of stories, causal chain events are causally connected to other events in
a goal-action-outcome sequence, while dead-end events have no follow-up and
do not lead to goal satisfaction or failure (Trabasso et al., 1984). While Trabasso’s
division between causal chain and dead-end events is based on a causal network
analysis of actual stories, our action type classification is an a priori one, based
on our estimation of the likelihood that actions of a certain type will be causally
connected to other actions. It does not tell us whether the actions will actually
end up as part of a causal chain or a dead ends in a story. We added the class of
move actions as a third class, separate from the first two types of events, as it is
hard to predict whether moving characters around in the ist is part of a causal
chain. Move actions can go either way, and in that respect they are somewhere in
between causal chain and dead-end actions. A summary of the five types of story
components follows below.
causal chain actions Actions which entail preconditions for other actions,
such as baking and giving away cakes. These have the highest potential
for creating coherent stories, as they may be part of a goal-directed action
sequence: characters can plan a series of such actions to try to achieve some
goal. For example, a plan to poison Wolf might involve first baking a cake,
then poisoning it with cyanide, and finally giving it to Wolf (expecting him
to eat it). Each action in such a sequence is a prerequisite for the next.

3
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dead-end actions Actions which do not have causal links to any other actions,
for example, diving into the lake. They are the opposite of causal chain
actions in that they have the least potential for contributing to story
coherence. They do not change the story world in our implementation and
thus cannot serve as prerequisites for any other actions: no new actions
become available after a dead-end action has been carried out. This makes
these actions dead ends by definition.

3

move actions Actions used to go to a certain location for various reasons.
Players might choose to move to establish a precondition of another action,
for example, a character can only give a cake to another character if both
are at the same location. To achieve this, a sequence of move actions may be
necessary. Fragment 1 exemplifies this: Granny goes to Red’s house via the
beach as part of her plan to poison Wolf, who is at Red’s house. On the other
hand, players may also move between locations without a clear goal in mind.
They may be carried out more or less at random, as in Transcript 5, where
Red is skipping around without any clear in-story purpose.
emotions Actions used to express internal states. In the ist, these are limited
to anger, happiness (laughing) and sadness (crying). Players can use such
actions to adopt a goal, for example, when Red gets angry at Wolf, she may
adopt the goal of poisoning him. Crying may also indicate story coherence,
for example, when Red starts crying because Wolf ate the cake meant for
Grandma.
dialogue Actions used to discuss events or to greet each other. In the ist, such
interactions are linear: every utterance of a character only enables one
causally connected response. One dialogue action often triggers another,
leading to brief exchanges like the one in Transcript 4, where Red complains
to Granny about Wolf having taken her cake, and Granny reacts by
expressing her sympathy. The boundaries between dialogue and emotion are
not very clear-cut: expressing sympathy through dialogue could also be seen
as an indication of emotion (feeling sorry for the other), and the same could
be said of saying thanks as an indication of gratefulness. However, we feel
the dialogue aspect is more prominent in these cases.3
Table 2 shows the frequency of the diﬀerent story components across all the play
sessions of the four pairs of children. With a total of 347 character actions over
all play sessions, the children took a joint average of 43 actions per play session.
Wolf, the character controlled by an Actor agent, only took 69 actions across all
sessions (17% of the total). The reason for this relatively low percentage is that
Wolf only carried out goal-directed actions (in his case, chasing after cakes to eat)
and frequently skipped a turn when unable to make a plan to achieve his goal of
eating cake.4
3 As can be seen in Transcript 4, some character dialogue is included in the narration of GiveTo and
TakeFrom actions. However, these actions are not presented as dialogue actions to the players; the dialogue
is only added to spice up the narration of the physical actions.
4 In the red domain only Granny and Red can bake cakes, so Wolf could not bake his own.
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Table 2.: The frequency of the five types of story components in the experiment.
component type

red actions

amount

freq. (%)

Causal
action

Bake(Cake), Poison(Cake), GiveTo(Cake,
Character), TakeFrom(Cake, Character), Eat(Cake)

71

20

WashDishes, DustCabinet,
DiveIntoLake, TreadWater,
FartUnderWater, EnjoyTheSun,
RollInSand, TakeNap, BuildSandCastle,
WatchBirds, WatchClouds,
LeaveAlone(Character)
MoveFromTo(CurrentLocation,
NewLocation)

71

20

111

32

chain

Dead-end action

Move action
Emotion

Laugh, Cry, BeAngryAt(Character)

67

20

Dialogue

Greet(Character),
TellAboutCakeTaken(Character),
ExpressSympathyFor(Character),
Thank(Character),
AskWhatToDo(Character),
TellAboutPlan(Character)

27

8

347

100

total

The results in Table 2 suggest a preference of the children to carry out actions
that were likely to be part of a causal chain. While four of the five locations made
at least two-dead end actions possible to be carried out, the children selected just
as many causal chain actions as dead-end actions. However, this suggestion does
not mean that the selected actions were followed up with a complete causal chain,
leading up to fulfilling a goal. Therefore, we investigated the causal connectedness
of the story components, which I discuss in the following section.
3.3.2 Causal connectedness
To see whether the selected story components were really part of causal chains
or not, we examined the causal relations between them. To this end we looked
at the stories produced by the children (as shown in Transcripts 4 and 5),
and used common sense reasoning to find logical connections between the
story components. The vst, the non-interactive version of our system, logs
all causal connections between character actions in the fabula model. However,
in the Interactive Storyteller these causal connections are only recorded for
computer-controlled characters. For player-controlled characters, the system only
records which actions they took, because it has no knowledge of their plans
and motivations. Therefore, we established a method to manually determine the
connectedness of story actions.
To count as causally connected, story components either had to be part of a
goal-directed causal chain in the sense of Trabasso et al. (1984), thus providing
global coherence, or be connected to an immediate cause or consequence, thus
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providing local coherence (Trabasso et al., 1992). Simple enablement relations were
only counted if they were clearly part of a plan, for example, a move to some
location enabling a character to do something at that location. Unlike Low and
Durkin (1998), in our analysis we did not limit ourselves to determining causal
relationships between adjacent story components. In the Interactive Storyteller,
characters take turns to carry out actions in the story world. This means that in the
narration, components of an individual character’s plan are usually not adjacent
but intersected by other characters’ actions.
As an illustration, consider the two story fragments in Transcripts 4 and 5.
Transcript 4 holds a clear example of a goal-action-outcome sequence with Granny
carrying out a plan to poison Wolf, baking a cheese cake as the first step (line 1),
poisoning it (4), and going to Wolf (7, 10) to give it to him (15).5 Red, meanwhile,
carries out more locally connected actions: she reacts to Wolf ’s arrival at her house
by greeting him (3), and to his repeatedly taking her birthday cake. The first time,
she takes it back (9) and the second time she complains to Granny (12). In her
turn, Granny briefly interrupts her poisoning mission to sympathize with Red
(13). Finally, Red reacts with laughter (15) to Granny giving the poisoned cake to
Wolf. Overall, Transcript 4 is quite coherent. The only action that is not causally
connected is Red doing the dishes (6), a dead-end action with no apparent cause or
purpose within the story.
Transcript 5, on the other hand, is incoherent: the characters seem to be carrying
out actions at random, and when they display emotions it is not clear what these
are in response to. I annotated all stories produced in the experiment together
with another researcher. For each character action, dialogue, and emotion, we
determined whether it was causally connected to another story component; in
other words, whether that component was coherent or not. Annotation took
place in three rounds. In the first round, half of the stories were annotated
by both annotators. The inter-annotator agreement for this first round was
fairly low (Cohen’s κ = 0.60). After discussing and fine-tuning our definition
of connectedness, the remaining stories were annotated, this time achieving a
satisfactory level of agreement (Cohen’s κ = 0.73). Finally, in the third round all
diﬀerences between the annotators were resolved by discussion. The results are
given in Tables 3 and 4.
Table 3 shows, per story component type, how many instances of that type
were causally connected to some other component, or not. It also shows how
many story components were causally connected overall, regardless of their type.
Taking together all components of all stories, 40% of these components were
causally connected (coherent) while 60% were not. Table 4 shows the proportion
of all connected or disconnected story components that belonged to each of the
component types, thus showing the relative contribution of all types to the overall
coherence of the created stories.
Unsurprisingly, most causal chain actions turned out to be causally connected,
and causal chain actions contributed the most to story coherence, with the
opposite holding for dead-end actions. We found two dead-end actions that
actually seemed to have a causal connection to another story component: one was
5 The eventual outcome, Wolf eating the poisoned cake, is not included in the excerpt.
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Table 3.: Causal connectedness of story components per type.
component type

causally connected (%)

not causally connected (%)

Causal chain action

75

25

Dead-end action

3

97

Move action

32

68

Emotion

34

66

Dialogue

93

7

All types

40

60

Table 4.: Contribution to story coherence of each component type.
action
type

causal
(%)

Coherence

38

Incoherence 9

chain

dead-end
(%)

move
(%)

emotion
(%)

dialogue
(%)

1

25

17

18

33

36

21

1

Granny rolling in the sand at the beach, triggering an emotional response by Red
(laughing), and the other was Red leaving Wolf alone after having given him a
cake to eat. Only 36% of the move actions turned out to be causally connected,
either because they were part of a plan or because they triggered an immediate
reaction such as a greeting. Due to their frequency, moves still provided the second
largest contribution to story coherence. Across all stories, we counted 18 goal
plans (goal-directed action sequences). These causal chains had an average length
of four story components. Of the emotions, only 34% were annotated as being
causally connected, usually because they were clearly a response to another story
component. In contrast, dialogue connectedness was 93%. Dialogue thus provided
a relatively large contribution to story coherence in spite of being the least
frequently selected component type. The most frequent dialogue actions were
exchanges of greetings, which provided local rather than global coherence, similar
to emotions. A mixed picture emerges from this analysis. On the one hand, a large
portion of the created stories was found to be coherent in terms of the number
of causally connected components, displaying both global and local coherence. On
the other hand, an even larger portion of the stories was incoherent, consisting
of seemingly unconnected story components. However, this analysis presents a
somewhat misleading image of the stories’ coherence, because not all that makes
the stories coherent has been captured in the logs of the ist. Specifically, what
is missing are the verbal and non-verbal contributions the children made to the
story while they were interacting with the system and with each other. It is this
additional layer in the interaction that allows us to get a better understanding of
the children’s intentions, as they often went meta by discussing various facets of
their interaction from an out-of-character point of view. In the following section,
I address how we analysed the children’s communication.
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3.3.3 Children’s communication

3

The emergent narrative approach to interactive storytelling is closely related
to improvisation and children’s dramatic play. As argued by Sawyer (2003),
transforming an improvisation into a fixed text removes its most essential aspect,
which is that it is a social, collaborative process, in the form of a dialogue between
players. Therefore, it is important not to overlook the children’s communication
when analysing the stories they created. In the Interactive Storyteller, what
happens in the story world is automatically narrated through synthetic speech
and shown in the graphical interface. Thus, in principle, stories can be created
without any spoken communication between the human players. In practice, we
found that most of the children did spontaneously communicate with each other
during the experiment, thereby adding an extra layer to the emergent story.
We inspected the transcripts of children’s communication to get some insight
in their goals and motivations for selecting certain story components. Many of
the selected actions went undiscussed by the children, with one pair of children
being too shy to say much at all. As a result, the following observations are
anecdotal in nature. First, we examined the communication transcripts to see
if they provided any evidence for or against the in-story goals and motivations
we had inferred as part of our story analysis in the previous section. For certain
character actions, this inspection revealed external (out-of-story) motivations or
unexpected in-story motivations were revealed. These utterances revealed that the
children approached the interaction from a meta-perspective. For example, one
child announced ‘I am going to bake, that is fun!’ indicating that this causal chain
action was not initially selected as part of a plan, while another child explained ‘I
am giving the [poisoned] chocolate cake to Wolf. He didn’t say anything, so I had to poison
him.’ Another examples is the following exchange:
Action [by Child 1]: Red eats the birthday cake.
Child 2: ‘Actually, Red should have given the birthday cake to Granny.’
Child 1: ‘I already ate it. Otherwise the wolf would have eaten it.’
Transcript 6.: Example exchanges of children when interacting with the
ist (Pair 2, session 2).

Not all goals mentioned by the children were actually followed up by actions. An
example is a child (controlling Red) exclaiming ‘I want to kill Granny’ after having
been angered by the child playing Granny. However, after an alternative proposal
by the other child, it was jointly decided to poison Wolf instead.
The presence of goal plans was often revealed through the children discussing
what to do next. Examples are the following.
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Child 1: ‘Bake another cake.’
Child 2: ‘That can only be done in Granny’s house.’
Action [by Child 2]: Granny shuﬄes to Granny’s house.
Action [by Wolf]: ‘Hello!’ Wolf says to Red.
Child 1: ‘You have to give him the cake!’
Child 2: ‘It has to be poisoned first.’
Child 1: (. . . ) ‘I will do that, alright?
Child 2: ‘OK.’
Action [by Child 2]: Granny poisons the chocolate cake.
Child 1: ‘I am going to tell Wolf that you took my chocolate cake!’
Child 2: ‘No, I am poisoning it.’
Child 1: ‘Yes, but then I’ll give it to Wolf.’
Transcript 7.: Example exchanges of children when interacting with the
ist (Pair 3, session 2; Pair 4, session 2; and Pair 1, session 1,
respectively).

When the children explicitly mentioned making plans for the next actions of
their characters, this usually happened late in the first interaction session, or in
the second, after the children had gained some insight in the available actions in
the story world and the causal connections between them. Overall, it seems that
many causal chain actions were initially selected just like all other actions, as part
of an exploration of the story world, to see what would happen, or simply because
they were thought to be ‘fun’. However, most children quickly discovered that these
actions could be used to achieve goals such as giving away cakes and poisoning
other characters (usually Wolf, but sometimes also their playmate’s character), and
then they invariably started making plans to do so. Those plans were sometimes
abandoned prematurely, or the causal chains were disrupted by other actions, for
example if the children were distracted from their plan by location-specific deadend actions. The children did not appear to perceive this as incoherent. In line with
Sawyer’s observations of children’s dramatic role play (Sawyer, 2003), they were
caught up in the moment-to-moment contingency of the improvisation process
and did not seem overly concerned with the global coherence of the emerging
story. This is similar to adult role players, who focus on a local rather than a global
story level (Louchart & Aylett, 2003). We noted one possible exception, where the
children did not want to end their play session until Wolf had eaten the cake they
had poisoned for him. However, it seems likely that these children simply wanted
to see the achievement of their goal, and did not consciously aim for narrative
closure. The children’s dialogue also showed that several actions that seemed
incoherent within the story narration were not incoherent at all in the context
of the improvisation. For example, it turns out that Granny’s crying in Transcript 4
did in fact have a causal connection with the preceding action (Red skipping to
the beach), as the child controlling Granny provided the in-character motivation
‘Because you are leaving me!’ Another seemingly incoherent emotion in the same
fragment is Red getting angry at Granny for no clear reason. Inspection of the
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children’s communication transcripts revealed that Red’s emotion was actually a
reaction to an event outside the story:
Child 2 [holding tangibles up to camera]: ‘Isn’t this a nice Granny? Isn’t
this an ugly Red Riding Hood?’
Action [by Child 1]: Red is angry at Granny.
Transcript 8.: Example exchange of children when interacting with the ist
(Pair 1, session 2).

Another example of a child providing a motivation for a seemingly incoherent
emotion is the following:

3

Action [by Child 2]: Granny bakes the cheese cake.
Action [by Child 1]: Red bursts out in tears.
Child 1: ‘Why can’t I bake the cake?’
Transcript 9.: Example exchange of children when interacting with the ist
(Pair 3, session 2).

In this fragment it is not entirely clear whether the child was speaking in
character or out of character, but it was most probably the latter. This means
that like in Transcript 8, Child 1 used the character to express his own emotion.
These examples show that the children did not always distinguish between what
was part of the ‘story proper’ and what was not; they were busy playing, not
necessarily creating stories. Through their play communication, the children did
not only motivate and negotiate the character actions, but also enriched the
emerging story in various ways. In a few cases, instead of selecting dialogue actions
for their characters through the system, the children carried out the character
dialogue in person, for example thanking the other or expressing sympathy
for the loss of a cake. The fact that dialogue could be more easily expressed
via direct communication than via the system may explain the relatively low
frequency of dialogue among the story components. In most cases, the children’s
play-acting did not replace the system’s narrations, but augmented them. The
children frequently played out what happened in the story world, expressing their
character’s emotions through sounds and facial expressions, and miming character
actions such as shuﬄing, diving and eating, often while repeating the system’s
narrations. In other cases, the children brought in new elements that were outside
the possibilities of the system. They added their own narrations (‘Much later...
Wolf is still trying to think of a plan.’), expressed character emotions that were
not available in the system (‘Ooh, I’m scared!’), invented imaginary props (a cakemould to bake a cake), and even made up entirely new actions (Red kicking Granny
out of the water at the lake). The observations presented in this section show that
the actions that were logged and narrated by the Interactive Storyteller do not tell
the whole story. The children’s communication is an integral part of the improvised
narratives, supplying causal connections that may not be obvious at first sight, and
enriching the story in various ways.
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3.3.4 Discussion
When looking at the components of the stories created in our experiment, we
see that the children mostly used actions that had a strong potential for being
causally connected. We call these causal chain actions. They used fewer actions
with little such potential, which we call dead-end actions, than might have been
expected based on the availability of these action types. Inspection of the causal
links between these components, as inferred from the narrations, showed that
40% of all story components were causally connected. Moreover, when seen in
the context of the children’s play most stories turned out to be more coherent
than they seemed to be when judging only from what was logged by the system.
The children’s system-external communication confirmed that they were acting
in a goal-directed fashion at least part of the time. It is through these metacommunicative acts that the children were able to collaborate and plan towards
desired outcomes of the stories. In Section 3.4, I delve deeper into the types of
information the children shared while interacting with the ist.
At the same time, it is clear that the children did not use all available
opportunities for achieving story coherence, in the sense of maximizing the causal
connections between the story events. Unlike the computer-controlled character
Wolf, they did not always plan ahead, and if they did, they did not always follow
through with their plans, allowing causal chains to be disrupted by unrelated
actions. One possible reason for this is that at first, the children were not yet
aware of all available actions and their eﬀects. They only gradually discovered
the things they could do within the story world, and this prevented them from
exploiting all opportunities for goal-directed action right away. Our data support
this explanation: 4 goal plans were carried out in the first play sessions, against 14
in the second. The proportion of causally connected story components was 36%
for the first sessions, and 43% for the second.
Another possible reason for the suboptimal coherence was that, although the
children had been told they could use the system to create stories, they had
not been given the explicit goal to do so. Especially in the first sessions, much
of the time the children were simply exploring the story world and trying out
diﬀerent actions without any concern for creating a coherent narrative. In general,
the children’s story making was done in a moment-to-moment fashion, with
the children reacting to each other’s and Wolf ’s actions as they happened. This
resulted in the children achieving local rather than global coherence. According
to Sawyer (2003), this is typical for children’s dramatic role play: children who are
engaged in such play do not attempt to create an overall coherent narrative, but
instead react to each other turn by turn, which leads to ‘pockets of local coherence’
rather than global coherence in Trabasso’s sense.
Overall, the children in this experiment were not overtly concerned with
producing coherent narratives. Nevertheless, they spontaneously carried out
many character actions that led to narrative coherence. Their motivation for
creating globally coherent action sequences may have been simply that they
thought, for example, poisoning another character would be a fun thing to do.

3

52

3

the user perspective on interactive storytelling

In these cases, the players’ goal of having a satisfying experience happened to
coincide with the requirements of a coherent narrative.
Similar to roleplay, in emergent narrative the players’ experience is more
important than the resulting story as seen from an observer’s perspective. In
other words, the process is more important than the outcome (Louchart & Aylett,
2003). To support this process, all kinds of actions are needed. Causal chain actions
allow the players to achieve goals; emotions and dialogue allow them to express
themselves and communicate with computer-controlled characters; and deadend actions can simply provide fun things to do in the story world. No strong
conclusions can be drawn from this small-scale experiment as to which types of
actions are most important to achieve both player satisfaction and story coherence.
However, I hypothesize that providing more causal chain actions, as suggested by
Swartjes and Theune (2009a), may be most beneficial for this purpose, as it will
allow the users to have a major influence on the course of the story (global agency
(Mateas & Stern, 2005b)), and thus presumably increase their enjoyment. As a sideeﬀect, the generated narratives will also be more coherent.
To test this hypothesis, larger and more focused user experiments will be
necessary. In such experiments, the players should first be given the opportunity
to thoroughly explore the story world and acquaint themselves with the system,
to make sure that any lack of coherence in the created stories cannot be attributed
to the players’ lack of awareness of the possibilities. In addition, it might be useful
if players could not only select character actions but also character goals through
the system’s interface. Finally, the players could be asked to think aloud to provide
more insight in their reasoning and motivations than could be gained from their
spontaneous communication. A drawback of such an instruction is that it is likely
to interfere with the children’s improvisation. A further alternative is to use a ‘talk
aloud’ approach where children are instructed to talk about what they are doing
instead of what they are thinking (Donker & Reitsma, 2004). This is supposed to
be easier for children, but may still suﬀer the same problem of interfering with
improvisation. On the other hand, unintrusive methods such as retrospection and
post-task interviews are expected to be less informative.
Future experiments should be carried out not only with children, but also with
adult players, using an appropriate story domain. Previous studies have shown that
at age 8, children ‘seem to be on the verge of a more sophisticated understanding
of goals’ (Lynch & van den Broek, 2007, p. 327) and at age 9, they perform at
a similar level as adults with regard to narrating stories in terms of goal plans
(Trabasso et al., 1992). Given their age group, the children who participated in this
experiment should therefore have been capable of generating equally coherent
stories as adults. However, children tend to be more playful and have a shorter
attention span than adults, and this may have influenced the results. Although
these findings are not generalizable to adults, I expect that adult players will
have similar preferences as children in regard to story component types and goaldirected planning.
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3.4 perception of interaction
In the previous section, I described our eﬀorts to evaluate the coherency of
children’s stories created with the Interactive Storyteller. A key element in this
investigation was the verbal communication between the children outside of
the ist. In this section, I expand on the analysis of their communicative acts,
determining which perspectives they took while interacting with the system and
with each other. In an eﬀort to obtain quantitative results, not just anecdotal
evidence, we designed a multi-layered scheme for annotating the children’s
utterances. The scheme is based on the notion of framing as used in research on roleplaying games (Fine, 2002) and children’s pretend play (Sawyer, 2003). A central
notion for both is that of framing, a term that was first introduced by Bateson
(1972), and greatly expanded on by Goﬀman (1974). We have used this scheme to
annotate the transcripts of eight interaction sessions with our storytelling system,
involving four pairs of 8–11 year old children. Below, I present and discuss the
results.
We are not aware of any user studies that systematically analyse the communication of people interacting with a storytelling system. However, users’ communication can be a rich source of information about, among other things, their level of
identification with the characters, what they think of the story, and their understanding of the system’s interface. In the study discussed in the previous section,
the following fragment was found to contain an incoherent sequence of actions
when only looking at the story logs.
Action [by Child 1]: Red skips to the beach.
Action [by Child 2]: Granny bursts out in tears.
Child 2 [in character, addressing Child 1]: ‘Because you are leaving me!’
Transcript 10.: Example exchange of children when interacting with the
ist.

In this transcript, Child 2 is role-playing as his character, Granny. He addresses
the other child (Red) in character, providing a motivation for Granny’s emotional
outburst. He is actively taking part in the story creation process, identifying
himself with the character he is playing. In this section, I address how this
additional information oﬀers insight into the intentions of players.
Not all of the children’s communication demonstrates the same level of
immersion in the story being created. In the next transcript we see Child 6 taking
a game-playing rather than a role-playing approach to the storytelling activity:

framing
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Table 5.: Sawyer’s annotation scheme for the frame dimension (adapted from Sawyer (2003)).

3

level

frame

example communication

1

In-frame

Imitating voices, referring only to in-frame objects or events. For example, ‘Watch out for the
earthquake!’

2

Blended frame
(in-character)

Speaking in-character, but referring to the world
outside play. For example, in a character’s voice:
‘I need more blocks!’

3

Blended frame
(out-ofcharacter)

Speaking out-of-character about the play itself.
For example, ‘Let’s say my guy was killed in the
earthquake.’

4

Out-of-frame

Speaking out-of-character, not about the world
in the play frame. For example, ‘Let’s play house
now.’

Action [by Child 5]: Red eats the birthday cake.
Action [by Child 6]: Granny shuﬄes to the beach.
Child 6 [addressing Child 5]: ‘Then it’s your turn.’
Action [by Child 5]: Red does the dishes.
Child 6: ‘And now Granny.’ [selects an action] ‘That one, I think.’
Transcript 11.: Example exchange of children when interacting with the
ist.

In this section, I first discuss the works of Sawyer (2003) and Fine (2002)
(Section 3.4.1) before explaining our P×R annotation scheme (Section 3.4.2). I
discuss our analysis of children’s communication during interaction with the
Interactive Storyteller in Section 3.4.3. In Section 3.4.4, I discuss the validity of the
annotation scheme.
3.4.1 Frames of play
Given that our approach to interactive storytelling is closely related to children’s
improvised dramatic play, we first looked to work in this field for inspiration. Sawyer (2003) categorizes meta-communication in pretend play along two dimensions:
frame and explicitness, distinguishing four levels within each dimension.
Explicitness only concerns children’s proposals to modify the play frame by
changing the storyworld. In the Interactive Storyteller this is done via the system,
so I do not discuss this dimension further here, focusing only on frame. The
communication’s frame can range from in-frame (in-character) to out-of-frame,
with two blended levels in between, as shown in Table 5. In the blended frames,
reference is made to objects or events from the other frame.
Sawyer’s notion that in-frame and out-of-frame communication are not wholly
separated realms, but that they can be blended, is a useful starting point. However,
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we feel that Sawyer’s scheme is insuﬃcient for our purpose. In the Interactive
Storyteller, unlike dramatic play, the children do not only interact with each other
directly but also via the system, which provides a shared visual representation of
a story world and external characters that can be controlled. This means there is a
division between the story that is created during play and the play itself. Sawyer’s
annotation scheme for frames cannot account for this distinction, which means
that a more fine-grained annotation scheme is called for.
Whereas Sawyer only distinguishes two basic frames of play and non-play, with
blending between them, Fine (2002) distinguishes three frames in his study of
fantasy role-playing games. Each of the three frames is linked to a diﬀerent side
of the role-player’s identity:
1. The ‘primary framework’ of reality, with participants as persons in the real
world;

3

2. The framework of the game, with participants as players manipulating their
characters within the rules and constraints of the game;
3. The framework of the fantasy, with participants ‘being’ the characters that
they play.
Interactive storytelling with the Interactive Storyteller is similar to fantasy roleplaying, in that players assume the roles of characters in an imaginary world of
which the setting is given, and do so within a (non-competitive) game context with
certain rules and procedures. This makes Fine’s frame structure suitable for the ist.
The interaction fragments from the introduction illustrate two of Fine’s frames:
the child as character in Fragment 1 and as player in Fragment 2. An example of a
child’s utterance in the primary framework is ‘He’s still filming us!’ referring to the
video recordings that were made during the user experiments (see Section 3.4.3.1).
Fine observes that during the game, the players are constantly oscillating
between frames, and that participants are ‘able to operate on several levels nearly
simultaneously’ (Fine, 2002, p. 240). However, unlike Sawyer, he does not explicitly
distinguish blended frames as separate levels.
3.4.2 The P×R annotation scheme
In our opinion, both Sawyer’s and Fine’s frameworks are not fine-grained enough
to capture the diﬀerent types of communication that occur during interaction
with our storytelling system and, presumably, other systems. However, we feel
that the two can complement each other to allow for suﬃciently rich annotation.
Sawyer’s scheme incorporates the possibility of blending, which is necessary
because communication can be in one frame while referring to another frame.
Fine’s scheme includes a game frame, which is necessary to allow for annotation
of communication about game play. Therefore, we combined Sawyer’s and Fine’s
ideas to create a new annotation scheme that we call P×R. The new scheme
includes Fine’s three frames but also allows for blending between frames. Our
annotation scheme (see Table 6) is based on the notion that a user of an interactive
storytelling system can take on diﬀerent perspectives (P) toward diﬀerent frames of

p×r
annotation
scheme
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Table 6.: The P×R annotation scheme, including shorthand notation for the diﬀerent
communication categories.

3

perspective

reference
Story

Game

Reality

Character

cs: In-character
utterances and
imitations

cg: In-character
references
to
game elements

cr: In-character
references
to
events or objects
outside play

Player

pls: Action suggestions
and
proposals
referring to the
story

plg: Communication about game
aspects

plr:
Including
real-life events
or objects in the
game frame

Person

pes: Observations
about events that
happened in the
story

peg: Observations
about the interface,
opinions
about the game

per: Communication about events
or objects outside
play

reference (R). In other words, the scheme indicates which identity a speaker takes
on (perspective) and what she speaks about (reference), yielding a total of nine
diﬀerent classes. The abbreviations for these classes are constructed by taking the
first one or two letters from the perspective dimension and appending the first
letter of the reference dimension to them.
We want to be able to annotate how a user relates to the story: as a character in
the story, as a player controlling a character in the story, or as an observer of the
story. These classes of utterances are captured by the cs, pls and pes categories
respectively. We also want to distinguish whether the user is referring to the story,
the game or the reality. This is an extension of Sawyer’s distinction between inframe and out-of-frame references, with Fine’s game frame as an added out-ofcharacter level.
By combining the two dimensions of perspective and reference, we broaden the
scope of Fine’s categorisation, which would only allow for annotation of the classes
on the diagonal of our scheme (cs, plg and per). A mapping of Sawyer’s scheme to
our own yields the following correspondences of our categories to his frame levels
is shown in Table 7. This illustrates that our scheme allows for distinctions that
Sawyer’s cannot make.
As shown above, the P×R annotation scheme oﬀers several refinements of
Sawyer’s and Fine’s schemes. There are however some classes that are less intuitive,
namely the cg, cr and plr classes. A fictional example of a cg utterance would be
a child speaking as Red about the game saying that ‘It’s too bad I have to wait for
Granny before I can do anything,’ indicating in-character that she would have to
wait for her turn in the game. Granny might also exclaim ‘Oh, Red, we are being
filmed!’ This would be annotated as a cr utterance, as it is an in-character reference
to an event taking place outside the story and game frames. Lastly, a plr utterance
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Table 7.: Mapping of Sawyer’s scheme to the P×R scheme. The shades of grey indicate
Sawyer’s levels: level 1, level 2, level 3, and level 4.

perspective

reference
Story

Game

Reality

cs

cg

cr

Player

pls

plg

plr

Person

pes

peg

per

Character

is one in which a user speaks as a player about the reality frame, for example, a user
tries to incorporate an object or event from the reality frame (outside the game and
story) into the game. This would be the case when a user says that she can only go
swimming at the beach when it is sunny outside: she introduces a game rule based
on the reality frame.
3.4.3 Analysis of children’s communication
In this section I describe the communication data to which we applied the P×R
annotation scheme. I also describe the annotation process, and present and discuss
the results of this study.
3.4.3.1 Data and annotation
The communication data were collected in a small-scale experiment, in which four
pairs of 8–11 year old children played with the Interactive Storyteller (Alofs et
al., 2015). Section 3.2 contains the details of this experiment. For this study, we
segmented the transcripts of the interaction into utterances based on speaker
turns, bounded by silence or speech by the other child or the system. When
a speaker turn consisted of multiple utterances that should each be assigned a
diﬀerent label, the turn was split. This was done in only four instances; all other
speaker turns were treated as one utterance.
All utterances were annotated by the first two authors of Theune, Linssen and
Alofs (2013), using the coding scheme from Table 6. First we carried out two
practice rounds, annotating one and two play sessions respectively, and comparing
and discussing the results to come to a shared understanding of the annotation
scheme. The remaining five sessions were annotated independently (Cohen’s κ =
0.74, indicating substantial agreement). As a final step, all diﬀerences between the
annotators were resolved by discussion.
In total, 640 utterances were annotated. This number excludes those cases where
we could not make out what a child was saying.
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Table 8.: The annotation results of the children’s communication in their first sessions with
the interactive storytelling system.

perspective

reference
Game (%)

Reality (%)

Total (%)

6

0

0

6

Player

25

32

0

57

Person

13

23

1

37

Total

58

38

4

100

Table 9.: The annotation results of the children’s communication in their second session with
the interactive storytelling system.

reference
perspective

3

Character

Story (%)

Character

Story (%)

Game (%)

Reality (%)

Total (%)

7

0

0

7

Player

36

22

0

58

Person

15

16

4

35

Total

58

38

4

100

3.4.3.2 Results and discussion
Tables 8 and 9 show the results of the annotation. They are separated by
session, because the children’s first and second interaction sessions had diﬀerent
distributions of utterance types.
We found some individual diﬀerences in communication between the pairs
of children: Pair 1 talked more in character, Pair 2 talked more from a ‘person’
perspective, and Pair 4 communicated more in general than the other pairs.
However, the overall image was similar for all pairs.
In their first sessions with the system, the children communicated more about
the game, while in their second sessions they communicated more about the
story. In both cases, they were mostly speaking from a player perspective (57%
and 58%, respectively). These findings may be explained by the fact that in the
second sessions, the children were more familiar with the system’s interface
and its rules and constraints. This led to fewer discussions about, for example,
turn taking or which locations were accessible to the characters (both annotated
as plg) and fewer comments on the quirks of the interface (annotated as peg).
In addition, by the second session they had discovered more of the things the
characters could do in the story world, resulting in more mutual action suggestions
and discussing plans for their characters (annotated as pls). An example is the
following exchange:
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Action [by Wolf]: Hello, says Wolf to Red.
Child 7: ‘You have to give him the cake!’
Child 8: ‘It has to be poisoned first.’
Child 7: ‘(...) I will do that, alright?’
Transcript 12.: Example exchange of children when interacting with the
ist.

That such pls exchanges occurred more often in session 2 is in line with the
findings in the previous study (see Section 3.3). In that study, we found that the
stories created in the second sessions contained longer causal chains of events,
thus showing more coherence. Another, very noticeable, diﬀerence between the
first and second sessions is that the children generally talked more in their second
session. This is probably because by the second session, the children had become
more at ease with the experimental setting and thus talked more freely.
We also compared the utterance type distributions of interactions with the
tangible or the touch-only version of the system. Here, the only remarkable
diﬀerence in the children’s communication was that the children more often
took on a ‘person’ perspective with the tangible version than with the touchonly version. A possible explanation for this is that when the characters were
personified as tangible objects, the children were more likely to see them as
separate entities, and therefore identified less with them. On the other hand,
exchanges such as the following (coded as peg) show that the children did see the
tangibles as representations of themselves:
Child 1: ‘Oh, you are as fat as Granny! Granny is fat.’
Child 2: ‘(...) In reality, I’m really thin!’
Transcript 13.: Example exchange of children when interacting with the
ist.

As can be seen in Tables 8 and 9, relatively little of the communication was
carried out in character (cs; 6% on average). This is not surprising, because the
design of the system did not particularly encourage it. As mentioned in Section 3.2,
all character actions are narrated through speech by the system, in principle
making it unnecessary for the children to add their own dialogue. Nevertheless, the
children did speak in character to express story elements that were not available
in the system, such as certain character emotions (‘Oooh, I’m scared!’) and goals
(‘Especially for you, Red!’ when baking a cake). In-character communication also
frequently involved miming character actions such as shuﬄing, diving and eating,
and expressing the characters’ emotions through sounds and facial expressions.
We noted that in most pes utterances the children talked about their characters
in the third person, while in most pls utterances they used first person pronouns (‘I
am going to bake the apple pie.’). Pronoun use is an interesting aspect to investigate
further, as the users’ choice of pronouns indicates how strongly they identify with
their character, and, in general, to what extent they are engrossed in the activity
(Stromberg, 2000).
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3.4.4 Validity of the P×R scheme

3

In the previous section I showed that applying the P×R scheme to the children’s
communication data provided us with several useful insights. In this section, I
discuss the scheme’s reliability and examine its validity by viewing the results
through the lens of the other frameworks. I also mention some points for
improvement of the annotation scheme.
For the five sessions that were annotated independently (see the previous
section), we computed an inter-annotator agreement of 0.74 (Cohen’s κ), which
indicates good agreement and thus reliability of the coding scheme. The only
main disagreements between the annotators concerned utterances in which the
players commented on the actions of Wolf, the computer-controlled character. One
annotator coded all of these utterances as pes, seeing them as person-perspective
observations on the story, specifically, Wolf ’s actions within the story. The other
annotator coded several of these utterances as pls, because they referred to Wolf as
a fellow player of the game rather than as a character in the story. This is illustrated
by the following transcript:
Child 4: ‘Doesn’t Wolf have any ideas any more?’
Child 3: ‘Wolf is trying to think of a plan.’
Child 4: ‘Yes, but he can’t do that because the cake has already been
eaten.’
Transcript 14.: Example exchange of children when interacting with the
ist.

This disagreement was solved by coding all utterances of this kind as pls.
With the P×R scheme, we were able to pinpoint which perspective a user
assumed and which frame he or she referred to. In contrast, as I argued in
Section 3.4.2, both Sawyer’s and Fine’s annotation schemes only allow for limited
annotation of communication in the context of interactive storytelling systems.
Sawyer’s approach to in-frame and out-of-frame communication does not
distinguish between player and person perspectives. With Sawyer’s scheme, all
utterances in our pls, plg, pes and peg categories would have been annotated
as level 3, as they are all out-of-character observations about story and game
elements, which in Sawyer’s scheme would amount to the play frame. Table 6
shows that in that case, 91% of all utterances would have been classified as level
3. This makes it clear that when using Sawyer’s approach, we would not have been
able to distinguish between the majority of utterances.
Fine’s framework does not include blending between frames, which means that
certain nuances would be lost when applying it to our communication data. This
can be explicated by Transcripts 13 (coded as plg) and 14 (coded as pls). In Fine’s
scheme, the communication in these fragments would be classified as being in the
context of the game and therefore as communication from a player perspective.
Both fragments indeed show a player-perspective, but Transcript 13 refers to rules
of the game, while Transcript 14 is about taking action in the fantasy world. In
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Fine’s classification, the latter fragment’s reference to the story frame could not
be made explicit.
Compared to the frameworks of Sawyer and Fine, the P×R scheme gives a more
fine-grained view of the users’ communication by giving insight into both the
perspective of the user and the frame that is referred to. However, with respect to
certain classification categories the scheme could be said to be overly fine-grained.
Of the categories for cr, cg and pr communication, only one instance was found
in our data: a child’s tangible prop was insulted out of character by the other
child, and she reacted with being ‘angry’ in character. This instance, labelled as
cr, occurred in session 2 as only one of the 410 annotated utterances.6 Although
theoretically possible, we found no instances of either the cg or the pr categories
in our data. Note that cr and cg correspond to Sawyer’s frame level 2; it is unknown
how often this category occurred in his pretend play data (Sawyer, 2003).
There are also some distinctions the P×R scheme cannot make. We observed that
references to the story made from a ‘person’ perspective (pes) included utterances
that were explicitly addressed to one of the characters, for example ‘Now, now
Granny!’ and ‘Bad Wolf!’ These were coded as pes, because they were neither
spoken in character nor from a player perspective. However, such utterances did
show great involvement in the story: the children addressed the characters as if
they were ‘real’. This distinguished these utterances from other pes utterances that
showed a higher degree of detachment from the story world, such as comments on
the events in the story (‘Now it’s getting scary.’) and on the characters (‘Wolf is not
very smart.’), and cases where the children read aloud parts of the story text from
the scrolls. The P×R scheme still seems not suﬃciently fine-grained to capture
these nuances. This, together with the finding that cr, cg and pr communication
was lacking in the play sessions, encourages further research on our annotation
scheme.
3.5 reflections on this chapter
In this chapter, I addressed the first Research Question of this dissertation:
rq1 What kind of meta-thinking do people do while co-creating stories?
To answer this question, I discussed two studies extending the work of Alofs et al.
(2015), who created the Interactive Storyteller, an interactive version of the Virtual
Storyteller. Using this system, children can co-create stories by adopting the
roles of story characters and acting out stories together with computer-controlled
characters. While children’s understanding of narratives in picture sequences
and TV shows has been researched (Shapiro & Hudson, 1991; Low & Durkin,
1998), few interactive storytelling systems have been investigated to understand
children’s interactions with such systems. The two studies I described were aimed
at addressing this lack of insight by determining what the children think about
their interaction while playing with the system.
6 As such, it made up only 0.24% of the total number of utterances in session 2 and was rounded to 0 in
Table 9.
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For the first study, we investigated how coherent the created stories were and
which types of character actions contributed the most to story coherence, which
was defined in terms of the causal connectedness of story elements. We found that
the stories created by the children exhibited both global coherence, in the form of
goal-action-outcome sequences (Trabasso et al., 1992) and local coherence in the
form of immediate responses to other character’s actions (Sawyer, 2003). However,
the children’s stories were only partially coherent. This can be explained by the
improvisational nature of emergent narrative, where the interactive experience of
the players is more important than the production of a coherent narrative. The
children in this experiment spontaneously selected relatively many actions that
had a strong potential for being causally connected, and used them to create goal
plans. From this, we conclude that focusing on such actions in the creation of story
worlds for emergent narrative may improve both the players’ experience and the
coherence of the created stories (cf. Swartjes and Theune (2009a)). The children
switched between playing around in the storyworld and planning to advance the
story. It seemed that the children took on diﬀerent roles during their play sessions,
but we could not deduce from just the story logs why this happened. To address
this lack of information, we inspected the the video recordings of the children’s
interactions to see how the children communicated about their interaction.
We performed a second study based on the recorded video material, and
observed that the communication between the children, external to the system,
plays an important role in establishing coherence of the created stories. This
observation led us to investigate how children communicated about their cocreative interaction with the Interactive Storyteller. What users say during their
interaction with a digital storytelling system can tell much about their metathinking, for example, how they relate to the characters and how engrossed they
are in the storytelling activity. In the second study, we investigated the created
stories and the utterances of the children during their interactions with the ist.
We developed the P×R communication annotation scheme that combines ideas
about framing from research on pretend play and role-playing games (Sawyer,
2003; Fine, 2002). This annotation scheme allows annotators to classify utterances
and actions of users along the dimensions of perspective and frame of reference.
For example, a child may propose (from a player perspective) an action for a
character (the story frame of reference), or she may comment about the system’s
interface from a person perspective on the game frame of reference. We used
the P×R annotation scheme to analyse the children’s utterances and found that
certain kinds of communication are prevalent among the children’s interactions.
At first, the children tended to discuss the workings of the system itself, yet,
over time, their behaviour shifted to comments about the story from diﬀerent
perspectives. This can be attributed to the design of the ist: it does not particularly
encourage in-character behaviour as it focuses on letting the children collaborate
with the other player. Improvements in the user interface of the ist may further
decrease the amount of comments on the system’s mechanics and looks when
the interaction would be made more streamlined. For example, the animations of
certain actions could be made more attractive, as could the visualisation of the
story world and interface elements. Players could then, instead, discuss the story
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among themselves and make more elaborate plans. To further support the children
going meta, the ist can be expanded with mechanics that allow more insight into
possible consequences for actions. For example, the interface could show several
possible storylines that might result from the player’s choice. In turn, the player
may then reconsider what she would rather see happen in the story and discuss
this with her companion player.
We limited our analysis of interactive storytelling systems with the P×R scheme
to the ist. Future work should look into the use of this scheme for the investigation
of other similar systems. A comparison study between the ist and other systems
could pinpoint deficiencies and improvements in either.
This chapter shows that children actively go meta when interacting with a
storytelling system. They explain their actions to each other, to make their
intentions clear and keep the story coherent, and give their opinion on what
has happened and may happen. The meta-communication used by the children
is valuable to their creative process. Not being limited to purely the character role
enables them to express their feelings about the interaction and resolve possible
conflicts. Furthermore, the children’s going meta is indicative of parts of the
interaction they might struggle with, such as shortcomings of the interface or the
authoring of the story.
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ASSUME TO STEER STORIES
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Where’s the fun without complications?
Beckett
Vampire: The Masquerade – Bloodlines
Troika Games (2004)

I

n this chapter, I discuss how the meta matters to virtual agents of the Virtual
Storyteller (vst).1 This chapter treats Research Question 2 of this dissertation:

4

rq2 How can virtual agents use meta-thinking to improve the generation of
stories?
To answer this research question, I discuss techniques that virtual agents can
use to overcome the limitations of the strong autonomy approach in interactive
storytelling systems. This approach lets character agents develop a story’s plot
themselves by having them interact with each other, without a centralized
manager as in the strong story approach (see Chapter 2). The Virtual Storyteller
(vst) adopts the former, giving characters the freedom to follow their own plans.
However, the way the vst was designed gave characters complete knowledge of
the worlds they inhabit. This omniscience limits the stories the characters might
create. For example, stories featuring deception are not possible, as characters are
unable to hide from others, who will immediately know where they are. We created
several expansions of the vst’s capabilities to make it possible for scenarios
featuring deception and incorrect knowledge to take place. The first of these is that,
instead of having one complete picture of the world, the character agents have an
additional knowledge base which comprises their in-character (ic) knowledge. Their
omniscient world view is stored in a separate, out-of-character knowledge base. This
allows characters to have a limited (ic) world view, enabling characters to perceive
only those changes in the world that are visible to them. To ensure that the stories
that result from this change in the perceptions of characters remain interesting,
we have implemented the ability of characters to make assumptions about facts
unknown to them. Moreover, the character agents can use their out-of-character
knowledge to influence their in-character decisions. By going meta, the agents can
steer the plot, for example by inciting conflict between their characters.
In Section 4.1, I discuss storytelling systems similar to the vst, especially
concerning their approaches to perceptions and character-based planning. I go
1 This chapter is based on ten Brinke, Linssen and Theune (2014) and ten Brinke (2014).
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into more detail about the vst’s planning and its shortcomings in Section 4.2. In
Sections 4.3 and 4.4, I discuss the mechanisms we designed to allow characters to
perceive and assume. Section 4.5 contains a small evaluation of generated stories
using these new implementations. In Section 4.6 I close this chapter by reflecting
on the possibilities of the use of the newly designed perceptions and assumptions
for characters.
4.1 perceiving and assuming in interactive storytelling

tale-spin

4

Story generation systems that use a character-centric (strong autonomy) approach, like the vst, handle perceptions and planning in diﬀerent ways. A classic example is tale-spin (Meehan, 1977), one of the first story generation systems. Meehan already encountered the problem of perception as he overlooked the
concept of ‘noticing’ when writing the inference rules for his program. This led to
the ‘mis-spun’ tale below, in which Bill Bird, sitting on the river bank, did not see
that his friend Henry Ant fell in the river and drowned. While this is exactly the
opposite problem from that encountered in the vst, it highlights the necessity of
having a perception system for characters.
Henry Ant was thirsty. He walked over to the river bank where his good
friend Bill Bird was sitting. Henry slipped and fell in the river. He
was unable to call for help. He drowned.
Transcript 15.: Example story generated by tale-spin (Meehan, 1977).

oz project

fatima

Another seminal work is the Oz Project (Bates, Loyall & Reilly, 1992). The Oz
character agents run the typical three-step sense-think-act loop. The first step is
to obtain raw sense data from the world. An integrated sense model keeps track of
the agents’ knowledge of the current state of the world. During the think step, the
agent’s next action is selected, based on its perceptions, current goals, emotional
state, and other internal elements. The agents use a procedural reasoning system
which has a library of plans. Every goal has one or more predefined plans that can
be used to achieve it. All active plans and goals are stored in a structure called
an active plan tree, which is updated after receiving sensory information. The
perception system used by Oz is versatile and enables some of the possibilities
we would like to have in the VST. Agents in Oz have an incomplete and possibly
inaccurate view of the world, which makes it possible to deceive them by hiding
information or by letting them misinterpret their perceptions.
FearNot! is an emergent drama system designed to teach children how to deal
with bullying (see Section 2.1.3.1). Like the vst, its characters are autonomous
agents that use partial order planning to select their actions. In FAtiMA, the agent
architecture used by FearNot! and its successors (Aylett et al., 2006), the agents
receive all perceptions, just like those in the vst. However, the stories all take
place in single locations such as a class room or a school yard. In this context,
the characters’ omniscience does not lead to problems as it is believable for all
characters to have the same perceptions.

4.2 limitations of omniscience for story generation

Chang and Soo (2009) also outfitted character agents with social reasoning,
enabling them to create an emergent narrative through their interactions.
Characters can, based on their perceptions of others’ behaviour, plan to influence
the mental states of the others, for example, by stealing something they cherish or
by disrupting their relationship with other characters. To ensure the emergence of
interesting stories, Chang and Soo implemented a story facilitator module called
the Divine Intervention Operator Service (dios), which adjust characters’ personalities
to the demands of the planner. For example, the dios could give a character extra
information in order for her to hate another character, inciting a plan to let the
first character plot against the second.
In the Actor Conference system (Riedl & Young, 2003), character agents make use of
partial-order planning. Via a blackboard architecture they contribute to an overall
story plan, each making plans for its own character. Each agent has a limited plan
space, but this is to reduce the complexity of the planning problem rather than
due to limited perceptions. Plan spaces can be expanded if narrative generation is
threatened by incompleteness.
The main question I address in this chapter is how agents can deal with the
planning problem if their knowledge of the world is incomplete. None of the
examined systems provide a solution for dealing with planning when characters
do not, or rather, are not supposed to have all the information they need.
The problem of planning with incomplete information has been previously
addressed outside the story generation domain, in particular in the context of
planning for robots. Several solutions involve the use of default assumptions
(Weser, Oﬀ & Jianwei Zhang, 2010; Davis-Mendelow, Baier & McIlraith, 2012).
Such work is generally aimed at maximizing the plausibility of assumptions and
minimizing the costs of plan failure. However, occasional plan failure is not a big
problem in a story generation context. Characters in stories frequently run into
situations that do not turn out as planned. How they deal with the problem is
often an important part of the story. A key question therefore is how to make
the assumptions believable, and how these assumptions can be used to steer the
story in an interesting direction. In the interactive storytelling system of Cavazza,
Charles and Mead (2002, see Chapter 2), the characters use a Hierarchical Task
Network (htn) planner that defines how goals are decomposed into sub-goals and
possible plans to achieve them. The leaves of these plan trees are terminal actions
with preconditions on their use. The preconditions for a terminal action may not
hold, due to the activities of another character or user interference, causing action
failure. When a plan fails, for example due to an object being stolen by the user, the
agent will find the next applicable plan in its htn and try that instead.
4.2 limitations of omniscience for story generation
The stories in the vst emerge from the actions of autonomous character agents in
a simulated story world. The character agents of the vst have a dual role as actor
and character (Swartjes & Theune, 2009b). As characters, their main responsibility
is to behave in a believable fashion. As actors, the agents bear a responsibility for
creating an interesting plot. The character agents go through a deliberation cycle
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in which perceptions of actions and events lead to beliefs. These beliefs then enable
new actions or lead to the adoption of goals for which actions can be planned.
When a character performs an action, the story world is updated and all agents
are informed of the change; they ‘perceive’ it.
At the core of the character agents’ deliberation cycle is a partial-order planner
(pop) that can determine which actions to perform to reach a particular goal. The
pop used in the vst tries to make a complete plan from start to finish, which will
fail if crucial knowledge is missing. Due to the closed world assumption used in the
vst, any fact not explicitly known to be true is assumed to be false. If the location of
an object is unknown, the planner concludes that making a plan to get that object
is impossible.
Multiple story domains have been defined for the vst, including a classical fairy
tale domain with knights and princesses, a story world inspired by Little Red Riding
Hood, and a pirate domain (see Section 2.2). For the current research, we made
a variation of the pirate world plunder. The setting is a pirate ship with various
locations; the main characters are O’Malley, the ship’s cat, and Scurvy, the bilge rat.
Scurvy wants to eat the cheese that is located somewhere on the ship and O’Malley
has the goal to catch Scurvy.
While the virtual agents were already able to autonomously create diﬀerent
stories (see Section 2.2.1), their omniscience of the story world limited the
possibilities for story generation. For example, nothing could be hid from character
agents, as they always had complete knowledge about the state of the world.
We addressed this shortcoming by re-designing the characters’ perceptions
(Section 4.3) and enabling the characters to make assumptions about the story
world (Section 4.4).
4.3 perceptions in the vst
As explained above, omniscient characters make it impossible to generate stories
with suspense and deceit. To overcome the disadvantages of omniscience in
characters, we created a new perception system based on the distinction between
character (in-character, ic) and actor (out-of-character, ooc) knowledge. Here we
take our inspiration from Gordon and Lent (2002), who present a discussion on
the use of virtual humans as participants (characters, ic) versus virtual humans
as actors (ooc) in virtual environments. The choice between the two aﬀects how
agents perceive the world: virtual participants should only perceive those parts
of the world they can realistically perceive, while actors should be omniscient.
However, an actor should still be aware of the realistic bounds of his perception
to remain believable. Plans characters make can then be based on ic knowledge,
whereas the actor’s ooc decisions will be based on the full and accurate knowledge
they require. We split the knowledge base for characters into parts for the
character component (ic) and the actor component (ooc).2

2 For eﬃciency, the vst only stores facts that diﬀer between ic and ooc knowledge in diﬀerent knowledge
bases; the information that is the same in both views is stored in one knowledge base which is shared by
the views.
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In this section, I describe the set of perception rules characters use to perceive
their world and how their ic knowledge is updated. First, I explain the rules used
for visibility in Section 4.3.1; other senses are left for future work. These rules
have to be applied to incoming perceptions to decide which ones to add to the ic
knowledge base of the character performing the perceptions. Once the characters
are keeping proper track of what they can see and know, they can be made to
use only that knowledge for ic plans. Section 4.3.2 deals with the re-design of the
characters handling perceptions. In Section 4.3.3, I explain how the characters’
initial knowledge of the world is set up.
4.3.1 Visibility rules
The rules for visibility are as follows. Characters, objects and actions at the same
location as the character can be seen by the character. By making use of path
relations between locations, we can determine adjacent locations of which the
character might reasonably have a view. The character has a view of other locations
if there is a direct path to that location that is not blocked by a closed door. Objects
in a container can be seen from the location of the container if it is open. These
rules are quite basic, but they can easily be expanded.
For perception of an object, the rules work in three steps. The first step checks
whether an object is at a location, either directly or indirectly, for example, if it is
being held by someone. The second step checks from which locations the object is
visible. The final step checks if an object is visible for a character, using the previous
two steps and knowledge about the character’s current location.
Visibility rules are an important part of the story world description. The
responsibility of aligning them with the story world is left to the author of the
story domain. On one hand, this is a downside as it requires more work from the
author. On the other hand, it does allow for more flexibility. For example, if an
author wants to add magical crystals that allow a character to see distant worlds,
she can. It would not be possible to simply capture such creative solutions in a
general system that works for all story worlds.
4.3.2 Dealing with perceptions
When events take place in the storyworld, the state of the world is updated. The
first thing a character agent should do with a world update is handle it ooc so
the actor’s knowledge stays up to date. The perception is then analysed using the
visibility rules to see whether the character gets to see it ic. An action is visible
for a character if the character performing that action is visible. If this test returns
that the object, character, or action is not visible, the perception should not be
added as a belief to the character’s ic knowledge base. Because the characters only
get updates (new perceptions) when changes occur in the storyworld, we do not
discard the facts that are not perceived ic. Instead, we store them ooc, so that
the character can add them if they become available at a later time. If we keep
track of things the character missed, it becomes much easier to re-test visibility
later in the story. For example, a character hiding behind a desk may easily be
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Figure 15.: Schematic map of the ship in the story world.

4

overlooked by another character from the front side of the desk, yet if he moves to
the back, he will spot the other character. The result of this is a collection of facts
that either a character believes but are not true or things that have occurred but
the character has not seen yet. Whenever a new perception is received, previously
missed facts are re-tested for visibility. This amounts to taking care of two diﬀerent
cases. The first case concerns beliefs that must be added due to the eﬀects of
the new perception. For instance, if O’Malley sees that Scurvy is at the deck, this
means he will also conclude that Scurvy is no longer in the galley. The second case
involves facts that have to be removed from the knowledge bases because they
are no longer true. For example, Scurvy believes ic that the cheese is in the galley.
While Scurvy may believe ic that the cheese is there, the visibility check relies on
the ooc knowledge base, as it holds the objective world state which overrules ic
beliefs. This results in dropping the false belief of the cheese being in the galley, as
it is not there according to Scurvy’s ooc knowledge.
4.3.3 Initial character knowledge
In the vst, characters get their initial knowledge of the world at the start of a run of
story generation. Without this, they will have an empty ic knowledge base and will
be unable to plan. We give each character a separate copy of the actual state of the
world, but allow this to contain false information. This grants flexibility to authors
of characters, as they can change a few things in the characters’ initial knowledge
and use this to manipulate their behaviour to suit the story. For example, we can
make sure O’Malley does not know ic where Scurvy is at the start of the story, so
that he cannot plan to catch Scurvy until he first sees him. At the same time, it
allows us to give Scurvy the false belief that the cheese is in the galley.
To test the visibility rules, we created a scenario in which Scurvy has a goal to
get the cheese and O’Malley wishes to catch Scurvy. Figure 15 shows the schematic
layout of a pirate ship which is the basis for the story world. Scurvy was given
the initial belief that the cheese was in the captain’s cabin, leading him to go to
this location. After opening the door to the captain’s cabin, he noticed the cheese
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was not there. As expected, Scurvy did not know where to look for the cheese and
could not make a plan to get it. Without any other goals to pursue, he did nothing
and got caught by O’Malley. In the next section, I explain how we let characters
use assumptions about the story world to overcome this problem of planning with
missing knowledge by looking ahead.
4.4 assumptions in the vst
Limiting the character to using only ic beliefs for planning introduces a new
problem. If the character has the goal to acquire an object, he is unable to make
a plan to do so if he does not know where the object is. As the pop requires this
knowledge to build a plan, planning will not be possible, leading the character to
drop the goal. This of course does not lead to interesting stories. What is necessary
is a way for characters to fill in the missing information.
Multiple approaches could be used to give the characters more information.
Implementing additional senses like hearing or smell would provide more ways
for the character to receive a perception. What we required is for the characters
to be able to make plans based on incomplete knowledge, without making drastic
changes to the planner or the rest of the system. To this end, we created
assumptions operators, which I discuss in Section 4.4.1. In Section 4.4.2, I describe
the necessity for preconditions of assumptions. Sections 4.4.3 and 4.4.4 show how
assumptions can be executed by characters and how they can be used by characters
to control the plot, respectively.
4.4.1 Assumption operators
As a result of their new abilities for perception, characters can now have
incomplete or inaccurate knowledge of the world. This entails that the closed world
assumption no longer holds for their ic knowledge.3 When a character does not
know the location of an object, it should assume that the object is somewhere
that it cannot currently see, instead of assuming that the object is not located
anywhere. To make this possible, we implemented an assumption operator that
works similarly to other planning operators. The assumption operator does not
need to provide the correct location for the object. If it did, the situation would not
be much better than having omniscient characters. Instead, it should be possible
for a character to search in the wrong location, possibly leading to dramatic
situations. The planner has no trouble using false information to make a plan. At
some point during the execution of the plan, a perception will trigger and the false
information will be removed from the knowledge base. At this point the plan will
become invalid and a new plan will be made if possible.
Having separate assumptions for every object that a character can lose track of
would soon become unmanageable for larger story worlds, so a general operator
is needed. A schema for a general AssumeObjectAtLocation assumption would
have three arguments: agens, patiens and location. The agens is the character making
3 However, the closed world assumption does still hold for the ooc part of the agents.
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the assumption. The patiens is the object the assumption is about, and the location
is where the object is assumed to be. The eﬀect of the assumption operator is a fact
that puts the patiens at the location, but only in the character’s mind (ic).
4.4.2 Preconditions

4

If we allowed the planner to make assumptions without proper preconditions, it
would simply assume any object is at the character’s location because this would
provide the shortest plan when trying to find it. Moreover, if the planner is allowed
to make assumptions about an object without restrictions, it will assume the object
is at a more convenient location even if the actual location is known but going
there would result in a longer plan. Therefore, a couple of rules are needed to
make assumptions work in a believable manner. First of all, if a character knows
the location of an object, it should not be allowed to make any assumptions that
contradict this knowledge. Second, the object must exist; in other words, the actor
must have ooc knowledge about the location of the object. It is a trade-oﬀ where we
have to give the character some information it couldn’t logically know yet, because
we do not yet have a method for the character to determine that the object exists.
Without this constraint the character might begin a search that will never end. If
the object does not exist, it may be possible to add the object to the world through
improvisation by using a framing operator, as described by Swartjes and Theune
(2009b, see Section 2.2.1). Finally, the object cannot be at the character’s current
location. If it was, the character would have seen it.
Even given these preconditions, the character will end up walking back and forth
between two locations unless he runs into the object he is looking for by chance.
To make sure the character searches in a more believable manner, we take our
inspiration from the Oz system, in which agents use current sensory information
as well as past knowledge to select possible plans (Bates et al., 1992). Lyotard, the
cat in the Oz simulation, has multiple strategies to find food. He can try the most
likely location, his bowl, he can meow for attention or he can try a location where
he remembers seeing food. The characters in the vst also keep a memory of past
events by storing beliefs and perceptions in episodic memory. If we make use of
these memories, we can find out where a character has been and how long ago
this was. Using this information, we can exclude a location as a believable search
location if the character has been there too recently. In our implementation, we let
characters only search in a location when it has never been visited or when it has
been visited more than 10 turns ago in the simulation.
4.4.3 Executing assumptions
Using the new rules, we implemented the AssumeObjectAtLocation operator by
implementing assumptions as proper operators that have to be executed. Unlike
other operators, they do not aﬀect the actual world; they only change the internal
world representation of the character that makes them, so their eﬀects are ic only.
The character stores the eﬀects of the operator directly as beliefs. Whenever a
character executes an assumption operator there is a chance that the resulting
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belief does not correspond to the actual world state. However, the mechanism
described in Section 4.3.2 allows the characters to deal with such false beliefs. This
is achieved by informing the interpretation module of any false assumptions, so it
can trigger the appropriate perception when needed.
With these changes, the character agent properly executes assumptions and also
retracts them if they prove to be false. Now, instead of giving up when unaware of
an object’s location, the character will search for the object methodically, starting
with the nearest possible location within the constraints from Section 4.4.2,
because this will provide the shortest plan. Eventually the character will find the
desired object and can continue with the rest of his plan.
Whether or not the resulting story is interesting is left to chance. During his
search, the character might encounter other things he was unaware of. He may
run into a conflict he was not expecting. But then again, he may also get lucky and
guess right on the first try, avoiding any trouble.
In small story domains we can manipulate the location of characters and objects
to ensure that something interesting will happen. But in bigger and more complex
scenarios, controlling the location of objects and especially characters that way
will not be possible. To circumvent this problem, we can take assumptions one step
further.
4.4.4 Plot control
When a character makes an assumption, this is an ideal moment to take some
control of the plot without impacting the character’s believability. The actors in the
vst should not try to reach their character’s goal, but to create an interesting story.
A story world may have opportunities for events that, while interesting for the
audience, are not in the interest of any of the characters’ goals. If the agent has ooc
knowledge about these opportunities, it can direct the character towards them,
instead of directly towards the character’s goal. At a moment when a character
no longer knows where to go, the actor can steer the character towards conflict
without limiting the character’s autonomy. To maintain believability, the actor will
have to keep in mind what the character does know.
In short, by making use of the actor’s ooc knowledge, we can manipulate the
character’s choice and send it in a direction that will put it in an interesting
situation. The underlying idea is that an author usually does not send a character
to a location without a reason. The character may find what it is after, or it may
find something else, positive or negative. Eventually, the actors need some sort of
meta-goals to help make the story more interesting, but for now we use a simpler,
more direct approach to give an impression of how this could work. By making
separate assumption schemas for each phase of the story, we can add preconditions
to either introduce conflict or resolve it.4 In the first half of the story we can alter
the assumption so it guides the character towards a conflict. After the main conflict
has been resolved we can use a second variation of the assumption to tie up loose
ends and finish the story.
4 This is similar to making actions available to a character depending on the story phase, as proposed by
Tommassen (2009).
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4.5 evaluation
In this section, I discuss how the characters’ new capabilities of perception and
assumption can be used to author interesting stories. Like before, we use a story
world in which Scurvy wants to obtain the cheese. When the story starts, he has no
knowledge of the location of the cheese, so he will have to search for it. To make
the stories more exciting, we want to make sure that Scurvy runs into O’Malley,
who will adopt the goal to catch Scurvy as soon as he can see him.
4.5.1 Expanding the story world

4

We use an expanded version of the story world from Section 4.3.3. Previously,
Scurvy only had the goal to get the cheese and therefore he would just ignore
O’Malley’s presence. To prevent this, we add an escape goal, which will make
Scurvy flee once he sees O’Malley. Once the escape goal has been triggered, Scurvy
will try to run from O’Malley, but since they both move at the same speed, Scurvy
will either get backed into a corner or he will find the location of the cheese. In
both cases, Scurvy will need a way to keep O’Malley busy, otherwise he will not have
enough time to get away or pick up the cheese. For this purpose we add a distract
goal, which can be achieved by either of two new actions reminiscent of the Tom
& Jerry cartoons. The rat can drop a cannonball on O’Malley’s foot, preventing him
from following, and he can kick over a bucket of soapy water, which will make the
deck slippery. For O’Malley there are two new actions that he performs in response
to Scurvy’s distracting actions: dancing around on one foot while screaming in
pain, and cleaning the deck. We also give O’Malley the goal to swab a deck if it
is slippery, to keep the captain from getting angry with him because of an untidy
ship. As a consequence, if Scurvy makes the deck slippery, O’Malley is forced to
swab the deck. The captain is not in the story, he is just the motivation for this goal.
Scurvy also gets some new goals that will help him avoid being captured. Finally,
Scurvy gets a new action that lets him use the tunnel to get to his lair.
To make the story progress the way we want it to (as discussed in Section 4.4.4),
we add two assumption operators. The first makes Scurvy assume the cheese is at
the location where O’Malley is, by using the actor’s ooc knowledge. This can be
used early in the story to ensure that Scurvy will run into O’Malley and begin the
conflict. The second assumption lets Scurvy assume the cheese is at the location
where it actually is. This can be used at any point after O’Malley has been distracted
at least once and thus the conflict has already taken place. This guarantees that,
from then on, the story will start to work towards a resolution.
4.5.2 Example stories
In our first story, we let Scurvy start at his lair and O’Malley at the galley. The cheese
is placed in the captain’s cabin. Scurvy immediately takes on the goal to find a piece
of cheese. Transcript 16 shows how the story plays out. Lines describing characters’
perceptions and assumptions are shown in italics. The story is not very fluent, as
we did not use the language generation component of the vst for narration.
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Scurvy wants to get the piece of cheese.
Scurvy assumes the cheese is in the galley.
Scurvy walks to the cargo hold via the door.
Scurvy walks to the gun deck via the ladder.
Scurvy opens the door to the galley.
Scurvy can see the cheese is not in the galley.
O’Malley sees Scurvy.
O’Malley wants to catch Scurvy.
O’Malley walks to the gun deck via the door.
Scurvy wants to avoid O’Malley.
Scurvy walks to the crew’s quarters via the door.
Scurvy wants to distract O’Malley.
Scurvy walks to the gun deck via the door.
O’Malley walks to the crew’s quarters via the door.
O’Malley walks to the gun deck via the door.
Scurvy picks up the cannonball from the gun deck.
Scurvy drops the cannonball on O’Malley’s foot.
Scurvy assumes the cheese is in the captain’s cabin.
Scurvy walks to the deck via the ladder.
O’Malley dances around on one foot, screaming loudly.
Scurvy opens the door to the captain’s cabin.
Scurvy walks to the captain’s cabin via the door.
Scurvy picks up the piece of cheese from the captain’s cabin.
O’Malley walks to the deck via the ladder.
Scurvy wants to hide with the piece of cheese at Scurvy’s lair.
Scurvy walks to the deck via the door.
O’Malley walks to the captain’s cabin via the door.
O’Malley walks to the deck via the door.
Scurvy walks to the gun deck via the ladder.
Scurvy walks to the cargo hold via the ladder.
O’Malley walks to the gun deck via the ladder.
Scurvy walks to the brig via the door.
O’Malley walks to the cargo hold via the ladder.
Scurvy crawls to Scurvy’s lair via the small hole.
O’Malley walks to the brig via the door.
Transcript 16.: An example story generated by the vst with the use of the
new perception and assumption capabilities of the agents
(shown in italics).

Since Scurvy does not know where the cheese is, he has to make an assumption
about its location. As the story has just started and no conflict has taken place yet,
the agent uses its ooc knowledge about O’Malley’s location (the galley) to assume
that the cheese is at that location. As soon as Scurvy opens the door, O’Malley
discovers him and adopts the goal to catch him. Scurvy tries to run away, but soon
finds himself cornered in the Crew’s quarters. He then decides he has to distract
O’Malley in order to get away and uses the cannonball to achieve this. As O’Malley
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is now distracted, Scurvy can get back to the goal of finding the cheese. Scurvy has
found out that the cheese is not at the galley, so he makes a new assumption. Since
the conflict has now taken place, a new story phase is entered in which the agent’s
ooc knowledge can be used to guide Scurvy towards the cheese. This helps to
maintain the pace of the story instead of dragging it on with uninteresting searches
in wrong locations. Scurvy now goes straight to the cheese’s actual location, the
captain’s cabin. He grabs the cheese and can then adopt his final goal of taking it
back to his lair. In the meantime, O’Malley has recovered from his sore foot, but as
Scurvy is constantly moving, O’Malley is unable to catch him before Scurvy makes
it safely back to his lair. There O’Malley can no longer reach him, so the story ends.
Our second example story takes a diﬀerent course (see Transcript 17) because
we change the starting locations of the characters: Scurvy begins on the poop deck
and O’Malley begins on the gun deck. The cheese is still in the captain’s cabin and,
once again, Scurvy starts oﬀ by making a false assumption. O’Malley starts chasing
him and Scurvy is forced to retreat to the poop deck. Unable to move further in
this direction, he has to think of a distraction again. This time he spots the bucket
of soapy water on the deck and decides to kick it over. O’Malley is obligated to
clean the deck, giving Scurvy a chance to go for the cheese. Again, Scurvy uses ooc
knowledge to assume where the cheese is, because the conflict has already taken
place. O’Malley finishes his task just as Scurvy is on his way back from the captain’s
cabin with the cheese. He chases Scurvy again, but, as before, the quick little rat
escapes through his tiny tunnel out of O’Malley’s reach.
In the second story, Scurvy’s first (false) assumption had little impact on the
story because he had no choice but to head to the deck. But as the bucket of soapy
water was now located much more conveniently than the cannonball, he used that
in his plan to distract the cat.
The generated stories illustrate how the split between ic and ooc knowledge
can be used. The characters will always try to make use of their ic knowledge and
base their plans on that so long as the information is suﬃcient to make a complete
plan. Whenever this is no longer the case because a belief proved to be false, the
actor knowledge is used in combination with past beliefs from the episodic memory.
The latter helps the characters to make believable choices as they will not search
in places they have recently visited. The former is used to direct the characters
towards interesting places depending on the current state of the plot. The stories
also show that characters can be deceived, as in fact the actor component deceives
the character and gives it false beliefs.
One problem with the implementation of the assumption and perception
operators is that they are not narrated in the vst. This makes it diﬃcult to see
when and why a character makes an assumption and starts to behave diﬀerently.
Eventually there should be a mechanism to determine which perceptions and
assumptions are important to narrate. Any perception or assumptions that reveals
a fact that is a precondition for a goal would be a likely candidate to be narrated as
would any perception or assumption that contradicts a character’s beliefs.
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Scurvy wants to get the piece of cheese.
Scurvy assumes the cheese is on the gun deck.
Scurvy walks to the deck via the ladder.
Scurvy can see the cheese is not on the gun deck.
Scurvy wants to avoid O’Malley.
Scurvy walks to the poop deck via the ladder.
O’Malley sees Scurvy.
O’Malley wants to catch Scurvy.
O’Malley walks to the deck via the ladder.
Scurvy wants to distract O’Malley.
Scurvy walks to the deck via the ladder.
O’Malley walks to the poop deck via the ladder.
O’Malley walks to the deck via the ladder.
Scurvy kicks over the bucket of soapy water.
O’Malley is distracted by the slippery deck.
O’Malley wants to clean the deck.
Scurvy assumes the cheese is in the captain’s cabin.
Scurvy opens the door to the captain’s cabin.
O’Malley walks to the poop deck via the ladder.
O’Malley picks up the swab from the poop deck.
Scurvy walks to the captain’s cabin via the door.
Scurvy picks up the piece of cheese from the captain’s cabin.
O’Malley walks to the deck via the ladder.
Scurvy wants to hide with the piece of cheese at Scurvy’s lair.
Scurvy walks to the deck via the door.
O’Malley swabs the deck.
Scurvy walks to the gun deck via the ladder.
Scurvy walks to the cargo hold via the ladder.
O’Malley walks to the gun deck via the ladder.
Scurvy walks to the brig via the door.
O’Malley walks to the cargo hold via the ladder.
Scurvy crawls to Scurvy’s lair via the small hole.
Transcript 17.: Another example story showing the new perception and
assumption capabilities of the agents (indicated in italics).

4.6 reflections on this chapter
In this chapter, I addressed the second Research Question of this dissertation:
rq2 How can virtual agents use meta-thinking to improve the generation of stories?
To answer this question, I discussed how we improved the Virtual Storyteller
by turning omniscient characters into more believable ones whose knowledge of
the story world is limited by what they can realistically perceive. The purpose of
this endeavour was to enable the generation of previously impossible stories and
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to make the generated stories more interesting. The character agents in the vst
received separate knowledge bases for in-character (ic) and out-of-character (ooc)
knowledge. The first stores the character’s current knowledge of the story world
and the second stores the actual world state for the actor. The character agents
decide for themselves which perceptions to adopt as ic beliefs. To this end, a set
of visibility rules was implemented. In the current version only the sense of sight
was implemented. The rule system can be expanded as the story world requires
and other senses can be added to it at a later time. The visibility rules limit the
characters’ knowledge about the story world, so we had to provide a means of
filling in missing information. To do this an assumption operator was implemented
that allows a character to make a believable guess about the missing facts and use
it in planning. If the assumption is wrong, the character simply tries again until it
gets it right.
Since random searching does not add much excitement to the story, we
implemented plot control options through the assumption operators. When the
character has to decide where to go, we have a good opportunity to direct
the character towards a potentially interesting situation. Making use of ooc
knowledge, the character can be directed either to the correct location or to a
location that adds some conflict and excitement to the story. Thus, the authors of
the storyworld can provide the agents with the means to improve the generation of
stories. This eﬀort in co-creating a story relies on the author going meta, reflecting
on opportunities for agents to deceive each other. It is up to the agents to then go
meta, under the circumstances specified by the author, and steer the story in a
certain direction.
In the example stories we used assumptions to direct the hero, Scurvy, directly
towards the villain, O’Malley, in order to enforce conflict between the two. After the
conflict happened, another assumption guided Scurvy towards his goal in order to
resolve the story. These generated stories show that the perception system and
the assumption operators work as intended. The characters now act on beliefs
that they could logically have instead of knowing and reacting to every change
in the world as it happens. The guided assumptions let the characters make wrong
decisions and can be used to force conflicts to happen, even if a character would
have avoided them if he had known everything.
This work on perceptions and assumptions of characters in the vst is far from
complete. There are four main facets of the new mechanics for perceptions and
assumptions that can be investigated. Firstly, the assumption operators used in the
example stories were tailored specifically to the story domain. The only interesting
locations were the location of O’Malley or the actual location of the cheese. In
the future, more options should be added. For this, we would like to use a more
high level approach. Our approach would benefit from a higher level perspective.
By giving the actors meta-goals to achieve, they can decide which are the most
interesting assumptions, similar to the double appraisal mechanism in FearNot!
(Aylett et al., 2008). For example, if the meta-goal is to start a conflict, the actor
can pick from a number of available conflict descriptions and try to fill in the
assumption in such a way that the character’s resulting plan will achieve the
preconditions that will cause the conflict. An example conflict may occur when
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two characters are searching for the same treasure and one already has a piece
of the map. Then, we can use the assumption to guide the other character to a
second piece of the map which will give him the goal to find the treasure as well.
This would require further adaptations to the planner so it can work with multiple
goals on ic and ooc levels simultaneously. Actors would also have to keep track
of the goals of other characters so they can anticipate their moves. This requires
developing a theory of mind for the character agents (Chang & Soo, 2009; Sindlar,
Dastani, Dignum & Meyer, 2010).
Secondly, we have only implemented the sense of sight. Implementing at least
the other classic senses (hearing, touch, smell and taste) would increase the
number of stories that can be told. Hearing in particular will become more
important when the characters are given the ability to speak and exchange
information. Using this, we can also create scenarios that involve eavesdropping,
which is commonly used in stories.
Thirdly, the decision on which perceptions a character will receive is currently
purely on rule-based. Sometimes, things may be visible according to the perception
rules, but it may be more interesting for the story if the character does not notice
them. For example, a character who has his pockets picked will currently always
notice this according to the rules, but for the story it might be better if it is
only discovered later. For these cases it would be good if there was a method to
determine how obvious an eﬀect is to a character, based on factors like the size of
an object, the loudness of a sound and the character’s focus of attention.
Fourthly, our evaluation of the generated stories was limited to manually
inspecting them. Subjective comparisons between stories which were generated
either with or without the new perceptions and assumptions could provide
valuable insights into how perceptions and assumptions may work best. While
multiple evaluation procedures exist for such comparisons, such as those by
Riedl and Young (2005), Peinado and Gervás (2006), and Roth and Koenitz (2016),
comparing such stories is a diﬃcult task, as they may take wildly diﬀerent turns
depending on the choices of the characters.
The work I discussed in this chapter revolved around the behaviour of virtual
agents for story generation. To elevate this work to the realm of interactive
storytelling, the most challenging hurdle that needs to be overcome is the
modelling of users. Whereas character agents have out-of-character knowledge
about their peers, they cannot tap directly into users’ minds. As explained above,
this calls for a theory of mind which characters can use to reason about users’
intentions. For example, in order to keep things secret from users, character agents
require knowledge about the users’ thoughts. Physically hiding from users may
be implemented straightforwardly, given suﬃciently rich rules for perception;
characters would then reason to prevent being perceived by users. Obfuscating or
deceiving users, for example, by telling them lies, is a more challenging task (Ryan,
Summerville, Mateas & Wardrip-fruin, 2015). Implementing this would require
the agents to actively keep track of the things they believe users to know; even
more so when they try to scheme against users, which involves long-term plotting.
As I briefly discussed, dialogues between characters in the vst are still fairly
limited and straightforward. Dialogue models should first be implemented in the
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vst before the agents will be able to deceive users. Nonetheless, the approach
I presented here oﬀers many possibilities to improve interactive storytelling
systems. The character agents could use their out-of-character knowledge about
users in the same way they currently do with their fellow agents. For example, the
character agents can take into account the expectations of users about the outcome
of a story, ensuring it has a happy or sad ending. Alternatively, the character agents
might choose to do the inverse of what users suspect or expect, increasing the
suspense and surprise of stories. By going meta, the agents may be able to reason
about the story and, with further work, also about the users, improving the way
interactive stories play out.

4

PART III
META MATTERS IN SERIOUS GAMING
In this part, I look at how the meta matters in the field of serious
games, from the perspective of both human and virtual agents. This
part follows the same structure as Part ii.
In Chapter 5, I provide both an overview of existing serious games
for social skills training and an explanation of loiter, the game we
developed for the studies in the following chapters.
In Chapter 6, I answer Research Question 3:
How can serious games stimulate meta-thinking to increase their eﬀectiveness?
I present meta-techniques that present information to players of
loiter, a serious game for social skills training. These techniques
are aimed at giving insight into the thoughts of virtual characters,
letting players see and reflect on the eﬀects their actions had on the
characters.
In Chapter 7, I answer Research Question 4:
How can virtual agents use meta-thinking to adapt serious games to the user’s
competence?
I discuss how virtual agents can use meta-information about players’
competence of loiter to adapt the game’s diﬃculty. When players do
well, the agents change their behaviour to be less cooperative, making
it more diﬃcult for players to make them collaborate. To keep their
behaviour coherent, the agents use meta-techniques to motivate their
change in attitude.

SERIOUS GAMES

5

What value a tale if it is not instructive?
Monok Ochem
House of Chains
Erikson (2009)

T

his chapter provides background material on serious games for social
skills training for Chapters 6 and 7.1 It comprises two parts. In Section 5.1,
I discuss existing serious games for social skills training. In Section 5.2,
I discuss the serious game we developed and studied for this part of the thesis:
loiter, LOItering Teenagers, an Emergent Roleplay.
5.1 serious games for social skills training
Chapter 1 provided a short introduction to the field of serious games, discussing
their intentions and implementations. In this section, I discuss existing serious
games related to my research on improving social skills.
Attaining and maintaining good social skills is of importance to many
professions (D. W. Johnson & Johnson, 1990; Meier, DiPerna & Oster, 2006;
Morgeson, Reider & Campion, 2005). Since the early 1970s, a lot of serious games
and simulations have been developed to let people experience and try to deal
with diﬃcult social situations (Duke & Kriz, 2014). These often take the form
of role plays without much technology involved. As explained above, I focus on
digital serious games for social skills training. In their taxonomy of serious games
devoted to personal and social learning, and ethics, Pereira et al. (2012) divide
this broad field of research into three main branches of serious games. The first
of these contains games for teaching soft skills, both personal and interpersonal
skills, for example, adapting to changes and managing conflicts, respectively. The
second branch focuses on ethics, while the third branch contains games meant to
improve social awareness of people, for example, about their social responsibilities.
With this distinction, Pereira et al. sketch a good overview of the diﬀerent kinds
of serious games for social training. However, they do not provide an in-depth
discussion of serious games meant to train interpersonal skills. In this section, I
focus on those systems which feature virtual agents with which people can interact
in diﬀerent social settings, like loiter, our serious game. Some of these systems
were already discussed in Chapter 2, as they also build on research on interactive
storytelling.

1 This chapter is based on Linssen (2012) and Linssen, de Groot, Theune and Heylen (2015).

83

5

84

serious games

5.1.1 Tactical language training systems

tactical
language
training
systems

5

mission
rehearsal
exercise

One prominent line of systems meant to simulate interpersonal interactions
with virtual agents is that of the so-called tactical language training systems (tlts)
developed at the University of Southern California, which are meant to train
negotiation skills of military personnel (Swartout, 2010). These systems feature a
virtual reality setup in which the player is required to negotiate with embodied
virtual agents representing, for example, team members of his squad, civilians of
other cultures and enemies. The user’s goal in these negotiation systems is to bring
existing conflicts to a peaceful resolution through investigating the case at hand,
understanding which stakeholders are involved, and finally negotiating a solution
that works for the involved parties. The pedagogical goals of the tltss can be
authored in three diﬀerent ways: including them in the virtual world’s dynamics,
integrating them in the intentions of virtual characters, or by letting a drama
manager decide which events should occur to support those pedagogical goals.
The first can be brought about by making the pedagogical goals congruous with
the explicit game goals. For example, in a certain scenario, players are required to
establish a virtual character’s trust to progress through the game and by making it
clear to the player that failure to do so will have its consequences. In other words, it
can be done by designing the game so that the player is forced to go about fulfilling
his goals in a particular manner. For the second way of authoring pedagogical
goals, authors of a scenario for one of the tltss can assign intentions to virtual
characters with the goal of letting players learn about diﬀerent personalities and
social customs. Through reasoning about the player’s mental model the character
can then infer how to act. Finally, a drama manager can watch over the proceedings
during interaction between users and a tlts and act on them when necessary, as
in Mimesis and in-tale, which strive to guide the player towards situations from
which she can learn.
The first of the tltss developed at the University of Southern California was
the Mission Rehearsal Exercise (mre) project (Rickel et al., 2002). In this project, a
demonstrator was created in which the player assumes the role of a lieutenant in
an international peacekeeping scenario. In it, he can interact with three agents: a
sergeant and a medic on his team as well as with a local woman, see Figure 16a. The
player’s squad has been in a car accident with the woman and her son and it is up to
the player to decide how to handle this situation. His squad needs to move ahead,
but the woman needs to be comforted, because her son needs help after incurring
injuries due to the accident. Thus, the player faces some choices on how to direct
his team members which influence the outcome of the story. For instance, if he
does not choose to oﬀer any help to the woman and her son, the woman will start
complaining and weeping. Alternatively, if he does oﬀer help, his accompanying
team may complain. Through negotiation with the virtual characters, the player
needs to find an approach that solves this conflict situation. The three characters
in mre use cognitive models of emotion to govern their behaviour. They do so
through a loop consisting of appraising the environment, goals and beliefs, after
which coping behaviour directs how to act on those (Gratch & Marsella, 2001).
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(a) Mission Rehearsal Exercise.

(b) saso-st.

(c) saso-en.

(d) The Operational Language and Culture
Training System.
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Figure 16.: Four tactical language training systems developed at the Institute for Creative
Technology (adapted from Rickel et al. (2002), Traum, Swartout, Marsella and
Gratch (2005, 2008), W. Johnson and Friedland (2010), respectively.)

As a follow-up to the mre project, the Stability and Support Operations –
Simulation and Training (saso-st) project was established (Traum, Swartout,
Marsella & Gratch, 2005). saso-st focused explicitly on negotiating with a single
virtual agent in a tlts, see Figure 16b. This project integrated Thespian, an
architecture designed to support the encoding of pedagogical goals (Si, Marsella
& Pynadath, 2005). It relies on PsychSim as a framework for the social behaviour
of its agents (Marsella, Pynadath & Read, 2004). PsychSim outfits agents with
mental models that give them the capacity to reason about each other’s behaviours
and goals as well as about the eﬀects of their behaviour on their relationship
with other agents and with the player. This way, they can produce more natural,
social reactions and plans. Traum et al. extended the Thespian architecture with
four enhancements: appraisal of the negotiation; trust modelling; negotiation
strategies; and behaviour explanation.
Moving on to more complex scenarios, saso-en (Stability and Support Operations – Extended Negotiations, see Traum et al., 2008) incorporated an extra agent
into the simulation, thus forcing the player to bring a multilateral negotiation to a
satisfactory outcome, see Figure 16c. This enabled more negotiation tactics, such as
convincing one agent to cooperate, which would then help the player to convince
the remaining agent.

saso-st
thespian
psychsim

saso-en
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Concurrent with the creation of and research performed in the saso systems,
another tlts called the Operational Language and Culture Training System (olcts)
was developed by W. Johnson and Friedland (2010), see Figure 16d. This system
was originally built on the PsychSim framework but discarded it in favour of one
that was more manageable in terms of agent authoring. It adopts roughly the same
approach as that of the saso systems, but as it is a commercial product, not much
is published about its inner workings.
BiLAT (Bi-Lateral Negotiation) is another system for negotiation training with
virtual characters (Hill Jr., Belanich, Lane & Core, 2006). Like the tltss discussed
above, it allows military personnel to negotiate with people from diﬀerent cultures
to train the former’s interpersonal skills. One addition of BiLAT to these systems
is the inclusion of a virtual tutor which provides hints and comments on the
player’s behaviour (Kim et al., 2009). Furthermore, it includes a module which
provides a visualization of players’ actions, and also gives feedback on how their
actions influenced virtual characters, for example, by lowering trust, or improving
rapport.
The above negotiation training systems focus on a domain that resembles that
of law enforcement. Additionally, they tackle the training of interpersonal skills
through diﬀerent scenarios in which players interact with virtual characters. The
tltss incorporate both verbal and non-verbal social behaviour by characters and
enable the player to respond verbally. The characters update their negotiation
strategies dynamically based on their trust in the players, which is influenced by
their own responses throughout the narrative. In a retrospective on this work,
Swartout (2010) notes that the characters, as well as the players, only have a limited
amount of freedom. This is the case because the topics about which they can
discuss are limited to the local context of the systems in such a way that players
progress through dialogue trees.
5.1.2 deLearyous

delearyous

interpersonal
circumflex

Focusing on ‘bad news’ conversations between employees and managers, the
serious game deLearyous models the interpersonal relations between the two
interaction parties (Vaassen & Wauters, 2012). In deLearyous, virtual characters
base their behaviour on their attitude towards the user. As a result, users (the
managers) are required to learn how to behave to not let the virtual employees
erupt in tears or anger.
To model the conversations, deLearyous makes use of the theory of the
interpersonal circumflex by Leary (1957). This model can be used to classify the
attitude, or stance, of someone towards her interaction partner. The basic version
of the interpersonal circumplex uses either 4 or 8 such diﬀerent stances. In
Section 5.2.1, I describe this model in more detail, as it is the same model we
used in our loiter games. Interaction in deLearyous transpires as follows. Users
view a 3D virtual employee and can enter written text to speak to this person.
This text is automatically interpreted in terms of stance and topic using machine
learning. Automatic classification yielded an accuracy of 55% (with a random
baseline of 24%) when using the interpersonal circumplex’ 4 diﬀerent stances. This
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Figure 17.: An example visualization of the InterACT environment, showing the virtual
human with four actions the player can take (adapted from Bosse and Provoost
(2015)).

low accuracy is on par with human annotators, who rarely performed better at
recognizing people’s stances. Based on this finding, Vaassen et al. recommend that
a tool such as deLearyous should always be used under supervision of a tutor to
ensure that trainees learn the correct things.

5

5.1.3 STRESS
In the stress project, Bosse and Provoost (2015) investigate the development of
InterACT, an intelligent system which is able to analyse both decision-making
process of humans in stressful situations and the causes of incorrect behaviour
in such situations. Similar to the work I discuss in Section 5.2 and Chapters 6 and 7,
the systems developed in stress deal with situations in which governmental
personnel such as emergency workers or public transportation personnel have to
handle social conflicts. Interaction with the virtual humans takes place in a virtual
environment in which users can make choose between multiple options to take
action, see Figure 17. An example scenario is that of interacting with a man who has
not paid for his tram ticket and has to be convinced to exit the vehicle. The goal of
the player is to determine which course of action results in a non-violent solution
to the conflict. This depends on the personality of the virtual character, which can
be detected from the type of aggression he applies: either reactive or progressive
aggression. The available actions of the virtual character are influenced by his
cognitive state. The user needs to learn to recognize the types of behaviours typify
types of aggression and which actions work best to de-escalate the behaviour.

interact
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5.1.4 FearNot!
Already mentioned as one of the interactive storytelling systems in Section 2.1.3.1,
FearNot! also deals with users being exposed to situations which involve conflict.
In the FearNot! demonstrator, users do not directly influence characters’ actions,
but give advice on how they should act. By experiencing (second-hand) how this
advice works out for such a character, users can reflect on whether their insights
worked for that character. One of the capabilities of this system is its use of outof-character reasoning (ooc), which lets characters choose to carry out an action
for the highest dramatic eﬀect. This way, when users give advice to a virtual
character, that character and others interacting with her will exaggerate their
possible responses, as they choose the actions that impact each other’s feelings the
most. Additionally, FearNot! also employs a Story Facilitator which chooses episodes
for the story that match users’ learning objectives (Aylett et al., 2008). Depending
on the outcome of an episode, this module determines which conditions are met
for successive episodes, for example, a character being in a certain emotional state
or a change in relation between two characters. This way, FearNot! can adapt its
story to learning objectives, yet its focus has thus far remained on selecting the
most dramatically impacting episodes and events to happen.
5.1.5 Nothing for Dinner

5

nothing for
dinner

idtension

Nothing for Dinner is an interactive pedagogical drama in which players can
experience what it is to live in a family of which one member has a traumatic brain
injury, see Figure 18. The disruptive behaviour of traumatized individuals can aﬀect
family life, which constitutes the challenge for players of this simulation. Stepping
away from the traditional distinction between strong autonomy and strong story
approaches, Nothing for Dinner takes on an approach not unlike that of Façade
(Habonneau, Richle, Szilas & Dumas, 2012).2 It is based on IDtension, a narrative
engine for interactive drama which models the narrative logic of a storyworld to
generate appropriate actions (Szilas, 2007). Instead of only modelling the character
actions, IDtension considers the narrative functions of those actions to create a
proper narrative structure. This allows Nothing for Dinner to oﬀer players various
approaches to handle a situation, with characters responding in diﬀerent ways.
5.2 loiter
To design a serious game with which to improve social skills of police oﬃcers, I
took three steps. Firstly, I looked at which theories can be used to describe social
interaction and how we can use these theories to model such behaviour for virtual
characters (Section 5.2.1). Secondly, I constructed a list of learning objectives
that police students need to attain when learning about social interaction
(Section 5.2.2). My third step was creating a prototype of a serious game called

2 Nothing for Dinner is available at http://nothingfordinner.org.
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Figure 18.: Player interaction with one of the characters of Nothing for Dinner (adapted
from Habonneau, Richle, Szilas and Dumas (2012)).

5

loiter to use as a test bed for techniques to improve social skills training
(Section 5.2.3).
5.2.1 Modelling interpersonal behaviour
I collaborated with other researchers to determine which kinds of behaviour play a
part in social interaction (Bruijnes, Linssen et al., 2015). We linked these behaviours
to theories from social psychology that model them, based on annotation of police
interviews. My research focuses on social skills in street interventions, which take
place in the same domain, yet in a diﬀerent context. Nonetheless, the role division
and nature of conversations during both police interviews and street interventions
are similar. Therefore, I base my further research for the behaviour of virtual
characters in my research on this analysis of police interviews. I refer to Bruijnes
(2016, pp. 87–111) for the complete analysis.
A police interview often is a situation involving conflict. Suspects might not
cooperate with police oﬃcers and the police interview in general, but behave in
a confronting manner. Suspects may be withdrawn, defiant or even aggressive
towards oﬃcers. A police oﬃcer has the diﬃcult task to convince the suspect to
cooperate and tell the truth in an interview. We analysed the Dutch Police Interview
Training Corpus (dpit Corpus). This corpus contains interviews from 2012 and 2013
conducted by novice to moderately experienced trainees of the Dutch National
Police. In 32 interviews with a total length of 13 hours, police trainees interviewed

dpit corpus
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professional actors based on 6 scenarios with diﬀerent characters. The cast of
characters included a young, naive girl, a man with an aggression problem and
a criminal record, and a working class mother.
Figure 19 shows the steps we took in our analysis. In step 2, six observers
independently selected fragments from the dpit Corpus that they thought were
‘interesting’ in some way. For example, these were fragments in which a change
in mood or atmosphere took place or fragments in which behaviour could
be observed that indicated how the police oﬃcers or suspects felt about the
interaction. Next, a subgroup of the observers noted as many diﬀerent terms as
possible to describe what was going on in the fragments (step 3). These could for
example be adjectives describing the mood or nouns indicating behavioural traits.
Based on these terms, we created questions with variations of the format ‘To what
extent is [term] the case?’ (4). The original six observers then rated a random subset of
the same fragments from the corpus on a five-point Likert scale for every question,
once for the police interviewer and once for the suspect. For example, a question
from the point of view of the suspect was ‘To what extent is the suspect dominant?’ (5).
We performed a factor analysis to find a clustering of correlated questions (6). Next,
a subgroup of the original six observers reached consensus on the interpretation of
the factors (7) and we selected well known psychological and sociological theories
that addressed these interpretations (8). We matched factors with the concepts
underlying these theories (9 and 10). This also revealed the relations between
the diﬀerent concepts that were selected (11), as for some factors, concepts from
diﬀerent theories were applicable. This allowed us to integrate diﬀerent theories
into one ‘meta-theory’ that provides the terms and concepts to describe the
interactions in a police interview. We checked whether this ‘meta-theory’ can
describe what is happening in a police interview by analysing a second random
subset of fragments from the corpus (12). In further studies, Bruijnes, op den
Akker, Spitters, Sanders and Fu (2015) analysed such interviews in more detail
with the goal of implementing a virtual suspect for simulation of a police interview
(Bruijnes, op den Akker, Hartholt & Heylen, 2015) (13).3 Here, I briefly discuss the
theories underlying the virtual suspect’s cognitive model.
In our analysis, we found that we could use a combination of three main theories
to describe the interactions in the corpus on an aﬀective level. These three theories
are the following.

5

leary’s rose

interpersonal stance Also known as Leary’s Rose and the interpersonal
circumplex, this theory represents interpersonal behaviour in categories of
interpersonal stance on the dimensions of aﬀect (x-axis) and dominance
(y-axis) (Leary, 1957; Gurtman, 2009), see Figure 20a. This circumplex
can be divided in areas that represent are interpersonal stances, based
on diﬀerent degrees of aﬀect and dominance. Furthermore, Leary (1957)
suggests that human stances are aﬀected by the interaction with the
conversational partner. Through such interpersonal reflexes, conversational
partners influence each other with their stances. Acts on the dominance
dimension invite complementary behaviour while acts on the aﬀect
3 For an overview of work on virtual suspects by Bruijnes, see Bruijnes (2016).
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Figure 19.: Diagram showing the steps taken towards a computational model of police
interviews (adapted from Bruijnes, Linssen et al. (2015)).

dimension invite symmetric behaviour (Figure 20b). For example, if
someone displays dependent behaviour towards another person (submissive
and positive), that other person will feel a tendency to adopt a leading stance
(dominant and positive).
face and politeness The notion of a person’s public self-image, face (Goﬀman, 1959), influenced P. Brown and Levinson (1987) to construct their theory on politeness strategies. They distinguish between negative and positive
face, which denote a person’s need for freedom (autonomy) and a person’s
need to be approved of and approving of others (approval), respectively. Their
approach to politeness hinges on the concept of face-threatening acts (ftas)
which are inherent with actions taken by a speaker, as these actions potentially impose on a hearer’s face by threatening their needs. For example,
a person may request another to pass the salt, imposing on the other’s
autonomy with her request. Brown and Levinson view politeness strategies
as ways to redress these ftas in order to minimise their imposition. These
strategies range from being straight to the point, not wanting to hurt the
other’s desires for autonomy and approval, to being indirect about one’s own
needs. For example, when requesting salt, one might try to limit the imposition on the other’s autonomy by asking politely: ‘If you could, could you
pass me the salt, please?’ Alternatively, a more direct approach is ‘Pass me
the salt, please.’
rapport The feeling of rapport can be described as being ‘in sync’ with
another person: communication takes place fluently and both interaction
partners are roughly on the same level. Tickle-Degnen and Rosenthal (1990)
conceptualised rapport in order to identify non-verbal correlates. Their
description of the nature of rapport focuses on the interaction process as a
whole and relies on three components of rapport: mutual attention, positivity

face
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rapport
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Importance for rapport

Figure 20.: Leary’s theory of interpersonal reflexes, also known as Leary’s Rose.

Attention
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Coordination

Late
Early
Time of interaction

Figure 21.: Importance of the three components of rapport over time (adapted from TickleDegnen and Rosenthal (1990)).

and coordination. Figure 21 shows a schematic view of relative importance
of mutual attention and the other two factors of rapport over time. Mutual
attention is beneficial to maintain a focused and cohesive interaction.
Tickle-Degnen and Rosenthal (1990) mention that being positive towards
each other is important during the build-up of rapport, yet becomes less
important as time passes during interaction. Coordination is a harmonious
relationship between partners. This is the key term related to the feeling of
being ‘in sync’ and is the factor that becomes more important over time.
In addition to these three main theories to describe the interpersonal behaviour,
we also constructed the meta-theories on exchanging information and framing the
interaction, as well as on selecting strategies for goal-oriented behaviour (Bruijnes,
Linssen et al., 2015). Interaction partners can deal with information in diﬀerent
ways, such as supplying it, requesting it, and expressing their psychological state
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(Searle, 1969). Parts of a conversation can be framed so that it is clear to hearers
and speakers what kind of behaviour is expected from them, for example when
conducting small talk, telling stories or teasing people (Tannen, 1993). During
communication, individuals make use of strategies to achieve their needs. Thomas
(1992) argues that participants can take several approaches to resolve conflicts
through communication, namely by accommodating to the other party, avoiding
the conflict, competing with the other party, collaborating with the other party,
and by compromising to find a solution to the conflict.
What we found in our analysis of the dpit Corpus is that, to a large extent,
interactions in police interviews are determined by the interpersonal stances of
the parties. To get suspects to cooperate, it is often crucial to get them in a state of
mind in which they are open to discussing and working out a solution together with
oﬃcers. By being strategic about their approach, the oﬃcers can adopt a stance
that invites suspects to cooperate. Then, oﬃcers can build rapport with suspects
over time when they take people’s face values into account. In such a way, police
oﬃcers can ultimately gain the suspects’ trust when they remain friendly. By either
taking the friendly leading initiative in their interaction with the suspects, or by
assuming a less dominant stance and asking them whether they would like to tell
something, oﬃcers can resolve possible conflicts in interviews peacefully.
5.2.2 Learning objectives for social awareness
In the training curriculum of Dutch police trainees, there is no strict procedure for
street intervention that trainees should master. Unlike in interviews with suspects
or witnesses, there are no clear, context-independent rules for interactions with
civilians. Instead, there is only a global guide line for police oﬃcers, namely to
try to resolve situations by de-escalating possible conflicts and to only resort to
more forceful means if the situation calls for it. Based on the analysis of police
interviews we carried out (see Section 5.2.1) and further collaboration with the
Dutch Police Academy, I created a set of learning objectives for social awareness
of police oﬃcers to inform the design of loiter. Before listing these objectives, I
discuss the taxonomy I used to create and classify them.
Bloom’s Taxonomy of Learning Objectives (tlo) is a classification of reasoning skills
for use in class room settings (Bloom, Engelhart, Furst, Hill & Krathwohl, 1956). It
is meant to determine which kinds of cognitive skills students would require to
attain given learning objectives. By classifying desired objectives in this taxonomy,
teachers, instructors, and also game designers, can get a sense of which kinds of
skills need to be trained in curricula they provide. Below, I describe the six diﬀerent
cognitive skill levels in order from low to high. The complete taxonomy consists of
several subcategories for each of the six levels, except for application, yet I refrain
from listing them here for simplicity’s sake.
knowledge Learning objectives which call for memorising and remembering
facts, such as specific facts, conventions, and theories and structures.
comprehension Learning objectives which require students to interpret facts,
and describe and discuss them.
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application Learning objectives which require students to apply their knowledge, for example, by solving a problem based on a memorised theory.
analysis Learning objectives which make students adopt a wider perspective
by seeing patterns in the matter they are investigating, for example, by
comparing a collection of theories.
synthesis Learning objectives which call for the creation of new theories or
products, for instance, by predicting trends or by creating a game.
evaluation Learning objectives which require students to investigate information and criticise it according to some criteria, for example, by judging
whether there is a bias in a research paper.
This ordering of levels of learning objectives implies a cumulative hierarchy:
higher-order levels require understanding of lower levels. These six levels describe
learning objectives with a verb + noun structure, for example, students need to
apply their gained knowledge. In his overview of the revised version of Bloom’s tlo
(Anderson, Krathwohl & Bloom, 2001), Krathwohl (2002) explains how Anderson et
al. incorporated a second dimension to distinguish between the types of knowledge
the nouns refer to. This dimension distinguishes between the following four
classes.
factual knowledge Basic elements of a discipline, such as terminology.

5

conceptual knowledge Relations between the basic elements, for example,
classifications and structures.
procedural knowledge Methods of carrying out something, such as specific
algorithms or criteria to determine which procedures to use.
meta-cognitive knowledge Students’ awareness of their own knowledge,
for example, being aware of which strategies they use.
I used this revised version of the tlo to construct a set of learning objectives that
may be addressed in our serious games for social interaction (Linssen, 2014). In the
previous section, I discussed several theories that give insight into interpersonal
interaction. Rather than constructing learning objectives for all these theories,
I decided to focus on Leary’s theory of interpersonal stance (Leary, 1957). My
reasons for this choice are two-fold. For one, I refrained from using all these
theories to prevent the complete collection of learning objectives from being too
complex for the students. Especially all the interrelationships between the theories
might further convolute the students’ understanding. Secondly, the instructors
at the Police Academy base most of their curriculum on interpersonal skills on
Leary’s work on interpersonal stance. Therefore, it makes sense to support their
current curriculum by matching our serious games to the training they provide.
The theory about interpersonal stances captures the essentials of interpersonal
interactions necessary to improve trainees’ awareness, as it can be used to explain
the important factors of diﬀerent attitudes and willingness to cooperate.
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Table 10.: The learning objectives for the theory on interpersonal stance for police trainees,
classified in the revised version of Bloom’s Taxonomy of Learning Objectives by
Krathwohl (2002).

knowledge dimension

cognitive process dimension
Remember Understand Apply Analyse

Evaluate Create

Factual
Conceptual

lo1,
lo5

Procedural

lo7

lo2, lo3,
lo6

lo4
lo8

lo9

Metacognitive

lo10

Generally speaking, there are three tiers of learning objectives trainees need to
master. Firstly, trainees need to be able to recognise and classify behaviour in terms
of stances and be able to select behaviour that expresses a specific stance. Secondly,
they need to be able to describe how their own stance triggers the other person to
adopt a certain stance. Trainees also need to be able to use this knowledge to their
advantage by assuming a stance that triggers another person to behave according
to a stance the trainee desires. Thirdly, trainees need to be able to break down and
criticise an interaction. Below, I provide the complete list of learning objectives.
lo1 Describe stances in terms of dominance and aﬀect
lo2 Describe stances in terms of the corresponding behaviour
lo3 Recognise and classify behaviour in terms of stances
lo4 Perform behaviour that conveys a stance
lo5 Describe relations between stances
lo6 Determine why an action evokes a particular response
lo7 Know which stance to assume to invite a person to behave in a desired way
lo8 Express a stance to invite a person to behave in a desired way
lo9 Break down an interaction by determining points in time at which the stance
of their interaction partner changed
lo10 Criticise the approach they took in an interaction by explaining their
choices, reflecting on it and indicating what they could have done better
Table 10 shows the classification of these learning objectives in the revised tlo.
To improve the clarity of the two-dimensional tlo, Anderson et al. (2001) reworded
Bloom’s original classes in the cognitive dimension to verbs, which I adopted in
Table 10 as well.
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I return to the above learning objectives in Chapters 6 and 7 to discuss how I
investigated techniques to incorporate these objectives in our serious game. In the
following section, I explain the design process of this game, loiter.
5.2.3 Game design of LOITER
loiter

In collaboration with T-Xchange,4 I developed loiter, a prototype of a serious game
for social skills training. In this section, I discuss the design considerations for
loiter and describe a typical interaction with the game (Linssen, de Groot, Theune
& Heylen, 2015). Based on this prototype, I implemented several techniques
to support the learning objectives from the previous section. I discuss these
implementations in Chapters 6 and 7.
5.2.3.1 Setting

dutch
police
academy
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In the iuall project I was involved in, I collaborated with the Dutch Police
Academy (dpa) to inform the creation of our serious game. Their knowledge was
particularly useful for the authoring of scenarios for loiter. Based on examples
from instructional material used by the dpa (Kaldenbach, 2006, 2008), I wrote
several short scripts about possible street interventions. All these scripts involve
a group of loitering juveniles who are causing nuisances throughout a fictional
village. I chose these youngsters as the prime characters for loiter because this
would allow for a multitude of possible interactions. For example, the juveniles
might be playing loud music in a calm neighbourhood, causing neighbours to
complain, or they might be loitering in a business park after closing hours. By
consulting with several police instructors, I created several settings for these
stories. Equally important were the diﬀerent approaches players would be able to
take: these should mirror the actions actual police oﬃcers would take in real life.
Before discussing the actual design and implementation of loiter, I explain the
considerations that played a role in creating this game.
5.2.3.2 Game style
While playing loiter, players see the group of juveniles as shown in Figure 22.
The background corresponds to a certain setting, while the main character with
which players interact stands in front of the other two characters, who serve as
supporting cast. A limitation on the interaction is that players only interact with
this main character and not with the other characters in the group. This absolves
the game of keeping track of the interrelations between the characters. These
relations may play a role to some extent in real-life situations, but are not included
in the current version of loiter. Discussions with police instructors showed that
interactions during street interventions often take place between a police oﬃcer
and one individual from the group, who takes on the role of representing the group.
In all the scenarios, this was ‘Barrie’, a 15-year old teenager.5
4 See http://www.txchange.nl.
5 The characters of loiter lend their names from the Dutch TV series New Kids.
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Figure 22.: The three juveniles of loiter, loitering in a shopping street.

One of my assumptions in creating loiter was that a completely realistic
simulation of a social interaction does not necessarily lead to eﬀective learning
(Linssen, de Groot, Theune & Bruijnes, 2014). Alexander, Brunyé, Sidman and
Weil (2005, p. 362) assert that ‘if the level of fidelity captures the critical
elements/properties of the skills/tasks you wish to teach, that level of fidelity
is suﬃcient even if it noticeably deviates from the real world.’ For loiter, the
learning objectives described above emphasize gaining insight into the workings
of Leary’s interpersonal circumplex. Therefore, I decided to provide players with a
game that focuses on the higher-level thought processes of virtual characters that
govern their actions, instead of placing emphasis on nuances in verbal and nonverbal behaviour. While these undoubtedly play a role in social interaction and
students should train their recognition abilities of such nuances, loiter’s learning
objectives are on the more conceptual level of the theory on interpersonal stances,
as shown in the previous section.
5.2.3.3 Behaviour of the virtual juveniles
The actions of characters in loiter are based on their stance towards the player,
which may change over time due to the player’s actions. Like the vst, loiter uses a
turn-based mode for interaction. Players interact with the main character, Barrie,
in a multiple-choice fashion. Each of the options for behaviour from which players
can choose relates to a particular stance from the interpersonal circumplex. To
prevent an overload of choices for players, loiter uses four stances, built from
combinations of high and low dominance and aﬀect. These are, in clockwise order
starting from the top-left: attacking, leading, accommodating, and aloof. Figure 23
shows examples of these four stances in the way they are presented to players
in loiter. To give players suﬃcient insight into how their action is uttered, the
verbal utterances are paired with non-verbal postures of the oﬃcer, which resolves
possible ambiguity of the verbal utterances. These postures are based on previous
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Figure 23.: Four diﬀerent actions available to players in loiter, corresponding to four diﬀerent stances. Starting from top-left in a clockwise order: attacking, accommodating,
aloof, leading.

5

research on the relations between non-verbal behaviour and interpersonal stance
(Ravenet, Ochs & Pelachaud, 2013). While playing the game, available actions are
shown to players in random order, so that players need to read the utterances and
interpret them before making a choice and not simply select an action based on its
position on the screen.
Barrie, the main juvenile, responds both verbally and non-verbally, based on
a player’s action. Similar to the four actions available to players in their turn,
Barrie has four responses corresponding to the four stances in the interpersonal
circumplex. To prevent a combinatorial explosion of possible action-response
pairs, often experienced while designing branching narratives, I authored the
scenarios in such a way that any of the four responses of the juvenile can follow
every of the four actions of a player. Barrie chooses to carry out the action that
corresponds to his current stance. This stance is influenced by a player’s action,
following the theory of Leary’s interpersonal reflexes (Leary, 1957). For example,
this means that when a player chooses an accommodating action, the juvenile will
be invited to perform a leading action and vice versa. To prevent the juvenile
from very frequently and suddenly changing stance when players decide to take
diﬀerent actions, and coming across as inconsistent, his stance does not necessarily
change with every action a player takes.6 The juvenile’s stance is modelled in a twodimensional grid, see Figure 24. Players’ actions correspond to certain positions
in the two-dimensional grid as indicated in Figure 24. Barrie’s stance can also be
represented in that grid; initially, he will have a neutral stance. As in the example
above, when a player chooses to act accommodating, her action will invite an
opposing stance, namely a leading one. Barrie’s stance will change based on this
action by moving towards the invited stance. Both dimensions in this model range
from −2.5 to 2.5. The change of Barrie’s stance is done with a fixed step-size of 1
(in one or both dimensions), so that it may take players multiple turns to get the
juvenile in the desired quarter. Barrie will respond according to a certain stance
when his position in the grid falls within the boundaries of that stance. For example,
for the leading stance, this means that his aﬀect has to be larger than 0 and his
dominance also larger than 0. This way, Barrie will only switch stance when he
crosses such a boundary. For example, when a player has taken an accommodating
6 However, this does not put limitations on players’ behaviour: if they choose to switch stance often, they
might come across as inconsistent to the other party as well.
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Submissive (−2.5)

Figure 24.: The two-dimensional grid in which a character’s stance is modelled in loiter. The
player’s actions are indicated by Pattacking , Pleading , Paccommodating , and
Paloof . Barrie’s initial stance is labelled as B1 and his stance resulting from the
player’s Paccommodating action is labelled B2 .

action (Paccommodating ), she invites Barrie to take a leading stance. Initially,
Barrie’s stance is neutral (0, 0) and, after the player’s accommodating action, his
stance shifts with the fixed step size to (1, 1), as shown in Figure 24. When the
player has taken multiple accommodating actions, Barrie’s position in the grid will
eventually reach the limit of (2.5, 2.5). As a result, it will take that player more
turns to get the juvenile in a diﬀerent stance, when she performs other actions.
This shows that there are long-term eﬀects of consistently acting in a particular
way, as opposed to immediately getting a response to one’s action according to the
theory on interpersonal reflexes.
5.2.3.4 Scenario
The scenario for the first iteration of loiter involved the group of loitering
juveniles playing loud music in an otherwise peaceful neighbourhood. This
scenario includes a description of the situation, an introduction for players and
all actions and responses of both the player and the juvenile. A police instructor
from the dpa provided minor comments and suggestions on the actions in the
scenario. A typical playthrough session with loiter goes as follows. When starting
the game, the interface shows an introductory text, explaining the setting and
the in-game goal, see Figure 25. This in-game goal is for the player to resolve
this situation in a peaceful manner. Furthermore, the text shows players how to
interact with the loitering juveniles and on what information she should base her
choices. Specifically, the text explains the basics of Leary’s Rose as well as the fact
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Figure 25.: The introduction screen of loiter, showing text explaining the game’s setting and
mechanics.
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that the available actions and responses relate to that theory. However, it does not
explain how these actions and responses correspond to Leary’s Rose, as this is for
the player to figure out while playing the game.
The player continues to the interaction with the juveniles, which looks like
Figure 26. Here, the juvenile’s non-verbal posture is shown together with the
player’s available choices, in random order.
When the player chooses to carry out an action, her choice is visualized in the
interface as shown in Figure 27, in this case, an aloof approach. The game waits for
the player to indicate that she has seen the action she chose before showing the
juvenile’s response: an attacking reaction (Figure 28). Barrie changes his posture
according to the representation of his stance in the two-dimensional grid. This
always happens in the first response, as Barrie’s stance coordinates shift to one of
the four possible stances. In subsequent action-response pairs, Barrie’s stance may
change or not, depending on the actions the player chooses, as described above.
In total, the player takes eight actions throughout playing this scenario,
witnessing as many responses from the juvenile. The scenario is divided into the
following four parts, roughly following a story arc like that of Freytag’s Pyramid
(see Section 2.1.3.2). Each part contains two action-response pairs.
the approach The player indicates how they approach the juveniles: dominant
and direct, or in a more easy-going way. Barrie asks them why they are here.
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Figure 26.: The interface of loiter when players can make a choice in how to act.
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Figure 27.: The interface of loiter when players have chosen an action.
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Figure 28.: The interface of loiter when the juvenile responds.
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the problem The player explains the reason they are here is the music the
juveniles are playing, with a disgusted or understanding tone. The juvenile
asserts that they like listening to their music this way.
the solution The player indicates that there is a neighbourhood centre nearby
where the juveniles can relax the way they want to. Barrie expresses his
hesitation or good faith in this plan, depending on the players’ behaviour.
the ending The player leaves with a message ranging from a threat to a
reassurance that things will be all right. The juveniles take their leave with
a grudge or a convinced attitude.
On completion of the scenario, loiter presents a game over screen to the
players with feedback on which stance they most frequently assumed, as well as
which stance Barrie most frequently enacted.
5.2.3.5 Relation to the VST
Originally, loiter was meant to be a successor to the Virtual Storyteller (vst),
inheriting the latter’s architecture and emphasis on an emergent narrative (see
Secion 2.2). However, the domain of law enforcement and specifically the setting
of street interventions rely heavily on dialogues. The vst’s existing architecture
did not support dialogues particularly well, which called for a revision of how such
interactions are handled. Currently, the vst treats speech acts and other actions
similarly: given the right preconditions, actions may be triggered, resulting in new
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events and facts becoming known. For dialogues, and especially the modelling
of the cognitive states of the characters, this would require keeping track of
several parameters, such as known information and characters’ attitudes towards
other characters. Instead of addressing these challenges in the vst’s framework, I
decided to create a prototype which could be managed and authored in a manner
that involved less eﬀort, allowing me to make alterations to this prototype more
rapidly. Moreover, this allowed me to focus on the design of techniques to improve
learning through this serious game.
loiter is a spiritual successor to the vst. It takes a character-centric approach to
storytelling, however, it does not allow the characters much freedom. Nonetheless,
characters in loiter base their actions on their personal cognitive states. Players’
freedom is not as large as in the vst either, as the game is authored in such a way
that there is one main storyline that can be explored. In Chapters 6 and 7, I discuss
the links to the vst in more detail.
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We don’t need other worlds. We need mirrors.
Snaut
Solaris
Lem (2011)
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n this chapter, I discuss how the meta matters to players of serious games.1
This chapter addresses Research Question 3 of this dissertation:

rq3 How can serious games stimulate meta-thinking to increase their eﬀectiveness?
To answer this research question, I investigate feedback techniques aimed at
stimulating reflection in players. In the previous chapter, I discussed loiter, a
serious game aimed at improving social awareness of police trainees. Players play
this game by conversing with a virtual character: a loitering juvenile who is causing
a nuisance together with some friends. The player’s goal in the game is to prevent
this possible conflict from escalating by choosing actions that invite the juvenile
to cooperate. The overarching learning goal of this game is that players need to
become aware of the eﬀects their behaviour has on that of the virtual juvenile
(see Section 5.2.2 for the specific learning objectives). To instil this awareness,
I implemented two meta-techniques in loiter, based on techniques used in live
action role play (larp). These techniques allow for the communication of information
which is normally not available to players in-character, such as the thoughts of
other characters. As such, these meta-techniques are an out-of-character means of
communication and allow roleplayers to go meta to enrich the experience of a larp.
In this chapter I explain how virtual agents can present information about their
thoughts by going meta, showing their thoughts in ways similar to those found in
larps. This meta-information allows a player to get a better insight into the causal
relations between her actions and the virtual juvenile’s reactions.
In Section 6.1, I discuss the possibilities for support through feedback in
serious games. In Section 6.2, I explain the basis of the design of the two metatechniques I implemented in loiter: thought bubbles and flashbacks. I explain the
implementation of thought bubbles in Section 6.3 and discuss its evaluation with
police trainees in Section 6.4. Similarly, I explain the implementation of flashbacks
in Section 6.5 and its evaluation in Section 6.6. I close this chapter by reflecting on
the research question, discussing how meta-techniques can be used to stimulate
reflection in serious games in Section 6.7.
1 This chapter is based on Linssen, Theune and de Groot (2013), Linssen (2014), and Linssen, Theune, de Groot
and Heylen (2015).
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6.1 theories and implementations of feedback
Feedback is present in all games. Players of games take actions which result
in observable eﬀects. For example, walking to a diﬀerent location reveals that
location, talking to someone makes them talk back, or clicking on a button
performs an action in the game. The feedback I discuss in this chapter goes
beyond this directly observable form of feedback. The crux of serious games
is that people learn from their in-game behaviour, which can be supported by
reflecting on it, as Kiili (2007) and Wouters and van Oostendorp (2013) argue. In
this context, feedback is meant to elucidate how and why certain actions in a game
have certain outcomes and, moreover, how this extends to real-life knowledge. In
this section, I first present a literature study on how feedback can be presented in
serious games, focusing on games for social interaction. Secondly, I discuss several
implementations of feedback in such serious games.
6.1.1 Support through feedback

law of
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feedback intervention
theory

formative
feedback

6

The use of feedback as a way to improve a trainee’s performance has spawned a
long line of research (Mory, 2004). This emerged from Thorndike’s Law of Eﬀect,
which asserted that feedback is a ‘connector’ between cause and eﬀect (Kulhavy
& Wager, 1993). Similarly, Kluger and DeNisi (1996) describes Feedback Intervention
Theory which can integrate the previously existing theories concerning feedback
and other fields, such as those on task-related learning and motivation. Feedback
can be used to explain events and correct trainees. As the field evolved, it diverged
into diﬀerent explorations of the mechanics underlying proper use of feedback.
Shute investigated formative feedback, defined as ‘information communicated to
the learner that is intended to modify his or her thinking or behavior for the
purpose of improving learning’ (Shute, 2008, p. 154). She stipulates three key
elements of good formative feedback: usefulness to the learner, availability during
a learning task, and motivation on the learner’s behalf. Dunwell, Freitas and Jarvis
(2011) provide a guide to design feedback, using a four-dimensional approach
comprising learner characteristics, learning requirements, learning context and
available technology. These four dimensions assist in deciding the type of feedback,
its content, format and frequency. For example, feedback may be evaluatory,
informing players how well they did using emojis at the end of the game. Feedback
may also be interpretative, for example, in the form of text messages explaining
how well players performed and why they were assessed as such.
In commercial oﬀ-the-shelf games, many game mechanics deliver an explicit
form of feedback. One example is a numerical score which keeps track of a player’s
health, showing the player how many enemy hits she can still endure before her
player character succumbs. Another example is the indication of the fact that the
player’s choices have an eﬀect on non-player characters in games. This is done in
Telltale’s The Walking Dead video games (Telltale Games, 2012), which inform the
player, through on-screen text, that a certain character may remember a decisive
action of the player. In the context of serious games, many forms of feedback for
educational purposes have been explored in relation to game mechanics (Arnab
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et al., 2014; Kiili, 2007). One typical type of feedback is the after-action review, which
provides feedback on a player’s performance when she has completed a game
scenario, see, for example, Lane, Core and Lent (2005). There also are tutoring
coaches which accompany a player during a scenario, providing intermittent
feedback while the game is played, see, for example, Winer et al. (2012). These
approaches oﬀer metacognitive feedback: they are intended to let players explicitly
reflect on their in-game behaviour. This is meant to instil awareness in them
about the eﬀects of their behaviour on the virtual world and how they might have
acted diﬀerently. Moreover, the insights based on this feedback should be carried
over from the virtual world to the real world. As I also discussed in Section 1.2,
this concept is exemplified in the Serious Game Lemniscate Model (sglm), which
describes how in-game behaviour can be reflected upon. This takes the form of
two cycles, as shown in Figure 29. In the left cycle, players plan and take actions in
the virtual world based on the input they receive from interacting with it. In the
right cycle, players go meta and internalize their experience in the virtual world,
reflecting on how it applies to them in the real world.
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Figure 29.: The Serious Games Lemniscate Model (adapted from Koops and Hoevenaar (2012)).

From the existing research on feedback, I draw two main lessons. Firstly, it
is vital to the design of feedback that it aids in the learning process, making it
more eﬀective or more eﬃcient. This should be done by making players aware of
how their in-game behaviour relates to the real world. Secondly, feedback needs
to be tailored to the gaming context. It is important that the feedback does not
hamper the gaming experience and is delivered in a timely manner, depending
on its information and the task at hand in the game. Before addressing how
I designed several techniques to provide feedback in loiter, I discuss existing
implementations of feedback in serious games.
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6.1.2 Implementations of feedback in serious games

tutoring

situational
judgement
test (sjt)

dynalearn

6

metalepsis

As I explained above, feedback can have various functions and take on many
forms, in diﬀerent combinations. In serious games for training social skills, one
typical form of feedback is the after-action review (aar), which is used by several
tltss which were discussed in Section 5.1. In these systems, trainees receive
overviews of their interactions with virtual agents in various manifestations, such
as text summaries or recorded video material showing their in-game actions. These
overviews can then be used for discussion with peers and tutors. Core, Traum,
Lane and Swartout (2006) have augmented these aars with additional information
about the virtual agent’s thought processes. This information can be shown next
to a summary of the interaction, indicating how the relationship between the
trainee and agent has been influenced. Alternatively, players can question the
virtual agent about its feelings at a certain moment during the scenario, letting it
explain how the player’s actions influenced its cognitive state. A similar approach
is found in BiLAT (Kim et al., 2009), in which a virtual agent tutors trainees by
providing a walkthrough of the scenario and explaining how the player influenced
the virtual agent’s behaviour in the scenario. This is an example of tutoring which
explains concepts related to the task at hand or oﬀers more information about the
causes and eﬀects of events in a scenario (van Lehn, 2011). BiLAT was evaluated
by having trainees complete situational judgement tests (sjts), which consisted of
short descriptions of scenarios and possible responses, and comparing the trainees’
ratings of the eﬀect of these responses to the ratings of subject matter experts.
For trainees without prior negotiation experience, their experience with BiLAT
resulted ratings closer to those of the experts than before (Kim et al., 2009).
DynaLearn oﬀers support by tutoring agents which provide tips and hints to
players while they are playing a scenario, as opposed to providing this information
afterwards (Winer et al., 2012). Moreover, the tutors employed by this system have
diﬀerent personalities that match the type of feedback they oﬀer. For example,
the ‘Mechanic’ assists trainees in analysing their model and the ‘Quizmaster’
can question trainees using short quizzes to assess their current knowledge.
Conversely, FearNot! (see Section 2.1.3.1) switches these roles: students take on the
role of a tutor to give feedback to a virtual agent on how to cope with a bully (Aylett
et al., 2005). On the whole, FearNot! improved children’s cognitive empathy, yet it
is unclear to which mechanics of the system this can be attributed (Vannini et al.,
2011). Broekens et al. (2012) developed a virtual reality environment for training
negotiating terms of employment with virtual agents. Their approach makes use
of thought bubbles of the virtual agents to show preferred types of explanation to
trainees without disrupting the flow of the interaction with the agents. However,
they do not report the eﬀects of this feedback, if any, on the learning outcomes of
users of this environment. Allain and Szilas (2012) discuss the use of metalepsis by
virtual agents in the context of serious games: they address the player in an outof-character way, expressing their opinion about the player’s behaviour. This is
an alternative to feedback presented in classical user interface elements, intended
to be a less intrusive way of delivering such information as compared to classical
interface elements.
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While serious games do include feedback mechanics for deeper reflection on
the user’s experience, these implementations of feedback are not investigated in
isolation. Therefore, it is unclear to what extent feedback supported the learning
experience in these serious games. In this chapter, I address this lack of research on
feedback mechanisms by comparing diﬀerent versions of our serious game, loiter,
which incorporate or lack feedback.
6.2 meta-techniques in loiter
To design feedback mechanisms for loiter, I turned towards the paradigm of going
meta once more. From the theories on feedback, I conclude that explicit reflection
is a way of going meta: trainees are required to reason about their experience to
learn from it. Another insight came when I delved into the origins of the Virtual
Storyteller, which can be found in improv theatre, which in turn is very similar
to larps. Below, I describe how techniques used to improve experiences of larpers
(people engaged in a larp) relate to the design of the techniques I implemented in
loiter to improve reflection.
6.2.1 Live action role play
Larping is a form of role playing in which participants physically enact their
character roles. Especially in the Nordic counties of Europe, this form of role
playing has a large following and the Nordic larp tradition has taken on a multitude
of forms (Belarbi et al., 2010). These varieties of larp range from simulations in
which every player tries to strictly stay in character to larps that are controlled by
a director who can instruct characters to behave in certain ways during the play.
In the latter, the distinction between the story world and the meta-story world is
exploited to let the director influence how the play turns out. This is an example of
a meta-technique larpers communicate information between each other that would
not have been available to them in character. Meta-techniques can thus be used in
larp as a communication channel to direct players, but also to enrich the story and
characters’ backgrounds, for example through flashbacks or inner monologues. A
list of several meta-techniques taken from larps follows below.
black box An area that is shielded from a larp’s common role-playing space,
and which can be used by players to use various meta-techniques in a nonintrusive manner, that is, without disturbing others’ play. The black box
is mostly used to enact scenes that do not fit into the larp’s time/space
continuum, for example, flashbacks.
flashback and flash-forward Flashbacks may be used by players to enact
scenes that happened in the past (before the larp’s time frame) or may
happen in the future.
inner monologue Players speak out their characters’ inner thoughts aloud for
other players to hear. This also gives insight into characters’ motivations.
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act break It may be agreed upon by larpers to break the larp into several acts. In
between these acts, act breaks can be used to let players discuss the events
that occurred during the previous act and how things may or should turn
out during the next. This the larp equivalent of an after-action review as
discussed in the previous section.
meta hour Similar to act breaks, the meta hour is a meta-technique during
which the activity in the larp is paused. Then, scenes that took place during
the larp can be re-enacted in isolation so that all players can witness these
events.
run-time game mastering A larp may include players that do not act out
character roles but instead direct or ‘master’ the larp. This can happen in a
variety of ways, for example by ‘shadowing’ players and acting as their inner
voice, speaking aloud the players’ thoughts so that they must act accordingly.
Masters may also manipulate the environment or even the player directly,
for instance by shifting around objects in the world or by steering a player
toward a relevant position in the world. Such a game master takes on the
role of a Director Agent as in, for example, the Virtual Storyteller, or the
Story Facilitator in FearNot!
6.2.2 Feedback through meta-techniques

6

carmen’s
bright ideas

Meta-techniques are used in larps to deepen the background stories of characters
or show possible consequences of larpers’ choices. We can incorporate these
meta-techniques in games to achieve social believability in similar ways. This
may have several interrelated eﬀects. An increase in social believability may
influence players’ feelings of both presence and immersion. That is, because the
characters in the game are more believable, it may be easier for players to feel as
if they are present in that virtual environment and, subsequently, it may improve
their immersion (Jennett, Cox & Cairns, 2008). When the purpose of the game is
to simulate social situations (as in loiter), increased social believability of the
characters is likely to increase the players’ degree of learning from their social
interactions in the game. When players feel like they are present in the virtual
environment and are immersed in the game, the learning eﬀect may be even
greater, as the social situations will seem more real to players.
Rather than addressing the challenging task of letting characters display social
signals in-character (Vinciarelli et al., 2012), meta-techniques may be used to
convey their mental states out-of-character. This can be seen as an extension
of ‘explainable artificial intelligence’ (van Lent, Rey, Fisher & Mancuso, 2004) as
characters will be able to explain to players how actions and events aﬀected their
own behaviour. For example, the use of flashbacks can give insight in the emotional
states and social attitudes of a character. The inner monologue meta-technique
can also be implemented as a game mechanic that explains what is going on in
the character’s mind without having to actually show it in character. Carmen’s
Bright IDEAS uses a variation on this theme to provide players with choices in its
interactive experience (Marsella, Johnson & LaBore, 2000). In this multimedia title,
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players adopt the role of the mother of Carmen, a teenage girl. Thought bubbles
are shown to allow players to choose the mental state of Carmen, influencing
how the story progresses. Another use of meta-techniques can be found in virtual
agents that act as a couple consisting of a devil and an angel could give advice
to players on certain situations that involve social dilemmas. This pair of agents
could then function similarly to tutoring agents in that they give suggestions to
the player, spelling out what players’ options could be. For example, in the case of
(criminal) youths, the couple could mention two alternative choices: giving in to
peer pressure or obeying the demands of a police oﬃcer. Act breaks and meta hours
can be used in games to actively discuss what is going on in inside the characters’
minds, as a form of aar. Such meta-techniques allow players to reflect on the
emotional and social motivations for both their own and the virtual characters’
actions.
As discussed above, meta-techniques are usually used to communicate information on a ‘player’ level; in other words, it happens out-of-character. For example,
an act break might be incorporated during the game as a questionnaire about players’ feelings about other characters. Because this questionnaire is not part of the
story world, players are forcefully cast out of their character role. This is likely to
reduce the players’ feelings of presence in the story world and their immersion in
the game. Both Jennett et al. and Lukka point out that such switching between ic
and ooc roles may lead to confusion and may disrupt immersion, so this should
be taken into account when designing meta-techniques as feedback mechanisms
(Jennett et al., 2008; Lukka, 2011). Yet there are diﬀerent ways to implement metatechniques, with some being less intrusive than others. It seems that for many intrusive techniques, which take players out of their character roles and thus also out
of the story world, non-intrusive counterparts can be found that allow the player
to stay immersed within the story world as much as possible. For example, a less
intrusive employment of the act break meta-technique would be to include scenes
within the story in which players and npcs discuss their relationships to other characters. These scenes could for instance take the form of in-character sessions with
a therapist. Another non-intrusive meta-technique would be implementing the angel/devil couple as actual characters in the game who give advice to players. The
inner monologue technique could simply be implemented as a character that is
talking to itself, which just might happen to be overheard by other characters.
In short, a concern with intrusive implementations of meta-techniques is that
they may lead to a decrease in presence and immersion, while non-intrusive
implementations do not suﬀer from these eﬀects. However, it is not a priori
clear how the reduced immersion caused by intrusive meta-techniques will aﬀect
learning. As I re-iterated in the previous section, the sglm emphasizes that, at key
points during gameplay, players should be ‘pulled’ out of their character frame to
actively reflect on what has happened (Koops & Hoevenaar, 2012). Indeed, this
model advocates intrusive use of such learning moments to make players aware
of how their attained knowledge relates to the world outside of the game. In
other words, intruding on the player’s feelings of presence and immersion may
lead to better learning than when reflection is not that explicit. Yet this may not
necessarily be the case for games aimed at improving social awareness, because
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becoming aware of social behaviour may be done best by feeling as present in
the virtual world as possible. So it seems that, in the context of social awareness
games, the intrusive use of meta-techniques may have both positive and negative
eﬀects on learning. Thus, while the way in which meta-techniques should be
implemented is clearly dependent on the context and the purpose of games, the
question remains how these implementations should be carried out to allow for
the most enjoyable or eﬃcient (in terms of learning) experience. In the following
sections, I describe how we addressed this in the design and evaluation of two metatechniques in loiter: thought bubbles and flashbacks.
6.3 thought bubbles

loiter-tb

6

In the previous section, I defined the key functionality of meta-techniques in
serious games as providing feedback to users to aid in their learning process. In
this section, I discuss the first implementation of a meta-technique in loiter,
namely that of thought bubbles. We designed thought bubbles to fit into the virtual
environment of loiter, creating a new prototype we call loiter-tb (Thought
Bubbles). In loiter-tb, we use thought bubbles to help players achieve the learning
goals from Section 5.2.3 by providing short-term feedback. For loiter-tb, we
chose to include short moments for explicit reflection so that players can go meta
without letting this technique be too intrusive to their gaming experience.
The meta-technique on which we based our use of thought bubbles is that of the
inner monologue, as explained in the previous section. In larps, larpers can use this
technique to narrate their thoughts so that other players may become aware of
them. In loiter-tb, we provide players with extra information in thought bubbles
about the cognitive state of the virtual characters they interact with to help them
attain the learning goals, in a way similar to that of Broekens et al. (2012).
loiter-tb is based on loiter as described in Section 5.2.3, featuring a short
scenario that revolves around loitering juveniles playing loud music. The player’s
goal is to end this nuisance. He or she can do so by choosing from four diﬀerent
options on how to respond both verbally and non-verbally to the leader of the
juveniles, based on the four stances from Leary’s Rose. The player’s choices
influence how the juveniles will leave, based on the ‘inviting’ relations from Leary’s
model. For example, the juveniles may do so willingly or grudgingly, with the
implication that the way in which they leave has an eﬀect on future encounters.
The postures of the virtual characters are based on previous research on non-verbal
expression of interpersonal stances (Ravenet et al., 2013). Figure 30a shows the
interface of the game with a player action, the juvenile’s reaction and his thoughts
about the player’s stance.
For the content of the thought bubbles, we used Dutch adjectives that
correspond to stances in Leary’s Rose, following research by Rouckhout and
Schacht (2000). Based on interviews with instructors from the Dutch Police
Academy, we chose to include mnemonic pictures of animals that are archetypical
for the diﬀerent stances, as they are also used in this way in the current training
curriculum of police oﬃcers, see Figure 30b. Players receive a short instruction
on the meaning of the thought bubbles before playing through the scenario, see
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Dominance

YOU are now behaving
in a HELPFUL manner.

YOU are now behaving in
an ALOOF manner.

YOU are now behaving in
an ACCOMMODATING
manner.

a

Affect

YOU are now behaving in
an ATTACKING manner.

b

Figure 30.: The initial design for feedback through thought bubbles in loiter-tb. (a) A
screenshot of loiter-tb when the player has just made a choice. (b) The
visualizations of the four stances in the thought bubbles.

Figure 31. On finishing the game, players receive a short debriefing (a condensed
aar) of what happened in the scenario in which they are shown the result of their
actions, see Figure 32. The debriefing screen also indicates the stances both the
player and the leader of the juveniles assumed most frequently. This allows for
further reflection of players on their actions.
6.4 experiment: thought bubbles in loiter-tb
To evaluate our implementation of thought bubbles, we conducted an experiment
with police trainees. Because meta-techniques provide insight in a character’s
thoughts, we expect that the information presented in thought bubbles aids
trainees in learning about social interaction, as compared to a version of the game
without the thought bubbles. We address the following three hypotheses.
hypothesis 1 Thought bubbles help trainees to attain knowledge about social
interaction that is similar to that of domain experts.
hypothesis 2 Thought bubbles help trainees to determine which kinds of
behaviour their own behaviour invites.
hypothesis 3 loiter-tb helps trainees to recognize stances of other people.
6.4.1 Method
We conducted an experiment with a repeated measures, between-subjects design
with two conditions. Participants in condition tb played loiter-tb with thought
bubbles. Participants in the control condition (c) played the game without thought
bubbles. The game featured eight choice points at which players chose between
behaviours corresponding to the four stances (see Section 5.2.3).
We used two measures to determine the participants’ knowledge about social interaction in street intervention: Pathfinder network analyses and situational judge-
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Figure 31.: The explanation of thought bubbles in loiter-tb.

6

Figure 32.: The condensed after-action review in loiter-tb.
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together

Attacking

Working against
each other
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De-escalation

Giving freedom

Giving respect

Figure 33.: The averaged Pathfinder network of the four domain experts. Edges in the graph
indicate strongly related concepts.

ment tests (sjts), similar to BiLAT (see Section 6.1.2). A Pathfinder network (PFnet)
analysis can be used to calculate a person’s mental model based on ratings of the
relatedness of given concepts (Wouters, Oostendorp, Boonekamp & van der Spek,
2011). For this analysis, we first created a set of ten concepts important to social interaction in collaboration with police instructors. These are, in alphabetical
order: attacking, aloof, accommodating, helpful, de-escalation, escalation, giving
freedom, giving respect, working against each other, and working together. Four
domain experts (one police instructor and three researchers with expertise on
Leary’s Rose) rated the relatedness between these concepts in 45 concept pairs on a
7-point Likert scale, which ran from ‘completely unrelated’ to ‘extremely related’.2
Figure 33 shows a PFnet of the averaged ratings of the domain experts. Links in
this PFnet indicate strong relations between the linked concepts. By comparing
the participants’ PFnets to the averaged PFnet of the domain experts, we analysed
to which extent the PFnets were similar. An additional indicator of similarity of
mental models is the coherence of PFnets. This is an indirect computation of the
similarity between concepts, indicating whether concepts that are rated as related
have similar links to other concepts (see Wouters et al. (2011, p. 745)). We address
Hypothesis 1 by comparing the PFnets of participants to those of domain experts.
As the second measure, participants took a situational judgement test (sjt)
consisting of two parts. In the first part, participants indicated which stance a
certain (visually displayed) behaviour of the juvenile reflects. For example, the
following utterance of a juvenile was shown, together with the corresponding nonverbal posture, meant to convey a submissive-friendly stance: ‘OK OK, we’ll do as
you say.’ In the second part, participants were shown an utterance of the police
oﬃcer, based on one of the four stances, for example, ‘We can easily solve this
together!’ to express a dominant-friendly stance. The participants indicated which
of the four stances they would expect the juvenile to adopt in response to the police
oﬃcer’s utterance. We used these sjts to assess participants’ abilities to determine
2 The number of concept pairs that should be rated is calculated as follows:
of concepts.

n(n−1)
,
2

with n the number

pfnet

6

116

feedback in serious games

invited behaviour and to recognise stances of others, addressing Hypotheses 2 and
3. Appendix B.1 lists both sjts.
The experiment followed a pre-test, activity, post-test structure. Firstly, participants rated the 45 concept pairs to build a PFnet. Secondly, they took the sjts.
Having completed these pre-tests, participants were instructed about the scenario
and game mechanics of loiter-tb through the in-game introductory text. They
played the game twice, allowing them to become more familiar with the scenario
and the gameplay, and to experiment with diﬀerent behaviours. Having finished
the game, participants took the post-tests: the same PFnet test and the sjts as in the
pre-test. Participants also rated their experience of the game on nine 7-point Likert
items. For example, participants indicated how much they agreed with the statement ‘The scenario played out the way I expected it to do.’ Appendix B.1 lists the
complete game experience questionnaire. The experiment concluded with a demographics questionnaire in which participants were asked to report their gender,
age, and experience with computer games in general.
We conducted the experiment with a class of 21 third-year police students of the
Dutch Police Academy, who were being trained to become senior police oﬃcers.
These students already had practical experience by accompanying graduated
police oﬃcers on the streets. The mean age of the participants was 33.0 (SD = 6.9);
71% was male and 29% female. On average, it took participants 30 minutes to
complete the experiment, of which 6 were spent on playing the game. From the 21
participants, 12 were included in condition tb and 11 in condition c. Of the latter,
two participants experienced technical issues, leaving only 9 participants of which
the results are taken into account for analysis.
6.4.2 Results

6

We compared the participants’ pre- and post-test PFnets to an average of the
PFnets of the four domain experts. Using two ancovas (dependent variables:
post-test coherence and similarity scores, fixed factor: condition, covariates: pretest coherence and similarity scores, respectively), we did not find significant
diﬀerences between conditions for the coherence of the PFnets, nor for the
similarity between participants’ and domain experts’ PFnets (F(20) < 1, p > .05).
A paired-samples t-test showed that the coherence of participants’ PFnets in both
conditions increased significantly (t(20) = 3.329, p = .003; pre-game: M =
.370, SD = .363; post-game: M = .584, SD = .338). Another paired-samples
t-test did not show a significant diﬀerence (t(20) < 1, p > .05) between the preand post-game similarity between participants’ and domain experts’ PFnets across
conditions.
An ancova (dependent variable: post-game test score, fixed factor: condition,
covariate: pre-game test score) did not show a significant diﬀerence (F(20) <
1, p > .05) between conditions for the participants’ ability to indicate invited
reactions of a juvenile (tb: M = 2.420, SD = 1.084; c: M = 1.67, SD = .866).
A paired-samples t-test showed no significant change (t(20) < 1, p > .05) in the
participants’ ability to recognise the juvenile’s stances before (M = 4.81, SD =
.981; correctly answered questions, out of 8) and after (M = 5.05, SD = 1.284)
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the game was played. An ancova (dependent variable: post-game test score, fixed
factor: condition, covariate: pre-game test score) also failed to show a significant
diﬀerence (F(20) < 1, p > .05) between conditions for the participants’ ability to
recognise a juvenile’s stance.
6.4.3 Discussion
Based on the PFnet analyses, Hypothesis 1 cannot be proved. We conclude that
loiter-tb aids participants in constructing more coherent mental models, but
not in constructing mental models that are more similar to those of domain
experts. The addition of thought bubbles in loiter-tb does not improve the
construction of mental models. Because the participants were already experienced
at street interventions, we believe that they may already have had a good ability of
analysing social interactions and did not get much added value from the feedback
in the thought bubbles. Alternatively, it may have been the case that the provided
feedback was not explicit enough. The sglm suggests that players need to be
drawn out of the game world to reflect on a meta-level. Our implementation of
thought bubbles in the game may not have achieved this eﬀect, which calls for
closer scrutiny of how eﬀective feedback should be provided. It could also be that
implementations of feedback should be tailored to player preferences to give them
the support they would benefit most from.
Based on the analysis of the sjts, we cannot prove Hypothesis 2 and 3 either.
Thought bubbles did not improve the participants’ understanding of how their
behaviour invites behaviour of the virtual juvenile. Neither did loiter-tb assist
participants in recognizing stances of other people. Because the police oﬃcers
were experienced at street interventions, they already were adept at recognising
stances. Therefore, there may be a ceiling eﬀect, as they also indicated that they
did not learn very much (M = 3.24, SD = 1.57 on a 7-point Likert scale). We
expect that the learning eﬀect of loiter-tb may be stronger for less experienced
police oﬃcers or trainees.
Participants commented on the diﬃculty of rating the word pairs for the PFnet
analysis. Combined with the fact that we were not able to measure diﬀerences
between the two conditions, we conclude that PFnet analyses may not be entirely
suitable to determine people’s mental models about social awareness.
Lastly, it may be the case that the game of loiter simply does not oﬀer the
right fidelity to bring the experience of social conflicts across. Its cartoon style
may work well for some participants, especially with the current, straightforward
interactions, but it may also hamper its eﬀects because trainees cannot relate
to the game’s design. As the game is relatively short, it may also not bring
across the experience of a heated debate or conflict. Furthermore, the game’s
design knows several limitations which may also adversely aﬀect the gaming
experience. For example, players can only input their choice by choosing from
one of four predetermined choices, which may not necessarily match their actual
intentions. Additionally, the virtual juvenile behaves in a way which may become
predictable to some players, as he will always become friendlier as long as the
player acts friendly. In the following section, I address the design of loiter-fb,
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(a) A thought bubble that shows a flashback.

(b) The improved visualization of Leary’s Rose
in the thought bubbles.

Figure 34.: The second design of feedback in loiter-fb.

which includes an implementation of the meta-technique of flashbacks as well as
further improvements to loiter-tb.
6.5 flashbacks
loiter-fb

6

In a second prototype called loiter-fb (FlashBack), we implemented a new metatechnique, flashbacks, and addressed several shortcomings of loiter-tb. We
designed the flashbacks to mimic their use in larps: they refer to events that
took place earlier in the time line of the game’s story and reveal more about
the character’s cognitive state. In our implementation, the flashbacks provides
feedback on the players’ behaviour during the game. A flashback shows a past
action and explains how the player’s past average stance influences the juvenile’s
current preferred stance. Thus, the flashback provides both a retrospect on what
happened and a prospect to what may happen. We implemented flashbacks as
thoughts of the juvenile and presented them in thought bubbles, see Figure 34a.
As in loiter-tb, the overarching learning objective of loiter-fb is improving the
social awareness of players.
To enable the use of flashbacks, we wrote two additional scenarios for loiterfb: one about the juveniles bothering shopping public, and one about the juveniles
loitering at a business park. Thus, players interact with the group three times and
have to bond with the juveniles over time. This way, loiter-fb aims to overcome
the limitation of loiter-tb of having only one short scenario in which players
interact with the juveniles. Additionally, we modified the cognitive model of the
virtual juvenile so that it takes the player’s behaviour during previous scenarios in
the same game into account. This modification aims to stimulate players to become
aware that their actions have an eﬀect on the longer term. The flashbacks are
aimed at instilling this awareness by providing feedback that contains information
about the eﬀects of the player’s actions on the virtual juvenile.
Internally, the player’s choices correspond to stances in a two-dimensional grid
resembling Leary’s Rose (see Section 5.2.3). When a scenario has come to an end,
the average of the player’s choices is calculated as a point somewhere in that
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grid. Based on this average, the juvenile will have a preferred stance for the next
encounter, namely the one that is invited by this average (see Section 5.2.3). For
example, the player’s average stance could be (2, 1), which would correspond to a
very friendly, slightly dominant stance (as the axes in the grid range from −2.5
to 2.5). Based on this average, the juvenile’s preferred stance would be (2, −1),
corresponding to a very friendly, slightly submissive stance. In the second and third
scenario, the juvenile’s response to the player’s actions is calculated as an average
of the stance that is invited by the player’s action and the juvenile’s preferred
stance. For example, the juvenile’s preferred stance could be (2, −1), the player’s
action (2.5, −2.5) and, following from this, the invited stance would be (2.5, 2.5).
The resulting new stance of the juvenile would be the average of the first and last
−1+2.5
coordinates: ( 2+2.5
) = (2.25, .75). This would be a very friendly and
2 ,
2
slightly dominant stance, as opposed to the invited stance, which would be at the
extremes of friendliness and dominance in the grid.
For loiter-fb, we adapted several other parts in loiter-tb’s design. Based on
comments from participants and police instructors who played loiter-tb, we
created an alternative visualization of Leary’s Rose in the thought bubbles of the
virtual juvenile, see Figure 34b. Instead of showing pictures of animals, the thought
bubbles show Leary’s Rose with an emphasis on the stance that the player assumed.
To prevent information overload, we show the thought bubble and the juvenile’s
reaction in sequence, and not at the same time.
6.6 experiment: flashbacks in loiter-fb
To evaluate our implementation of flashbacks, as well as the additional modifications to the game’s design, we conducted an experiment with loiter-fb similar
to that of loiter-tb. We expected the flashbacks to assist trainees in improving
their social awareness. Our hypotheses were the following, analogous to those of
the evaluation of loiter-tb.
hypothesis 1 Flashbacks help trainees to attain knowledge about social
interaction that is similar to that of domain experts.
hypothesis 2 Flashbacks help trainees to determine which kinds of behaviour
their own behaviour invites.
6.6.1 Method
For this experiment, we again used a repeated-measures, between-subjects design
with two conditions. We conducted this experiment with police trainees in the
second year of their curriculum. One group played the game with thought bubbles
and flashbacks (condition fb) and the other played the game without (condition c).
In total, participants made 24 choices (8 choices for each of the three scenarios)
when interacting with the juvenile. In condition fb, 12 thought bubbles of the
virtual juvenile were shown as well as two flashbacks at the beginning of the second
and third scenarios.
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Instead of using PFnet analyses, we investigated participants’ learning experiences using two measures, both improved versions of the sjts used for the experiment with loiter-tb. Again, we created these sjts in cooperation with an instructor of the Dutch Police Academy. Compared to the sjts used in the previous
experiment, we provided additional context in the situation descriptions and let
participants rate the given approaches instead of selecting only the best option
from them.
In the first sjt, participants rated the eﬀectiveness of four approaches of a police
oﬃcer (based on the four stances) when he confronts a group of loitering juveniles.
The participants were given the description of a real-life scenario, followed by
four approaches they were asked to rate. One of the two descriptions is shown
in Transcript 18 (translated from Dutch, see Appendix B.2). Participants rated
the eﬀectiveness of four such approaches for each of two diﬀerent scenario
descriptions, for a total of 8 ratings on a Likert scale from 1 to 7 (measure sjt1).
This measure was aimed at answering Hypothesis 1.
A group of teenagers is standing around a bench in a shopping street.
You are a patrolling oﬃcer, passing by a bit further down the
street. You see the teenagers are staring at a woman passing
them by. When she passes them, one of the teenagers whistles
at her. The woman abruptly throws her head back, to which the
teenager reacts: ‘Hey, you feel like coming with us?’ The woman
hastens in your direction and ignores the group, after which the
teenager calls after her: ‘Slut!’ The whole group cannot contain
their laughter. The woman shakes her head while she exits the
street: ‘Bunch of idiots.’

6

(A) You calmly approach the teenagers. You tell them you won’t accept
their cursing and you ask them how all of you can make sure this
won’t happen again. (DF)
(B) You wait for a minute and then calmly approach the juveniles. You
ask them whether they have been harassed previously and how
that came across to them. (SF)
(C) You whistle at the juveniles and shake your head. You walk by them
and gesture that they should better go somewhere else. (SH)
(D) You directly step towards the juveniles and tell them should
behave normally. You don’t tolerate the harassment of people. The
choice is theirs: get out of here or get a fine. (DH)
Transcript 18.: The first scenario of sjt1 for loiter-fb, showing the
description of a setting and four diﬀerent approaches of the
police oﬃcer. The indications of the four diﬀerent stances
were not shown to the participants.

In the second sjt, participants rated how likely an utterance of a juvenile
would be a response to an utterance of a police oﬃcer. First, participants read
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Table 11.: Participants’ scores on the situational judgement tests, per condition.

condition

sjt1 score, 8 items (M, SD)

sjt2 score, 8 items (M, SD)

pre

post

incr.

pre

post

incr.

c

9.4 (2.3)

8.9 (2.7)

-.5 (3.1)

19.3 (4.9)

22.4 (4.4)

3.1 (4.6)

fb

9.3 (4.3)

9.7 (2.8)

.3 (4.7)

23.1 (5.9)

23.2 (6.2)

.1 (4.3)

through a short scenario, similar to the above one. Then, participants were given
a description of the approach the police oﬃcer took, for example, a submissivehostile stance: ‘You keep on walking, shaking your head. You say, just loud enough for
the teenagers to hear: “Well, today’s youth certainly isn’t what it used to be in my days...” ’
Participants then rated the likeliness of four diﬀerent behaviours of the juveniles
on a Likert scale from 1 to 7. Appendix B.2 lists this sjt in its entirety, consisting
of four police behaviours with four possible responses of juveniles for a total of 16
items (measure sjt2). The sjt2 measure was aimed at answering Hypothesis 2.
We compared the responses of participants in both sjts to those of domain
experts (two police instructors), rather than relying on preconceived notions about
how these situations should be judged. The ratings of the domain experts did not
diﬀer significantly (t-test, p > .05). We constructed similarity scores based on the
diﬀerences between the ratings of the participants and the average of the ratings
of the domain experts. At the end of the experiment, participants filled in the same
self-report questionnaire as in the experiment on loiter-tb.
In total, 28 senior police trainees completed the experiment. Their mean age was
25.9 (SD = 7.3); 72% was male and 28% female. All participants completed the
experiment within 30 minutes; 15 played condition c and 13 condition fb.
6.6.2 Results
Table 11 shows the means of the participants’ similarity scores on both sjts and
their increase in scores.3 Independent samples t-tests did not show a diﬀerence
between conditions on initial scores (t(24) < 1, p > .05), nor on post-game
scores (t(24) < 1, p > .05) on sjt1. A one-sample t-test (t(25) < 1, p > .05)
showed that the change in the scores of all participants did not significantly diﬀer
from 0. An ancova (independent variable: post-sjt1 score; fixed factor: condition;
covariate: pre-sjt1 score) showed no significant diﬀerence between condition c
and fb (F(25) < 1, p > .05).
Independent samples t-tests did not show a diﬀerence between conditions on
initial scores (t(24) = −1.794, p > .05), nor on post-game scores (t(24) < 1, p >
.05) in sjt2. A one-sample t-test (t(26) = 1.942, p > .05) showed that the change
in the scores of all participants did not significantly diﬀer from 0. An ancova
(independent variable: post-sjt2 score; fixed factor: condition; covariate: pre-sjt2
score) showed no significant diﬀerence between condition c and fb (F(27) <
1, p > .05). In both conditions, participants were satisfied with how they solved
3 We assume linearity of the Likert-scale items to average data across participants.
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the game’s scenario (M = 5.5, SD = .8), but were not convinced that the game
improved their understanding of how their behaviour influenced others (M =
3.8, SD = 1.6).
6.6.3 Discussion

6

The situational judgement tests (sjt1 and sjt2) did not prove Hypotheses 1 and
2. We cannot conclude that interactions with loiter-fb aﬀected trainees’ social
awareness, either positively or negatively. We did not find significant changes in
the participants’ social awareness, neither across, nor between the conditions. Our
situational judgement tests showed that, before playing the game, participants
already deviated only slightly from the average of the domain experts’ ratings on
both sjts. This indicates that the participants may not be able to improve their
social awareness much more, as our results confirm. Because of this ceiling eﬀect,
the added value of loiter-fb may not be apparent for this user group. This may
also have been a result of the participants’ experience, as they were all trainees
with some experience in the field concerning addressing social conflicts. As in the
evaluation of loiter-tb, this may have caused the presence of the ceiling eﬀect in
scores.
Some of loiter-tb’s limitations remained in loiter-fb. The limited means for
input made it easy for participants to tell which response would be the preferred
one. They commented that they believed the game presents realistic cases, but
that the diﬀerence between the available actions was very clear. Future prototypes
may therefore benefit from a game mechanic that would allow for less restricted
input, for example, allowing players to combine diﬀerent nonverbal and verbal
behaviours, or free text input. While we addressed the limitation of the game
being short by creating two additional scenarios for a total of three scenarios,
this still constituted relatively short interactions. Together with the game’s style,
this may again have not come across as a representative simulation of social
conflicts in real life. One limitation of the setup of the experiment was that we
did not evaluate to what extent participants processed the feedback presented
in the flashbacks. It may be that they glanced over the presented flashbacks and
did not reflect on their meaning. However, as the experiment showed that there
was a ceiling eﬀect involved in the learning gains, whether or not they reflected
on the flashbacks would probably not have aﬀected their learning experience.
Like loiter-tb, loiter-fb may be more suitable for less experienced trainees, for
example, first-year students with no practical experience.
6.7 reflections on this chapter
In this chapter, I addressed the third Research Question of this dissertation:
rq3 How can serious games stimulate meta-thinking to increase their eﬀectiveness?
To answer this question, I discussed how I was inspired by meta-techniques in
larps, which are often used as feedback mechanisms to both enrich the experience
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of their players and to let them reflect on their experiences. In a similar way, metatechniques can be used to stimulate reflection in our serious games. Reflection aids
the process of learning. In the context of improving social awareness, reflection
can help people analyse their own behaviour and how it influences the behaviour
of others. For serious games, several types of feedback can be used to stimulate
players’ reflection. In the previous chapter, I described loiter, a prototype serious
game revolving around a police oﬃcer trying to resolve a situation in which
loitering juveniles are causing a nuisance. Players take on the role of the police
oﬃcer and have to resolve the conflict in a way that they see fit by choosing actions
in a turn-based fashion: the player chooses an action and the juvenile responds to it.
The juvenile does so based on the theory of interpersonal reflexes, which describes
people’s interpersonal stances: their attitudes towards each other.
To investigate how the learning process of police trainees can be supported with
feedback in loiter, I designed two modifications of this game which incorporated
the meta-techniques of thought bubbles and flashbacks, respectively: loiter-tb
and loiter-fb. These meta-techniques oﬀer additional information to players that
is not directly available to them in loiter. In loiter-fb, the thought bubbles give
insight into the virtual juvenile’s thoughts about the player’s approach. When a
player has taken an action, the juvenile’s thought bubble shows the stance of the
player’s action in terms of the theory on interpersonal reflexes. We hypothesized
that such feedback would improve trainees’ social awareness as it allows them
to reflect on how their behaviour came across to the juvenile and aﬀected his
response. Similarly, the inclusion of flashbacks was intended to emphasize the
causal links that exist between the player’s actions and the juvenile’s responses.
The second modification, loiter-fb, comprises three scenarios in which the player
encounters the same group of loitering juveniles thrice. Flashbacks show how the
player’s interactions with the juveniles in a previous scenario are remembered by
the juvenile’s in the current scenario. We hypothesized that this information would
help players to understand how their behaviour influenced that of the juvenile in
the longer term.
While there seems slight evidence that these forms of feedback improve trainees’
social awareness, we did not manage to find anything conclusive concerning the
learning gains of participants for either implementation. We compared models
of relations of concepts of participants to those of domain experts and found no
significant diﬀerences between them; neither before nor after the participants
had completed the game. The same held for comparisons of the answers given
by participants and domain experts to situational judgement tests. We suspect
that the main cause for this result is that participants were already experienced
with social conflicts and could thus not benefit much from their interactions with
loiter. It may be that these implementations of feedback result in improved
reflection of less experienced trainees, but investigating this is left for future
research.
The research presented in this chapter opens up possibilities for more
investigations into how various facets of loiter’s design can be improved.
Firstly, we did not directly inspect how players interacted with the feedback
presented in the game. It may be that they read it thoroughly, glanced over
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it, or ignored it altogether. Unobtrusive means, such as eye trackers, can be
used to see how much attention the feedback receives from players. Secondly,
interaction with loiter is limited to selecting actions from pre-defined sets; this
may be improved by allowing for diﬀerent input methods, such as (restricted)
text input or verbal input. A large challenge in this approach is the automated
recognition of player stances, which has previously shown to be a challenging task
(Vaassen & Wauters, 2012). While the evaluations with loiter-tb and loiter-fb
did not result in directly measurable results, these implementations of feedback
techniques employ a paradigm worthy of further exploration. Thirdly, the metatechniques used in loiter provide additional information to players; as with all
feedback, the crux is in optimizing the content and timing of these techniques.
The current implementations of thought bubbles and flashbacks are presented
in a way that is intended to not intrude upon the gaming experience, while
still providing players with the possibility to reflect on their experience. The
degree to which feedback intrudes upon the gaming experience can depend on a
player’s competence: more experienced players will not benefit that much from
feedback, while less experienced players might urgently need it. Tailoring the
timing and content of feedback to individual players may therefore help to make
the game a more eﬀective learning experience. Fourthly, player reflection is only
stimulated via implicit means. Instead, game mechanics can be designed to enforce
explicit reflection; as discussed previously, this entails a decrease in immersion
(cf. the Serious Games Lemniscate Model (Koops & Hoevenaar, 2012)). Ongoing
work should investigate to what extent such intrusive mechanics influence the
experience of players, both in terms of learning and of engagement, in search of
the optimal division between the two.
In the following chapter, I investigate a related form of tailoring serious games
to players to create improve the eﬃcacy of loiter. I address how the diﬃculty
of serious games can be adapted dynamically to tailor the learning experience to
individual players.

ADAPTIVE SERIOUS GAMES

7

What can change the nature of a man?
Ravel
Planescape: Torment
Black Isle Studios (1999)

I

n this chapter, I discuss how the meta matters to virtual agents in serious
games.1 This chapter revolves around Research Question 4 of this dissertation:

rq4 How can virtual agents use meta-thinking to adapt serious games to the user’s
competence?
To answer this research question, I discuss how serious games can dynamically
adapt to suit learners’ educational needs, showcasing an evaluated implementation in loiter. As learners may learn in diﬀerent ways at diﬀerent speeds, serious
games can benefit from adapting their contents to a learner’s style of learning and
his or her competence (Bellotti, Berta, De Gloria & Primavera, 2009; Tseng, Chu,
Hwang & Tsai, 2008). I limit my investigation into adaptation in serious games to
the adaptation of the game’s challenge to the player’s competence. First, in Section 7.1, I discuss the theories formalizing this relation and previous work on tailoring challenge to competence. In Section 7.2, I describe which parts of loiter are
suitable for adaptation. To provide an appropriate challenge to players, I propose
the use of adaptive profiles for virtual characters in a third loiter prototype called
loiter-ap. Adaptive profiles enable virtual characters to behave less cooperatively,
which makes it harder for more advanced players to convince the characters to
cooperate. To adapt their profiles, the virtual characters go meta by determining
whether players are competent enough to progress to a higher level of diﬃculty.
This way, loiter-ap becomes more diﬃcult when players are more competent. In
Section 7.3, I describe the evaluation of loiter-ap. Results of this evaluation show
that, while the use of adaptive profiles does not increase the game’s challenge, players felt improved behavioural involvement with the virtual characters. I close this
chapter by discussing how the meta matters when agents adapt their personalities, the limitations of my approach and the possibilities for future research in
Section 7.4.

1 This chapter is inspired by Linssen and Theune (2012).
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flow

Games provide challenges to players that they need to overcome in order to reach
objectives in the game, for example, to bring a story to a happy ending. Through
playing, players learn and improve their skills so that they are able to overcome
increasingly diﬃcult challenges. This is one of the key elements that makes games
entertaining: they provide challenges that match a player’s current skills. As
I explained in Chapter 5, games are objects that exemplify Csíkszentmihályi’s
thoughts about flow they provide specific challenges and enable players to lose
their sense of the outside world (Csíkszentmihályi, 1990). In this section, I explain
how a key part of Csíkszentmihályi’s flow theory, the matching of a person’s
competence with a task’s challenge, has been investigated in the context of serious
and commercial-of-the-shelf (cots) games. First, I address the theory behind this
balance between competence and challenge, and illustrate it using examples from
cots games. Second, I provide an overview of systems which adaptively provide
players with diﬀerent challenges.
7.1.1 Tailoring challenge to competence

7

zone of
proximal development
(zpd)

In the context of serious games, Csíkszentmihályi’s flow theory is often used to
illustrate that tasks can be best performed when they suit a person’s competencies
(Bailey & Katchabaw, 2005; Breuer & Bente, 2010; Kickmeier-Rust, Mattheiss,
Steiner & Albert, 2011). That is, players enjoy a game the most when the game’s
diﬃculty matches their skills. However, this is a limited view of Csíkszentmihályi’s
work. He intended this relation between competence and challenge to be used as
an integral part of his preconditions for achieving a flow state. First and foremost,
for people to be ‘in the flow’, they need clear objectives as well as insight into
their progress. Secondly, people need comprehensible feedback on their progress,
based on which they can determine whether they are on the right track. Finally,
the balance between a person’s skill level and the challenge of the task at hand
determines whether that person can attain a flow state. Figure 35 shows the various
mental states which, according to Csíkszentmihályi, may arise from the diﬀerent
combinations of a person’s skill level and a task’s challenge level. Precisely when
a person has a high skill level and faces a highly challenging task, then she may
enter the flow state.
Highly related to this work is that of Vygotsky (1978b), who researched
developmental psychology, specifically in the context of children’s education. He
postulated that, in order to achieve optimal development, there should be a proper
balance between instruction and development. He captured this idea in his concept
of the Zone of Proximal Development (zpd). Vygotsky (1978a) defined the zpd as the
area between the tasks that a learner can do unaided and the tasks a learner cannot
do at all. So, tasks in the zpd are those that the learner can do with assistance.
Because of his interest in the ongoing development of children, the zpd has also
been used to study the dynamic aspects of learning. Figure 36 gives a schematic
interpretation of how the zpd may change, based on a person’s competence and the
challenge of a task. This interpretation shows an overlap with the relation between
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Challenge

Arousal
Anxiety

Flow

Worry

Control

Apathy

Relaxation
Boredom

Skill

Figure 35.: Possible mental states for varying degrees of skill and challenge (adapted from
Csíkszentmihályi (1990)).

these two variables as Csíkszentmihályi described. Like flow, people enter the zpd
when there is a good balance between competence and challenge.
With proper assistance, a learner remains in the zpd to improve his skills,
opening the way for bigger challenges. Vygotsky (1978a) asserts that such
assistance is vital to keep learners pushing their limits and learning most optimally.
The research into scaﬀolding builds heavily on this idea: learners need guidance
and support from tutors (Stone, 1998). For example, tutors can simplify a problem
or highlight key components of a problem solution (Wood, Bruner & Ross, 1976).
Over time, this scaﬀolded guidance can be decreased to let learners perform
independently. With the rise of computers, scaﬀolding can be automated in
various ways (Quintana et al., 2009), for example, by providing hints on how to
navigate a virtual environment (Laﬀey, Schmidt, Galyen & Stichter, 2012), feedback
on emotional states of virtual characters (Gupta, Walker & Romano, 2007), and
through the use of narratives (Riedl & Young, 2014).
Similarly, computer games lend themselves well to the automatic adaptation
of game settings to players, although only a small portion actually implements
adaptation to match their challenge to the player’s competence. All digital games
follow an action-reaction cycle in which the game world reacts to the player’s
actions. Yet relatively few games go meta and step outside of this cycle to
determine how to respond to players. Here, I distinguish between three types
of games when discussing adaptation: those that lack adaptation, those with
interactive stories and those that take into account meta-information about the
player’s experience.

scaffolding
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Anxiety
What the learner cannot
yet achieve

Challenge

What the learner can
achieve independently

Boredom
Competence

Figure 36.: A schematic interpretation of Vygotsky’s Zone of Proximal Development (Vygotsky, 1978a).
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Firstly, most games feature static mechanics that do not adapt to players’ actions.
For example, DOOM, a classical first-person shooter, features many levels which
players have to traverse, filled with enemies they have to defeat (id Software,
1993). The levels and the enemies and items they contain are always the same,
independent of previous actions of players. Enemies respond diﬀerently only in
direct reaction to players’ actions.
Secondly, as I explained in Chapter 2, some games, like those of the Mass Eﬀect
series (BioWare, 2012), do feature mechanics that let players influence how the
story and, in turn, the challenges, play out. For example, based on the player’s
decisions in this series, characters may live or die, and either accompany the player
in later instalments of the series or not. Such games carry out adaptations based
on reasons within the story world: in-character motivations.
Finally, a third type of games steps out of the bounds of the magic circle and
reasons about players’ behaviour on a meta-level. For example, the shooter Max
Payne (Remedy Entertainment, 2001) keeps track of several statistics of the player
character, such as health and accuracy. Based on these variables, this game adapts
the diﬃculty of the game, letting more enemies attack the player when she is up for
the challenge or making them fire less accurately when she is having more trouble
completing a level. Another example is that of Mario Kart (Nintendo, 1992), a racing
game which features the well-known rubber banding mechanic (Pagulayan, Keeker,
Wixon, Romero & Fuller, 2002). This mechanic limits the degree to which enemy,
non-player racers can outrun or keep up with players, eﬀectively letting them slow
down or speed up as if tied to the player with a rubber band.
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Linssen (2011, pp. 9–10) discusses more examples of such dynamic diﬃculty
adjustment (dda) in cots games, based on meta-information. Through dda, the
diﬃculty of games can be kept in check, to ensure players’ tasks have just the
right amount of challenge. However, this does not always have its intended eﬀect. A
much-discussed example of dda gone awry is that of Oblivion, a role-playing game
which features a large open world in which players are tasked with a large variety
of quests (Bethesda Game Studios, 2006). In Oblivion, players can improve the skills
of their characters by completing these quests, becoming more powerful over time
by levelling up. This game uses a scaling system which scales the properties of
enemies to the level of the player, aﬀecting all the enemies in the game. While this
means that this task is just as challenging to players of any level, it also has the
unwanted consequence that that the sense of achievement gained from improving
the player character’s skills is nullified (Adams, 2008; McClure, 2009). This example
shows that tailoring all challenges to players’ competence may not always work out
as intended.
In the following section, I address several investigations into the adaptation of
the diﬃculty of serious games.
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7.1.2 Implementations of adaptive diﬃculty in serious games
The diﬃculty of games can be adapted in diﬀerent ways. In this section, I first
describe how cots games can be adapted before discussing adaptive diﬃculty in
serious games.
Bailey and Katchabaw (2005) describe how several factors of a game can
be adapted to tailor its diﬃculty to players. Bailey and Katchabaw distinguish
between attributes of both player and non-player characters, such as their strength
and health, or their thought process, and attributes of the environment and
puzzles, such as the placement of items. Bailey and Katchabaw investigated how
to dynamically adapt the diﬃculty of a shooter game, based on Unreal (Epic
MegaGames & Digital Extremes, 1998). Their implementation of dda allowed
the game to support players by adding items to the environment, for example,
ammunition for guns when players are short on ammo or health kits when players
are low in health. They evaluated their implementation in a preliminary study
through an experimental testbed which required players to overcome jumping,
shooting and dodging challenges. One of their main conclusions was that their
implementation of adaptation was solely reactive: it required players to commit a
mistake or not complete a challenge in time. Bailey and Katchabaw emphasise that
good adaptivity should also be proactive to guard players from having to repeat
their task to complete it successfully.
A game’s diﬃculty can also be adjusted through a scaﬀolding approach by
providing players with explicit hints about a task. Peirce, Conlan and Wade
(2008) investigated dda through the Adaptive Learning In Games through Non-invasion
system (align). They describe a generic approach to generating adaptations
in various forms, such as providing diﬀerent learning situations and providing
support within learning tasks, which Peirce et al. call macro- and micro-adaptivity,
respectively. To implement align, Peirce et al. used the elektra environment,
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which was a result from a project which dealt with teaching concepts relating
to physics. This happens through a first-person 3D environment which featured
Galileo Galilei as a mentor (Kickmeier-Rust et al., 2006). Due to project constraints,
Peirce et al. were only able to explore the use of micro-adaptivity in elektra,
through motivational hinting and support and meta-cognitive feedback. The
virtual embodiment of Galilei functioned as a tutor who expressed this support and
feedback to the user of the elektra environment, an approach similar to intelligent
tutoring systems (van Lehn, 2011). In this implementation, the adaptation relied on
align detecting whether players had diﬃculty proceeding with a task and also
detecting with which part of the solution they had trouble. For example, hinting
at a solution in a particular setup, Galilei would point out that ‘Wood is a mediumweight and non-magnetic material. It is not influenced by the magnet, but can
be influenced by the fan,’ (Peirce et al., 2008, p. 33). A small study revealed that
users who were exposed to adaptivity improved their knowledge about the physics
concepts treated in the virtual environment and were more confident in their own
achievements.
Kickmeier-Rust, Steiner and Albert (2011) expanded the work on align by
investigating macro-adaptivity in 80days (Göbel, Mehm, Radke & Steinmetz, 2009).
The virtual environment presented in 80days features a friendly alien who wants
to explore earth and could use some help in getting around. Players of this game
learn about the geography of earth in collaboration with the alien, completing
several missions before finishing the game. For this game, Kickmeier-Rust et
al. implemented macro-adaptivity by adapting the order in which missions are
presented to players, as well as providing micro-adaptivity through hints. The
key factor here is that missions are presented to players when they align with
(1) the players’ educational needs, which are determined through outcomes of
earlier missions, and (2) the story thusfar, making sure that, for example, locations
are not visited again when they have been visited, to keep the story flowing.
This way, the storyline of the game is tailored to players to provide an optimal
learning experience. To formalise their method, Kickmeier-Rust et al. defined
narrative learning objects, which consist of narrative components and educational
components, with prerequisites for insertion into the story, and motivational and
collaborative components (for a complete description, see Kickmeier-Rust, Steiner
and Albert (2011, p. 233)).
Bosse, Gerritsen, de Man and Tolmeijer (2015) use a similar approach to tailoring
a game’s challenge to the skill level of players as part of the stress project (see
Section 5.1). This project investigates the creation of a virtual reality environment
with the goal of training public transport personnel to interact with aggressive
passengers who, for example, insult the tram driver because of a delay. Users
can de-escalate situations by choosing, in a multiple-choice fashion, the correct
communication techniques, which depend on the type of aggression of the
assailant. Therefore, users need learn how to distinguish between diﬀerent types
of aggression before choosing a course of action, see Bosse and Provoost (2015).
For the adaptation of the diﬃculty of the cases presented to trainees, Bosse et al.
change the possible answers from which the trainees can choose, namely diﬀerent
combinations of exemplary, acceptable, or unacceptable options. As in 80days,
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these cases are presented separately, based on players’ earlier interactions. With
higher levels of diﬃculty, the number of unacceptable options is increased and
the acceptable actions cease to suﬃciently convince the virtual agent to calm
his manners. An implementation of this concept also allowed trainees to drop
to a lower diﬃculty and get some more experience with certain cases before
continuing to the next level.
Where Bosse et al. presented separate encounters to players, Code Red: Triage
(crt) takes a diﬀerent approach. crt is a serious game about the bombing of a
railway station (van der Spek, 2011). The goal of the player is to find her way
around the station and to correctly triage 18 victims of the bombing through
a standard procedure, checking for vital signs which indicate diﬀerent levels
of injuries, entailing diﬀerent urgencies for diﬀerent casualties. The victims of
the bombing are spread throughout the station that players need to traverse,
which means that all the separate cases are present in the same scenario. When
players interact with a victim, they are required to choose from eight options to
check for signs of injuries. Depending on their choices in triaging, the game rates
the players on a scale of 0 to 100, subtracting points for incorrect or wrongly
ordered actions, and adding points for correct actions. To provide an adaptive
experience to players of crt, van Oostendorp, van der Spek and Linssen (2014)
developed an implementation of dynamic diﬃculty adjustment to provide macroadaptivity, but on a smaller scale than that of 80days and stress. Each type of injury
requires a specific order of actions to complete the triage, leading to six diﬀerent
complexities of triages. Each complexity level has a threshold score players need to
exceed; attaining this score indicates that the player has learned enough about that
level of complexity. When the player exceeds this threshold score for a victim in a
certain complexity level, the game increments the diﬃculty level of the player’s
next case. This way, players only need to triage the cases from which they can
gain additional knowledge, eﬀectively removing the types of cases that they have
already mastered. An evaluation of this approach showed that, on average, the
time players spent on their task was reduced by approximately 50%, increasing
the eﬃciency of the game while still retaining equal learning gains.
For in-company emergency assistance (icem) training, Peeters, van den Bosch,
Meyer and Neerincx (2014) developed an approach to dynamically adapt the
scenario of a training case to control its storyline and eﬀectiveness. This
exploratory research was carried out with live actors to determine its viability
for virtual environments. The crux of this approach lies in the actors being able
to switch between two versions of the same scenario, either being supportive
to players or challenging them. A director had an unobtrusive overview of the
training situation, and directed the actors without a trainee noticing it. Through
discussion with domain experts, Peeters et al. identified explicit behavioural cues,
based on which the director was instructed to adapt the situation, either increasing
or decreasing its diﬃculty. Experienced instructors of icem analysed recorded
fragments of interactions, concluding that directed fragments received a higher
learning value than non-directed fragments.
The above systems take various approaches to teaching players about their
particular domains. All but the last of these systems adapt their diﬃculty either by
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presenting cases or scenarios in diﬀerent orders or by providing hints. The work
by Peeters et al. (2014) dynamically adapts the behaviour of a character itself while
a scenario is being played. For the new prototype in the loiter series, we take a
similar approach to adapting the game’s diﬃculty. Instead of selecting scenarios
that match a player’s educational needs or generating such scenarios on-the-fly,
we go one step beyond these approaches and investigate how we can change
characters’ behaviour during scenarios. This has two main advantages over the
alternative solutions. Firstly, scenarios in loiter take a few minutes to complete;
by adapting the character’s behaviour during a scenario, the diﬃculty can be
increased quicker. This way, the game will be more eﬃcient than when adapting
the diﬃculty after a scenario has been completed. Secondly, Chapter 6 showed that
the provision of hints through thought bubbles in loiter did not yield significant
learning gains. Therefore, the adaptation of these hints may not necessarily alter
the game’s diﬃculty, though they may assist in keeping the interaction with the
virtual character coherent. In the following section, I explain the chosen approach
in more detail.
7.2 adaptive stance profiles of virtual characters
loiter-ap

I discuss the design, implementation and evaluation of loiter-ap, an adaptive
version of loiter. This prototype game adapts to players’ skills by having a virtual
character adopt diﬀerent personalities (Sections 7.2.1 and 7.2.2).
loiter-ap has two learning objectives in addition to those of loiter-tb and
loiter-fb. The first of these states that people do not necessarily behave according
to the rules of a psychological model. As Leary (1957) explained, certain behaviour
does not always lead to an equally certain response.
learning objective 1 Become aware of the fact that Leary’s Rose is only a
model; people may behave diﬀerently from what the model predicts.

7

To make the player aware of the reasons why the character changed his
behaviour, the character’s thoughts are shown to the player. This is intended
to maintain the coherence of the character’s actions in the eyes of the player
(Section 7.2.2.3). In Section 7.2.4, I describe the implementation of this concept.
In contrast to the previous loiter games, the juvenile can take initiative in
adopting a stance instead of merely following a player’s lead. With his sudden
change in stance, the juvenile may provoke a reaction of the player as Leary’s Rose
predicts, mirroring the juvenile’s stance. This may lead to players responding with
hostile reactions when the juvenile adopts a hostile stance, which is in conflict with
the second learning objective of loiter-ap:
learning objective 2 Persevere in being friendly; do not let yourself be
provoked to become hostile.
In order for players to continue performing well in the game, they should
persevere in their friendly approach. Only then will they be able to progress to
more diﬃcult interactions, indicating that their competence has improved.
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7.2.1 Design considerations for adaptation
Interactions in loiter-tb and loiter-fb are very straightforward, because the
virtual juvenile responds in a deterministic way, based on Leary’s theory of
interpersonal attitudes. The evaluations from Chapter 6 showed that it was
relatively easy for players to complete the interaction in a good way, due to the
simplicity of the scenario, the participants’ level of experience and the game’s
design. This lack of challenge was one of the possible causes for the limited
educational eﬀects of both loiter games. The goal of loiter-ap is to provide a
game of which the challenge is tailored to the players’ needs, following Vygotsky’s
idea of the zpd (see Figure 36).
First, I address which aspects of loiter can be modified to make its diﬃculty
adapt to players. In previous experiments, participants indicated that the game
was very straightforward: the virtual juvenile responded very predictably and the
optimal choice of action was clear. When the participants acted friendly (SF or DF),
the juvenile would always reciprocate (DF or SF, respectively). This, combined with
both the initially neutral stance of the juvenile and the fact that most participants
chose friendly actions, resulted in some participants never being exposed to
unfriendly behaviour by the virtual juvenile. These limitations of the earlier design
of loiter suggested diﬀerent ways to change the game’s diﬃculty:
1. The game could be made less predictable, for example by providing the
virtual juvenile with a limited degree of agency (Mason, 2013). That is,
the juvenile gets the means to take initiative in choosing which stance to
adopt, instead of acting purely reactively to players’ actions. This seemingly
contradicts the theory of Leary’s interpersonal circumplex, yet that theory
is only meant as an indication which behaviour people might adopt. Other
factors may also influence the adoption of a diﬀerent stance, for example,
social roles and the presence of rapport.2
2. Players could input their choice of action in a diﬀerent way. The findings in
Chapter 6 indicated that players may have seen through the game mechanics
of loiter and simply selected actions with an image that shows a friendly
police oﬃcer. The forms of adaptation proposed below can obfuscate which
action is the most appropriate.
a) The presentation of the diﬀerent choices for the player could be
altered, for example by omitting the pictures of the accompanying
nonverbal postures. This may however conceal the intended stances
of the available actions, as the verbal utterances by themselves
are ambiguous, making it unclear for players how the game would
interpret their chosen actions.
b) The game could allow for free text input, letting players type in
their responses without presenting them with limited options to
choose from, some of which may be obviously ‘right’ or ‘wrong’. This
would open the game up for players, letting them choose exactly how
2 See Section 5.2.1 and Bruijnes, Linssen et al. (2015).
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to phrase and express their intentions instead of selecting actions
that most closely resemble their intentions. This calls for automatic
interpretation of players’ input to correctly determine their intended
stance. As shown in the research of Vaassen and Wauters (2012),
this is a challenging task, as people’s intentions can be expressed in
ambiguous statements.
3. The game could alter the presentation of feedback. In both loiter-tb and
loiter-fb, the feedback that was presented to players did not increase
learning gains. For loiter-ap, it makes sense to only provide feedback when
it is useful for the player, which is in line with the theory of the zpd:
only provide scaﬀolding when needed, that is, when the task would be too
diﬃcult otherwise.
The main learning objective of the game remains the same: players need to gain
insight into behaviour during interpersonal interactions. The first of the above
possibilities for modification of loiter oﬀers more variety in the behaviour of the
virtual character, making it a suitable candidate for adapting the game’s diﬃculty.
The second oﬀers more variety for the players’ behaviour, but, as mentioned,
players’ stances cannot be suﬃciently reliably determined from free text input.
The last of the possibilities involves changing the amount of scaﬀolding the game
provides. Yet, as became clear in Chapter 6, the forms of feedback implemented in
loiter-tb and loiter-fb did not lead to significant diﬀerences in learning eﬀects
for players. This may have been a result of the games already being easy enough
to be completed ‘perfectly’. Therefore, it is unlikely that varying the scaﬀolding in
the new prototype will make it more eﬀective. As the adaptation of the behaviour
of the virtual characters appears the most promising, I explore its implications for
the design of loiter-ap.
7.2.2 Final design of adaptation

7

I introduce the use of a profile in our game, defined as the preferred stance
of a character, classified as a point in Leary’s Rose (Gurtman, 2009). To modify
the diﬃculty, we can use a profile for the virtual juvenile as a sort of mood or
inclination: the juvenile’s reaction is based on a combination of the stance that
is invited by the player’s action and the juvenile’s profile. This lines up with
Leary’s theory about interpersonal profiles (Leary, 1957). As explained above, this
means that the juvenile’s stance does not move in the coordinate system of Leary’s
Rose with a fixed distance, as was the case in previous loiter games. Instead,
the juvenile’s profile influences how much his stance changes. For example, a
juvenile with a dominant-hostile profile will respond more intensely to a player’s
hostile behaviour. This means that this juvenile would more rapidly be invited to
behave dominant-hostile as compared to a juvenile with a neutral profile, with no
preference for any stance (as in previous versions of loiter).
The design of the adaptation comprises three main parts: the influence of the
stance profile on the character’s actions, the calculation of the profile, and the
timing of the adaptation.
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7.2.2.1 The stance profile
The juvenile’s profile consists of two properties which influence his cognitive
process of determining a new stance. The first is his stance profile, classified as a
point ps in Leary’s Rose; the second is a factor p that determines to which extent
the juvenile prefers that stance. The profile value p is a number equal to or larger
than 1, which either lengthens or shortens the vector that express a change of
stance in Leary’s Rose, see Figure 37. The profile functions similarly to a rubber
band: it pulls the invited stance to the juvenile’s preferred stance. Without such a
profile, or with a neutral profile with a profile point ps = (0, 0) (the origin of the
axes) and a p value of 1, Leary’s Rose dictates the following behaviour. When the
player takes a submissive-hostile action a1 , he invites the juvenile to act dominanthostile (i1 ). With the neutral profile, the juvenile’s current stance (s) would change
with a vector s1 in the direction of i1 .
When the juvenile has a preferred stance, for example, a point in Leary’s Rose in
the dominant-hostile quarter (ps ), the resulting stance will be diﬀerent. The nonneutral profile ps serves as an attracting force which influences the vector’s length,
either lengthening or shortening this vector, depending on the player’s action and
p. For the player’s action a1 , the p value is multiplied with the vector s1 , because
s1 points in the direction of ps , resulting in a vector sp1 . Through the use of this
profile, the juvenile gets dominant-hostile more rapidly when he is invited to adopt
that stance, compared to a juvenile with a neutral profile. Conversely, when the
player takes an action a2 , he invites the stance i2 , which is submissive-friendly.
This is the opposite of the juvenile’s profile. The original vector s2 is divided by p,
leading to a vector sp2 which is shorter than the original. This way, the juvenile’s
profile withholds him from becoming submissive-friendly as fast as a juvenile
with a neutral profile. When the juvenile is invited to adopt a submissive-hostile
stance, the vector’s friendliness dimension is multiplied with p and its dominance
dimension is divided by p. When the player invites the juvenile to act dominantfriendly, the inverse holds. Appendix B.3 contains the pseudocode of the algorithm
governing the calculation of the dominance of a new stance.

stance
profile

7.2.2.2 Calculation of the profile
In loiter-tb, the virtual juvenile remembers its past interactions with the player
and adopts the stance the player on average invited with her past actions. This
means that, if a player performed well, the juvenile would be friendlier in the
ensuing scenarios as well, with the opposite also holding true. This may have
been counter-productive as it made the game easier for good players and more
diﬃcult for bad players. For loiter-ap, the inverse needs to hold. A juvenile’s
profile needs to correspond to a level of diﬃculty that matches with the players’
competence. The game should not become easier over time, but more diﬃcult,
if the player performs well. Players who achieve a friendly relationship with the
virtual character can progress to the next level of diﬃculty, namely one in which
the virtual character is less inclined to cooperate.
To increase the diﬃculty, the juvenile needs to adopt an unfriendly stance. This
way, the player needs to put in more eﬀort to make the juvenile adopt a friendly
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i1

a2

Dominant (2.5)
ps
sp1

s
sp2
s2

a1

Friendly (2.5)

Hostile (−2.5)

s1

i2
Submissive (−2.5)

Figure 37.: The eﬀects of the p value in the calculation of a new stance.

7

stance again. While playing the game, the juvenile’s stance is an indication of how
well the player is performing: when he adopts a friendly stance, the player has
been doing well. When the juvenile is friendly for a suﬃcient amount of time or
at a certain point in time, loiter-ap’s diﬃculty can be incremented by letting the
juvenile adopt an unfriendly profile. Conversely, the diﬃculty is not incremented
when the juvenile is in an unfriendly stance, as in that case the player apparently
was not up to the task of making him cooperate. We decided not to decrement the
game’s diﬃculty as previous studies showed that the game’s basic diﬃculty already
was low enough for most players to complete the game successfully (see Chapter 6).
Table 13 shows how the juvenile’s stance changes, depending on his current stance.
Players’ actions invite the juvenile to adopt a stance, yet the adaptation makes
the juvenile adopt the inverse of the invited stance. For example, when a player
acts submissive-friendly, the juvenile is invited to act dominant-friendly. However,
the algorithm for adaptation makes the juvenile adopt a submissive-hostile stance:
the opposite of a dominant-friendly stance. We base this on the notion that this is
the maximally unexpected behaviour for the juvenile, which would take players by
surprise. This is in line with the following learning objective 1 of loiter-ap.
7.2.2.3 Timing and diﬃculty
Adaptation can take place at diﬀerent moments during gameplay. With the current
setup of loiter, two types of adaptation are viable: within and between scenarios.
The first provides (sudden) changes within a scenario, which we expect to be less
expected than stance changes in between scenarios. The second lets players deal
with juveniles who have stances diﬀerent from neutral at the start of a scenario.
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Players then will have to learn how to cope with juveniles with such profiles. In
total, there are three scenarios players can play in loiter-ap. We chose to include
one adaptation within and one between each scenario, leading to five potential
moments of adaptation. This entails a total of seven diﬃculty levels for loiter-ap:
those following the five moments of adaptation, and those at the start and end of
the game.
To explain how the diﬃculty grows gradually over the course of the game, we
first explain the design of the maximal level of diﬃculty. Adaptations take place
exactly halfway a scenario: after 4 player actions in this scenario, after which
4 actions remain for the player. In this span, players should be able to get the
juvenile in a friendly stance: the juvenile’s aﬃliation should be positive (greater
than 0). The juvenile’s stance determines how many steps this would minimally
take the player. For the highest diﬃculty in the game, the juvenile’s aﬃliation
will be −2.5 (loiter’s lower limit of both dimensions of the framework for the
interpersonal circumplex). From this, it follows that the player needs to move the
juvenile’s position in Leary’s Rose by more than 2.5 in four steps. A straightforward
calculation shows that p should be smaller than (4/2.5 =) 1.6; we chose 1.5 as a
readable number which covers this requirement. Table 12 shows the p values and
stance for the juvenile’s profile that correspond to the seven diﬃculty levels (cf.
Figure 37). Here, the increase of diﬃculty relies on the minimum number of steps
it takes players to get the virtual juvenile to adopt a friendly stance again. The
diﬀerent positions in the stance framework, combined with the diﬀerent p values,
allow for a gradual increase in diﬃculty. The diﬀerence between diﬃculty levels
2 and 3, and 4 and 5 lies in the fact that, in the third and fifth diﬃculty levels,
players’ actions will have less positive eﬀects than in the second and fourth levels,
respectively, because of the higher p value. That is, the juvenile’s stance will move
faster to the hostile end of the spectrum and slower to the friendly end. Therefore,
when players take a hostile action, this will cause the juvenile to become hostile
more rapidly in level 3 and 5 than in level 2 and 4, respectively). The choice between
the pairs of coordinates the juvenile can adopt as a stance relies on the players’
stance as explained in Table 13.
7.2.3 Justifications

7
The forms of adaptation described above may increase the diﬃculty of loiterap, yet they may also be confusing to players. Suddenly, the juvenile does not
immediately respond according to the preconceived rules (from Leary’s Rose)
anymore. Moreover, the reactions of the virtual character may seem counterintuitive, especially when the player has been behaving friendly and the juvenile
suddenly becomes hostile. To ensure perceived coherency of the juvenile’s
behaviour, the game can provide feedback on the reasoning behind the adaptation
of his behaviour. Therefore, we include justifications for the juvenile’s changes in
behaviour to inform players about the causal links between their actions or other
events and the juvenile’s reactions. A similar approach is discussed by Szilas (2005),
who notes that a character is believable when its behaviour is explainable and thus,
that a character needs the means to express its justifications. As in loiter-tb and
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Table 12.: The seven diﬃculty levels in loiter-ap, including the values for p and the
stances adopted by the juvenile. Reaching the seventh level indicates that a player
successfully completed the sixth level.

difficulty p
level

7

stance coordinates of the juvenile

min. number of
steps toward

dh

sh

friendly stance

1

1

(0, 0)

(0, 0)

1

2

1

(−1.25, 1.25)

(−1.25, −1.25)

2

3

1.2

(−1.25, 1.25)

(−1.25, −1.25)

2

4

1.2

(−2.5, 2.5)

(−2.5, −2.5)

3

5

1.5

(−1.25, 1.25)

(−1.25, −1.25)

3

6

1.5

(−2.5, −2.5)

(−2.5, 2.5)

4

7

–

–

–

–

Table 13.: The adaptation of the virtual juvenile’s stance, based on his invited stance and the
player’s stance which invited that stance.
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stance

invited

juvenile’s adopted stance
profile

sf

df

sh

df

sf
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sh

sh

sh

dh
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loiter-fb, we choose the meta-techniques of thought bubbles and flashbacks to
convey these justifications to players.
The justifications can refer to events internal or external to the conversation.
This method builds on the out-of-character (ooc) approach discussed in Chapter 4.
In the vst, characters reasoned that they should intentionally do something
‘wrong’ in order to make stories more captivating. In loiter-ap, the juvenile can
misinterpret things the player says or perceive a friendly attitude as being ‘too
much’. This misinterpretation is intentional from an ooc point of view, yet serves
as an in-character explanation of the juvenile’s behaviour to keep his behaviour
coherent in the eyes of the player. Additionally, the juvenile can think about events
outside of the conversation to keep his behaviour explainable. For example, his
phone might be broken or he may have had a dispute with family members.
As explained in the previous section, adaptations can occur once during each of
the three scenarios and two times in between scenarios. For loiter-ap, we use
thought bubbles for justifications of within-scenario adaptation and flashbacks
for justifications of between-scenario adaptation. The justifications should explain
the change in the juvenile’s (preferred) stance. They do so through expressing (1)
which stance the player adopted and (2) which stance the juvenile adopts (both as
a profile and as a new stance). This holds for both types of adaptations, within and
between scenarios. The content of the utterances is based on the juvenile’s needs
to ‘save his face’ (inspired by Goﬀman (1959) and Smelt, Habchi, Dekker and van
der Wal (2014), see Section 5.2.1). The juvenile does not want to feel limited in his
autonomy, nor does he want to feel ridiculed by the police oﬃcer, especially in the
company of his friends. Therefore, the justifications will express his need to save
face.
Each within-scenario justification is a compound of two sentences, the first
expressing the juvenile’s (mis)interpretation of the player’s stance, the second
expressing the juvenile’s responding stance, indicating his face needs. Both
sentences depend on the juvenile’s responding stance. For example, when the
player is acting DF, the juvenile will start acting as DH (see Table 13). This calls for a
dominant-hostile misinterpretation of the dominant-friendly stance, for example,
‘Suuure, this guy is gonna tell us what to do.’ The second sentence follows up on
this interpretation by conveying the DH stance, for example, ‘Piss oﬀ, popo!’ For
the adaptations in loiter-ap, all the interpretations are negative, as the juvenile
only adapts his stance profile to a hostile stance (either DH or SH).
We created a list of example justifications which three police instructors of the
dpa rated on the dimensions of dominance and friendliness of the sentences. Based
on these ratings, we chose the six justifications that were rated as corresponding
best to a particular stance (DH or SH) and fit the scenarios best, see Table 14.
The construction of the between-scenario justifications followed a similar
process. These justifications also consist of a compound of two sentences,
expressing both the juvenile’s (mis)interpretation of the player’s stance and the
juvenile’s responding stance. The key diﬀerence between between- and withinscenario justifications is that the former also refer to events outside of the context
of the in-game interaction. These events are intended to explain the juvenile’s
interpretation of the player’s course of action. For example, one of the events
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Table 14.: The six diﬀerent justifications that can be shown in thought bubbles when a withinscenario adaptation is made (translated from Dutch, see Appendix B.3).

scenario

1

2

3

intended
juvenile’s
stance

player’s
stance

justification

DH

DF

‘Right, this guy is gonna tell us what
to do. Piss oﬀ, popo!’

SH

SF

‘Damn, such a wuss. Don’t pay attention to that loser.’

DH

DF

‘Is this guy looking for trouble? He
shouldn’t fuck with me, man!’

SH

SF

‘You gotta be kidding, mister nice guy
is here to bother us. Fuck this shit.’

DH

DF

‘Such a commander, we’re not in
the army! If he’s looking for trouble,
come at me!’

SH

SF

‘Shit, he’s feeling like it... Damn, if
only he left us alone.’

the juvenile may refer to in a between-scenario justification is that of his parents
seizing his phone. As explained above, the juvenile perceives this as a threat to his
face need for freedom. The juvenile may then transfer his negative opinion about
his parents to the player, who might currently also attack his freedom. In loiterap, these justifications are shown as flashbacks at the start of the second and third
scenario. They indicate the initial mood of the virtual juvenile for that scenario
if the diﬃculty of the game has been incremented. As above, we created several
justifications intended to convey the stances that correspond to the profile the
juvenile adopts, see Table 15.

7

7.2.4 Implementation of LOITER-AP
In Section 5.2.3, I explained the design of loiter, on which I expanded in
Sections 6.3 and 6.5 with the descriptions of thought bubbles and flashbacks,
respectively. As explained above, loiter-ap uses the same basic setup. When the
game starts, players get an introduction to both the goal of the game and its
mechanics, see Figure 38. This is followed by an introduction of Scenario 1, which
players subsequently play. At this point, the virtual juvenile has a neutral profile,
as described in Section 7.2.2.3. After the user has chosen four actions (halfway
the scenario, indicated by a grey, dashed line, see Figure 39), the game adapts its
diﬃculty based on the stance of the juvenile. If he is in a friendly stance (either DF
or SF), the diﬃculty is incremented; otherwise, the diﬃculty remains on the same
level. Only if the diﬃculty is incremented, the game displays a thought bubble (tb)
which provides a justification for the juvenile’s change in stance, see Figure 39a.
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Table 15.: The four diﬀerent justifications that can be shown in flashbacks when a betweenscenario adaptation is made (translated from Dutch, see Appendix B.3.2).

scenario

intended stance

2

DH

‘This morning I fucked up everything in
the supermarket, now this guy is gonna
whine as well? They should just leave me
alone for once!’

SH

‘Fuck, this morning my manager was
getting on my back while I was stacking
the shelves, now Mr. Cop. What a fucking
mess...’

DH

‘Lost my phone to my parents, now this
guy is gonna screw me? They should quit
fucking me over!’

SH

‘Oh shit, this keeps getting better. First
my phone gets nicked by my parents, now
this guy. Fuck, I don’t care for this at all...’

3

Intro

justification

TB

FB

TB

FB

TB

Adaptation

Adaptation

Adaptation

Adaptation

Adaptation

Scenario 1

Scenario 2

Scenario 3

Adaptation

Outro

Figure 38.: A schematic overview of the diﬀerent stages of a loiter-ap playthrough.

The player can then continue choosing another four actions to take, after which
the scenario ends and the game displays feedback on the stance both the juvenile
and the player took on average. For the second scenario, another introduction is
shown, after which a new scene is presented in the game. If the stance the juvenile
assumed at the end of the previous scenario was friendly, the game increments the
diﬃculty and shows a flashback (fb) at the start of the second scenario, see Figure
39b. As in the first scenario, an adaptation can take place after four actions, and
at the end of this scenario, based on players’ actions. The same goes for the final
scenario. The outcome of that scenario does not entail an adaptation, but serves
as an indication whether the player successfully mastered the final and maximal
diﬃculty level.
7.3 experiment: adaptation in loiter-ap
To evaluate loiter-ap, I conducted an experiment to investigate the hypotheses
underlying the game’s design. I expected players to experience an increase in
diﬃculty when the juvenile’s profile was adapted. Players had to take more positive
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(a) A thought bubble halfway through a scenario.

(b) A flashback at the start of a scenario.

Figure 39.: Two screenshots of the diﬀerent types of justifications in loiter-ap.

actions to get him to collaborate, so it was harder to get the juvenile in a positive,
collaborative stance. This yielded the following two hypotheses.
hypothesis 1 Adapting the juvenile’s stance (through stance profiles) will
increase the objective diﬃculty of loiter-ap.
hypothesis 2 Adapting the juvenile’s stance (through stance profiles) will
increase the subjective diﬃculty of loiter-ap.
Furthermore, players might be invited by the juvenile’s actions to mirror his
stance. For example, they might get frustrated with the juvenile when heais being
dominant-hostile. This yields the following hypothesis.
hypothesis 3 Adapting the juvenile’s stance profile will invite players to adopt
complementary stances, according to Leary’s theory.

7

The juvenile’s justifications were intended to keep the juvenile’s behaviour
believable despite changes of stance which do not follow Leary’s theory. The
thought bubbles and flashbacks were meant to make clear to players why the
juvenile took a certain course of action. I expected these justifications to make the
juvenile’s behaviour seem more coherent to the player. While he might be seen
as inconsistent without these justifications, he should now be seen as acting in a
coherent way with causal relations between the player’s actions and the juvenile’s
thoughts and reactions. This yields the following hypothesis.
hypothesis 4 Characters will be perceived as believable when justifications are
provided for changes in stance that are not in accordance with Leary’s Rose.
7.3.1 Method
This experiment is similar to the experiments described in Chapter 6: it uses
a between-subjects design, this time with three conditions, corresponding to
diﬀerent versions of loiter-ap. The first condition uses the implementation of
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Table 16.: The structure of the Game Experience Questionnaire.

module

components

# items

example item

geq-core

Annoyance, Challenge, competence, flow, negative aﬀect, positive aﬀect, sensory and imaginative immersion

33

‘I was fully occupied
with the game.’

geq-ig

Same as geq-core, with a subset
of its items

14

‘I felt successful.’

geq-sp

Behavioural
involvement,
Psychological
involvement:
empathy, psychological involvement: negative feelings

17

‘My actions depended on the
other’s actions.’

adaptivity as described above, including the justifications (condition apj). The
second condition includes the adaptive diﬃculty, but lacks the justifications
(condition ap). The control condition (c) lacks both implementations and functions
as a baseline.
The outline for this experiment closely mimics that of the experiments
described in Chapter 6. First, participants received explanations about the general
objective of this experiment, namely evaluating a method meant for training their
interpersonal skills. They were then asked to fill out a consent form and start
playing loiter-ap in a web browser. The game itself included instructions on
how to play it, including explanations about the justifications for condition apj,
detailing when the meta-techniques of thought bubbles and flashbacks were used
and what they meant (see Appendix B.3).
We used several measures to test the hypotheses. To measure the objective
diﬃculty and the reactions of the players to the character’s adaptations
(Hypotheses 1 and 3), we used the game logs. We used the Game Experience
Questionnaire (geq) (Brockmyer et al., 2009; de Kort, IJsselsteijn & Poels, 2007)
to measure players’ perceived competence and challenge, and the perceived
believability of the virtual character (Hypotheses 2 and 4).
The game logs kept track of the objective diﬃculty level during the game, which
could be incremented at the moments for adaptation described in the previous
section (see Table 12). Additionally, the game logs kept track of all the players’
actions, allowing us to investigate which actions people chose after the virtual
characters adapted his stance.
The geq provides several modules to determine players’ experiences when
playing and having played a game. All modules consist of lists which rely on
self-report items players rate on a scale from 0 (none/not at all) to 4 (extremely).
These modules are further divided into components that measure, among others,
competence, challenge, and psychological involvement.
Three modules of the geq are of importance for this experiment: the main
module (geq-core), the in-game module (geq-ig) and the social-presence module
(geq-sp). Table 16 provides an overview of the structure of the geq, detailing

game
experience
questionnaire
(geq)
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the components of the modules and example items, see IJsselsteijn, de Kort and
Poels (n.d.) for a complete description of the geq. We chose the challenge and
competence components from the geq-iq module to give an indication of the
competence of players and challenge of the game. These components consisted
of two items each, resulting in four items which players were required to answer
at several points during gameplay.
The geq-sp module consists of items that constitute three separate components:
behavioural involvement, empathy, and negative feelings. Items constituting the
empathy component indicate how the moods of participants and the virtual juvenile influenced each other. Items related to negative feelings indicate participants’
dislike of the virtual juvenile. Behavioural involvement is measured through items
that indicate causal relationships between the actions of participants and the virtual juvenile. We used items from this module to investigate players’ relations to
the virtual characters in the game.
We incorporated these measures in the game as follows. To determine the
perceived diﬃculty of the scenarios, players were asked to answer the chosen
four items from the geq-ig module to indicate how competent and challenged
they felt at the end of each of the three scenarios. Having completed the game
and having rated the final four items of the geq-ig, participants filled in the geqcore and geq-sp (see IJsselsteijn et al. (n.d.)). The final part of the experiment was
a short demographics questionnaire, equivalent to the one used in the previous
experiments with loiter, see Section 6.4.
7.3.2 Results

7

In total, 42 participants participated in the experiment. One of them did not
complete the final questionnaire and has therefore been omitted from the results.
All participants were first-year students at the Dutch Police Academy, as we
concluded from the results of our previous experiment (see Section 6.6) that
loiter may be too easy for more experienced police students. The mean age of
participants was 26.1 (SD = 7.5); 56% was male, 24% female, and 20% did not
report their gender. Participants indicated they had moderate experience with
computer games (M = 2.3, SD = 1.2 on a scale from 0 to 4). Of the 41 participants,
14 completed the apj condition, with both the adaptation and the justifications; 14
completed the ap condition, with just the adaptation; and 13 completed the control
condition, without adaptations or justifications.
7.3.2.1 Hypothesis 1
For Hypothesis 1, we analysed how both the subjective and objective diﬃculty of
the game changed over time. For the control condition, the objective diﬃculty
always remained at 1, as the game never adapted its diﬃculty in that condition.
Figure 40 shows how the average objective diﬃculty for three conditions varied
over time, measured at the six moments of adaptation and the start of the game. At
the first moment of adaptation (halfway scenario 1), the objective diﬃculty for all
participants in both condition ap and condition apj was incremented. Eventually,
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Scenario 1 Scenario 2 Scenario 3

Figure 40.: The change in objective diﬃculty over time for all three conditions.

participants in condition ap reached a diﬃculty level of, on average, 5.86 (out of
7, SD = 1.351). Participants in condition apj reached a diﬃculty level of 6.14
(SD = .663). A repeated measures ANOVA (between-subjects factor: condition)
revealed that the diﬃculty diﬀered significantly over time, within subjects of both
condition ap and apj (F(12, 228) = 95.934, p < .0005). Post hoc tests using the
Bonferroni correction did not reveal significant diﬀerences between conditions ap
and apj (p > .05).
7.3.2.2 Hypothesis 2
The scores of the geq-ig and geq-core give an indication of the subjective diﬃculty
of loiter-ap. Table 17 shows the participants’ average scores of perceived
challenge and competence for all three conditions and Figures 41 and 42 present a
graphical overview of how these changed over time. We carried out anovas with
these scores as variables (fixed factor: condition) to determine whether there were
significant diﬀerences between conditions for the challenge and competence after
scenario 1, 2 and 3, and after participants finished the game. None of these anovas
revealed significant diﬀerences between the three conditions (p > .05).
Next, we investigated the perceived challenge and competence per scenario
across conditions. A repeated measures anova (within-subject variables: in-game
challenge for scenario 1, 2 and 3; between-subject factor: condition) showed that
there was a significant diﬀerence between the scores for perceived challenge
(F(1.982, 75.318) = 4.459, p = .015). A post hoc test using the Bonferroni
correction showed that this diﬀerence existed between the scores for scenario
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Figure 41.: The change in perceived challenge over time for all three conditions.

7

1 and 3 (p = 0.018), but not between scores for scenarios 1 and 2, and 2 and
3 (p > .05). This means that, across all conditions, the perceived challenge of
scenario 3 was higher than that of scenario 1.
A similar analysis with a repeated measures anova (within-subject variables:
in-game competence for scenario 1, 2 and 3) showed that there was a significant
diﬀerence between the scores for perceived competence (F(1.904, 72.358) =
5.170, p = .009). A post hoc test using the Bonferroni correction showed that
this diﬀerence existed between the scores for scenario 1 and 2 (p = 0.015), but
not between scores for scenarios 1 and 3, and 2 and 3 (p > .05). This means that,
across all conditions, the perceived competence of players while playing scenario
2 was lower than that for scenario 1.
These results indicate that, on average, players felt they had high competence,
while they did not feel challenged. Figure 43 shows a scatter plot of the self-report
ratings of players’ competence and challenge. Comparing this to Vygotsky’s zpd
(Figure 36), this scatter plot shows that participants may have been in a state of
boredom while playing loiter-ap. This implies that the game may still have been
too easy to provide an apt challenge to players, even though the participants were
first-year students.
7.3.2.3 Hypothesis 3
We investigated the logs of participants’ play sessions which loiter-ap stored
to determine whether the juvenile invited participants to adopt a mirroring
stance. Our analysis revealed that, on average, players most often chose friendly

7.3 experiment: adaptation in loiter-ap

147

Figure 42.: The change in perceived competence over time for all three conditions.

Table 17.: Participants’ average scores for challenge and competence during and after the
game.

measure

time period

c

ap

apj

geq-core challenge

Total game

.68 (.379)

.83 (.72)

.83 (.514)

geq-core competence

Total game

3.09 (.487)

2.69 (.655)

2.87 (.763)

geq-ig
lenge

Scenario 1

1.08 (.838)

1.39 (.656)

1.46 (.692)

Scenario 2

1.27 (1.053)

1.79 (.848)

1.68 (.608)

Scenario 3

1.31 (1.011)

1.79 (.802)

1.79 (.822)

Scenario 1

3.12 (.583)

2.82 (.541)

2.75 (.580)

Scenario 2

2.88 (.795)

2.50 (.679)

2.57 (.703)

Scenario 3

3.08 (.641)

2.79 (.378)

2.68 (.846)

chal-

geq-ig competence

score per condition (M, SD), out of 4
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Figure 43.: A scatterplot of the ratings of loiter-ap’s challenge and competence.

7

approaches to dealing with the juveniles. In total, approximately 91% of all
player actions represented either a DF or SF stance. Table 18 shows the average
frequencies of players’ actions per condition. Four anovas (dependent variables:
number of DF, SF, SH or DH actions; fixed factor: condition) did not reveal any
significant diﬀerence between conditions (p > .05).To determine whether players’
behaviour was influenced by the adaptation in the game, we investigated their
actions directly following an adaptation, in conditions ap and apj. Of the 14
participants in condition ap, four responded at least once with a hostile stance
(either DH or SH) to the juvenile changing his stance to a hostile one. In condition
apj, six participants reciprocated the juvenile’s hostile behaviour at least once.
The ratio of these responses compared to the desired, friendly responses when
an adaptation was performed yields an average of 8.3% (SD = 13.9%) hostile
responses for condition ap and 15.7% (SD = 21.3%) for condition apj. An
independent samples t-test on these variables showed no significant diﬀerence
(p > .05).
7.3.2.4 Hypothesis 4
For Hypothesis 4, we investigated the participants’ scores of the geq-sp, relating to
their feelings of social presence. Table 19 shows, per condition, the average scores
for each of the three components of the geq-sp: empathy, negative feelings, and
behavioural involvement. Players’ empathy with respect to the virtual juvenile was
moderate. An anova (dependent variable: geq-sp score on this component; fixed
factor: condition) did not reveal any significant diﬀerence between conditions
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Table 18.: The average frequencies of players’ actions in loiter-ap.

condition

number of actions per stance, out of 24 (M, SD)
DF

SF

SH

DH

c

10.15 (2.940)

11.62 (2.959)

1.08 (2.253)

1.15 (.987)

ap

8.14 (1.791)

13.36 (3.973)

.93 (1.859)

1.57 (1.555)

apj

9.86 (4.240)

12.36 (4.909)

.57 (.646)

1.21 (1.251)

Total

9.37 (3.207)

12.46 (4.013)

.85 (1.682)

1.32 (1.274)

Table 19.: Participants’ average scores for the geq-sp scales.

measure

score per condition, out of 4 (M, SD)
c

ap

apj

Psychological involvement, empathy

1.53 (.874)

1.74 (1.014)

1.74 (.578)

Psychological involvement, negative feelings

.82 (.580)

1.09 (.664)

1.10 (.469)

Behavioural involvement

1.47 (1.130)

2.12 (1.051)

2.44 (.778)

(p > .05). Neither did an anova for the second component, about negative feelings
toward the virtual juvenile, reveal any significant diﬀerence between conditions
(dependent variable: geq-sp score on this component; fixed factor: condition,
p > .05). On average, players did not have negative feelings toward the loitering
juvenile. The average of the players’ behavioural involvement ranged from below
to above moderate.
The scores for behavioural involvement diﬀered significantly as determined by
a one-way anova (dependent variable: geq-sp score on this component; fixed
factor: condition, F(2, 38) = 3.280, p = .049). A Tukey post hoc test revealed that
there was higher behavioural involvement in condition apj (2.44 ± .78, p = .041)
than in condition c (1.47 ± 1.13). There were no significant diﬀerences between
conditions ap and apj, nor between conditions c and aj (p > .05). The ratings for
the behavioural involvement were on the lower half of the scale for the players
in the control condition (M = 1.47, SD = 1.130), the addition of both adaptive
diﬃculty and justifications in condition apj yielded a significant increase (M =
2.44, SD = .778), raising this rating about one point on the four-point scale.
7.3.3 Discussion
The results entail the following answers to the research questions. Adaptivity
made loiter-ap’s objective diﬃculty rise in both adaptive conditions, with no
significant diﬀerences. On average, players reached the second-highest diﬃculty
level. This indicates that they performed well in getting the juvenile to cooperate,
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otherwise the diﬃculty would not have been incremented. Looking back to the
experiment with loiter-fb in the previous chapter, this further supports the
conclusion of that game having a ceiling eﬀect where the players simply could
not do better, as all players experienced increases in diﬃculty in loiter-ap. We
may conclude that, despite adaptive diﬃculty, this ceiling eﬀect is still in place
in loiter-ap, as players performed almost as well as possible. The findings about
the game’s subjective diﬃculty agree with this: players felt the game was not
challenging, while at the same time they felt they were competent. Comparing
the scatterplot of the players’ ratings of challenge and competence (Figure 43)
to Vygotsky’s Zone of Proximal Development (Figure 36), we can see that players
may indeed have felt bored while playing the game. We can conclude that neither
the addition of adaptive diﬃculty nor justifications had an impact on the players’
ratings of challenge and competence, as compared to the game without these
features. While loiter-ap incremented its diﬃculty based on players’ competence,
the implemented improvements did not increase the game’s challenge, despite the
participants having less experience with social interactions in the police domain
than the participants of the previous experiments (see Chapter 6).
Players of loiter-ap felt neutral towards the virtual juvenile; they did not
indicate they felt empathic with him. This also shows in their ratings of negative
feelings towards the juvenile, as these were also on the low-end of the scale. The
game logs reflect the same finding: players mostly took a friendly approach, not
taking up the invitation to become hostile. This held for all three conditions;
loiter-ap’s adaptation did not change players’ negative feelings or feelings of
empathy towards the virtual juvenile. However, there is an important finding
concerning the behavioural involvement of players. The addition of both adaptive
diﬃculty and justifications yielded a significant increase of approximately one
point on the four-point Likert scale, as compared to the control condition which
lacked these additions. In condition ap, which included adaptive diﬃculty, but
lacked justifications, this increase was also visible, but not significant. This may
mean that the justifications provided the extra information necessary for players
to interpret the juvenile’s behaviour as more involving. This might have resulted
from the more complex or more coherent nature of the juvenile’s behaviour. This
finding entails several possible conclusions. It may be that the juvenile’s switching
of stances provides a richer interaction: he no longer simply follows the rules of
the interpersonal circumplex, but chooses a diﬀerent course of action. This may
have drawn players’ attention as it provides an unexpected experience, thus letting
them feel more involved with the juvenile as they had to keep paying attention to
what he would do next. Nonetheless, the increase of behavioural involvement is
only present when the juvenile’s justifications for his behaviour are shown. This
leads to the conclusion that this increases the perceived causality of the juvenile’s
behaviour and therefore of the game’s coherence.
Overall, players did not opt to take hostile actions very often in loiter-ap. From
this, we conclude that players do not necessarily feel invited to reciprocate the
juvenile’s adoption of a hostile stance. While the results of the geq-sp indicate
that players felt stronger behavioural involvement with the juvenile in condition
apj, they did not let themselves be provoked to act hostile. This may be a result of
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participants’ feeling of presence being too low, which is reflected in the scores for
the geq-sp components about empathy and negative feelings. However, why the
participants mainly chose friendly actions is unclear. It may be that participants
understood the mechanics of Leary’s Rose and intentionally continued taking
a friendly stance, no matter how unfriendly the juvenile acted. Alternatively,
participants may have recognised that taking a friendly action would always end
in a desired ending, without intentionally reflecting on Leary’s Rose.
As discussed in the beginning of this section, loiter-ap was still prone to several
shortcomings in its design. The updated design of the game entailed a more
complex cognitive model for the virtual juvenile which had a positive eﬀect on
participants’ involvement. However, the mechanics of the game still allowed most
users to solve the three scenarios satisfactorily without them feeling challenged.
As in loiter-tb and loiter-fb, players’ choices are always limited to a given set.
The way these choices are presented in loiter-ap could have made the game pretty
straightforward to complete without the necessary challenge. For future iterations
of loiter, multiple shortcomings need to be addressed. First and foremost, the
game needs to become more challenging. loiter’s diﬃculty can be increased in
several ways. Rather than simply having one type of player behaviour which is
always correct, diﬀerent situations in the game can call for diﬀerent approaches,
for example, being more friendly one time than other times. To challenge players
to put more thought into their decision process, they may benefit from a diﬀerent
input than a multiple-choice format. When players voice their own ideas about
what to do, they are primed less and have to think more intently about which
course of action may be the best. As the results of this experiment show, the
expansion of the juvenile’s cognitive model improved a key factor of the game:
behavioural involvement. The juvenile seemed more real when he changed his
behaviour and did not simply reciprocate the players’ behaviour. However, players
of loiter-ap did not yet feel invited to mirror the juvenile’s behaviour, for example,
by becoming hostile towards the juvenile when he mocked them. This may be due
to a lack of proper realism, which may be alleviated in various ways, for instance
with richer behaviour with more variability. Improved fidelity of the game, such
as in a virtual reality (vr) setup, may also improve players’ presence. In Chapter 9,
I discuss the first steps taken to implement the principles of loiter in such a vr
environment.
7.4 reflections on this chapter
In this chapter, I addressed the fourth Research Question of this dissertation:
rq4 How can virtual agents use meta-thinking to adapt serious games to the user’s
competence?
To answer this question, I discussed how serious games can benefit from the
adaptation of their challenge to a player’s competence. The theory of the Zone of
Proximal Development (Vygotsky, 1978a) is highly influential to this approach, as
is a key factor of the flow theory of Csíkszentmihályi (1990), namely the matching
a task’s challenge to a person’s competence. Several systems have been designed
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to implement this concept, ranging from games that adapt to players on a macroscale, for example, by ordering their missions depending on players’ behaviour, to
games that adapt on a micro-scale, adapting small parts of the game world such as
the provision of items, or by providing hints.
For the design of loiter-ap, a serious game prototype for social skills training,
I chose a micro-scale approach which uses adaptive profiles. This approach is
inspired by the characters of the Virtual Storyteller reasoning out-of-character
(see Chapter 4). The npc of loiter-ap can change his stance profile depending
on how well players perform in the game. For example, when a player is able
to convince the juvenile to cooperate, the game interprets this as that player
having increased their competence. The juvenile is not aware of this knowledge
in-character as this knowledge is only available out-of-character. Reasoning on
this meta-level, the game adapts the juvenile’s profile so that he is inclined to be
less cooperative with the player, incrementing the game’s challenge. Because this
change in the juvenile’s behaviour may be interpreted by players as incoherent,
loiter-ap provides justifications to retain coherence by showing the events
causing this change, which either involved misinterpreting players’ actions or
‘making up’ excuses. These justifications are shown through the meta-techniques
of thought bubbles and flashbacks, as discussed in the previous chapter.
An evaluation with students of the Dutch Police Academy showed that most
players of loiter-ap were able to complete the game successfully, ending with
the highest levels of diﬃculty. This result, combined with the game being rated as
not very challenging, indicates that they found the game, on average, not diﬃcult.
Several limitations of the game may have caused this result. For example, players
chose actions in a multiple-choice fashion, which may have made it too easy for
them to determine which was the correct response to the juvenile. Moreover, the
cognitive model governing the juvenile’s behaviour relied on the theory of Leary’s
Rose (Leary, 1957), with the exception of the adaptations. The incorporation of
other models, for example, those relating to rapport and face (see Section 5.2.1),
may positively influence the game’s perceived realism while also increasing its
diﬃculty. Changes in these game mechanics may improve the challenge of the
game, requiring more eﬀort on the player’s behalf to think on which approach
to take. A next step in making the experience of such a game for training social
skills more immersive also lies in the use of higher fidelities for the training
environment, for example, through the use of virtual reality (see Chapter 9). This
allows players to experience interactions in a more immersive way, taxing them
more to take correct decisions under stress.
Nonetheless, the results of the evaluation also showed that the addition of
justifications, combined with the adaptations of the juvenile’s profile, resulted
in improved behavioural involvement of players. This highlights how the meta
matters when adapting the challenge of a serious game: the use of adaptive profiles
and justifications leads to the apparent coherency of the behaviour of virtual
agents.

PART IV
CONCLUSION: REFLECTING ON THE
RESEARCH
In this part, I reflect on my research.
In Chapter 8, I answer the four research questions I posed at the start
of this dissertation and discuss how the meta matters for interactive
storytelling and serious games.
In Chapter 9, I close with an outlook on future work. I discuss the
possible improvements to the Virtual Storyteller and the Interactive
Storyteller, and describe our first foray in implementing loiter in a
virtual reality environment.
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Vlad was right. There are no choices. Nothing but a straight
line. The illusion comes afterwards, when you ask ‘Why me?’
and ‘What if?’ When you look back, see the branches, like a
pruned bonsai tree, or a forked lightning. If you had done
something diﬀerently, it wouldn’t be you. It would be someone
else looking back, asking a diﬀerent set of questions.
Max Payne
Max Payne
Remedy Entertainment (2001)

T

his chapter provides conclusions from the research discussed in this
dissertation. In Section 8.1, I revisit Chapter 1, recapitulating how
previous work on meta-thinking has influenced this dissertation. In the
following two sections, Section 8.2 and 8.3, I answer the four research questions
related to meta matters in interactive storytelling and serious games, respectively.
Based on these answers, I go meta myself in Section 8.4 and discuss what this
paradigm oﬀers for research on interactive digital technology.
8.1 the meta-narrative of this dissertation
To reiterate what I said in the introduction of this dissertation: stories help us understand the world we inhabit. The goal of this dissertation’s narrative is to understand how thinking about stories and games can augment our experiences with interactive storytelling systems and serious games. This dissertation chronicles my
eﬀorts to answer the following question:
How can both users and virtual agents use meta-thinking to enrich
interactions with interactive storytelling systems and serious games?
As I explained in the introduction, experiences with such systems can be
enriched in diﬀerent ways to improve the enjoyment of stories or increase the
eﬃciency of a serious game. For example, work can be done to improve the
visual fidelity of virtual environments to make them more life-like, or to expand
the player’s input modalities with virtual reality. My approach to improving
interactions with interactive storytelling systems and serious games is aimed at
understanding the relation between the world of play and the external world.
The starting point for this is the well-known concept of the magic circle, which
functions as a distinction between real and virtual worlds (Salen & Zimmerman,
2004). I oppose the view of Caillois (2001), who asserts that there is a strict
boundary between the two that cannot be crossed while playing. This dissertation
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revolves around the idea that the ability to actually cross this boundary is
of paramount importance to enriching experiences of interactive storytelling
systems and serious games. Huizinga’s classical work Homo Ludens (Huizinga, 1949)
as well as Man, Play and Games by Caillois (2001), and The Hero with a Thousand Faces
by Campbell (1949) state that both readers and players knowingly enter a fictional
world when they read and play. While Caillois did not agree with players being able
to be present in the virtual and real world simultaneously, Bates et al. (1992) point
out why it is important that players can transcend their existence in the virtual,
fictional world. For example, when children are playing, but one of them gets hurt,
the other is able to say ‘You are dead.’ As games take place in the physicality of
the real world, players are able to step out of the game world to reflect on their
experience and, for example, stop playing, or decide to change their play in a way
that suits them.
This also holds for experiencing stories: readers reflect on their reading process,
based on personal preferences and expectations of stories. They do not read a
story in isolation from the real world, but let the world external to that of the
story influence their reading. For example, one might be more inclined to read
thrilling, action-packed page-turners, while the other enjoys a slowly developing,
metaphysical drama. It may also be the case that the reader wants to finish a
chapter quickly, because she has to get oﬀ the train at the next stop. Especially
those stories that are packed in metaphors and analogies ask readers to read
between the lines and think about the possible allegories and allusions. Thus, going
meta while reading stories enables readers to enrich their experiences.
In this dissertation, I describe how going meta can enrich the experiences of
players when interacting with interactive digital storytelling systems and digital
serious games. My research involved investigating interactions with both the
Virtual Storyteller (vst), an interactive storytelling system, and a series of serious
game prototypes called loiter. In both these types of systems, players interacted
with virtual agents: characters in a fantasy domain in the vst, and virtual juveniles
in law enforcement scenarios in loiter. I approached the challenge of going
meta from two sides: from that of the players of these systems and from that
of the virtual agents with whom players interact in these systems. Both these
entities inhabit the virtual worlds of either system, yet both can also take a metaperspective and reflect on the experiences of the other party and of themselves.
Through reflecting and reasoning about the state of the virtual world and the state
of the other entity, they can adapt their behaviour to improve their interaction
through and with the system. In other words, any type of agent, whether human
or artificial, can benefit from adopting this perspective. In Parts II and III of this
thesis, I discussed my research on the Virtual Storyteller and loiter, respectively.
In the following two subsections, I recapitulate my findings in the same order.
8.2 interactive storytelling gone meta
To investigate to what extent the meta matters in interactive storytelling systems,
I analysed the vst from the point of view of players and of virtual agents. My
research continued the work of Swartjes (2010) about the inner workings of the
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Virtual Storyteller. For my research, I focused on the user experience of players
(Section 8.2.1) and the plotting capabilities of agents (Section 8.2.2).
8.2.1 How players go meta to co-create stories
In Chapter 3, I sought to answer Research Question 1 of this dissertation.
rq1 What kind of meta-thinking do people do while co-creating stories?
To answer this question, I investigated interactions with the Interactive Storyteller
(ist), which is based on the vst. The vst was originally meant to generate stories,
with the Interactive Storyteller adding a layer on top of it to make it interactive
(Alofs et al., 2015). Interacting with the ist happens through a graphical user
interface with multi-touch capabilities so that players can select actions for one
or more characters and move them around by dragging them. Other characters
act autonomously when not controlled by players. A study done by Alofs et al.
(2015) showed that pairs of children who interacted with the ist were actively
discussing among themselves what to do. In other words, they went meta to cocreate stories. In Chapter 2 of this thesis, I describe how we continued this line
of research by analysing the interactions recording during Alofs et al.’s study. We
gained an understanding of how children go meta when interacting with the ist
by analysing their interactions in two iterations.
Firstly, we analysed the story logs to investigate the causality of the created
stories. We found that the children who participated in this study were able to
causally connect events happening in the story with logical reactions, making the
stories they co-created locally coherent. We also saw that the children created
stories with clear goal-action-outcome sequences, indicating they were able to
create globally coherent stories. However, this coherence was only partial, as
children also experimented with the possibilities of available actions and their
eﬀects. This partial coherence is due to almost half of these actions not aﬀording
children to carry out new actions, instead simply providing an eﬀect without
consequence in the story. The children seemed to have mixed intentions: on the
one hand, they did their best at advancing the story, on the other, they played
around with the ist to explore its aﬀordances. Only looking at the logs of stories
the children produced did not give us suﬃcient information to determine why they
took certain actions. We hypothesized that factors not visible in the story logs were
the cause of certain events happening. Therefore, we investigated the children’s
meta-communication about their interactions in a follow-up study.
In our second study, we further analysed the children’s communication by
looking at the video recordings. This turned out to be essential to understanding
several cause-action sequences in the created stories. The children actively
communicated with each other to deliberate which actions to take and how to
plan the desired outcome of a story. More than simply copying character actions,
they also went meta on several levels. For example, the children indicated to what
extent they liked the story and asked each other questions about the mechanics
of the interaction. The ist has similarities to old-fashioned board games, both
in appearance and in use, for example, because of the layout of the story world
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and because of its turn-taking mechanic. This may explain why children at times
treated the ist like a board game, indicating whose turn it was and what they
would do in later turns. Additionally, the children sometimes complained about
their interactions, being confused by the user interface.
We expanded on work by Sawyer (2003) and Fine (2002), who distinguish
between diﬀerent frames for interaction, by creating the Perspective × Reference
(P×R) annotation scheme. This 3 × 3 scheme can be used to classify the
communicative acts of players with interactive storytelling systems such as the
Interactive Storyteller. Any communicative action of a player can be uttered from
either the story, play or real world frame (perspective). Such an action can refer
to either the story world, the game system, or the real world (frame of reference),
resulting in nine diﬀerent classes. These classes helped us to understand how the
children approached the ist at diﬀerent moments during their interactions. We
discovered that children indeed actively go meta, not at all confining themselves
to the story or play frames. For example, they talked about the realism of the
behaviour of the virtual characters and they explained their behaviour to their
partners so that they could collaborate.
Our conclusion is that, by analysing the combination of the children interactions
with the Interactive Storyteller and also with each other, we can sketch a clearer
picture of what happens when people interactive with storytelling systems. To
children, going meta matters when co-creating stories. This research has been
a first step at discovering how the meta matters to them with the end goal of
improving interactive storytelling systems. With the help of the P × R annotation
scheme, future research can provide insight into how players of other interactive
storytelling systems interact with these systems.
8.2.2 How agents go meta to perceive, assume and plot stories
Turning to the side of virtual agents in the Virtual Storyteller, Chapter 4 deals with
our work on agents that can go meta to improve stories. This chapter addressed
Research Question 2.
rq2 How can virtual agents use meta-thinking to improve the generation of stories?
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All stories create an experience for their readers. In the vst, this is done with
virtual characters which adopt goals to pursue. Their antics in the story world
with each other result in stories. The author has a vital role in this process, as
she decides what the story world looks like, which actions characters can perform
and which goals they can adopt (Swartjes & Theune, 2009a). On the one hand,
authoring the story worlds in such a way that only specific stories can occur
limits the possibilities of the virtual characters and the creativity of the interactive
storytelling system as a whole. On the other hand, giving the virtual characters too
much freedom in choosing what they can do may lead to dull stories. To maintain
a balance between these two extremes, virtual agents can go meta about the story
to determine what they should do. Similar to the agents in work by Aylett et al.
(2006), virtual agents in the vst have both an in-character (ic) view of the virtual
world and an out-of-character (ooc) view. The former is their character role in
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the story: on this level, they should only perceive what the character senses to
maintain realism. The latter view is their meta-level which lets them have an
omniscient view of the virtual world, enabling them to reason about the story. In
previous versions of the vst, the character agents were omniscient, which made
particular types of stories impossible. For example, stories about deception depend
on characters not being omniscient. We applied the ic/ooc paradigm to enable
agents to create such stories in the vst.
Firstly, we implemented actions for the character agents that restrict them to
sense only a part of the world they are currently inhabiting. No longer being
omniscient in their in-character perspective, the virtual agents cannot access all
the information about the story world, for example, where an item is located
they are looking for. As a side-eﬀect, this prevented characters from making plans
to achieve certain goals, as they could not reason towards a solution without
information they could not perceive. Secondly, we modified the planner of the
vst to allow for agents to use assumption operators to assume facts, for example,
assuming an item is located at a specific location, even if it is not. When the
character has to plan towards a goal, it immediately goes meta, into its out-ofcharacter perspective, to get a complete overview of the story. Based on this
omniscient world view, the virtual agent can then self-deceive his character role to
stimulate the creation of more dramatic stores. For example, the item the character
is supposed to be looking for is located at a certain location. However, instead of
simply planning to move to that location and retrieve the item, it assumes, incharacter, that the item is located at a diﬀerent location. Its reason for this is that it
knows, ooc, its enemy is located there. Thus, when it plans to go there ic, it knows
ooc that it will be confronted with it enemy, leading to a conflict between the two
of them. This conflict might otherwise have been avoided by the character, had it
simply moved towards the item and retrieved it.
This is a proof-of-concept of what is possible when virtual agents go meta,
reasoning in ways similar to those of improvisational theatre players. Going meta
allows for these agents to do things they would normally not consider from an
in-character point of view. For example, story characters may perform mental
leaps of faith to arrive at conclusions that advance the plot, or they may choose
to ‘forget’ about some property of an object to dramatic eﬀect, such as lighting
an exploding cigar. With proper authoring for the assumption operators, oﬀering
virtual agents to go meta can enrich the variety of generated stories and, in turn,
the users’ experience.
8.3 serious gaming gone meta
In the second part of this dissertation, I explored how to use the concept of
meta-thinking to design serious games for training social skills. I created several
prototype games called loiter, which features virtual characters with which
players need to interact.1 All scenarios in these games took place in the domain
of law enforcement, with players taking on the role of a patrolling police oﬃcer. In
these scenarios, players come upon a group of loitering juveniles who they have to
1 In collaboration with T-Xchange, see http://www.txchange.nl.
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convince to cease their loitering. Players can take diﬀerent approaches to solving
these conflicts. For example, they can choose to be more dominant and less friendly,
or more aﬀectionate and accommodating. The leader of the juveniles will respond
to players’ actions following the theory of interpersonal reflexes (Leary, 1957). All
scenarios end with the juveniles ceasing their loitering, yet whether they do so
willingly or under pressure aﬀects how they interact with the player in successive
scenarios, thus influencing long-term interaction.
In this dissertation, I describe how the meta matters when designing such
serious games. Similar to my investigation in interactive storytelling systems,
I approached this from the perspective of players and from the perspective of
agents. For players, this means going meta to reflect on their learning experience
(Section 8.3.1); for virtual agents, using information on players’ competence to
adapt their behaviour (Section 8.3.2).
8.3.1 How to support players to meta-think and reflect
In Chapter 6, I sought to answer Research Question 3 of this dissertation:
rq3 How can serious games stimulate meta-thinking to increase their eﬀectiveness?

8

What distinguishes serious games from regular games is that the former have
the explicit goal to teach players something which is of importance outside the
play world. This entails that knowledge gained by playing a serious game needs to
be understood by players outside of the context of the game itself. In other words,
players need to translate this knowledge to real-life scenarios, reflecting on their
gaming experience and becoming aware of how it relates to the real world. As such,
eﬀective serious games require players to go meta to learn.
For loiter, I designed two meta-techniques to stimulate this process of
reflection and thus increase the game’s eﬀectiveness (see Chapter 6). The first of
these is the use of thought bubbles which give insight into the juvenile’s thoughts
about a player, showing the latter’s stance. The second is the use of flashbacks
which indicate how the juvenile remembers the player’s behaviour in a previous
scenario. Each flashback shows an action the player took which corresponds to his
average stance during that scenario, together with an interpretation of the juvenile
and an explanation of how the player’s past behaviour will cause the juvenile to
act in the upcoming scenario. Both of these techniques were intended to make the
cause-eﬀect relation between players’ behaviour and the juvenile’s responses more
explicit.
We evaluated these games with several classes of students from the Dutch Police
Academy, investigating to what extent the addition of these meta-techniques
influenced their learning experience. The results indicated that learning gains
of the games with meta-techniques were, on average, minimal to non-existent.
Neither were there learning gains in the games which lacked the meta-techniques.
There are several possible explanations for this. First and foremost, the metatechniques may not have achieved their intended goal of making players reflect
on their behaviour. Players may not have been aware of the use of these
techniques, possibly not understanding the information contained in them or
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simply ignoring them. This calls for closer scrutiny of the type of information that
they may benefit from in such a serious game. Secondly, the game’s overall design
influenced multiple factors relating to the players’ experience. Each scenario was
straightforward; there was limited branching of the story. All players took the
same number of actions, with each scenario ending with the juveniles leaving.
Moreover, the actions available to players were presented to them in a multiplechoice fashion: verbal utterances were accompanied by pictures of the player
character’s posture that matched those utterances. This may have resulted in
players almost always choosing actions that resulted in positive reactions from
the juvenile, making the game too easy to complete successfully. Thirdly, there may
have been a ceiling eﬀect in the students’ learning process, which may have caused
the lack of a diﬀerence between learning gains in students who played the games
with versus those who played without meta-techniques. This may in part be due to
the students already having had experience with situations similar to those in the
game, as they were in the third year of their curriculum. Fourthly, the games may
also have been too simple to convey the complex social interactions of real life, thus
being too distantiated from the real world for students to translate their learning
gains from the game to the real-world settings in the situational judgement tests.
It may also have been the case that these tests did not correctly replicate the actual
real-world settings.
While the addition of meta-techniques did not improve learning gains, these
results emphasize that designing serious games is a process which entangles many
requirements. Learning objectives are the core of any serious game, yet serious
games should also be entertaining, otherwise, the main motivational aspect of such
a game is lost. Furthermore, serious games need to be provide a challenge which
suits the players that play it. In the studied loiter games, this challenge was too
low, as explained above. To overcome this hurdle, I investigated how the virtual
agents in loiter can adapt the game’s diﬃculty to match a player’s competence.
8.3.2 How agents go meta to adapt a game’s diﬃculty
Chapter 7 is dedicated to Research Question 4 of this dissertation:
rq4 How can virtual agents use meta-thinking to adapt serious games to the user’s
competence?
Based on the results of our previous studies on the loiter games, I decided
that several elements of the game design should be changed to provide a better
challenge to players. The core mechanic of these games is the choice players have
in which approach to take when addressing a loitering juvenile. His responses,
and hence the outcome of a scenario, depend on these choices. Chapter 7 of this
thesis reaches back to our research on agents going meta in interactive stories to
stimulate conflict between characters. This is the crux of adaptive diﬃculty in a
revised version of loiter. I decided that, to match the challenge of the game to the
competence of a player, virtual agents should adapt their behaviour depending on
that player’s competence in the game.
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Like the virtual agents in the vst who went meta to seek out conflict with
other characters, the virtual juvenile in loiter can go meta to choose to be less
or more inclined to cooperate with players. This is what I termed a character’s
adaptive profile. To adapt his profile, the virtual agent reasons out-of-character by
analysing whether a player has been taking the correct actions to kindly convince
the juveniles to cease their loitering. When a player chooses the right options
to de-escalate the conflict, the juvenile can choose to become less cooperative,
resulting in him being more diﬃcult to convince to go away in a friendly manner.
This may seem counter-intuitive to players, as they had been taking a friendly
approach in dealing with the juvenile, yet, suddenly, this has an opposite eﬀect:
he becomes less friendly. To keep the juvenile’s behaviour coherent, the agent
has the ability to explain its in-character behaviour through justifications. These
are shown through the meta-techniques of thought bubbles and flashbacks as
discussed in the previous section. At set moments during scenarios, the juvenile
evaluates the player’s competence and decides whether or not to adapt his profile.
When he decides to adapt during a scenario, he oﬀers an explanation through a
thought bubble by showing how he misinterprets a player’s actions, for example,
complaining about how the player is too much of a nice guy. When the juvenile
decides to adapt his profile at the start of a new scenario, he explains his change
in behaviour by showing a flashback which relates to some event that occurred
‘oﬀ-screen’, outside the context of the in-game scenarios. For example, he thinks
back to his phone getting confiscated by his parents, which makes him less likely
to collaborate with another figure of authority.
Alternatively, if the player seems unable to take the right actions, the juvenile
does not change his adaptive profile. Lowering the diﬃculty of the game would
entail the juvenile adapting a profile that would cause him to cooperate more easily.
I chose not to implement this, because there was an apparent ceiling eﬀect in the
players’ performance in the game, with the game being too easy for most players.
Similar to the previous studies on loiter, we evaluated this design with
several classes of police students of the Dutch Police Academy. Diﬀerent from the
participants in our previous studies, these students had only been enrolled for
one month in the training of the Academy. The evaluation showed that, again,
the learning gains of the students were minimal, and that the addition of the
adaptive profile of the juvenile did not result in significant diﬀerences in learning
gains. Additionally, neither the profiles nor the addition of justifications aﬀected
the players’ approaches to dealing with the juveniles. However, there was an
indication that players felt increased behavioural involvement with the juveniles
when they played loiter with adaptive profiles and justifications. This may mean
that insights into explanations of the juvenile’s behaviour can positively aﬀect
the extent to which players can relate to him. This was not apparent in the
previous studies which also featured such meta-techniques. It may be the case
that such meta-techniques are of added value only in more complex situations.
For example, in the game used in this study, the interactions between players
and virtual agents are not as clear-cut and straightforward, as juveniles suddenly
showed major changes in their behaviour instead as opposed to behaving fully
predictably. Therefore, the meta can matter when social interactions with virtual

8.4 the meta-paradigm

163

agents become increasingly complex. This can happen when the agents themselves
go meta and reason to behave diﬀerently, or when games aﬀord richer possibilities
for interaction with such virtual agents.
8.4 the meta-paradigm
In this dissertation, I investigated the design of and interaction with the Virtual
Storyteller and loiter to answer the main research question first asked in
Section 1.3:
How can both users and virtual agents use meta-thinking to enrich
interactions with interactive storytelling systems and serious games?
I took the perspectives of both players and virtual agents who interact with
each other in these systems, looking at how they could use meta-information to
improve user experiences. The reason for the use of meta-thinking is that virtual
worlds in which games and stories take place are not strictly separated from the
real world: they are an inherent part of it. The magic circle in which play takes
part is not inescapable; on the contrary, when people play, they actively go meta,
using their thoughts about their playing to inform decisions within the magic
circle. This distinction between in-character and out-of-character thinking applies
to both people and virtual agents: both can use out-of-character information to
adapt their in-character choices. Revisiting Figure 44, it is clear that players and
agents are, in the end, similar in this perspective. The agens reputans is an entity
which is aware of the existence of the real world outside of a virtual world and
can reason about it. This dissertation has provided various investigations into how
diﬀerent types of entities go meta or can be stimulated to go meta. My research
serves as a first exploration of how the meta-paradigm can inform the design
of interactive storytelling systems and serious games. It has made way for new
opportunities for further research, such as how the intelligence of virtual agents
can be augmented to take into account meta-information, and investigating why
people take on diﬀerent perspectives and how they may be stimulated to do so.
In Chapter 9, I address two possible research directions related to the domains of
storytelling systems and serious games.
In this dissertation, I attempted to model the interactions between human
players and virtual agents. Taking on a meta-perspective, I link the virtual world
and the real one using the concept of the magic circle. The virtual world is
embedded in the real world and transmitting information between the two is
indeed possible by both humans and virtual agents. Going meta about these
interactions myself allowed me to understand how both types of agents can go
meta. Reflecting on how and why processes such as these occur is paramount to
understanding them. And, in the end, this is exactly what research is about: going
meta to model the world.

8

164

lessons learnt

REAL WORLD
PLAYER
HINK

EN
SE

META

T

AC

ACT

META

S

VIRTUAL
WORLD

SENS

E

T

T

H I N K

AGENT

Figure 44.: Player-agent interaction. Both entities follow the same sense-think-act cycle and
have the means to think on a meta-level about their interaction.
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As the unknowable future becomes the unchangeable past, risk
must collapse into certainty, one way or another.
John Nately
Into Darkness
Egan (1995)

T

he research presented in this dissertation addresses how both virtual
agents and human agents can take a meta-perspective on interactions
with interactive storytelling systems and serious games. Besides addressing how this paradigm can assist these entities in improving such interactions, this
work also opens new lines of enquiry and raises new questions as to how the findings presented here may aﬀect other domains. In this chapter, I discuss possible
continuations of research on the Virtual Storyteller and other interactive storytelling systems (Section 9.1), and the implications of creating a virtual reality serious
game for social skills (Section 9.2). I close this chapter by sketching an image of the
future for interactive storytelling and serious games in Section 9.3.
9.1 improving interactions with the virtual storyteller
As Swartjes (2010, p. 190) notes in the closing chapter of his dissertation, ‘a system
like the Virtual Storyteller is never finished.’ As much as Swartjes’ work was a
continuation of earlier research by Faas (2002), and Theune, Rensen, op den Akker,
Heylen and Nijholt (2004), so is the research in this dissertation a continuation
of his. Similarly, the research presented in this thesis lays the basis for more
investigations into how the meta matters to interactive storytelling.
In the previous chapter, I drew conclusions from my research, stating that going
meta can indeed help researchers gain insight into interactions with isss. However,
my research knew several limitations, due to the design of both the vst and the
performed evaluations. Below, I address these and explain how future research
could attempt to tackle them.
One prominent limitation of the vst is concerned with the agency of players. As
is inherent to the design of interactive systems, virtual worlds always have their
limitations. Virtual environments have their boundaries in time and space: they
can only contain a limited amount of objects and characters to interact with, and
only a limited variability in the range of actions players can perform. The latter
is evident in the design of the vst: available actions are presented to players in a
multiple-choice fashion. This is a strict way of enforcing players to choose what
designers of these systems decided should be possible for them to do. Rather than
limiting the players in this way, a diﬀerent design could oﬀer more freedom of
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choice. For example, letting players speak sentences they would like their character
to utter would allow players to say anything they want. This approach was applied
in Façade (Mateas & Stern, 2003, see Section 2.1.3.2). To enable virtual characters to
respond logically, the system then needs to interpret what a player says and means,
which is a daunting task (Paris, Swartout & Mann, 2013). An even more daunting
task is ensuring coherency between player actions and intended eﬀects, not all the
actions players take may be modelled to have the eﬀects desired by those players.
Moreover, players may take actions that deviate from the storyline intended by
the authors of the virtual environment (the narrative paradox). The approaches to
handling the variety of players’ behaviours discussed in Chapter 2 mostly revolve
around ensuring this coherency by linking an event available in the virtual world
to a player’s action through some form of justification. Like the justifications in
loiter (Chapter 7), this approach could also work in the vst, as an expansion of
the current use of late commitment operators.
Another limitation of the current design of the vst is that virtual agents can
only reason about the intentions of other virtual agents. Here, the challenge is
to let virtual agents go meta and reason about the intentions of the players, for
example, to determine which goals the latter are trying to accomplish. In the
architecture of the vst, this can be done by investigating whether players’ actions
were intended to be causally related to other actions and events. One approach
to solve this problem is found in Ha, Rowe, Mott and Lester (2012), in which
player goals are recognised to adapt a serious game to their playing style. Our
analysis of children’s interactions in Chapter 3 showed that we can determine this
when additionally taking the out-of-character behaviour of players into account.
By automating this recognition of player behaviour, virtual agents may gain
access to information leading them to understanding the players’ intentions. The
communication between players may, for example, be transcribed by a module
for automated speech recognition (Benzeghiba et al., 2007). This transcription can
then be processed to distil intentions using an ontology such as dit++ (Dynamic
Interpretation Theory, see Bunt (2009)) to classify utterances that may indicate
the perspective taken by players when discussing certain frames of the interaction
with the Interactive Storyteller. Uniting the virtual and physical in this way
may lead to a step forward in understanding the players’ intentions. With this
understanding, the virtual agents may take the players’ plans into account to
create more compelling stories, for example, by doing the inverse of what players
expected.
While they are playing with the vst, children are limited in their co-creation
process by the content the system oﬀers. Interaction with the vst could be
improved by expanding these co-creational aﬀordances. Instead of providing a
pre-specified virtual world to players, they could be authors of the story world
themselves. This implies that the children should go meta in advance of playing
their story, as they need to reason about the function of characters, items and
locations in the storyworld. Their design choices would limit the story world to
something that is bounded, but comprises the story elements that fit that story.
Additionally, through combining diﬀerent types of these elements, children may
already come up with original story worlds.

9.2 loiter-vr: social skill training in virtual reality

167

These are but a few of the possible improvements from which the Virtual
Storyteller could profit. The ideas presented in this section could be extended to
other interactive storytelling systems: all such systems would benefit from gaining
more insight into the types of players and their intentions. Player agency is the
crux of interactive storytelling; it is the player who decides what she wants to
in an interactive story. Therefore, more research should focus on understanding
players’ desires when interacting with interactive storytelling systems. Plenty of
research has focused on increasing the artificial intelligence of virtual agents to
adapt to player actions (Yannakakis & Togelius, 2014). Still, in most commercially
available interactive stories and games, player choice is limited to choosing one of
a limited number of available actions to take. By delving deeper into the player’s
mind, we may be able to understand in more detail what she wants from such a
system. With this information, we can adapt the design of interactive storytelling
systems to better cater to the player’s wishes, improving her experience.
9.2 loiter-vr: social skill training in virtual reality
The loiter series of serious games was intended to improve players’ social
awareness. The discussed implementations focus on making players reflect
on their approach, assisted by meta-techniques. The visual design of these
implementations contains static imagery: the virtual characters do not move;
instead, their appearance only changes when their stance towards someone
changes. In the context of the overall design of the game, these animations fit the
characters’ behaviour, which is relatively simple.

Figure 45.: A player and his first-person, in-game view of loiter-vr.

To investigate how the same educational objectives would work in a virtual reality
(vr) environment, we worked on a prototype called loiter-vr (Linssen & de Groot,
2013). Figure 45 shows a side-by-side view of a player wearing the immersive vr
suit which registers his movements, and his view on the virtual world. Like the
other loiter games, this version features a scenario in which the player tries to
convince a loitering juvenile to cease his loitering. This serious game builds on
the concepts used in the vst and loiter, with the juvenile responding to the
approach a player takes. For the virtual environment, we collaborated with RE-

virtual
reality (vr)
loiter-vr
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liON, a company specialized in oﬀering tactical training simulations through multimodal vr.1 We tackled four design issues to create a working prototype of loitervr. Firstly, we designed an architecture to link our software, which contains the
cognitive models of the virtual characters, to the virtual environment, which
contains the visualized characters. This was done through a message broker system
which enables software modules to write on and read diﬀerent topics, allowing
them to retrieve information from diﬀerent sources. Secondly, we created an
ontology which related abstract facts about the story world, for example, locations
and objects, to their visualised counterparts. This allows the virtual characters to
reason about the objects in the virtual environment. Thirdly, the modular setup
of our architecture allows other modules to listen in on the information being
exchanged. When a trainee is using loiter-vr, a separate visualisation allows a
trainer to follow the actions of the trainee and the virtual characters. Moreover,
this visualisation allows the trainer to influence the behaviour of the virtual
characters, acting as a director.
The fourth design issue was the intelligence of the virtual juveniles. In loitervr, the juveniles use the same behavioural model as in loiter-tb, which is based on
Leary’s theory of interpersonal reflexes (Leary, 1957). Based on the player’s actions,
the juvenile can respond diﬀerently. A major diﬀerence between the 2D loiter
games and loiter-vr is how player input is handled. In the former, four options are
presented to players. In the latter, there is no overview of available actions: players
have to decide for themselves which action to take. This results in there being more
player agency than in loiter-tb, which makes the game more challenging than the
previous loiter games. However, this also introduces the hurdle of recognizing
and interpreting player behaviour to give input to the virtual juveniles so they can
perform a suitable response to the player. Due to our focus on the interaction itself,
we did not implement an automated approach to take this hurdle. Instead, we used
a Wizard-of-Oz setup in which a domain expert interpreted the player’s behaviour
in terms of the behaviour model used by the virtual juveniles. This interpretation
was then processed by the cognitive model of the virtual juvenile to decide which
of the responses available to him was the most fitting. Automating the recognition
of player behaviour poses several possibilities for future research. Both the verbal
and nonverbal behaviour of the player should be sensed before being interpreted.
As described in the previous section, interpreting players’ intentions may be
done using a taxonomy such as dit++ (Bunt, 2009). In the context of loiter-vr,
player behaviour should be mapped onto the interpersonal circumplex as proposed
by Leary (1957), yet which is diﬃcult to do automatically as shown by Vaassen
and Wauters (2012). For example, a player walking aggressively toward a virtual
juvenile, finger pointed at him while saying ‘What do you think you’re doing?’ may,
depending on the context of the interaction, be interpreted as an aggressive stance.
In turn, this would influence the juvenile’s response based on his current stance
and personality. To implement this approach, future research should investigate
the incorporation of social signal processing through computer vision and speech
recognition (Vinciarelli, Pantic & Bourlard, 2009).

1 See http://www.re-lion.com.
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With our Wizard-of-Oz setup of loiter-vr, we performed several demonstrations, receiving valuable comments to further develop the system. One point of
concern was the limited variability in character responses, as became obvious after
multiple playthroughs of the same scenario. In our setup, the virtual juveniles had
a small set of possible responses, which diminished the replayability of the game.
As discussed above, the automated creation of a suﬃciently large set of actions
is still an open challenge in the field of interactive storytelling. Future work may
also profit from expanding on the approach used for the vst and by putting the
concepts concerning meta-thinking of virtual agents to good use.
An additional line of research lies in comparing diﬀerences between the
interactions with loiter-vr and the 2D loiter games, for example, to determine
learning eﬀects. The improved graphical fidelity of the former, combined with its
more immersive experience as compared to the latter, may provide a more realistic
experience of diﬃcult social conflicts (Seidel & Chatelier, 2013). This immersion in
virtual reality may go as far as producing a ‘shock eﬀect’ of encountering a noncooperative or even aggressive civilian, which may in turn result in larger learning
gains. Moreover, the increased agency players have in loiter-vr as compared to
the 2D loiter games may also aﬀect their experience, as their available actions are
not pre-constructed, but they have to come up with them themselves in real time.
To go beyond a simulation of diﬃcult social situations police oﬃcers have to
deal with, loiter-vr could benefit from the use of meta-techniques to improve its
learning eﬀects. An open line of enquiry is whether meta-techniques as discussed
in Chapter 6 would work in a vr setting, especially when the graphical fidelity is
improved. Showing thought bubbles in a highly realistic environment may break
players’ immersion, as such objects do not exist in the real world. In the 2D
loiter games, this was less of an intrusion, as the thought bubbles fit the overall
style of the game. In the vr environment, this may not be the case. Therefore,
special care has to be taken of implementing this meta-technique; future research
should point out the eﬀects of including such elements. An alternative may be to
use voice-overs to express the virtual juvenile’s thoughts, as they are also used
in other media, such as films. Flashbacks are also often featured in films and
may therefore may a good fit for a more realistic visualisation of a story world.
However, flashbacks should still be presented explicitly as being flashbacks and
not currently transpiring events. Otherwise, they might miss their intended goal
of communicating information about something which has already happened. For
example, a stereotypical black and white filter can be applied to the virtual world
as a cue that the visualised scene happens in the past. This may be an indication
which players can relate to, as the same eﬀect is used in other media, such as films.
Another major challenge for interactions in vr in general is the sense of touch.
Haptic feedback can be very informative to players to discern objects they are
interacting with. An example is a player attempting to comfort a virtual juvenile
by patting him on the shoulder. This implies that the player needs to be able to feel
the juvenile’s shoulder, receiving information on where it is located in the virtual
environment. Additionally, this touch needs to be recognized by the system and
interpreted in a correct manner (see, for example, Jung, Poppe, Poel and Heylen

169

9

170

future work

(2014)). Depending on the strength of the touch and the cognitive state of the
juvenile, he may interpret it as, indeed, comforting, or perhaps as a threat.
The loiter-vr installation was intended as a proof-of-concept to investigate
what is possible with current-day technology and parts of the research discussed
in this dissertation. The main challenge of making such a system work lies in the
integration of all its parts: artificial intelligence for the virtual characters, the
virtual environment, the sensing and interpretation of player behaviour, and the
incorporation of mechanics to stimulate learning. With vr outgrowing its stages
of infancy, future research should scrutinize how we can improve the aﬀordances
of this technology, adapting its mechanics to further improve its experience, both
for education and entertainment.
9.3 the narrative of the future
The novel of the future provides the experiences we desire and the lessons we
require. Like the stories of yore, these experiences should provide current-day
morals which fit well with society. Moreover, they should adapt themselves over
time, not clinging to old ideals, but grow together with our culture. Interactive
media such as choose-your-own-adventure novels and games already entertain
and inform us, but we can do more. Murray’s view of the Holodeck as the ultimate
interactive story is already more than just a dot on the horizon with the rise
of virtual reality (Murray, 1997). Stephenson’s vision of an educational, adaptive
storybook which grows together with a child over time does not seem as farfetched any more as it did twenty years ago (Stephenson, 1996). I would not be
surprised if sooner, rather than later, the following might come to pass.

9

She feels like she didn’t really have a choice to begin with. The cards
had been dealt and this could have been the only possible outcome.
Her gaze travels upwards, away from the miserable sight of the
grotesque, lupine shape, strangely contorted. The poison had done
its job alright.
‘What’s done is done,’ the boy informs her. As if she didn’t know.
‘Though I cannot help but think what if...’
She oﬀers him a soft chuckle and throws her gaze to the left. ‘Why
wonder?’ A rift appears in the air next to her, a grey mirror into
the past. The boy steps up to her. Together, they stare at their
five-minute-old selves through the rift. They are facing the large,
hunched-over wolf, moments before it were to have its last meal.
‘It’s good we brought the cake, right?’ The girl gives the boy a sideways
look, then stares at the cake her former self was presenting to the
wolf. The boy extends his arm to the rift and taps its side, bringing
up a selection panel. His fingers hover over a cloud-shaped icon
which would show the wolf ’s thoughts. But before he can touch it,
the girl grabs the boy by his arm and drags him with her into the
portal. It only takes one blink to find themselves facing the wolf,
once again.

9.3 the narrative of the future
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‘Drama is conflict, right?’ she mockingly asks him, dropping the cake
from her hands. It lands in the forest soil with a soft thud. The boy’s
eyes grow as wide as the girl’s grin.
Squinting at the duo, the wolf licks its teeth, its stomach grumbling.
‘Isn’t that a pity?’ it inquires. ‘Now I have to be content with some
other, equally sweet, treat.’
Composing himself, the boy shakes his head. ‘Why settle for just the
two of us?’ His smile does not betray his true intentions, a ruse
shaping in his mind. ‘Wouldn’t you rather visit our grandmother?
She can whip you up as many cakes as you can eat!’ Making
a gesture in the air with two fingers, the boy freezes time
momentarily and faces the girl, the wolf standing dead still. She
quickly catches on.
‘The leafs, just up ahead, right?’ A wink and a nod from the boy is all
she needs to grin again. With a flick of her wrist, she undoes the
pause and the wolf audibly starts heaving its mighty chest again,
drooling at the thought of many more cakes.
It growls: ‘No tricks, you two...’
The children nod solemnly, their eyes twinkling up at the wolf ’s
yellowish gaze. Treading carefully up the path, they cross a thick
carpet of leafs. With the wolf right behind them, the boy and the
girl suddenly leap forward. The wolf only has a brief moment to
attempt to lunge at them. It fails. The leafs give way under the
wolf ’s weight and it falls into a deep, dark pit. Its gaze furious,
breath fuming, it roars and claws at the children, but they are
safely out of reach.
‘Have fun looking at the birds in the sky, Mr. Wolf!’ the girl snickers.
The boy salutes the wolf and gives the girl a high-five: ‘I think we did
pretty well!’
‘Yeah, the cake was too obvious, this trap was way more fun,’ the girl
replies. ‘I’m curious how we will run into the wolf again next time!’
Smiling, the girl opens and closes her hand two times. Their
surroundings fade and the forest dissolves, leaking colour until a
living room becomes visible through the haze. The leaves and the
pit morph into a thick carpet, the trees turn out to be large closets.
Finally, the simulation halts and reality pops in.
Two children, a girl and a boy, are standing on opposite sides of a table.

9
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PART V
APPENDICES

INTERACTIONS WITH THE
INTERACTIVE STORYTELLER

A

Transcript 19 shows the original Dutch version of one of the stories generated by
the children interacting with the Interactive Storyteller in the experiment by Alofs
et al. (2015).
Er was eens een klein meisje met een rood kapje op haar hoofd. Ze
wilde een verjaardagstaart naar haar oma brengen...
Wolfje is gemeen.
Roodkapje barst in lachen uit.
Oma bakt de kwarktaart.
Wolfje sluipt naar het huis van Roodkapje.
‘Hallo!’ zegt Roodkapje tegen Wolfje.
Met enkele korreltjes cyaankali vergiftigt Oma de kwarktaart.
‘Jij ook hallo...’ zegt Wolfje tegen Roodkapje.
Roodkapje doet een deel van de afwas.
Oma schuifelt naar het strand.
‘Geef hier!’ zegt Wolfje en pakt de verjaardagstaart van Roodkapje af.
‘Geef terug, die is van mij!’ zegt Roodkapje en pakt de verjaardagstaart
weer terug van Wolfje.
Oma schuifelt naar het huis van Roodkapje.
‘Geef terug!’ zegt Wolfje en pakt de verjaardagstaart weer terug van
Roodkapje.
‘Oh Oma luister!’ zegt Roodkapje. ‘Daarnet heeft Wolfje de verjaardagstaart van me gestolen!’
‘Och, och, wat vervelend,’ zegt Oma tegen Roodkapje.
Wolfje eet de verjaardagstaart op.
‘Alsjeblieft, voor jou!’ zegt Oma en geeft de kwarktaart aan Wolfje.
Roodkapje barst in lachen uit.
Oma barst in snikken uit.
Wolfje krijgt behoorlijk honger.
‘Wat moet ik doen?’ vraagt Roodkapje aan Oma.
‘Ok, ik heb een plan om Wolfje te gaan vergiftigen. Wacht maar af...’
zegt Oma tegen Roodkapje.
Wolfje eet de kwarktaart op.
Transcript 19.: The original Dutch version of a story created by two
children with the Interactive Storyteller. See Transcript 3
for the English translation.
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ADDITIONAL MATERIAL ON LOITER

B

This appendix contains additional material on loiter-tb, loiter-fb, and loiterap.
b.1 loiter-tb
Table 20 shows the utterances of which participants of the experiment on loiter-tb
were asked to determine the stance (see Section 6.4). Table 21 shows the second
sjt in that experiment, for which participants were asked to indicate which stance
of the juvenile they would expect as a response on the shown utterances of a
police oﬃcer. The subjective questionnaire in which participants rated to which
extent they agreed with statements about their behaviour in the game is shown in
Table 22.
Table 20.: The sjt on stance recognition for loiter-tb.

utterance of the juvenile

intended
stance

‘Ja, maar als wij dat doen, dan staat daar wel wat tegenover.’

DF

‘OK OK, we doen wat je zegt.’

SF

‘Ik kan hier niks mee, maar whatever.’

SH

‘Ja doei, doe het lekker zelf joh!’

DH

‘Ja, dat is heel duidelijk, dat snap ik wel.’

DF

‘Als je het zo zegt... We zoeken wel een andere plek.’

SF

‘Je snapt best wat ik bedoel...’

SH

‘Jij komt hier echt alleen maar om te dissen, of niet?’

DH
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Table 21.: The sjt on response estimation for loiter-tb.

utterance of the police officer

responding
stance

‘Dit kunnen we samen makkelijk oplossen!’

SF

‘Wat vind jij dan dat we moeten doen?’

DF

‘Ik doe dit ook niet voor mn lol.’

DH

‘Luister eens, we gaan doen wat ik zeg!’

SH

‘Ja, dat is heel duidelijk, dat snap ik wel.’

SF

‘Er is vast een andere oplossing voor te vinden, denk je
niet?’

DF

‘Dat wist ik niet, maar dat boeit me ook niet.’

DH

‘Zo, jij gaat mooi op de bon, mannetje.’

SH

Table 22.: The subjective questionnaire for the experiment on loiter-tb.

statement

rating scale

Ik wisselde vaak van aanpak.

1

2

3

4

5

Ik herkende de momenten waarop de
jongere van houding veranderde.

1

2

3

4

5

Het scenario verliep zoals ik zou verwachten.

1

2

3

4

5

Het scenario verliep zoals ik het wilde.

1

2

3

4

5

Ik ben tevreden over de manier waarop ik
het conflict heb opgelost.

1

2

3

4

5

Ik was in staat de houdingen van de
jongere te onderscheiden.

1

2

3

4

5

Ik was in staat de verschillende keuzes die
ik had te onderscheiden.

1

2

3

4

5

Ik snap nu, na het spelen van de game,
beter hoe mijn gedrag dat van anderen
beïnvloedt dan daarvoor.

1

2

3

4

5
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Table 23.: The first part of the first situational judgement test (sjt1) for the experiment on
loiter-fb.

intended action of the police ofstance
ficer

rating scale

DF

Je stapt rustig op de
jongeren af. Je vraagt aan
hen waarom ze mensen zo
lastig vallen en drukt ze op
het hart dat die vrouw dat
echt niet fijn vond.

-3

-2

-1

0

1

2

3

SF

Je wacht even een minuut
en stapt daarna rustig op
de jongeren af. Je vraagt
aan hen of zij wel eens
uitgescholden zijn en hoe
dat bij hen overkwam.

-3

-2

-1

0

1

2

3

SH

Je fluit naar de groep
jongeren en schudt je
hoofd. Daarna loop je langs
hen op en gebaart dat ze
maar beter ergens anders
heen kunnen gaan.

-3

-2

-1

0

1

2

3

DH

Je stapt direct op de
jongeren af en zegt dat
ze zich normaal moeten
gedragen. Dat mensen
uitgescholden
worden
tolereer je niet. Anders is
het kiezen: wegwezen of
een boete.

-3

-2

-1

0

1

2

3

b.2 loiter-fb
Tables 23 and 24 show the first situational judgement test (sjt1) used in the
experiment on loiter-fb (see Section 6.6). Participants were instructed to first
read Transcripts 20 and 21, respectively, to introduce them to the setting. Table 25
shows sjt2; Transcript 22 shows the introductory text for this setting.
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Een groepje hangjongeren hangt tegen een bankje in een winkelstraat.
Jij staat iets verderop in de straat. Je ziet dat de jongeren staren
naar een vrouw die voorbij komt gelopen. Als ze hen gepasseerd
is, fluit één van de jongeren haar na. De vrouw kijkt met verbaasde
blik om en de jongen zegt: ‘Hee, heb je zin om even mee te komen
ofzo?’ De vrouw loopt snel door en negeert de groep, waarna de
jongen haar na roept: ‘Slet!’ De hele groep barst hierop in lachen
uit.
Transcript 20.: The first introductory text for sjt1.

Je houdt één van de jongeren die je laatst samen met zn vrienden hebt
gesproken in de winkelstraat staande, omdat hij te hard reed op
zijn scooter. Hij weet duidelijk dat hij erbij is en je ziet ook dat zijn
achterlicht het niet goed doet. Hij kijkt je in eerste instantie niet
aan, maar blikt weg zodra je op hem afstapt.
Transcript 21.: The second introductory text for sjt1.

Een groepje hangjongeren hangt tegen een bankje in een winkelstraat.
Je loopt hen voorbij zonder er veel aandacht aan te schenken en ze
laten ook niet merken dat ze je jou gezien hebben. Op het moment
dat je langs hen bent gelopen roept één van hen met vervormde
stem: ‘Kutwout!’ Daarna klinkt er wild gelach van de hele groep.
Transcript 22.: The introductory text for sjt2.

b.3 loiter-ap
This section contains additional material on loiter-ap.
b.3.1 Pseudocode for profile stance calculation
Listing 1 shows pseudocode of the algorithm governing the calculation of the
dominance of a new stance.

Appendices

Listing 1: Pseudocode for the calculation of the dominance of a new stance, given a profile
and a player’s stance.

// The p value determines to what extent the juvenile’s dominance changes
p = 1.5
/* Calculates the dominance of a new stance d, given a stance profile
ps and a player’s stance ai */
calculate_dominance( ps , ai )
{
// If the player is dominant (DF or DH)
if( ai == DF || ai == DH )
{
// If the juvenile is dominant
if( ps == DF || ps == DH )
// The juvenile’s dominance decreases with less than 1

d = d −

1
p

// If the juvenile is submissive
else if( ps == SF || ps == SH )
// The juvenile’s dominance decreases with p
d = d − p
}
// If the player is submissive (SF or SH)
else if( ai == SF || ai == SH )
{
// If the juvenile is dominant
if( ps == DF || ps == DH )
// The juvenile’s dominance increases with p
d = d + p
// If the juvenile is submissive
else if( ps == SF || ps == SH )
// The juvenile’s dominance increases with less than 1

d = d +

1
p

}
}

b.3.2 Dutch translations of justifications
The original, Dutch justifications which were shown in the game are listed here.
Table 26 lists the justifications shown in the thought bubbles; Table 27 lists those
shown in the flashbacks.
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b.3.3 Explanation of game mechanics in LOITER-AP
Figure 46 shows a screenshot of the explanation of the game mechanics of thought
bubbles and flashbacks in loiter-ap.

Figure 46.: The explanation of the thought bubbles and flashbacks in loiter-ap.
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Table 24.: The second part of the first situational judgement test (sjt1) for the experiment on
loiter-fb.

intended action of the police ofstance
ficer

rating scale

DF

Je zegt tegen hem dat je
denkt dat hij ook wel snapt
wat er mis is. Je voegt
daaraan toe dat je ziet dat
zijn achterlicht kapot is.
Je geeft hem echter alleen
een bekeuring voor te hard
rijden, zolang hij belooft
het voortaan kalmer aan
te doen en het achterlicht
meteen te laten repareren.

-3

-2

-1

0

1

2

3

SF

Je vraagt of hij snapt wat
er aan de hand is en legt
uit dat een ongeluk in een
klein hoekje zit. Ook maak
je hem ervan bewust dat
zijn achterlicht het niet
doet en vraagt of hij dat
snel laat repareren. Je geeft
hem deze keer alleen een
waarschuwing, als hij het
maar rustig aan doet.

-3

-2

-1

0

1

2

3

SH

Je schudt je hoofd en kijkt
eens naar het achterlicht.
Je zegt dat dit er zo niet
best uitziet en schrijft alvast een bon uit voor het
te hard rijden. Je zegt dat
je de moeite niet wilt nemen voor de tweede boete
en stuurt de jongere weer
op pad.

-3

-2

-1

0

1

2

3

DH

Je kijkt de jongere direct
in de ogen aan en schrijft
meteen twee bonnen uit. Je
zegt dat hij maar beter op
moeten passen in het verkeer, want met dit soort
gedrag komen er zeker ongelukken van.

-3

-2

-1

0

1

2

3
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Table 25.: The second situational judgement test (sjt2) for the experiment on loiter-fb.

intended action of the police ofstance
ficer

rating scale

DF

Je stapt rustig op de
jongeren af. Je vraagt aan
hen waarom ze mensen zo
lastig vallen en drukt ze op
het hart dat die vrouw dat
echt niet fijn vond.

-3

-2

-1

0

1

2

3

SF

Je wacht even een minuut
en stapt daarna rustig op
de jongeren af. Je vraagt
aan hen of zij wel eens
uitgescholden zijn en hoe
dat bij hen overkwam.

-3

-2

-1

0

1

2

3

SH

Je fluit naar de groep
jongeren en schudt je
hoofd. Daarna loop je langs
hen op en gebaart dat ze
maar beter ergens anders
heen kunnen gaan.

-3

-2

-1

0

1

2

3

DH

Je stapt direct op de
jongeren af en zegt dat
ze zich normaal moeten
gedragen. Dat mensen
uitgescholden
worden
tolereer je niet. Anders is
het kiezen: wegwezen of
een boete.

-3

-2

-1

0

1

2

3
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Table 26.: The original, Dutch justifications that can be shown in thought bubbles when a
within-scenario adaptation is made. See Table 14 for the English translation.

scenario

intended stance

justification

1

DH

‘Het mannetje zal eens zeggen wat we
moeten doen zeker. Oprotten met die
wout!’

SH

‘Damn, wat een wuss. Geen aandacht
besteden aan die loser.’

DH

‘Wat zoekt die vent ruzie? Hij moet echt
niet met me fokken man!’

SH

‘Meen je toch niet, mister nice guy komt
ons lastig vallen. Fok deze shit.’

DH

‘Wat een commandant, we zitten niet in
het leger! Zoekt-ie ruzie ofzo, kom maar
op!’

SH

‘Shit, hij heeft er zin in... Fuck, liet-ie ons
maar met rust.’

2

3

Table 27.: The original, Dutch justifications that can be shown in flashbacks when a betweenscenario adaptation is made. See Table 15 for the English translation.

scenario

intended stance

justification

2

DH

‘Vanochtend deed ik fucking alles fout in
de supermarkt, nu komt deze vent ook
nog zeiken? Ze moeten me gewoon eens
met rust laten!’

SH

‘Fuck, vanochtend viel m’n manager me
lastig tijdens het vakken vullen, nu oom
agent weer. Wat een fucking gedoe...’

DH

‘Telefoon kwijt aan m’n ouders, nu komt
deze vent me hier lastig vallen?! Ze
moeten kappen met mij fokken!’

SH

‘Oh shit, ’t wordt steeds beter. Eerst m’n
telefoon ingepikt door m’n ouders, nu dit.
Fuck, heb hier echt geen zin in...’

3
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1.

Verhalen, zowel klassiek als interactief, kunnen op verschillende manieren ervaren
worden. Juist de momenten waarop lezers van perspectief veranderen, zijn de momenten
die het meest over het verhaalsysteem en de ervaring van de lezer onthullen. (Hoofdstuk 3)

2.

Drama ontspringt aan conflict. Een verhaalwereld zonder conflicten tussen karakters is
een wereld zonder drama. Het doel van een verhaalgeneratiesysteem is derhalve het
creëren van conflicten. (Hoofdstuk 4)

3.

De moeilijkheid van sociale interactie zit hem in het herkennen van de redenen waardoor
iemands gedrag verandert. In een educatief spel kan de juiste feedback deze redenen
benadrukken en de speler inzicht in de interpersoonlijke verhoudingen van karakters
verschaffen. (Hoofdstuk 6)

4.

Ingrijpende, onverwachte wijzigingen in het gedrag van karakters, en daardoor in de loop
van een verhaal, kunnen met de juiste woorden weer coherent gemaakt worden.
(Hoofdstuk 7)

5.

Van Gödel kunnen wij leren dat men voor waarheidsvinding nooit meta genoeg kan zijn.

6.

Alle games worden serieus als ze als zodanig benaderd worden.

7.

Als context alles is, en wetenschap zaken modelleert door context te verwijderen, zegt
wetenschap niets.

8.

Niets veroudert zo snel als de toekomst; in de wetenschap veroudert niets zo snel als een
nieuw inzicht.

9.

De hele wereld is een spel / En wij zijn allen niets meer dan gamers

10. Metal ben je niet voor even; metal ben je voor het leven.

PROPOSITIONS
accompanying the dissertation:

Meta Matters in Interactive Storytelling and Serious Gaming
(A Play on Worlds)
to be publicly defended by Johannes Maria Linssen
on Thursday May 4, 2017 at 16:45
1.

Stories, both classical and interactive, can be experienced in different ways. The moments
during which readers change perspective reveal the most about the storytelling system
and the reader’s experience. (Chapter 3)

2.

Drama exists through conflict. A storyworld without conflicts between characters is a
world without drama. Therefore, the goal of a story generation system is the creation of
conflicts. (Chapter 4)

3.

The difficulty of social interaction is found in recognizing the reasons causing changes in
someone’s behaviour. In a serious game, the right feedback can emphasize these reasons
and grant the player insight into the interpersonal relations between characters.
(Chapter 6)

4.

Drastic, unexpected changes in the behaviour of characters, and hence in the course of a
story, can be made coherent again with the right words. (Chapter 7)

5.

From Gödel we can learn that, to find truth, one can never be meta enough.

6.

All games become serious if they are approached as such.

7.

If context is everything, and science models affairs by removing context, science says
nothing.

8.

Nothing ages as fast as the future; in science, nothing ages as fast as a new insight.

9.

All the world’s a game / And all the men and women merely gamers

10. Metal is not simply rife; metal is what you are for life.

